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A B S T R A C T   

Segmenting micro-Computed Tomography (µCT) images of textile composites is a necessary step before modeling 
the material at the mesoscale. However, the accurate segmentation of fiber bundles (or tows) remains a challenge 
in carbon fiber reinforced textile composites. Segmentation approaches based on local fiber orientation perform 
well in recognizing individual tows only under ideal conditions, namely when the local fiber orientation 
bordering two tows’ interface is different, or when the touching area is small relative to the thickness of a tow. 
Unfortunately, in many textile composite laminates used in the industry, these ideal conditions are not found. 
Such materials often consist of multiple plies, where each fiber is aligned in one of the two orthogonal directions, 
and where the touching area between similar-orientation tows is often much larger than the tow thickness. 
Therefore, we propose two new methodologies for splitting tow instances. One is based on the geometrical 
analysis of the material structure using conventional image analysis; the other is based on the deep learning 
prediction of ideal inputs for segmentation based on the watershed transform. The deep learning-based method is 
trained using randomly generated synthetic images of a woven composite material, which avoids an expensive 
human annotation step.   

1. Introduction 

Fiber reinforced polymers (FRPs) are used as a high strength-to- 
weight ratio material in many different industries: construction, aero-
space, marine, automotive, sports equipment, etc. Currently, the pre-
diction of the properties and behavior of these composite materials by 
means of numerical modeling is one of the key elements of industrial 
developments. Many approaches to model woven composites’ micro-
structural geometries are compared and reviewed in the cited works 
[1,2]. The geometrical model of a layered textile composite is typically 
constructed for a given scale. It can be the level of a ply, the level of tows 
(also called unit cells level, or mesoscale), or the level of fibers (micro- 
scale). The ply-level and the fiber-level geometries are simple and can be 

generated relatively easily, based on fundamental geometrical parame-
ters like ply thickness, fiber diameter, matrix volume fraction, etc. 
However, the tow-level geometry is complex to model, due to the need 
to account for randomly curved surfaces and sharp-cornered shapes. 
Generating a mesoscale model can reflect one of the following concep-
tions: (i) idealized – the geometry is characterized by a limited set of 
parameters, (ii) simulated – the geometry is the output of a simulation of 
the manufacturing process (e.g. fabric compaction), and (iii) realistic – 
the geometry is extracted from µCT images of a real material sample. 

An idealized geometry model can be created by textile software such 
as TexGen [3] or WiseTex [4], using a set of characteristic parameters as 
the input. The relevant parameters for the model can be extracted from 
processing µCT images [5]. In the work [6], the initial geometry was 
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generated using TexGen, and the resulting “simulated” geometry was 
obtained by modeling the compaction of the dry fabric by finite element 
modeling [7]. Another way to get “simulated” geometries of the textile 
structure is to simulate the (thermal) expansion, starting from an initial 
(idealized) geometry, until the desired matrix volume fraction is reached 
[8,11,12]. The studies [9] propose an alternative approach to simulate 
the weaving and compaction of woven composites, based on the “digital 
element” technique that results in an accurate geometry at the 
mesoscale. 

A realistic geometry of the tow structure can be reconstructed from a 
labeled 3D image, resulting from processing (segmenting) μCT images of 
the material. However, the μCT image segmentation can be very chal-
lenging due to low contrasts, low resolution, and noisy data [10,11]. The 
structure tensor approach is a frequently used method for local fiber 
orientation analysis. The method results in images that are then used for 
an intensity-based segmentation [12–14]. However, a non-gradient 
based method to analyze the fiber texture is employed in work [15], 
where the Grey Level Co-occurrence Matrix was used to analyze the 
texture of µCT images of composites. The commercial software Avizo 
[16] offers many different segmentation solutions, which were also 
successfully adopted in the process of modeling the tows’ geometry 
[17,18]. Recently, deep learning methods were applied to segment 
challenging µCT images of fiber-reinforced composites [19,20]. 

In the case of a multilayer textile composite with bi-directional tows 
alignment, a fully automatic (semantic) segmentation method usually 
results in only 3 labels: (i) the polymer matrix, and (ii) the warp and (iii) 
fill tows [11,19]. Labeling an individual tow (i.e. instance segmentation) 
remains delicate, especially at high tow densities, typically when tows 
account for more than 80% of the volume. Generally, methodologies to 
split touching instances can be based on one of the following approaches 
or their combination: (i) boundaries geometry analysis, (ii) local fea-
tures analysis, (iii) matching with an idealized geometry, and (iv) deep 
learning. Usually in the first approach, prior information about the ob-
ject shapes is used to analyze their touching edges. In the works [21,22], 
the tows’ edge analysis is applied to individual tow labeling. This 
method is based on mapping the boundary points of the separated tow 
cross-sections in the current slice to the next slice. However, the first 
slice is segmented by a semi-automatic approach that ignores the 
incomplete border tows. 

Local feature analysis results in a set of local characteristics (such as 
distance to tow boundary or centerline, local anisotropy, fiber orienta-
tion, etc.), which can be used by segmentation algorithms, such as 
watershed, clustering, example-based classification [12], or lead to fiber 
tracking [17]. In the case of multilayer textile composites, two touching 
tows often exhibit analogous local characteristics in the contact area, 
making it challenging to find features robust enough to separate the 
tows. Therefore, the tow instance segmentation based on the fiber 
orientation can only be applied to high-resolution images, where indi-
vidual fibers (or their gradient) are clearly visible. The classical water-
shed is also inaccurate, if the touching area of the tows is much larger 
than the tow thickness. 

The idea of matching an idealized geometry with the real image or its 
semantic segmentation can be seen as a variation of the 3D active con-
tour model [23]. In [24], individual tows are segmented by exploiting 
the result of an idealized geometric model optimization, which fitted the 
voxelization of the tows’ surface to the real image. This approach gua-
rantees a clean and topologically correct result, which can then be used 
for a finite element mesh generation. However, solving the corre-
sponding optimization problem is intricate, due to its sensitivity to the 
local minima states. 

Today, deep learning approaches with convolutional neural net-
works (CNN) are effectively used to solve challenging instance seg-
mentations in the field of computer vision [25]. In [26], a deep 
watershed transform is proposed for the instance segmentation of a se-
mantic segmentation output. This deep watershed approach is based on 
the prediction of an object’s distance field with CNNs. The method’s 

effectiveness is demonstrated on street scene photographies. Similarly, 
the idea of CNN-based distance field prediction was employed in [27,28] 
on microscopic images, for the instance segmentation of touching cells 
without clear boundaries. 

In this study, we continue to develop the segmentation methods 
proposed in our previous work [11]. To the best of our knowledge, there 
is no published work devoted to the tow instance segmentation of textile 
composites with multiple plies, based on deep learning. Furthermore, 
only a few studies exist where other approaches are developed, despite 
the relevance of such segmentation for the industry. Therefore, two new 
methods to segment tow instances are proposed. The first method is 
based on the interpolation of the inter-ply matrix layer. The second 
method uses deep learning with a 3D U-net architecture [29] to predict 
the result of a distance transform (similarly to [27]), before applying the 
watershed transform. However unlike work [27], where the predicted 
splitting regions were used to find proper watershed markers, we 
focused on predicting the tow centerlines [30] to seed the watershed 
transform. These markers are expected to be more robust for the 
detection of tube-shape structures (like tows). The proposed deep 
learning approach furthermore uses a novel idealized unit cell geometry 
model, for the generation of training dataset samples. Semantic seg-
mentation results of our previous study [11] are used as an input to test 
the proposed methods. 

2. Material and µCT images 

The material under investigation was a plain-weave CFRP laminate 
(TR3110 360GMP, Mitsubishi Rayon Co., Tokyo, Japan) with layup [# 
(0/90)]8. Some details on the composites were described in works 
[5,11]. The ply thickness was about 0.23 mm and the count of tow ends 
per centimeter length was 4.92 (for both weaving directions). A tow 
contained 3000 carbon fibers, each having a diameter of about 7 µm. 
The material was periodic in-plane, with a computed periodic pattern 
size of 4.064x4.064 mm. 

The µCT scan of the composite was acquired at the Centre for X-ray 
Tomography of the Ghent University (UGCT) using the custom-designed 
µCT system HECTOR. The 3D and 2D views of the material scan are 
presented in Fig. 1a. The raw µCT image was cropped to the size of 
357x861x862 voxels, where the voxel pitch vs is about 5 µm, i.e. a bit 
lower than the diameter of a single fiber. In our coordinate system, the 
first component corresponds to the out-of-plane (Z) axis. Thus, the 
physical size of the input image was a bit larger than the periodic pattern 
size. The image was rotated to align the material axes (out-of-plane, fill 
and warp directions) with the image’s Cartesian system. 

The semantic segmentation of these µCT images using variational 
and deep learning approaches was previously detailed [11]. 5 segmen-
tations were presented: the manual (ground-truth image), the result of 
the variational approach, and 3 deep learning segmentations. However, 
instance segmentation was not treated in that study. These semantic 
segmentations are used in the current study as input data for testing the 
proposed methods. The same ground-truth image was also used to 
evaluate the accuracy of the instance segmentations. The following two 
sections describe the proposed instance segmentation methods, using 
the best deep learning semantic segmentation presented in [11] as the 
input image. Fig. 1b shows 3D and 2D views of this image, where the red 
lines (in 2D view) indicate the touching tows’ areas. 

The proposed methodologies are designed to split tightly compacted 
tows. These are the cases where the touching area between tows (from 
two adjacent plies) is large compared to the tow thickness (Fig. 1b). The 
low contrast and high noise in the raw µCT images (Fig. 1a) can intro-
duce additional obstacles for the splitting:  

• the edges of touching areas may contain segments without concavity;  
• false concavity segments can also occur next to the edges of the 

touching areas; 
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• noise and local distortion are possible at the tow/matrix interface of 
the semantic segmentation image. 

3. Tow splitting by geometrical approach 

Large tow touching areas can only occur between tows belonging to 
different plies. Therefore, the ply segmentation is way to the tows 
splitting. Essentially, two adjacent plies could be split by a single 
(curved) surface that interpolates the matrix layer between touching 
tows. Specifically, the following algorithm was able to separate plies:  

Input: semantic (tow-vs-matrix) segmentation  
Output: individual tow instance segmentation  

1. (optional:) Periodical image extension;  
2. Split matrix layers by flat planes;  
3. Find medial surface interpolation for each matrix volumetric layer;  
4. Split plies by the medial surfaces from step 3;  
5. Split tows within each ply;  
6. Post-processing. 

The next subsections describe these workflow steps further. 

3.1. Periodical image extension 

The goal of the periodical image extension, or 4-sides in-plane 
padding, was to improve the splitting accuracy of tow pieces at the 
image boundaries. The padding could be especially important to pre-
serve small pieces of tow. However, padding cannot be applied if the 
length of the image is less than the unit cell period in the extension di-
rection. Also, the boundary accuracy remains limited, and the extension 
could be omitted if the sample is significantly larger than the unit cell. In 
our case, the input image was slightly larger than the unit cell size, so 
this step was essential to the segmentation accuracy. The extension uses 
the periodicity of the materials’ architecture. The specified count of tow 
ends per centimeter length was 4.92, i.e. the period of the weaving 
pattern was 813 voxels (Pf = Pw = 2× 10000

4.92vs
= 813) in both weaving 

directions. Slices were taken from the input image, to extrapolate the 
extension. The extension span was set as one-third of the period (i.e. 
813/3 ≈ 243 voxels). Thus in one direction (3rd coordinate dimension of 
the image), the first and the last 243 slices were concatenated corre-
spondently at the beginning and end of the stack, to pad the image. To 
smooth the transition between the input image and the padded regions, 
a median filter was iteratively applied (kernel size [3,3,7], 12 itera-
tions). The kernel origin was shifted by one voxel in the direction of the 
region extension (e.g. [0,0,− 1] and [0,0,1]), to further smooth the 

transition. However, this filtering process was only applied in a narrow 
region of the extended parts: it was 7 voxels in the first iteration, and was 
incremented by 1 voxel per iteration. This bi-directional extension al-
gorithm was applied for both fill and warp directions, by permuting the 
second and the third components of the median filter kernel size and 
kernel origin vectors. 

Fig. 2 demonstrates a typical slice of the extended image, where red 
frames highlight the new regions. The extended image size was 357 ×
1347 × 1348 voxels. Due to the smoothing, the perfect fitting of the 
extended region to the initial image edges was not required. Note that 
this step is optional and can be omitted if improving the accuracy of 
splitting tows at the image edges is not important. Besides, manually 
splitting tows at the image boundary could provide a more accurate 
segmentation result than this image extension. 

3.2. Matrix layer segmentation 

The considered plain weave carbon/epoxy composites can be 
perceived as a stack of 8 plies of tows, which are separated by 7 inner 
matrix layers, plus 2 layers at the top and bottom of the stack. The matrix 
layer segmentation aims to separate these 9 matrix layers. Every pair of 
the neighboring layers was interconnected throughout the rich matrix 
pockets of the ply. This step thus consisted in cutting these matrix 
connections. The simple cutting planes in the middle of the ply could 
segment the matrix layer well, because the layers were almost parallel in 
the material plane. Thus, segmenting matrix layers consisted in: finding 
the middle thickness point of each ply; segmenting matrix layers by the 
flat planes passing through these points; and cleaning and smoothing the 
segmentation result. The top- and bottom-most layers, not interesting for 
the rest of our workflow, could be omitted. 

Fig. 3a shows the matrix volume fraction throughout the material 
thickness. The red markers indicating local minima of the matrix density 
were chosen as the middle thickness points that would be used for ma-
trix segmentation. To detect these minima, the stack was split into 8 

Fig. 1. 3D and 2D views of the material images (357 × 861 × 862 voxels, voxel size ~ 5 µm): a) raw µCT data; b) deep learning segmentation result (red lines 
indicate the touching tows areas). (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.) 

Fig. 2. A slice of the periodically extended image (sides with extended regions 
are within the red frames). (For interpretation of the references to color in this 
figure legend, the reader is referred to the web version of this article.) 
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equally-thick sub-stacks, and the minimal value of the matrix volume 
fraction in each sub-stack was found. The 8 minima found would define 
9 new sub-stacks, which split the matrix region into layers. Finally, the 
matrix segmentation was cleaned with a median filter (size 3 × 5 × 5), 
and small regions (less than 5000 voxels) were removed. In case of noisy 
input segmentations, a binary opening operation can be applied before 
the median filter. The parameters for each of these operations require 
input-specific adjustments, while being sensitive to the quality of the 
input semantic segmentation. The result of the matrix layer segmenta-
tion is presented in Fig. 3b. It consists of 7 disconnected layers (the first 
and last layers were removed), where holes correspond to the tow- 
touching areas. 

3.3. Matrix layer interpolation by medial surface 

In this step, the assumption was made that plies can be perfectly split 
by the medial surfaces of the matrix layers. The surfaces are curved to fit 
to the waviness of the ply boundaries. One of the seven matrix volu-
metric layers is presented in Fig. 4a. For such a layer, the following steps 
were used to interpolate its medial surface:  

Input: matrix layer mask  
Output: matrix layer interpolation  

1. Chamfer distance transform (CDT);  
2. Medial points of the layer are extracted from CDT and stored as a 

2D surface image;  
3. This 2D image is smoothed by a median filter within the non-zero 

mask;  
4. Holes (zero regions) are filled by piecewise-linear interpolation;  
5. The result is smoothed by a Gaussian filter in 2D. 

Out-of-plane indices of the distance field maximal values were 
computed along the thickness axis. These indices form the Z coordinates 
of medial surfaces of the matrix layer, and can be presented as a 2D 
surface image (Fig. 4b). The image had holes (zero values) at the ply 
touching regions (colored in black). A median filter using a disk struc-
turing element (radius 15 voxels) was used to clean the image beside 
these touching regions (Fig. 4c). Because a mask was used, the shape of 
these regions was untouched. Then, to interpolate matrix within these 
regions, we considered the planar image as 3 dimensional (the gray 
values were used as the 3rd coordinate), and used piecewise linear 

interpolation from the Python SciPy library [31]. The interpolation was 
able to fill these holes in the matrix interface (Fig. 4d). Finally, a 
Gaussian filter (sigma 15 voxels) was applied to smooth the interpola-
tion (Fig. 4e). 

Note that the final “surface” is defined only by pixel grey values in 
the 2D coordinate system of the image. Surface triangulation was not 
needed, because the sub-voxel resolution accuracy was not relevant to 
our purpose. The ply splitting ability is demonstrated in Fig. 5a, where 
the interpolated surfaces are shown in red. 

3.4. Ply segmentation 

The medial surfaces of the matrix layers were then used to label plies 
with the following algorithm:  

Input: tows mask (for fill or warp direction), matrix layer 
interpolations  

Output: ply segmentation image (in the given direction)  
1. Initial ply segmentation;  
2. Ply eroding and small objects removing;  
3. Ply labeling;  
4. Euclidian distance transform (EDT) for the region outside eroded 

plies;  
5. Segmentation by watershed for EDT image using the ply labels as 

seeds. 

The algorithm was applied independently for fill and warp tow di-
rections. Initially (step 1), the voxels were labeled according to their 
out-of-plane coordinates, i.e. the position between the matrix layer 
surfaces (Fig. 5b). It resulted in a ply segmentation that could contain 
many incorrectly labeled voxels at the ply boundaries, because of the 
inaccuracy of the input semantic segmentation. An example of such 
incorrect labeling is highlighted by a yellow rectangle in Fig. 5b and 
emphasized in Fig. 5d (top) against the same region of resulting seg-
mentation (Fig. 5d bottom). 

To improve this coarse ply labeling, steps 2–5 were applied. The ply 
regions were morphologically eroded and opened with a cubic struc-
turing element (size 3x3x3 voxels). Then, all regions whose volume was 
larger than 10,000 voxels were labeled by a value from 1 to 8 (according 
to the initial ply segmentation labels). This volume threshold should be 
adjusted to the input image, depending on the initial semantic 

Fig. 3. a) matrix volume fraction (red markers indicate ply middle planes); b) matrix segmentation (7 layers). (For interpretation of the references to color in this 
figure legend, the reader is referred to the web version of this article.) 

Fig. 4. a) Single matrix layer (one of 7); b) medial surface image; c) median filter with the masked non-zero region; d) linear interpolation of holes; e) Gaussian filter.  
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segmentation quality. Then, the EDT was performed for the region 
outside of the ply labels. To properly recover the shape of the eroded 
tows with the watershed transform, the distance transform with an 
anisotropic sampling of [10, 1, 1] was used. Finally, the labeling result 
was used as the seeding for the watershed transform over the distance 
transform image, masked by the input tow regions. The result of the 
watershed splitting is shown in Fig. 5c. 

3.5. Tow segmentation 

The ply segmentation was not always able to differentiate touching 
tows within a same ply (Fig. 6a). However, splitting these tows was 
straightforward, because their touching area was relatively small. The 
tow segmentation algorithm was similar to the ply segmentation 
described earlier. It was also performed independently for the fill and 
warp directions. Each ply label underwent the following steps:  

Input: ply mask  
Output: ply with labeled tows  

1. Group image slices by splitting tows in the thinnest area;  
2. Morphological eroding;  
3. For each image sub-stack remove small objects and assign tow label;  
4. Splitting of the input object by watershed segmentation. 

At the first step, the slices of the ply image were divided into sub- 
stacks, providing the initial split of the tows in the thinnest area. The 
thinnest area slices were found as slices that have a locally minimal 
count of the material’s voxels (local minima of volume fraction). 
Morphological eroding was performed iteratively (5 times) with a cubic 
structuring element (3 × 3 × 3 voxels). For each image sub-stack, all 
objects smaller than 10,000 voxels were removed and a unique tow label 
was assigned for the remaining voxels, giving the seeds for the water-
shed transform. The watershed was computed on the negative chamfer 
distance transform of the input object region. The tow splitting result is 
shown in Fig. 6b. 

3.6. Post-processing 

If the input was periodically extended at the first step, the fill and 
warp tow segmentation images were cropped back. Then, regions 
smaller than 25,000 voxels were removed by watershed-filling their 
voxels with the nearest connected tow’s label value, using correspond-
ing fill or warp tows mask. 

To compute the segmentation accuracy, the tow labels needed to be 
coherent with the ground-truth. For this purpose, we iterated over all 
labels of the automatic segmentation, in decreasing volume order. For 
one given label, a mask was extracted from the segmentation result, and 
applied to the ground-truth. The most frequent ground-truth value 
within that mask could then be used to coherently label the segmenta-
tion output. Eventually, the algorithm equalized label numbers, so that 
each label of the segmentation output equaled the corresponding label 
of the ground-truth, or equaled a new value which did not exist in the 
ground-truth image (in case no corresponding tow region was found). 
After equalizing the labels, the fill and warp tow images (results of tow 
segmentation step) were joined. The resulting tow splitting is presented 
in Fig. 12a. 

4. Tow splitting with deep learning 

4.1. Methodology overview 

This deep learning approach was inspired by the work [27], where 
the 2D U-net architecture was used for cell instance segmentation of 
microscopy images. The main idea of the method was to train a CNN to 
predict an input necessary for the watershed transform (EDT and 
watershed seeds). However unlike work [27], where the neighbor dis-
tance prediction was used to obtain the seeds, we extracted the seed 
based on the prediction of the tow centerlines. The deep learning 
approach proposed in [30] was modified in this study to extract the tow 
centerlines. 

The variety of the training dataset is key to provide reliable CNN 
predictions, without the network overfitting on one type of example. 
However, acquiring a rich dataset can be a problem if many 3D X-ray 

Fig. 5. a) Interpolation of matrix layer medial surfaces (red curves); b) initial ply labels (an example of incorrect splitting is highlighted by the yellow rectangle); c) 
resulting ply labels; d) detail of the incorrectly split region: initial (top) and resulting (bottom) segmentations. (For interpretation of the references to color in this 
figure legend, the reader is referred to the web version of this article.) 

Fig. 6. a) touching tows within a ply; b) tow splitting result.  
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images are needed, because of the lack of material sample variety, µCT 
scanning cost, and the image annotation efforts. Therefore, we instead 
used a set of random synthetic images to train the CNN. For this purpose, 
the parametrized geometry model of the repetitive pattern of the plain 
weave architecture was used. 

This segmentation approach could be split into three parts: the 
generation of the training dataset, training the CNN, and applying the 
watershed transform from the CNN predictions. Note that the first and 
second parts would only need to be done once, after which the pre- 
trained CNN could be utilized multiple times for the segmentation of 
similar images of the same material. In the next subsections, these three 
steps are detailed. 

4.2. Idealized geometry model 

To describe the repetitive pattern geometry (Fig. 7a), the following 
parameters were used: material period, tow width, tow height at the 
crimp section, and tow height at the non-crimp section. Assuming that 
these characteristics could differ for fill and warp directions, we counted 
a total of 8 parameters. The average values of these parameters could 
easily be extracted from the material specification, or manually from the 
scan of the material. The pattern size was equal to a quarter of the in- 
plane period, and the height was the sum of fill and warp tow heights 
in the non-crimp section. To increase computational efficiency, the 
corresponding repetitive pattern was scaled in-plane with the coefficient 
fs = vs

64μm = 0.078125, where vs = 5μm is the scan’s voxel size and the 
coefficient 64 was chosen empirically to suite well for different resolu-
tions. The scaled material periods were computed as the original period 
multiplied by the scaling coefficient, plus a random shift of few voxels 
size: pf = Pf fs + df , pw = Pwfs + dw, where df and dw ∈ [ − 5, 5]. The 
uniform distribution was used throughout this work for the generation 
of random numbers. Each of the parameters for the geometry description 
is given in voxels, with decimal precision. Tow widths were computed as 
Wf = 0.5pwwf and Ww = 0.5pf ww, where wf is a random value in the 
range [0.8,1], ww taken in 

[
1.8 − wf ,1.9 − wf

]
, and ww = 1 for all 

ww > 1. The random pattern height Sh ∈ [30, 36] was chosen empiri-
cally, based on the desired height of the stack sample and the plies 
nesting depth. The in-plane pattern widths were Sf = 0.25pf and Sw =

0.25pw. The non-crimp tow heights were hf ∈ [0.45Sh,0.55Sh] and hw =

Sh − hf . The corresponding random crimp heights were bounded: Hf ∈
[
hf , 1.25hf

]
and Hw ∈ [hw,1.25hw]. When all the required parameters 

were defined, the local coordinate system (green axes in Fig. 7a) was 
chosen. The coordinates of the tow surface corners were then found as: 

F1 =
[
hw, Sf , 0

]
; F2 =

[
F0

2, Sf , 0.5Wf
]
;

F3 =
[
Sh, Sf , 0

]
; F4 =

[
0.5(Sh − Hf ), 0, 0

]
;

F5 =
[
0.5Sh, 0, 0.5Wf

]
; F6 =

[
0.5(Sh + Hf ), 0, 0

]
;

F7 =
[
F0

7, Sf − 0.5Ww, 0
]
; F8 =

[
0, Sf , 0

]
;

F9 =
[
0.5(Sh + Hw),Sf , Sw

]
;

F10 =
[
0.5Sh, Sf − 0.5Ww, Sw

]
;

F11 =
[
0.5(Sh − Hw),Sf , Sw

]
;

F0
2 =

hf − hw + Hw

2
wf

2 + hw;

F0
7 =

hf − hw − Hf

2
ww

2 + hw 

where F0
2 and F0

7 were derived from the second-order interpolation 
edges F1F9 and F1F4 correspondently with condition zero derivatives in 
point F1. The corner points are marked by a small black circle in Fig. 7a. 

Based on the points F1,⋯, F11 the surface edges were interpolated by 
a second-order polynomial curve, under the assumption that each edge 
had zero derivatives in one of the endpoints, which is a natural condition 
due to the model symmetry. The model’s 14 edges were thus found. For 
example, the edges that connect points F1 and F4, or points F1 and F9 
could be expressed as: 

F1F4(t) =

⎡

⎢
⎢
⎢
⎢
⎣

hf − hw − Hf

2
t2 + hw

Sf (1 − t)

0

⎤

⎥
⎥
⎥
⎥
⎦
;

F1F9(t) =

⎡

⎢
⎢
⎢
⎣

hf − hw + Hw

2
t2 + hw

Sf

Swt

⎤

⎥
⎥
⎥
⎦
, t ∈ [0, 1].

Finally, the tow surfaces were reconstructed by Coon’s patch bilinear 
interpolation [32] for four edges input. Two surfaces for fill, and two for 
warp tows, were created. The resulting geometry was voxelized to 
obtain a synthetic image of the single-ply unit cell (Fig. 7b). The unit 
cells assembling gave us the synthetic ply image with a periodic 
structure. 

4.3. Generation of the training dataset input 

The unit cell model was used for the generation of 200 random full- 
stack samples (in our case 8 layers), using model parameters extracted 
from a downsampled semantic segmentation of the X-ray CT image. We 
propose that this dataset could be generated with the following 
algorithm:  

Input: geometry model parameters 

Fig. 7. a) Repetitive pattern model (backside edges and points are in blue); b) Unit cell voxelization result. (For interpretation of the references to color in this figure 
legend, the reader is referred to the web version of this article.) 

Y. Sinchuk et al.                                                                                                                                                                                                                                



Composite Structures 277 (2021) 114626

7

Output: a random synthetic image of the material  
1. Generate random ply;  
2. Generate random stack of 8 plies;  
3. Add random elastic deformation;  
4. Remove small regions;  
5. Add median filter smoothing (here applied only to every 2nd 

sample);  
6. Binarize image with artificial matrix layers between fill and warp 

tows;  
7. Add random “pepper” noise (0.4% of the voxels set to zero). 

The downscaled size of the synthetic sample was [200, 64, 64] 
voxels. This sample size determines the computational cost of training 
the network, so it was chosen as small as possible without compromising 
the tow shapes. The downscaled unit cell size [64, 64] was equal to the 
rounded scaled period 

[
Pf fs,Pwfs

]
. Due to the coefficient-based scaling, 

the input image was not constrained in terms of the resolution or in- 
plane cropping size. The height was resized (from 357 to 200 voxels) 
without using a scaling coefficient, because only an 8-ply input was 
expected. 

The ply position in the stack was determined by two in-plane shifts 
and an out-of-plane (height) shift. The initial out-of-plane positions of 
plies were calculated to fill the stack height (200 voxels) with equal 
thicknesses of the plies overlapping (nesting) regions. The height shift 
for the top and bottom plies was zero, while for the internal plies it was a 
random value in [− 3, 3] voxels. The in-plane ply shift was a vector of 

two components, which were chosen randomly in the ranges 
[
0, pf

]
and 

[0, pw]. The plies were joined into a single stack image according to the 
shift values, followed by the removal of tow intersections. A typical 
random stack image is presented in Fig. 8a-b. To increase the variability 
of the samples, we applied a random elastic deformation of the images 
using the library [33]. Then, all small isolated regions (less than 64 
voxels) were removed. To decrease count of tows with sharp distortion 
due to the random deformation, the median filter (kernel size [3,3,3]) 
was applied to every second sample. The filter was used independently 
for fill and warp tow images, and followed by joining both direction 
images while removing the possible new tow intersections (see the result 
in Fig. 8c). It was possible to equalize both (fill and warp) tow directions 
during the network training, by converting the stack images to binary 
(matrix/tows). To do that without losing the distinction between fill and 
warp tows, we added an (artificial) thin matrix layer to the region of 
touching tows. Finally, a random “pepper” (matrix) noise was added by 

making 0.4% of the voxels zero (Fig. 8d). The noise can decrease 
sensitivity of the network for a noisy input. Practically, an input often 
can have false small matrix regions which are difficult to remove 
because they are connected with the main true matrix. The resulting 
training source sample, with random geometrical characteristics, is 
presented in Fig. 8d-e. 

4.4. Generation of the training dataset output 

To split tows with the watershed transform, an image was required, 
that summed up the distance transform for each tow (“tow distances” 
image in Fig. 9a). The watershed transform of this image with tow 
centerlines seeding allowed to split tows. Tows centerlines were 
extracted from the “centerline distances” images (Fig. 9b), that is the 
sum of the modified distance transform for each tow centerline. The 
works [27,30] indeed showed that deep learning could successfully 
predict such distance maps. To generate them for each randomly 
generated synthetic input, we constructed the following algorithm:  

Input: tow labels image, the matrix mask (step 5 and 6 results of the 
source image generation algorithm)  

Output: “tow distances” and “centerline distances” images.  
1. Initialize output images as zero values arrays;  
2. For each tow’s mask of the input labels image, do the steps 3–7;  
3. Compute Euclidean distance transform (EDT) for the tow’s mask 

and add the result to the “tow distances” output image;  
4. Approximate start and end points of the tow’s centerline;  
5. Find the centerline as the shortest path for the tow’s EDT costs 

function;  
6. Compute EDT to the tow’s centerline within the tow’s mask;  
7. Logarithmic correction on the EDT centerline image, and addition of 

to the “centerlines distances” output;  
8. Apply the matrix mask to the output images. 

The tow centerline approximation was found as the shortest path 
between the two tow ends, with a cost defined by the “centerline dis-
tances” image. For this purpose, Dijkstra’s algorithm for an image input 
(implemented in the Scikit-image Python library [34]) was used. The 
algorithm required a cost array, and start and end points as input. The 
cost array was computed as the negative EDT of a tow, scaled in the 
range [0, 1]. To guarantee that the optimal path did not grow out of the 
tow, out-of-tow voxels were penalized by a large cost (e.g. 255). To 
increase accuracy at the beginning and end of the tow, we used image 

Fig. 8. Initial synthetic stack (a) 3D view (b) 2D view; c) elastic random deformation and cleaning; final training source sample (d) 2D view (e) 3D view.  
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padding (10 voxels width) for the tow axial direction (the direction 
coincides with one of the image axes). For the input tow mask, the start 
and end points were found on the first and last image slices, counted 
orthogonally to the tow axial direction. More precisely, the points were 
computed as central voxels of the corresponding tow sections. 

For each centerline, the EDT with logarithmic correction was 
computed within the tow’s mask (steps 6–7 of the algorithm). The log-
arithmic correction made the distance transform steeper at the center-
line. It was computed as − log2(1 + I) where I is the corresponding image 
array normalized between 0 and 1. Eventually, all individual centerline 
distance transforms were normalized between 0 and 1 (within the tow’s 
mask) and combined into a single image. Finally, the matrix region was 
set to zero in the output images, using the result of the input image 
generation algorithm’s step 6 (section 4.3). The output images, corre-
sponding to the input presented in Fig. 8c, are presented in Fig. 9. 

Generating a training dataset of 200 samples (input and output sets 
of images) took about 95 min on a computer with an Intel Core i7 1.9 
GHz CPU and 32 GB RAM. 

4.5. CNN configuration and training 

The U-Net architecture [29] was adapted to predict “tow distances” 
and “centerline distances” from a binarized tows input. Similarly to 
works [27,30] the network had two decoder paths that correspond to 
two target image prediction tasks. The encoder and decoder paths had 3 
blocks. The blocks contained a 3D convolution (deconvolution) with a 
rectified linear unit activation function and a max pooling. The 
expanding block concatenated the deconvolution layer with the 

corresponding max pooling result of the encoder path. The initial 
number of output filters in the convolution was 64. The output convo-
lution layer had a linear activation function for both decoders. 

The neural network was implemented in TensorFlow/Keras [35]. An 
Adam optimizer with a learning rate of 0.0003 was used to train the 
network. The other optimizer parameters were the default TensorFlow 
values. The logarithm of the hyperbolic cosine was used as the loss 
function to compute the prediction error. Because the network depth 
was 3, it was expected that the input image size was a multiple of 8 in 
each of the three dimensions (in our case, [200, 64, 64]). The verifica-
tion dataset was limited to only one sample, generated from the manual 
segmentation (ground-truth) image. It was the only real-image semantic 
segmentation that we had in pair with the tow instance segmentation. 
The network was trained for 200 epochs. This count of epochs was 
selected empirically based on the convergence of the loss function and 
the prediction accuracy to the manual segmentation image, which forms 
the test dataset. Similar to the U-net training in [11], the batch size was 
one, which is natural for the large size of a training dataset sample. The 
training was performed on UGent’s High Performance Computing cen-
ter’s GPU cluster, using a single NVIDIA Volta V100 GPU (32 GB 
memory) node. The total training time took about 57 min. 

4.6. Tow instance segmentation 

The watershed-based tow splitting algorithm for the pre-trained 
neural network can be summarized in the following steps:  

Input: semantic image segmentation, pre-trained CNN  
Output: tow instance segmentation  

1. Periodical image extension (identical to Subsection 3.1);  
2. Image downscaling;  
3. Prediction “tow distances” and “centerline distances”;  
4. Detect start and end points of the tow centerlines;  
5. Extraction tow centerlines;  
6. Splitting tows by seed-based watershed segmentation;  
7. Image upscaling;  
8. Post-processing steps (identical to Subsection 3.6). 

Firstly, the input semantic segmentation image (Fig. 1b) was peri-
odically extended as described in Subsection 3.1. This optional step 
improved the segmentation accuracy at the image boundaries. The 
extended image size was [357, 1433, 1434] voxels. Then, the extended 
image was downscaled to [200, 112, 112] voxels (see Fig. 10a-b). The in- 
plane size was computed again with the scaling coefficient fs =

0.078125, but with the preserving condition that the downscaled im-
age’s in each direction would be a multiple of 8. The stack height of 200 
voxels was a fixed value and identical to the training dataset sample 
height. At the 3rd step of the algorithm, the pre-trained neural network 
model predicted “tow distances” and “centerline distances” for the 
downscaled input. The prediction results are presented in Fig. 10c-d. At 
step 4, the start and end points of a tow’s centerline were detected 
independently for fill and warp directions. Firstly, the tow central re-
gions were obtained as the union of the thresholded “centerline dis-
tances” slices along the tow’s direction (axis X in Fig. 11a), followed by 
the removal of regions smaller than 10 voxels. Fig. 11a-b shows the 
thresholded image (the threshold value was 0.55) and the tow central 
regions. Then, the tow’s end was found as the point corresponding to the 
maximum value of the “centerline distances” computed within the 
corresponding tow’s central region on the first or last slice of the image 
(with respect to the corresponding tow’s axial direction). 

The tow centerlines were calculated as the minimal cost path for the 
distance transform cost function using Dijkstra’s algorithm, as in the 
generation of the training dataset (Subsection 4.4). The resulting cen-
terlines for one of the tow directions are presented in Fig. 11c. For 
robustness, the watershed seeds (see Fig. 11d) were computed as the 
union of the thresholded image and the centerlines image. Note that 

Fig. 9. Target training images (matrix region in black): (a) “tow distances” 
(grayscale is proportional to distance to the tow’s boundary), (b) “centerline 
distances” (grayscale is proportional to negative logarithmic distance to the 
tow’s centerline). 
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using only the thresholded image for seeding can lead to locally inac-
curate watershed segmentation, as the thresholding cannot guarantee an 
unbroken path between the two tow ends. However, the unbroken tow’s 
seeding path is important for the watershed segmentation of tube-shape 
structures. The result of the watershed segmentation of the “tow 

distances” with centerlines-based seeding is presented in Fig. 11e. 
The watershed segmentation’s output was upscaled to the initial 

image resolution, and cropped to the size of the input semantic seg-
mentation. The upscaled instance segmentation did not fit the original 
semantic segmentation, because of the interface pixelation. That was 

Fig. 10. Downscaled segmentation (periodically extended image) in (a) 2D and (b) 3D view); c) “tow distances” (grayscale is proportional to distance to the 
boundary); d) “centerline distances” (grayscale is proportional to negative logarithmic distance to centerline). 

Fig. 11. Watershed seeding and segmentation for one of the two tow directions: a) thresholded “centerline distances”; b) tow central regions (projection of image (a) 
on YZ plane); c) tow centerlines; d) watershed seeds; e) watershed segmentation. 

Fig. 12. Tow splitting results using (a) geometrical approach and (b) deep learning approach; c) manual segmentation; d) incorrectly labeled voxels of deep learning 
segmentation (tow splitting error in magenta and semantic segmentation error in cyan colors). (For interpretation of the references to color in this figure legend, the 
reader is referred to the web version of this article.) 
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corrected by assigning zero to voxels outside of the original tows region 
and assigning the nearest tow label to zero voxels inside the region. 

The final post-processing step has been described in Section 3.6. It 
includes cropping the periodical extension back, removing small tow 
pieces at the boundaries, joining fill and warp label images, and, finally, 
relabeling the segmentation result. The obtained segmentation is pre-
sented in Fig. 12b. 

5. Results and discussion 

The instance segmentation methods described above were applied to 
the five semantic segmentations [14] of the same µCT scan, encom-
passing 8-layers of textile composite presented in Fig. 1a. These 3D input 
images consisted in one variational approach segmentation result, three 
different deep learning segmentations (referred to as “CNN_1”, “CNN_2”, 
“CNN_3”), plus one manual segmentation, in which all collinear tows 
had the same label. The manual segmentation was used as an ideal input 
to the tow splitting. The visual representation of these input segmen-
tations can also be found in the work [14]. Table 1 recalls that all 
automatic segmentations were very close to the ground-truth manual 
segmentation; The semantic segmentation accuracy is important as it 
feeds through to the accuracy of the tow splitting. Note that the same 
ground-truth image was used for the evaluation of both semantic and 
instance segmentation accuracies. 

The error introduced due to instance segmentation is presented in 
Table 1 as the difference between the semantic and instance segmenta-
tion accuracies, where the accuracy was calculated as the percentage of 
correctly labeled voxels. Also, in Table 2 the segmentations were eval-
uated by adjusted Rand index (ARI), which is used as measure of two 
data clusterings similarity [36]. Both geometrical and deep learning 
methods yielded less than 0.3% error (percentage of wrongly segmented 
voxels) from this ideal input. However, even from non-ideal input, the 
maximal instance segmentation error was 1.12% for the geometrical 
approach, and 0.81% for the deep learning approach. For the most ac-
curate automatic semantic segmentation (“CNN_3” image), both 
instance segmentation approaches preserved the high initial (semantic 
segmentation) accuracy. Fig. 12d highlights the wrongly segmented 
voxels for the “CNN_3” input semantic segmentation (cyan color) and 
the corresponding result of the deep learning tow instance segmentation 
(magenta color). Remark that this particularly precise semantic seg-
mentation was already used in Sections 3 and 4 for the description of the 
methods. Naturally, both instance segmentation methods were more 
accurate with more accurate input. For instance, in the case of the 
“CNN_3” image input, both approaches performed almost equally well. 
However, even in the case of the least accurate input (the “CNN_1” 
image), both methods reached low accuracy changes (~1%). Adjusted 
Rand index behaves similarly for both methods, only for the “CNN_1” 
and “CNN_2” tests, the deep learning result is slightly better. The index 
also decreases less for the higher quality of the input segmentation and 
shows almost perfect splitting for the manual segmentation input. 

We can assume that deep learning was more tolerant to a noisy and 
inaccurate input than the geometrical method was. Theoretically, this 
could be improved further by expanding the training dataset, and fine- 
tuning the neural network architecture and learning parameters. 

Besides, the deep learning approach can be generalized to other tow 
architectures and ply counts, while the geometrical approach remains 
strongly case-specific. Expectedly, a generalization of deep learning to 
segment raw X-ray µCT images (i.e. hiding the semantic segmentation 
step) could also be possible. Then, a synthetic training dataset that fully 
models the texture of real X-ray µCT images would be needed. 
Contrarily, the geometrical approach would always require a clean se-
mantic segmentation input, which is not always available. 

The running times of the instance segmentation algorithms (imple-
mented in Python) on a computer with Intel Core i7 1.9 GHz CPU and 32 
GB RAM, was about 53 min for the geometrical approach, and about 14 
min for the deep learning approach. Note that the training dataset 
generation and neural network training are not counted in the deep 
learning time. 

6. Conclusions 

Two instance segmentation approaches have been proposed to solve 
the challenging problem of constructing realistic µCT image-based 
models of textile laminate composites. One method separates tows 
based on morphological analysis of matrix layers, while the other uses 
deep learning to predict the input for a watershed transform. The input 
of both methods was a semantic segmentation, and the output was an 
image where each tow was independently labeled. To implement these 
two methods, several auxiliary algorithms were also proposed (e.g. the 
generation of random synthetic material images, finding the tow cen-
terlines, interpolating matrix layers, etc.). 

Both proposed methods demonstrate high accuracy, from different 
semantic segmentation and “ideal” (manually-annotated) inputs. In the 
latter case, the instance segmentation error was less than 0.3%. As is to 
be expected, the accuracy of instance segmentation methods largely 
depends on the quality of the input segmentation. The tow splitting 
result can be directly used for image-based finite element modeling with 
realistic material orientation field, or analyzing the tows’ geometrical 
characteristics, before the generation of an idealized model of the ma-
terial structure. 

The deep learning tow splitting approach outperforms the method 
based on matrix layers interpolation in terms of accuracy and robust-
ness, i.e. sensitivity to the quality of input data and sensitivity to ad-
justments of the method parameters. On the other hand, the deep 
learning method requires more powerful computing infrastructures. 
However, while the neural network training is computationally expen-
sive, the trained network can be used for the segmentation of other 
images with the same tow architecture. Furthermore, it can also be 
recycled in transfer learning, drastically reducing the training time of 
future networks dedicated to similar tasks. 

In principle, the deep learning approach could alternatively be built 
to accept raw (instead of segmented) µCT images. However in that 
endeavor, the generation of synthetic texture material images (to form 
the training dataset) needs to be developed further. 

Data availability 

The raw/processed data required to reproduce these findings cannot 
be shared at this time as the data also forms part of an ongoing study. 

Table 1 
Instance segmentation accuracy for 5 test images.   

Variational CNN_1 CNN_2 CNN_3 Manual 

Initial (semantic) segmentation accuracy [%] 

92.65 92.49 93.21 95.27 100 

Difference between semantic and instance segmentations 
accuracies [%] 

Geometrical  0.89  1.12  0.32  0.33  0.30 
Deep learning  0.52  0.81  0.24  0.31  0.21  

Table 2 
Adjusted Rand index [36] for 5 test images.   

Variational CNN_1 CNN_2 CNN_3 Manual 

Initial (semantic) segmentation 

0.82 0.82 0.82 0.88 1 

Instance segmentations 

Geometrical  0.72  0.72  0.80  0.84  1.00 
Deep learning  0.73  0.73  0.80  0.84  1.00  
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