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Samenvatting

Als mensen houden we nooit op de wereld om ons heen waar te nemen
en te interpreteren, schijnbaar zonder enige inspanning. Deze belang-
rijke vaardigheid stelt ons in staat om op complexe manieren met onze
omgeving te interageren. De ambitie om machines in staat te stellen
op gelijkaardige manieren om te springen met hun omgeving vereist
dat we voor hen kunstmatig zicht ontwikkelen. Het domein dat dit
beoogt, wordt computervisie (CV) genoemd. Een breed scala aan ge-
avanceerde toepassingen bouwt voort op deze mogelijkheid, variërend
van het herkennen van hersentumoren in magnetische resonantiebeel-
den tot zelfrijdende voertuigen die hun omgeving in de gaten houden.
In tegenstelling tot mensen, kunnen algoritmen input ontvangen van
meerdere hoogdimensionale sensoren, gebruikmakend van informatie
die buiten het bereik valt van het menselijke visuele systeem.

In dit proefschrift is het doel om algoritmen te creëren die geavan-
ceerde visie mogelijk maken en dit door gebruik te maken van meerdere
sensoren. Specifiek worden vier CV-gerelateerde classificatietaken on-
derzocht: (a) conceptherkenning, (b) gezichtsherkenning, (c) herken-
ning van wandelkarakteristieken en (d) herkenning van activiteiten.
Conceptherkenning kan worden omschreven als de uitdaging van het
automatisch annoteren van multimediagegevens, met als doel om bij-
voorbeeld de doorzoekbaarheid van grote media-archieven aanzienlijk
te verbeteren. Gezichtsherkenning en herkenning van wandelkarak-
teristieken zijn gericht op het identificeren van een persoon. Hoewel
beide taken hetzelfde einddoel hebben, benaderen ze de uitdaging op
een manier die wezenlijk verschillend is. Enerzijds probeert gezichts-
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herkenning een persoon te identificeren door gezichtskenmerken uit
visuele gegevens te gebruiken. Anderzijds beoogt de herkenning van
wandelkarakteristieken een persoon te identificeren door zijn of haar
wandelpatroon in kaart te brengen met behulp van bewegingsinforma-
tie. Het doel van het herkennen van activiteiten is het identificeren
van verschillende menselijke activiteiten in sequentiële data.

Elke taak wordt aangepakt met behulp van een videocamerasensor,
een radarsensor of een combinatie van beide sensoren. Een videosensor
is een draagbaar elektronisch opnameapparaat dat inkomende licht-
stralen omzet in digitale videobeelden en deze vervolgens codeert voor
opslag. Een videosensor levert gegevens aan die nauw verwant zijn
met hoe het menselijke visuele systeem de wereld waarneemt. Een
continue golfradar die gebruikmaakt van frequentiemodulatie werkt
door een gemoduleerde elektromagnetische golf uit te zenden naar be-
wegende of statische objecten. De gereflecteerde straling biedt rijke
informatie aan (afstand, snelheid en hoek) over meerdere objecten in
het gezichtsveld van de sensor. Een videocamera en een radarapparaat
zijn complementaire sensoren die kunnen uitmunten bij gebruik in een
multisensorbenadering.

In dit proefschrift worden meerdere op machinaal leren-gebaseerde
oplossingen voorgesteld om de hierboven beschreven taken op te los-
sen. Een machinaal leren-algoritme probeert een afbeelding aan te
leren tussen een input en een output zonder daartoe expliciet gepro-
grammeerd te moeten worden. In deze context wordt de werkzaamheid
van verschillende soorten neurale netwerken onderzocht. Deze netwer-
ken, die de kern vormen van diep leren, hebben recent indrukwekkende
resultaten behaald op een aantal belangrijke CV-taken. Een type neu-
raal netwerk dat voornamelijk wordt gebruikt om deze CV-taken aan
te pakken, is een convolutioneel neuraal netwerk (CNN). Een dergelijk
neuraal netwerk maakt gebruik van beperkte verbindingspatronen tus-
sen bepaalde lagen teneinde een topologische of ruimtelijke structuur
optimaal te benutten.

Conceptherkenning en persoonsidentificatie met videodata
– Op een deelplatform voor videobestanden zoals YouTube worden elke
minuut honderden uren aan videogegevens geüpload, en waarbij deze
videogegevens vaak door gebruikers zelf werden aangemaakt. Evenzo
produceren televisie-omroepen een aanzienlijke hoeveelheid (professi-
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onele) video-inhoud. Een efficiënt zoeksysteem dat gericht is op het
vervullen van specifieke informatiebehoeften vereist een correct geïn-
dexeerd multimedia-archief. Daartoe stelt het eerste deel van dit proef-
schrift een verrijkingspijplijn voor, waarin de taken van conceptherken-
ning en gezichtsherkenning worden aangepakt, met als doel fijnkorre-
lige temporele metadata voor nieuwsuitzendingen te genereren. Tek-
stuele trefzinnen (die één of meerdere concepten kunnen bevatten) en
kandidaatpersonen worden geëxtraheerd uit een overeenkomstig trans-
cript en visueel getoetst aan de video-inhoud. Een belangrijk doel van
de voorgestelde verrijkingspijplijn is het annoteren van video-inhoud
zonder menselijke tussenkomst. Dit brengt verschillende interessante
uitdagingen met zich mee, zoals het semi-gecontroleerd leren van clas-
sificatoren, het beschrijven van de visuele representativiteit van een
trefzin, het koppelen van een aantal complexe state-of-the-art algo-
ritmen en het vervolgens toepassen van deze aan elkaar gekoppelde
algoritmen op een grote verzameling videogegevens. In het bijzon-
der worden trefzinnen aan videogegevens gekoppeld met behulp van
visuele classificatoren die op semi-gecontroleerde wijze zijn getraind
met online verzamelde gegevens. Kandidaatpersonen worden visueel
vergeleken met gedetecteerde gezichten in de videodata op basis van
diepgaande kenmerken met als doel de relevantie en rangorde van elke
geëxtraheerde kandidaatpersoon te berekenen. De videoverrijkings-
pijplijn wordt kwalitatief geëvalueerd en wordt als effectief beschouwd
om goed gespecificeerde trefwoorden te annoteren. Misclassificaties
in vroege stadia van de pijplijn kunnen echter leiden tot aanzienlijke
fouten in een later stadium.

Persoonsidentificatie met radardata – In het vorige deel wor-
den personen geïdentificeerd door middel van gelaatstrekken die terug
te vinden zijn in visuele gegevens. Het vermogen van gespecialiseerde
hoogdimensionale sensoren om verschillende soorten informatie vast
te leggen, maakt het echter mogelijk algoritmen te ontwikkelen die
hetzelfde doel op een andere manier bereiken. Verder is de ontwikke-
ling van geavanceerde bewakingssystemen een andere belangrijke taak
in het domein van CV. Moderne bewakingssystemen maken op grote
schaal gebruik van videocamera’s om informatie uit hun omgeving te
verzamelen. Videocamera’s hebben echter fundamentele tekortkomin-
gen, zoals het niet in staat zijn om plotselinge lichtflitsen te verwerken,
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op te nemen in scenario’s met weinig licht of privacy te behouden in
een binnenomgeving. Het volgende deel van dit proefschrift behandelt
de taak om een persoon te herkennen op basis van zijn wandelkarakte-
ristieken met behulp van een radarsensor. Daartoe onderscheidt deze
studie zich van andere studies door een aantal vernieuwende bijdra-
gen. Eerst en vooral mag een persoon op een vrije en spontane manier
rondlopen, in bewegingsvrijheid enkel beperkt door de grenzen van de
kamer. Als gevolg hiervan hebben de modellen robuustheid nodig te-
gen verschillen in looprichting, korte stops en bochten. Dit maakt deze
modellen dan ook beter geschikt voor implementatie in realistische
scenario’s. Ten tweede wordt een energiezuinig en compact radarap-
paraat ingezet, op maat gemaakt voor gebruik in een thuisomgeving.
De combinatie van een dergelijke radar met de lage radardoorsnede
van ongeveer 0.5 m2 van een mens en een sterk reflecterende opname-
omgeving binnenshuis geeft aanleiding tot ruizige gegevens en draagt
bij tot de complexiteit van de uitdaging. Een CNN wordt rechtstreeks
toegepast op micro-Doppler-gegevens, waarbij een foutenpercentage
wordt bereikt van 24.70% op de validatieset, en een foutenpercentage
van 21.54% op de testset, en dit voor vijf verschillende proefpersonen.
Er werd eveneens een inbraakdetectiesysteem ontwikkeld op basis van
de variantie van de voorspellingen gedurende een specifiek tijdsbestek.

Herkenning van menselijke activiteiten met multi-sensor
data – In het laatste deel van dit proefschrift wordt het herkennen van
menselijke activiteiten bestudeerd. In deze context is het begrijpen
van activiteiten binnenshuis een essentiële eigenschap van toekomstige
slimme huizen, met toepassingen variërend van geavanceerde beveili-
gingssystemen tot hulpmiddelen voor gezondheidsmonitoring. Boven-
dien is het herkennen van menselijke activiteiten bij uitstek geschikt
voor het testen van een multisensorbenadering, gegeven dat deze bena-
dering wordt gekenmerkt door het gebruik van zowel visuele signalen
als bewegingsgebaseerde signalen. Er worden verschillende oplossingen
voorgesteld die gebruikmaken van één enkele sensor of een combinatie
van beide sensoren. Daartoe worden diepe neurale netwerken getraind
voor elke modaliteit en de combinatie daarvan. De benaderingen wor-
den getest op twee verschillende datasets van activiteiten. Eén dataset
is gericht op zes verschillende gebaren die handgebaseerde bewegingen
voorstellen. De tweede dataset richt zich op zes activiteiten (gebeur-
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tenissen) die zich in het dagelijks leven voordoen. Wat betreft de op
radar gebaseerde modellen, is een driedimensionaal CNN geselecteerd
dat als invoer sequentiële range-Doppler-beelden gebruikt. Dit model
behaalt een foutenpercentage van 12.22% en 3.68% op respectievelijk
de dataset van gebaren en de dataset van gebeurtenissen. Wanneer de
camerasensor ingezet wordt, wordt een reeds getraind CNN gebruikt,
leidend tot een foutenpercentage van 2.15% en 2.99% op de respec-
tieve datasets. In ideale en niet-privacygevoelige omstandigheden is
het nuttig om gebruik te maken van sensorfusie, een aanpak die resul-
teert in een foutenpercentage van 0.99% en 1.88% op de respectieve
datasets. Bovendien is de effectieve ontdekking van onbekende activi-
teiten mogelijk door te focussen op het aanleren van representaties in
een laagdimensionele vectorruimte. Meer bepaald wordt er een gemid-
deld foutenpercentage behaald van 13.38%, 21.44% en 14.94% voor
drie verschillende combinaties van bekende versus onbekende activi-
teiten. Verschillende inzichten in het functioneren van de op radar
gebaseerde modellen worden verkregen door een aangepaste vorm van
Grad-CAM toe te passen. Daarmee kan worden aangetoond dat de
op radar gebaseerde CNN-modellen zich richten op de bewegingen die
zijn vastgelegd in de range-Doppler-beelden.

In het eerste deel van dit proefschrift is een systeem ontwikkeld
dat gebruikmaakt van een aantal state-of-the-art algoritmen om ge-
detailleerde temporele annotaties te produceren, met als doel meer
doorzoekbare video-inhoud te creëren. Het biedt een oplossing voor
twee essentiële taken in het CV-domein, namelijk conceptherkenning
en gezichtsherkenning. Het volgende deel onderzoekt het gebruik van
een andere sensor om hetzelfde doel van persoonsidentificatie te be-
reiken. Meer bepaald wordt een radar gebruikt met als doel om per-
sonen te identificeren door hun wandelkarakteristieken te herkennen.
Het gecombineerde gebruik van beide sensoren resulteert in geavan-
ceerde visie, gegeven dat elke sensor complementaire en unieke infor-
matie aanlevert. Het laatste deel van dit proefschrift maakt gebruik
van deze bevinding om meerdere oplossingen aan te reiken voor het
effectief herkennen van menselijke activiteiten.





Summary

As humans, we never cease to perceive and comprehend the world
around us, seemingly doing so without any effort. This essential abil-
ity allows us to interact with our surroundings in complex ways. The
ambition to enable machines to similarly interact with their surround-
ings requires us to develop artificial vision capabilities. The domain
that aims at providing machines with the ability to see is called com-
puter vision (CV). A wide array of advanced applications build upon
this power, ranging from recognizing brain tumours in magnetic res-
onance images to monitoring the environment in self-driving vehicles.
In contrast to humans, algorithms can take input from multiple high-
dimensional sensors, leveraging information that is out of reach for the
human visual system.

In this dissertation, the goal is to create algorithms that provide
augmented vision capabilities by taking advantage of multiple sen-
sors. Specifically, four CV-related classification tasks are investigated:
(a) concept recognition, (b) face recognition, (c) gait recognition, and
(d) activity recognition. Concept recognition can be described as the
challenge of automatically tagging multimedia data, with the goal of
significantly increasing the searchability of large media archives. Face
recognition and gait recognition aim at identifying a human. While
both tasks have the same end goal, they approach the challenge in
ways that are substantially different. On the one hand, face recogni-
tion attempts to identify a human by exploiting facial characteristics
from visual data. On the other hand, gait recognition aims at iden-
tifying a person by recognizing its gait characteristics using motion
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information. The goal of activity recognition is to recognize different
human activities from sequential data.

Each task is tackled using either a single video camera sensor, a
single radar sensor, or a combination of both sensors. A video sen-
sor is a portable electronic recording device that transforms incoming
light rays into digital video frames and encodes them for storage. A
video sensor delivers data that are closely related to how the human
visual system perceives the world. A frequency modulated continuous
wave radar works by emitting a modulated electromagnetic wave to-
wards moving or static targets. The reflected radiation provides rich
information (distance, velocity, and angle) about multiple objects in
the line-of-sight of the sensor. It should be clear that a video camera
and radar device are complimentary sensors that can excel when being
employed in a multi-sensor approach.

In this dissertation, multiple machine learning-based solutions are
proposed to solve the above-described tasks. A machine learning al-
gorithm attempts to learn a mapping between an input and output
without being explicitly programmed. In this context, the efficacy of
different types of neural networks is investigated. These networks are
at the core of deep learning, producing impressive results on a number
of important CV tasks. One type of neural network that is predom-
inantly employed to tackle these CV tasks is a convolutional neural
network (CNN), which makes use of constrained connectivity patterns
between certain layers to optimally exhibit topological or spatial struc-
ture.

Concept recognition and human identification with video
data – On a video sharing platform such as YouTube, hundreds of
hours of (user-generated) video data are uploaded every minute. Sim-
ilarly, television broadcasters produce a significant amount of (pro-
fessional) video content. An efficient retrieval system that aims at
fulfilling specific information requires a properly indexed multimedia
archive. To that end, the first part of this dissertation proposes an
enrichment pipeline, addressing the tasks of concept recognition and
face recognition, with the goal of generating fine-grained temporal
metadata for newswire broadcast video content. Textual keyphrases
(covering one or more concepts) and candidate persons are extracted
from a corresponding transcript and visually aligned to the video



Summary xiii

content. An important goal of the proposed enrichment pipeline is
to annotate video content in an unconstrained manner without any
human interference. This introduces several interesting challenges
such as semi-supervised learning of classifiers, assessing the visual-
representativeness of a keyphrase, and linking a number of complex
state-of-the-art algorithms and applying these to a large video data
set. Specifically, keyphrases are temporally linked to the video data
using visual classifiers trained in a semi-supervised manner using data
collected online. Candidate persons are visually matched with de-
tected faces in the video data based on deep face features to compute
the relevance and ranking of each extracted candidate person. The
end-to-end video enrichment pipeline is qualitatively evaluated and
is deemed effective to annotate well-specified keyphrases. However,
misclassifications in early stages of the pipeline can lead to significant
errors in the final stage.

Human identification with radar data – In the previous part,
the concept of identifying a human is based on recognizing facial char-
acteristics in visual data. However, the ability of specialized high-
dimensional sensors to capture different types of information allows
the development of algorithms that reach the same objective in a sub-
stantially different manner. The development of advanced surveillance
systems is another essential task in the domain of CV. Modern surveil-
lance systems widely use video cameras to collect information from
their surroundings. However, video cameras possess fundamental de-
ficiencies, such as being unable to handle sudden light flashes, record
in low-light scenarios, or preserve privacy in an indoor environment.
The following part in the dissertation tackles the task of recognizing
a person based on its gait characteristics using a radar sensor. To
that end, a number of key novelties set apart this study. First and
foremost, a subject is allowed to walk around in a free and sponta-
neous way, solely limited by the boundaries of the room. As a result,
the models require robustness against differences in walking direction,
short stops, and turns, and are thus better suited for deployment in
real-life scenarios. Second, the use of a millimeter wave radar in com-
bination with a low radar cross section of approximately 0.5 m2 of a
human and a highly reflective indoor recording environment results
in noisy data and adds to the complexity of the challenge. A CNN
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is directly applied to micro-Doppler signatures in a feature learning
approach, achieving an error rate of 24.70% on the validation set and
an error rate of 21.54% on the test set for five different subjects. An
intruder detection system is developed based on the variance of the
probabilities over a specific time frame.

Human activity recognition with multi-sensor data – Fi-
nally, the task of activity recognition is studied in the last part of
this dissertation. Indoor activity recognition is an essential feature for
future smart homes, with many applications ranging from advanced
security systems to health monitoring tools. Moreover, the task of ac-
tivity recognition is ideally suited for a multi-sensor approach since it
is characterized by visual- and motion-based cues. Different solutions
are proposed that either make use of a single sensor or a combination
of both sensors. To that end, deep neural networks are trained for each
modality and the combination thereof. The approaches are tested on
two different activity data sets. One data set is oriented towards six
different gestures, representing hand-based motions. The second data
set focuses on six events that occur in daily life. Regarding the radar-
based models, a three-dimensional CNN that takes as input sequential
range-Doppler frames is selected. This model achieves an error rate of
12.22% and 3.68% on the gestures and events data sets, respectively.
When considering the camera sensor, a pretrained residual CNN is
used and obtains an error rate of 2.15% and 2.99% on the respective
data sets. In ideal and non-privacy sensitive circumstances, it is possi-
ble to make use of a feature fusion approach that achieves an error rate
of 0.99% and 1.88% on the respective data sets. Moreover, the effec-
tive discovery of new activities is possible by employing a similar CNN
and a metric learning approach with an average error rate of 13.38%,
21.44%, and 14.94% for three different combinations of known versus
unknown activities, respectively. Several insights in the functioning
of radar-based models are obtained by applying a modified form of
Grad-CAM, demonstrating that the radar-based CNN models focus
on the movements captured in the range-Doppler frames.

In the first part of the dissertation, a system is presented that
makes use of a number of state-of-the-art algorithms to produce fine-
grained temporal annotations, with the goal of creating more search-
able video content. It provides a solution for two essential tasks in the
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CV domain, namely concept recognition and face recognition. The
following part investigates the costs and benefits of using a different
sensor to reach the same goal of human identification. By employing a
radar sensor, the goal is to identify people using their gait character-
istics. The combined use of both sensors results in augmented vision
as each sensor delivers complementary and unique information. The
last part of this dissertation exploits this observation by presenting
multiple effective solutions for the task of indoor activity recognition.
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1
Introduction

Artificial intelligence (AI) is the field of study that aims at creating
machines that can act in an intelligent way, focusing on the develop-
ment of systems that pave the way for a robotized world, unburdening
humans from many cumbersome tasks. A core facet of such intelli-
gence is the ability to see and experience the world similar to what
humans perceive. Enabling a computer to see implies the development
of algorithms that can process visual sensory input and generate an
understanding of the environment. As such, a wide array of complex
applications build upon this power, ranging from recognizing brain tu-
mours in magnetic resonance images [143] to monitoring the environ-
ment in self-driving vehicles [32]. This domain is known as computer
vision (CV).

Humans have the extraordinary ability to process visual signals in
an efficient and effective way. To that end, our brain relies on a primary
visual cortex consisting of over 140 million neurons and tens of billions
of connections between them [145]. Moreover, human vision involves
not one primary visual cortex, but an entire series of visual cortices
that perform progressively more complex image processing [114]. How-
ever, contrary to the human visual system, algorithms can take input
from multiple complex sensors. By also interpreting information com-
ing from electromagnetic waves outside of the spectral sensitivity of a
human eye, this dissertation aims to augment the capabilities of the
default human vision.

Research has shown that an important challenge for AI lies in
solving tasks that can be easily performed by humans but that are hard
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for humans to formally describe. Humans mostly solve these tasks in
an intuitive and automatic way. A number of relevant examples are
identifying faces, recognizing spoken words, and driving a car. Given
a set of rules and a number of input values, a computer will be able
to tirelessly compute the correct outputs. However, it is impossible
to define the aforementioned tasks by a set of precise rules that can
be explicitly programmed. The challenges faced by algorithms relying
on hard-coded knowledge imply that AI systems need the ability to
learn their own set of rules, based on recognizing patterns in raw data.
The answer to this challenge is known as machine learning (ML), a
field that enables the development of algorithms that can learn from
experience and that are able to apply newly acquired knowledge to
unseen samples [8].

In this dissertation, a number of novel algorithms are introduced
that pave the way for advanced multi-sensor vision. This is done by
combining high-dimensional sensors such as video cameras and radar
devices, with the goal of matching and eventually surpassing human
vision capabilities. This chapter is intended to provide those who are
unfamiliar with the subject matter with a short overview of a number
of tasks of interest and with a description of the context in which this
research took place. In addition, this chapter concludes with an outline
of the dissertation and an overview of the research contributions made,
as well as with a list of supportive publications.

1.1 Augmented Vision

CV is employed as an answer to many challenges. One such challenge
is the ubiquity of visual data in both media production and consump-
tion in our society, a consequence of the widespread availability of
video cameras and (social) media applications. This raises the need
for automated systems to extract information from visual data in or-
der to facilitate better searchability. Another challenge is the need for
autonomous robots or vehicles to independently and safely navigate
to a specific goal. Both challenges require unique human skills to in-
formatively describe the observed visual data in such a way that the
appropriate actions can be performed.
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However, the ability to see is not only about measuring different
properties in a set of images; it also requires the building of an under-
standing of those images. Humans build this understanding based on
the content of images and even more so by also linking these images
to the right context and perspective. This dissertation focuses on ad-
dressing a number of non-trivial challenges under the wide umbrella of
the CV domain. To that end, algorithms leveraging either a classical
video camera or a radar device, as well as the combination thereof, are
investigated.

1.1.1 Human Vision

The human visual system, which is part of the central nervous sys-
tem, detects and interprets information from visible light to build a
representation of the surrounding environment. This encompasses a
number of complex tasks such as creating a binocular perception from
a pair of two-dimensional projections, the identification of visual ob-
jects, and assessing distances to and between multiple objects.

In Figure 1.1, a basic overview of the human visual system is shown.
Light entering the eye is refracted as it passes through the cornea and
the lens. The cornea and the lens act together as a compound lens
to project an inverted image onto the retina. The retina consists of
a large number of photoreceptor cells which contain two particular
protein molecules named red opsins and cone opsins [91]. Five dif-
ferent populations of ganglion cells send visual (image-forming and
non-image-forming) information to the brain: M cells (sensitive to
depth, indifferent to color, and rapidly adapting to a stimulus), P cells
(sensitive to color and shape), K cells (sensitive to color and indiffer-
ent to shape or depth), another population of cells that is intrinsically
photosensitive, and a final population of cells that is used for eye move-
ments [114]. The information entering via the eye is transmitted to
the brain via the optic nerve. The optic nerves from both eyes meet
and cross at the optic chiasm. At this point, the information coming
from both eyes is combined and then splits according to the visual
field. The visual cortex is the largest system in the human brain and
is responsible for processing the visual image. Visual information flows
through a cortical hierarchy. Through this hierarchy, the complexity
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Figure 1.1: Schematic overview of the human visual sys-
tem [101].

of the neural representations gradually increases. While a neuron in
the primary visual cortex may selectively respond to a line segment
of a particular orientation in a particular retinotopic location, neu-
rons in the lateral occipital complex respond selectively to a complete
object, and neurons in the visual association cortex may respond selec-
tively to human faces, or to a particular object [51, 45]. This concept
of utilizing successive processing units that extract increasingly more
complex information forms the foundation of the ML techniques used
throughout this dissertation.

1.1.2 Computer Vision

CV is a field of computer science that aims at enabling computers to
see in the same way as human vision allows us to interpret the world.
More precisely, this field is concerned with the theory and technology
for building algorithms that obtain information from images or multi-
dimensional data [140]. A CV system, acting as a vision sensor and
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(a) (b) (c)

Figure 1.2: The different input humans perceive as opposed to
computers. In (a), an image depicting a person is displayed, (b)
shows a downsized and grayscaled variant of this same image,
together with its pixel intensity values, and (c) solely shows the
input matrix a computer algorithm receives.

providing relevant information about the perceived visual input, is a
basic building block for a significant number of AI-related applications.

In Section 1.1.1, the human visual system is briefly explained.
When looking at Figure 1.2(a), humans can easily deduce what is
shown in the picture, understand the scene, recognize the specific per-
son, and even understand the broader context. However, a computer
receives as input a vast matrix containing pixel intensity values. It
is in this matrix that algorithms attempt to find patterns so to for
instance recognize objects, persons, and faces. To understand the dif-
ficulties that arise when tackling this challenge, one should take into
account the wide variety in which objects or persons can be depicted,
considering angle, viewpoint, and illumination, but also visual arti-
facts, such as distortions, occlusions, directional blurs, and cluttered
backgrounds. Moreover, algorithms need to be able to deal with high-
dimensional inputs, given the typical resolutions used by visual data.

Three essential tasks belonging to the domain of CV are image
classification, object detection, and image segmentation. For the case
of image classification, an algorithm is developed that is able to cate-
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(a) (b) (c)

Figure 1.3: Example output produced by (a) an image classifi-
cation algorithm, (b) an object detection algorithm, and (c) an
image segmentation algorithm.

gorise an image based on a set of concepts, while for the case of object
detection, an algorithm needs to recognize and locate all predefined
objects in a given visual input. One step beyond the detection of
objects, an image or video sequence can also be segmented, which en-
tails assigning every input pixel to one of several predefined categories.
Figure 1.3 shows a conceptual example for each of the aforementioned
tasks. These algorithms form the basis of more complex applications
that range from self-driving cars (that have a need for highly accu-
rate scene segmentation) to the salvation of whales (by classification
of different types of plankton).

Since the rise of CV as a scientific field in the 1960s, which is
by many believed to be ignited by the Summer Vision Project of Sey-
mour Papert [97], the manner of solving different CV tasks has greatly
evolved over time. In the earlier stages, a lot of focus was on creating
three-dimensional representations of the environment [109, 81]. In the
1980s, Kunihiko Fukushima and (later) Yann Lecun made use of a neu-
ral network-based (NN) approach (see Section 2.1.2) to automatically
classify handwritten digits [71, 36]. This resulted in a famous bench-
mark data set of handwritten digits called MNIST [72]. Afterwards,
the field of CV largely shifted its focus towards feature-based object
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recognition [78, 152]. The launch of the Pascal VOC project [30] in
2006 and the significantly larger ImageNet large scale visual recognition
competition (LSVRC) [112] in 2010 ignited more structured progress
through thorough benchmarking. While in the first two years of the
latter competition the error rate for the task of image classification
hovered around 26%, Krizhevsky et al. nearly halved this error rate by
introducing a deep learning-based solution [70] in 2012. This lead to a
substantial increase in the development and use of deep learning-based
models as a solution for multiple CV-related tasks up until today.

1.1.3 Multi-Sensor Vision

While the human visual cortex takes its input from the retinas of
human eyes, a computer algorithm typically employs a visual sensor
to accomplish this. The most common sensor used in this context is
a video camera that produces three-dimensional representations of a
certain field of view at a certain sampling rate. These data are given
as an input to the vast majority of CV-related algorithms. However,
as opposed to humans, computer algorithms are not restricted to this
sole visual sensor. Augmented vision is defined as using input data
coming from multiple sensors, thus potentially creating the ability to
exceed the functionality of the human visual system. An example of
such a different sensor is a millimeter wave radar device. A radar can
provide key complimentary information that is not provided by a video
camera. Specifically, a radar device can provide velocity, distance,
azimuth, and elevation information about all objects in its line-of-sight
(LOS). In addition, radars are not sensitive to low light environments
and they have the ability to sense through walls. Moreover, the data
collected by radars are less intrusive compared to the data collected
by video cameras, given that they are not interpretable by humans.

A radar device operates by emitting an electromagnetic wave to-
wards moving or static targets. The transmitted radiation that scat-
ters on these targets is intercepted by the receiving antenna and can
deliver rich information. Figure 1.4 shows an example radar device.
The compact and low-power version of such a device can be placed
behind a wall so that non-intrusive monitoring is possible.

Nowadays, radar sensors are already heavily used in our daily life
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Figure 1.4: An example radar device from INRAS with four
transmit and eight receive antennas [1].

for a wide number of applications. These applications can range from
automatic doors to speed control systems. Recently, more challenging
applications have been progressively developed such as detecting hu-
mans falling down [4], recognizing different human activities [63], dif-
ferentiate among humans and animals for surveillance purposes [141],
detailed tracking applications [74], and monitoring the environment in
the domain of self-driving cars [171]. Moreover, the first radar-enabled
smartphone, the Google Pixel 4, is on the verge of being released and
aims at enabling gesture-based control. The latter applications require
the use of (advanced) ML techniques to deduce information from the
noisy radar data.

A radar sensor is one of many options that exist to augment single-
sensor methods to multi-sensor approaches. Example sensors are,
among others, infrared, hyperspectral, depth-cameras, and light detec-
tion and ranging (LiDAR). Each sensor provides unique and different
information that can be used to enable multi-sensor solutions. To that
end, hyperspectral and LiDAR sensors can be combined to increase the
classification accuracy of forest vegetation [115], plant species identi-
fication [116], or more general ground classification [22]. Moreover,
a video camera can be combined with a thermal camera to perform
object localization for fireground understanding [147].

In this dissertation, I make use of both a regular video camera
and a radar device. The radar device is highly complementary to
a video camera and provides very different information compared to
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the human eye. Figure 1.5 visualizes how the domain of CV relates
to AI and ML. The shaded part denotes the described work in this
dissertation in relation to the above mentioned research fields.

AI

CV

ML
NN

Tasks

Figure 1.5: Overview of how the different tasks discussed in
this dissertation relate to the domain of AI, CV, ML, and NNs.
The shaded part denotes the described work in this dissertation.

1.1.4 Tasks of Interest

In this dissertation, the focus is on the following tasks:

• concept recognition;

• activity recognition;

• face recognition; and

• gait recognition.

Each of these tasks can be defined as a classification problem (see
Section 2.1). Concept recognition is applied to video data and ac-
tivity recognition is applied to video and radar data. Both the face
recognition and gait recognition tasks fall under the umbrella of hu-
man identification. However, both tasks take a very different approach
towards reaching the same end goal. On the one hand, face recogni-
tion is applied to video data and attempts to link facial characteristics
to specific humans. On the other hand, gait recognition is applied



10 1 Introduction

to radar data and attempts to take advantage of the unique walking
characteristics of specific humans. Each task can be regarded as a
fundamental building block that is essential with regard to the devel-
opment of truly intelligent applications. In that context, fine-grained
concept classification allows for more efficient and effective temporal
searching through visual data sets, while the recognition of activities
forms the basis of more advanced human-machine interfaces or health
monitoring tools. Moreover, the automatic recognition of humans us-
ing both video (face recognition) and radar (gait recognition) sensors
enables developing robust solutions for applications exhibiting a strong
need for identity control.

Figure 1.6: Visual example of concept, activity, and face recog-
nition. The yellow rectangles depict recognized concepts, the
green rectangles depict recognized activities, and the red rect-
angles depict recognized persons.

Concept Recognition

A concept can be defined by a keyword or a keyphrase that can be asso-
ciated with various types of digital content such as images, videos, and
songs. This task can also be described as the challenge of automati-
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cally tagging media data, with the goal of significantly increasing the
searchability of large media archives. In this specific case, media data
are described by keyphrases that can depict one or more concepts. Two
example keyphrases are “Missing firefighters” and “Elephants”. Evi-
dently, keyphrases are not associated with a standard taxonomy and
can virtually describe any existing concept. They can contain mul-
tiple words, spelling mistakes, irrelevant descriptions, and subjective
opinions. Moreover, they need to be added on a fine-grained temporal
or spatial level in order to allow for detailed searchability. The chal-
lenge of concept recognition can be viewed as a classification problem.
However, it has some properties that set it apart from a typical classi-
fication problem. First, there is no predefined list of concepts that can
be used as a complete set to choose from. Second, the number of con-
cepts that can be assigned is orders of magnitude greater than there
are classes in a typical classification task. Finally, since the number
of concepts is large, the sparsity of a concept is high as well. This
means that only a relatively limited number of samples can typically
be associated with a specific concept, increasing the difficulty to treat
this problem as a classification problem. To solve this issue, one can
either limit the set of concepts to a number of predefined categories
and train a multi-class classifier based on this set, or one can train a
binary classifier per concept that predicts whether the specific concept
is relevant for the content.

In this dissertation, the focus is on linking textual concepts, also
known as keyphrases, to video content. To that end, fine-grained
frame-level annotations are generated by using relevant textual key-
phrases from an according transcript. Binary classifiers are trained
on-the-fly using filtered online content and applied to broadcast video
content. This results in fine-grained frame-level annotations that en-
able effective searching using detailed queries. In Figure 1.6, five rele-
vant tags are depicted for the displayed picture, as highlighted by the
yellow rectangles.

Activity Recognition

Activity recognition is a widely-studied and relevant topic applicable
to many daily challenges. It is a typical classification problem, in
which different activities need to be recognized from sequential data.
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An example classifier takes as input consecutive video frames and out-
puts the most likely activity. The authors of [46] define an action as
“the most elementary human-surrounding interaction with a meaning”.
The term activity is looked upon as a sequence of more rudimentary
actions. However, both terms are interchangeably used in the liter-
ature. In general, activity data sets range from coarse and clearly
discernible actions such as Brushing Teeth and Basketball Dunk (part
of the UCF101 data set1) to more subtle gestures such as Thumbs
Up and Thumbs Down (part of the Jester data set2). Activities can
take place either indoor or outdoor and can greatly differ in size and
subtleties. The sensor most frequently used to tackle the challenge of
activity recognition is a video camera.

In this dissertation, two different sets of activities are recognized in
an indoor environment by making use of two different sensors, namely
a video camera and a radar device. One data set represents small hand-
based gestures, while the second data set represents coarse-grained
events. The efficacy of each sensor is studied separately, with the
goal of analyzing the differences in recognizing small versus large and
static versus dynamic activities. Furthermore, the disadvantages and
the complementary nature of both sensors is investigated. In Fig-
ure 1.6, four relevant activities are depicted for the displayed picture,
as highlighted by the green rectangles.

Face Recognition

Face recognition is a highly complex but also a highly evolved research
field that attempts to recognize a person in a digital image or video.
This field is tackled using representation learning since it is infeasible
to train a model that has the capacity to output a probability over
all humans in this world. To that end, a representation of a face is
extracted from an aligned image and two faces are deemed similar
based on a selected distance metric. The detection and alignment of a
face are necessary preprocessing steps to enable the efficient training
of face recognition algorithms.

Vast data sets are key to facilitate the learning of effective models
that can compute a relevant representation, given a picture of a face.

1http://crcv.ucf.edu/data/UCF101.php
2https://20bn.com/datasets/jester
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Moreover, these representations should be robust to different view-
points, ageing, and occlusions such as glasses or scarfs (among other
conditions). This turns face recognition into a complex task that is
nonetheless added as an advanced feature to many modern applica-
tions and devices (like Facebook and iPhones). A face can for instance
be used as a biometric trait for identifying people, given a video stream
or picture, and many applications can be built on top of this feature.

In this dissertation, face recognition is applied to newswire video
content, with the goal of obtaining more rich annotations, thus im-
proving the searchability of media archives. In Figure 1.6, two visible
faces are labeled, as highlighted by the red rectangles.

Gait Recognition

While face recognition uses facial characteristics with the goal of iden-
tifying a human, gait recognition attempts to identify a human based
on its walking characteristics. The hypothesis is made that, given a
limited number of people, their walking properties are unique biomet-
rical identifiers. Essentially, the same approach as face recognition
could be taken by building a model that can extract a unique repre-
sentation from a wide set of humans. Subsequently, this representation
can be used to measure the similarity between two humans based on
some distance metric. However, since this approach demands a vast
amount of data, a typical classification approach is most often chosen
and a limited number of people is identified. Therefore, this problem
is dealt with as a classification problem. Anew, gait recognition can
be tackled using different sensors such as video cameras, wearables,
and radar devices. A radar device gives information about the mo-
tion of objects or persons in its LOS. Based on this sensor, a so-called
micro-Doppler signature can be built, which is the 2D time-frequency
representation of the raw measured data. An ML model can then at-
tempt to learn the gait of a person by linking the combination of the
different gait characteristics found in the micro-Doppler signature (see
Section 2.2.2).

In this dissertation, an attempt is made to recognize a number
of people in an indoor environment. A deep ML approach (see Sec-
tion 2.1.2) and a radar sensor are employed, with the goal of recogniz-
ing the specific gait characteristics of each person.
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1.2 Scientific Contributions

Since the renewed breakthrough of NN-based models in the 2012 Im-
ageNet competition [70], the CV domain is evolving at a fast pace.
In the aforementioned competition, a particular type of NN achieved
the lowest top-5 error rate of 15.3 % on a set of 1.2 million images,
with the goal of classifying an image into one out of 1,000 classes. In
2015, a 152-layered NN with skip-connections designed by [43] sur-
passed human-level performance with a top-5 error rate of 4.9 %. A
number of scientific, societal, and hardware contributions have caused
the current spike of interest in NN-based models and deep NN-based
models in particular. Specifically, the popularity of deep ML can be
attributed to algorithmic improvements that enable the training of
deep networks, the availability of relatively cheap GPU hardware and
cloud computing, the availability of large data sets, and a number of
large companies using an open innovation approach.

The research and development efforts described in this dissertation
represent an exploration of deep learning methods for processing high-
dimensional sensor data produced by a video camera and/or a radar
device. This section provides an outline of this dissertation, also giving
an overview of the different research contributions made.

Chapter 2 - Learning From Sensor Data

This chapter introduces the basic concepts of ML and the necessary
background information that is essential to comprehend this disserta-
tion. In particular, a concise overview is given of the fundamentals of
ML, NNs, and the employed sensors.

Chapter 3 - Concept Recognition and Human Identifica-
tion with Video Data

Given today’s mass production and sharing of vast amounts of data,
one of the key problems is to enable people to find the right content
at the right time. The holy grail in this context is to have an al-
gorithm that understands such data at the same level as humans (or
even beyond). This would allow a computer to automatically structure
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and index all available data and make it accessible based on complex
textual and audiovisual queries. In this chapter, I present a novel
pipeline to enrich newswire video content with descriptive keyphrases
on the one hand and with identity labels of people occurring in the
video content on the other hand. An end-to-end system is developed
that takes as input newswire video sequences and corresponding tran-
scripts, outputting fine-grained labels for each video sequence given.
Relevant keyphrases are extracted from the transcripts and linked to
the visual content at a frame level. To that end, pretrained deep NNs
are finetuned with the goal of extracting knowledge about the presence
of each visual keyphrase. Moreover, by employing an advanced face
detection and recognition algorithm, the presence of certain people
can be assessed.

This work describes an early attempt to create a system that
combines and stitches together multiple state-of-the-art algorithms to-
wards fully-automated enrichment of video data. To that end, I pro-
pose algorithms that extract keyphrases and candidate persons from
Dutch transcript data, automatically collect and filter online image
data, and assess the visual-representativeness of a keyphrase. These
problems are often underexposed when dealing with a closed-world
problem setting, such as pure image classification only considering
a predefined list of categories. In this chapter, the development of a
pipeline is described that combines existing state-of-the-art methods to
enrich newswire video content. It differentiates itself by focusing on re-
alistic content, open-world classification, and incorporating the use of
deep NN-based representations to assess the visual-representativeness
and the visual presence of keyphrases at certain time intervals in the
video. Moreover, the complexity of working with a vast video data
set entails the processing of actual big data, which brings about sig-
nificant challenges at the hardware and software level. As such, this
work resulted in fundamental experience and knowledge that enabled
performing the research and development efforts described in the sub-
sequent chapters. Specifically, it allowed to gain knowledge on how to
effectively design and train different complex ML algorithms that are
able to cope with large and noisy data sets.
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Chapter 4 - Human Identification with Radar Data

While Chapter 3 focuses on traditional video-based face recognition
techniques for identifying people, Chapter 4 presents novel research
efforts to identify humans based on their walking characteristics. To
that end, a radar device is employed to recognize humans in an in-
door setting. More precisely, five different people are recognized in
two different indoor rooms, leveraging deep NNs. I completed de-
tailed experiments that show the performance of a feature learning
classification model that takes as input preprocessed radar data. The
data set and classification set up closely mimick realistic identification
scenarios by being independent of radar placement and room setup,
while allowing for spontaneous walking. This is followed by an exten-
sive and intuitive in-depth analysis of the proposed processing pipeline
with respect to the model accuracy. During this study, I developed
the publicly available IDRad data set, facilitating future research and
benchmarking.

Chapter 5 - Human Activity Recognition with Multi-Sensor
Data

Activity recognition is an active research topic because it is one of the
main components of many advanced security and monitoring applica-
tions. Two different data sets are created for two differing categories
of activities. One data set depicts hand-based gestures that mostly
contain swift and fine-grained motions. The other data set consists of
activities that can be loosely defined as events. These activities con-
sist of often occurring movement patterns in daily life. The problem
of activity recognition is tackled using two high-dimensional sensors,
namely a video camera and a radar device. An extensive study is per-
formed that analyses the strengths and weaknesses of both sensors.
Robust classification models that are independent of sensor placement
and room setup are proposed, relying on two differing and real-world
activity recognition scenarios. I compare six different deep NN-based
architectures on different input modalities that originate from high-
dimensional sensors. Finally, conclusions are drawn as to what data
form is ideal to obtain the best classification accuracy. Sensor fusion
between a video camera and a radar device is performed, with the aim



1.3 List of Publications 17

of achieving a complementary approach that is highly effective. The
newly created activity data sets have been released into the public
domain, so to facilitate future follow-up research and benchmarking.

Chapter 6 - Conclusions and Directions for Future Research

In this last chapter, I give an overview of the contributions made,
drawing conclusions and providing directions for future research.

1.3 List of Publications

This dissertation is the result of research conducted together with
several researchers and R&D engineers working at Ghent University,
Ghent University Global Campus (Korea), VRT Innovation, and imec
(Leuven). While not all research ended up in this dissertation, much of
it resulted in papers published in journals and proceedings of confer-
ences and workshops, as well as in presentations delivered to several
communities and complementary software that has been reused by
other researchers.
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2
Learning from Sensor Data

Computers are known to be excellent calculators that can perform
complex computations at a dazzling speed. In particular, the capacity
and speed of a computer in performing these complex computations by
far outperforms similar human skills: given some input values and a set
of rules, a computer is able to incessantly compute the correct outputs.
However, only a few tasks are definable by a set of precise rules that can
be explicitly programmed. Indeed, the vast majority of tasks depends
on a wide array of different and changing parameters or patterns that
make it unattainable to find such a limited set of rules that completely
defines the problem at hand. On the contrary, humans, in particular,
excel in fast and effective pattern recognition. Specifically, humans
can solve a plethora of complex and vaguely described problems with
a high efficacy. Therefore, the development of truly smart machines
comes with the necessity of developing algorithms that can provide
similar pattern recognition capabilities. In that regard, ML algorithms
base their decision on patterns derived from previous experiences or
the data themselves, as opposed to following explicit instructions. An
ML algorithm thus automatically learns how to deal with any input
based on knowledge acquired from previous inputs.

Similar to human visual sensors (i.e., eyes), computer algorithms
need sensor data as input in order to be able to perceive the world.
The most widely used sensor to accomplish this is a video camera that
can either generate still images or consecutive video frames, which
represent a sequence of ordered still images. However, unlike humans,
computers are not solely limited to the use of five senses. For example,
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a radar sensor can return information about the speed and range of
all objects in the LOS. A human is only partially or not at all able to
deduct such information using its own visual system. Once can define
the combination of multiple such sensors (video, radar, infrared) as
augmented vision.

In this chapter, I outline the basic concepts of ML and the sensors
that are used in this dissertation. Specifically, Section 2.1 explains the
different forms of ML in more detail, Section 2.1.2 goes in-depth in
the most applicable ML technique concerning this dissertation, while
Section 2.1.3 describes the processes and the difficulties encountered
when training an ML model. Finally, the different sensors employed
are discussed in Section 2.2.

2.1 Machine Learning

In this section, I describe the fundamentals of ML, with these funda-
mentals forming the basis of this dissertation. The word learning in the
domain of computer science has been defined by [87] as: “A computer
program is said to learn from experience E with respect to some class
of tasks T and performance measure P , if its performance at tasks in
T , as measured by P , improves with experience E”. In essence, ML is
a form of applied statistics with an increased emphasis on the use of
computers to statistically estimate complicated functions. I describe
the essential components of an ML algorithm such as an optimization
procedure, a cost function, a model, and a data set. From a scientific
and philosophical point of view, ML is interesting because developing
our understanding of it entails developing our understanding of the
principles that underlie intelligence.

2.1.1 Basic Concepts

ML tasks are usually described in terms of how a computer should pro-
cess a sample. A sample is typically represented as a vector x ∈ Rn,
where each entry xi of the vector is a feature, and where n repre-
sents the total number of features. A feature is a unit of information
such as the volume of a tumor or a pixel of an image. A vector is



2.1 Machine Learning 23

thus a collection of features that have been quantitatively measured
from some object or event that we want the ML system to process.
In essence, humans attempt to transform raw sensor data into a con-
tracted (lower-dimensional) form by applying domain knowledge, also
known as feature engineering. An alternative approach is to allow an
ML algorithm to automatically learn informative features from the
raw sensor data; a technique that is referred to as feature learning.
In this case, raw (or mildly processed) sensor data are directly used
as input for an ML algorithm.

A wide range of mechanisms exists to transform this n-dimensional
input into a desired output. Two broad categories can be distinguished
when observing learning paradigms. On the one hand, supervised
learning algorithms attempt to learn this transformation based on a
set of labeled samples for which both the input and output values are
known. This set can be viewed as a collection of experiences, and
where a supervised algorithm employs these experiences to learn a
mapping between the input and output. On the other hand, unsuper-
vised learning, also referred to as self-supervised learning, algorithms
attempt to extract knowledge from unlabeled data. This is done by
extracting patterns from a set of samples, and where these samples
are not accompanied by a desired output. Semi-supervised learning
is an intermediate form of both of the above described paradigms.
It combines specific elements from both supervised and unsupervised
learning methods. For the sake of completeness, one can also make
use of reinforcement learning, in which agents attempt to learn which
actions to take in response to their environment with the goal of max-
imizing some form of reward.

The central challenge in ML is that the algorithm must perform
well on new, previously unseen samples and not only on samples that
were used to learn the desired mapping. As described by [87], the
ability of a model to transform a given input into a desired output is
measured based on a performance measure P . The ability to perform
well on previously unobserved inputs is called generalization. The
generalization error is defined as the expected value of the error on new
inputs. To that end, underfitting occurs when the model is not able to
obtain a sufficiently high value for P on the training set. Overfitting
occurs when the gap between the value for P on the training set as
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opposed to the value for P on the test set is too large.
In this dissertation, the focus is on supervised learning algorithms

with deep NNs. In what follows, I provide more details on the afore-
mentioned concepts. Afterwards, a more extensive overview is given
on the basics of NNs, the specific learning algorithm, and the different
forms in which NNs exist.

2.1.1.1 Supervised Learning

Supervised learning is the most prevalent task in ML. As indicated by
its naming, a certain form of supervision in the shape of a labeled data
set is essential. This means that a certain set of samples is accompa-
nied by an according set of labels. A label can be any real-valued num-
ber (or tensor) and depicts the desired output the algorithm should
produce, given the linked input. The set of labeled samples is known
as the training set and is used to learn a mapping from each label’s
input to its output. Its sole goal is to create a path from the inputs to
the outputs in such a way that it generalizes to all samples and creates
an understanding of the actual problem.

More formally, a labeled data set D is defined as follows:

D = {(xi,yi), i = 1 . . . N}, (2.1)

in which xi is the input, yi the corresponding output, and N the
number of samples in the data set D. Both the input and the output
can have an arbitrary number of dimensions and may consist of discrete
or continuous values. For convenience, they are represented as vectors
xi ∈ Rn and yi ∈ Rm, with n and m denoting the dimensions of the
vectors.

In the training phase, the learning algorithm uses the samples in
the training set to construct a parameterized function f(x;θ), with θ
denoting a parameter vector, mapping any input x to a target output
ŷ:

ŷ = f(x;θ). (2.2)

In order to measure the efficacy of the learned function f(x;θ), an
objective function J(D,θ) is defined which aligns with the learning
objective. It is crucial that the algorithm has the right capacity, so to
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avoid learning the data set by heart (overfitting) or learning a wrong
or suboptimal mapping (underfitting). The inference phase enables
acquiring knowledge about new samples by inferring the label through
the model.

Depending on the output value, we differentiate between two well-
known supervised learning tasks, namely classification and regression.
In classification tasks, the output will be a discrete value, while in
regression tasks, this will be a continuous value.

Classification In a classification task, each sample in the data set
has a label that represents one class out of K classes. The goal is to
learn a function g(x;θ) which maps an input vector x to one of K
classes.

More precisely, a function f(x;θ) is learned that maps the input
vector x to an output vector ŷ ∈ RK :

f : Rn → RK , (2.3)

with each element ŷk of the vector ŷ corresponding to the probability
that the input x belongs to class k. A probabilistic interpretation
of classification implies that the outputs ŷk should form a discrete
probability distribution over K classes:

0 ≤ ŷk ≤ 1 ∀k, (2.4)
K∑

k=1
ŷk = 1, (2.5)

This can be enforced by applying the softmax function to the outputs
ak of the model:

ŷk = exp(ak)∑K
j=1 exp(aj)

. (2.6)

A function g can then be defined that maps this probability output
vector ŷ to one of K classes:

g(x;θ) = argmax
k∈{1,...,K}

(ŷk) = argmax
k∈{1,...,K}

(f(x;θ)k) (2.7)

In the learning phase, the probability of the correct class is maxi-
mized when given a certain input. To that end, the most appropriate
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cost function J(D,θ) is often the negative log likelihood (NLL), also
known as the categorical cross-entropy, which is defined as follows:

J(D,θ) = −
N∑

i=1
log p(g(xi;θ) = yi|xi) (2.8)

= −
N∑

i=1

K∑
k=1

1{yi = k} log f(xi;θ)k, (2.9)

in which N is the number of samples in the data set D and 1 is the
indicator function. The latter equals one if the condition between the
brackets is fulfilled and zero otherwise.

Regression In a regression task, the output value is not a class but
a real-valued scalar or vector. For convenience, the target value is
considered to be a scalar y. In that case, a function f(x;θ) which
maps the input x to a real-valued output scalar ŷ is learned:

f : Rn → R. (2.10)

In the learning phase, the objective is to minimize the difference
between the value predicted by f(x;θ) and the true value. A common
choice for an objective function is the mean squared error (MSE),
which tries to minimize the sum of the squared differences:

J(D,θ) = 1
N

N∑
i=1

(yi − ŷi)2 = 1
N

N∑
i=1

(yi − f(xi;θ))2 , (2.11)

in which N is the number of samples in the data set D.

In this dissertation, the main focus is on supervised learning tasks.
This entails enriching video data with textual keyphrases based on
binary classifiers in Chapter 3, recognizing the gait of a set of persons
through the use of a radar sensor, which is covered in Chapter 4,
and the recognition of human activities through the combined use
of a video camera and a radar sensor in Chapter 5. In all cases, a
given input is mapped to a set of predefined categories representing
presence/absence, humans, and activities.
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2.1.1.2 Unsupervised Learning

Unsupervised learning departs from a data set that does not contain a
supervision signal. Generally, unsupervised learning refers to the task
of extracting information from a distribution without the requirement
of human labor to annotate samples. A data set D with N samples is
now defined as follows:

D = {xi, i = 1 . . . N}. (2.12)

A typical task in this domain is to find an optimal representation
of the data. Typically, an optimal representation preserves as much
information as possible about the input x while taking into account
some constraint aimed at keeping the representation of x more accessi-
ble. Accessibility can then be defined as a lower-dimensional or sparse
representation compared to the sample x.

A number of often occurring tasks are density estimation, dimen-
sionality reduction, and clustering. In each of these cases, the goal is
to learn the inherent structure of the data without using explicitly-
provided labels.

Density Estimation In density estimation, the following cost func-
tion J(D,θ) is optimized:

J(D,θ) =
N∑

i=1
log p(xi), (2.13)

with the goal of modeling the distribution p(x) of the data over the
input space.

Dimensionality Reduction In dimensionality reduction, the goal
is to find a low-dimensional representation of high-dimensional data
and still retain as much valuable information as possible. By obtain-
ing a low-dimensional representation, one can more easily store and
process these data. Furthermore, it can enable easier human interpre-
tation with the goal of finding insights and patterns in the provided
data.
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Clustering Clustering attempts to find groups of similar samples
in a given data set. The objective function associated with cluster-
ing typically rewards similarity between samples that are added to
the same cluster and penalizes dissimilarity within each cluster. A
prevalent method to accomplish this is the k-means clustering algo-
rithm [80], in which k represents the number of clusters to be found.

2.1.1.3 Semi-supervised Learning

Semi-supervised learning combines ideas from both unsupervised and
supervised learning. It encompasses a wide set of different settings,
but in essence, it entails the combination of a (larger) set of unlabeled
data with a (smaller) set of labeled data. Instead of putting effort
in annotating more unlabeled data, algorithms attempt to leverage
abundant unlabeled data in a certain way so to improve a supervised
learning task. An example of this learning paradigm can be the unsu-
pervised learning of word representations (see word2vec [86]) in combi-
nation with using such word representations as input for a supervised
learning task. A different example is the use of unsupervised feature
learning based on an autoencoder. These features can serve as a bet-
ter initialization (as opposed to a random approach) for a supervised
learning-based model, with the goal of reducing the chance of overfit-
ting when finetuning this model based on a labeled data set.

In this dissertation, Chapter 3 describes a semi-supervised learn-
ing algorithm. Specifically, this algorithm employs online sources to
automatically construct a training data set for any kind of concept.
Each sample is accompanied by a label that is based on the mechan-
ics of a search engine. Therefore, this is considered semi-supervised
learning as such weak labels y can potentially wrongly describe the
input x. Binary classifiers are trained based on this semi-supervised
set of samples after filtering of outliers.

2.1.2 Artificial Neural Networks

The foundations of artificial NNs were laid in the 1950s and 1960s by
Frank Rosenblatt, inspired by earlier work of Warren McCulloch and
Walter Pitts [110, 83]. The concept of an artificial NN was inspired
by the functioning of neurons in the human brain. In that regard,
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knowledge is extracted by our brain based on input received from
the different human senses. Neurons produce electrical events called
nerve impulses or spikes to communicate with each other, perform
computations, and process information [113].

An artificial NN consists of a collection of connected nodes called
artificial neurons. These neurons are hierarchically structured while
connections between the different neurons allow the transmitting of
signals. An artificial neuron is the basic building block of every NN-
based model. It consists of three major components: (1) weights for
the incoming connectionsw, (2) a bias b, and (3) an activation function
f . Assuming a vector x ∈ Rn that represents the incoming signals of
a neuron, then the output of a neuron can be defined as follows:

ŷ = f

(
n∑

i=1
wixi + b

)
. (2.14)

The activation function f of a neuron is predominantly a func-
tion that applies a non-linear transform to the weighted summation
of the incoming signals. A non-linear activation function is essen-
tial to enable the typical hierarchical structure of an NN. Figure 2.1
displays a number of well-known non-linear activation functions: sig-
moid, tanh, rectified linear unit (ReLU) [89], and exponential linear
unit (ELU) [18]. The sigmoid and tanh activation functions squeeze
the values into an interval of ]0, 1[ and ]−1, 1[, respectively. This aligns
with the idea that a neuron can either be active or non-active in the
case of a sigmoid non-linearity, while a tanh activation function can
also contribute negatively. The ReLU and ELU non-linear activation
functions are unbounded functions and have the advantage of allowing
more effective stacking of layers (see Section 2.1.3).

2.1.2.1 Feedforward Neural Networks

Typically, an artificial NN consists of multiple neurons grouped to-
gether in layers, starting with a number of neurons depicting the in-
puts (input layer) and ending with a number of neurons depicting
the outputs (output layer). In between, there are typically at least
one (typically many more) hidden layers that progressively learn more
complex transformations of the input values. Based on these layers
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Figure 2.1: Four different popular non-linear activation func-
tions.

and subsequent non-linearities, a complex non-linear function can be
learned. Figure 2.2 shows an example of a feedforward neural network
(FFNN) with one input layer, two hidden layers, and one output layer.

In Equation 2.14, the transformation function of one neuron is
described. Given that m neurons are grouped in a layer, the output
x(`) ∈ Rm for layer ` can be defined as follows:

x(`) = f
(
W (`)x(`−1) + b(`)

)
, (2.15)

with x(`−1) ∈ Rn, b(`) ∈ Rm andW (`) ∈ Rm×n representing the output
from the previous layer `− 1, the bias terms and the weight matrix of
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Figure 2.2: Schematic overview of a fully-connected feedfor-
ward neural network. For reasons of simplicity, the bias terms
have been omitted for this overview.

layer `, respectively.

To enable the power of NNs, they consist of a chain of layers that
allow the learning of increasingly complex functions. The final output
ŷ of the FFNN depicted in Figure 2.2 is defined as follows:

ŷ = f
(
W (3)a(2) + b(2)

)
(2.16)

= f
(
W (3)f

(
W (2)f

(
W (1)x+ b(0)

)
+ b(1)

)
+ b(2)

)
. (2.17)

The stacking of subsequent layers to obtain an increasingly deep
network is what defines the field of deep learning. Although, the dif-
ference between a shallow and deep network is not well defined, an
NN can be deemed deep when it consists of at least two hidden layers
and very deep if it contains over ten hidden layers [117]. In particular,
algorithms in the field of deep learning aim at automatically creating
feature hierarchies. Feature learning entails inputting relatively raw
sensor data into an ML algorithm, as opposed to engineered features,
which are created by human experts.
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2.1.2.2 Convolutional Neural Networks

A convolutional neural network (CNN) is a special type of FFNN that
makes use of constrained connectivity patterns between certain layers.
It is invented by Lecun et al. [71], who was inspired by the neocog-
nitron developed by Kunihiko Fukushima [36]. CNNs are especially
useful when the input data exhibit some kind of topological or spatial
structure. Examples of such data are typically an image or a video
sequence, which are represented as matrices or higher-ranked tensors,
respectively. More precisely, a convolutional layer takes as input a
stack of feature maps and convolves those with a set of learnable fil-
ters in order to produce an output feature map per filter.

In Figure 2.3, an example of a two-dimensional convolution1 is
shown, with a filter of size 3× 3, a stride of size one, and without the
use of padding. The mathematical operation of such a convolution
(denoted by ∗) is defined as follows:

Si,j = (X ∗W )i,j (2.18)
=
∑
m

∑
n

Xi+m,j+nWm,n, (2.19)

with S ∈ Ru−m+1×v−n+1 denoting the resulting feature map, X ∈
Ru×v the matrix input, and W ∈ Rm×n the applied filter. Different
filters evolve to become specific feature detectors, for instance ranging
from low-level color and edge detectors in early layers to high-level ob-
ject detectors in later layers. The essential difference with a standard
FFNN is the use of convolutions instead of plain matrix multiplica-
tions. In that regard, Equation 2.15 can be modified as follows:

X
(`)
j = f

(
K∑

k=1
X

(`−1)
k ∗W (`)

k,j + b
(`)
j

)
, (2.20)

withX(`)
j depicting the j-th feature map of layer `, layer `−1 consisting

of K feature maps,W (`)
k,j representing a filter for the j-th feature map

and the k-th input matrix, and b(`)
j denoting the corresponding bias.

The connectivity of a convolutional layer is effectively restricted in
1From a strict point-of-view, we are dealing with a cross-correlation, as the

kernel is not flipped.
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order to take advantage of the correlated structure of the input. Each
filter is applied only to a local patch of the output of the previous
layer, whereas this filter is applied across the entire input. This means
that each filter can be seen as extracting a specific feature across the
input. Due to this restricted connectivity pattern, convolutional layers
contain significantly fewer parameters than traditional fully-connected
layers.
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Figure 2.3: Example of a two-dimensional convolutional oper-
ation. A 3× 3-sized kernel is convolved over a 7× 7-sized input
with zero padding.

Besides weight sharing, a dimension reduction technique known
as pooling is applied to effectively mitigate the number of parameters
and the data size [159]. By averaging or maximizing the response of
n × m-subregions (in the case of two-dimensional pooling), essential
information is preserved, while the data size is reduced. In Figure 2.4,
a max pooling operation of size 2×2 and a stride of size two is concep-
tually displayed. It can be noted that a pooling operation results in
translation invariance. Indeed, the essential information is preserved,
regardless of its exact cell location.

2.1.2.3 Recurrent Neural Networks

In order to be able to model dynamic behavior, NNs could greatly
benefit from having a sense of memory. To that end, one can em-
ploy recurrent neural networks (RNN) [27]. RNNs differ from regular
FFNNs as they contain feedback loops. These feedback loops encode
contextual information of a temporal sequence. This contextual infor-
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Figure 2.4: Example of a two-dimensional max pooling opera-
tion with size 2 × 2 and stride 2. A 4 × 4-dimensional feature
map is reduced to a 2× 2-dimensional feature map by selecting
the maximum value of each 2× 2-subregion.

mation or memory at time t is typically represented as a hidden state
vector ht.

Given a sequential input x = (x1,x2, . . . ,xT ) with xt ∈ Rn, an
RNN layer will output ht based on input xt and the hidden state ht−1.
The hidden state vector ht represents the memory of the recurrent
layer up until time t. Figure 2.5 and Figure 2.6 show an example of an
RNN and its unrolled version, respectively. Typically, the hidden state
h0 is initialised with zero values. The hidden state ht is sequentially
computed based on each preceding hu, u ∈ {0, . . . , t − 1}. Note that
this memory is not a concatenation of all previous hidden states. As
such, the hidden state ht at time t is only an approximated summary
of the history. A basic form of an RNN introduced by [27] defines this
hidden state ht ∈ Rm at time step t as follows:

ht = f(Wxt +Uht−1 + b), (2.21)

where W ∈ Rm×n and U ∈ Rm×m denote weight matrices, b a bias
vector, ht−1 ∈ Rm the hidden state at time t − 1, and xt ∈ Rn the
input at time t. The function f defines an activation function.

A popular adaptation of a simple RNN is a long short-term memory
(LSTM) network [47]. An LSTM consists of so-called LSTM cells
which maintain a memory cell ct in addition to the hidden state ht.
An example LSTM cell is displayed in Figure 2.7. The hidden sequence
ht ∈ Rm withm dimensions at time step t of an LSTM cell is computed
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Figure 2.5: A schematic overview of an RNN. The output of
the hidden neurons is propagated over the different time steps.
The vectors x1,x2,x3 ∈ RT depict the input over all time steps
for each feature of the input with n = 3.

as follows:

it = σ(W ixt +U iht−1 + bi), (2.22)
ft = σ(W fxt +U fht−1 + bf ), (2.23)
ot = σ(W oxt +U oht−1 + bo), (2.24)
ct = ft � ct−1 + it � tanh(W cxt +U cht−1 + bc), (2.25)
ht = ot � tanh(ct), (2.26)

where xt ∈ Rn represents an input vector with n dimensions at time
step t, σ is the logistic sigmoid function, W i, W f , W o, W c ∈ Rm×n,
and U i, U f , U o, U c ∈ Rm×m are the weight matrices, bi, bf , bo,
bc ∈ Rm, the bias vectors, it, ft, ot ∈ Rm, the input, forget, and output
gate, respectively, and ct, ht ∈ Rm the cell activation and hidden
state vectors at time step t, respectively. � denotes the element-wise
product between two vectors. By default, the value stored in the
memory cell ct is maintained, unless it is added to by the input gate
it or diminished by the forget gate ft. The output gate ot controls the
emission of the memory value from the LSTM cell.
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Figure 2.6: A schematic overview of an unrolled RNN. The
vectors x1,x2,x3,x4 ∈ Rn depict the input features per time
step with t = 4.

2.1.2.4 Residual Neural Networks

A residual NN is a specific type of NN that is widely used to facilitate
effective learning while enabling very deep architectures. Residual NNs
utilize skip-connections to jump over particular layers. To that end,
the output of a previous layer x is added to the input of a later layer,
together with its default input F (x).

In Figure 2.8, a basic building block is shown, which forms the
foundation of a residual network. Specifically, the weight layers inside
such a basic building block are explicitly modeled to fit a residual
mapping. The original mapping F (x) is recast into F (x) + x. It is
hypothesized that it is easier to optimize the residual mapping than
to optimize the original, unreferenced mapping [43]. A residual NN
consists of a series of such basic blocks.

A residual NN allows for the efficient stacking of multiple layers
since it is harder to learn an identity mapping function F (x) = x than
to learn a mapping F (x) = 0. This is also referred to as the degrada-
tion problem [43]. Thus, in the case that a network is unable to learn
more advanced representations, it can make use of the skip-connections
so that deeper layers can more easily learn an identity mapping. These
identity mappings then allow information to flow through the deeper
layers of the network so to circumvent the degradation problem. More-
over, a residual network can be viewed as a collection of many paths,
instead of a single deep network, which result in ensemble-like behav-
ior [149].
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Figure 2.7: Graphical display of an LSTM unit, showing the re-
lationship between the different gate connections and the mem-
ory cell ct.

2.1.3 Learning

In the previous sections, the basic concepts of ML and NNs are de-
scribed. In this section, the learning and evaluation processes are
discussed. More precisely, the learning of an NN entails optimizing
the weights in such a way that the proposed objective function is min-
imized. The final goal resides in learning the model weights so to be
able to transfer learned knowledge to previously unseen samples. To
that end, the data set is split in three groups: (1) a training set, (2) a
validation set, and (3) a test set.

2.1.3.1 Training

The learning of the correct set of weights entails a complex optimiza-
tion process that attempts to minimize the objective function J(D,θ):

θ = arg min
θ
J(D,θ). (2.27)

To that end, stochastic gradient descent (SGD) can be used, an
iterative technique that is able to find a (sub)optimal solution [108].
Moreover, many variations have been developed to avoid common pit-
falls in this process.
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Figure 2.8: Schematic overview of the basic building block of
a residual neural network.

Stochastic Gradient Descent The training set is used to tune
the weights of the defined NN. This optimization process is steered
through the use of SGD. Given an objective function, the weights of
the NN are adapted in such way that the value of the objective function
is reduced. When observing an NN with weights θ, objective function
J , and sample (xj , yj) ∈ D, the weight θi can be adapted as follows:

θi = θi − η
∂J(θ; (xj , yj))

∂θi
, (2.28)

with η representing the learning rate, which is a hyperparameter.
This parameter controls the step size with which the parameter θi is
adapted. The training procedure entails repeated sampling of data
points from the training set in order to apply this gradient update
to the weights. However, to speed-up this process, the weights are
adapted based on a number of training samples, called a minibatch.
The gradients are then first averaged over all samples in the minibatch.
This also ensures more robust training by reducing the variance of the
updates.

Many different variations of the SGD algorithm exist. The common
goal is to enable fast and effective tuning of the weights of an NN. One
such example is SGD with momentum, which makes use of the previous
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update value to faster push the updates in the correct direction and by
dampening the oscillations [103]. In this dissertation, I mainly make
use of the Adam optimization schedule [67]. This variation of SGD
uses an approximation of the first and second order moments in order
to enable more robust and efficient tuning of the weights.

Batch Normalization The optimization process is complicated
because each layer is affected by the weights of all preceding layers.
Consequently, a small change can amplify easily when the network
becomes deeper. This change of the distribution of the input of a
layer is defined as the covariate shift [126]. Batch normalization is a
method of adaptive reparametrization [53]. It reduces the amount by
which the hidden neuron values shift. This is achieved by standard
scaling the output of a previous activation layer by subtracting the
mean and dividing by the standard deviation of the minibatch.

Let B = {x1, . . . ,xm} be a minibatch of size m of activations of
the layer to normalize, then:

µB = 1
m

m∑
i=1
xi, (2.29)

σ2
B = 1

m

m∑
i=1

(xi − µB)2, (2.30)

x′i = xi − µB√
σ2
B + ε

, (2.31)

yi = γx′i + β, (2.32)

with γ and β representing learnable weights that allow the network
to maintain its representation power, and µB and σB representing the
mean and standard deviation of minibatch B, respectively.

2.1.3.2 Validation

While the training set is used to optimize the weights of the model,
there is a need for separate sets to measure the efficacy of the learned
model. To that end, both a validation and test set are created, and
where these sets are different from the training set. This is important
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to evaluate how well the learned model generalizes to new, previously
unseen data.

Both the validation and the test set are necessary as the optimiza-
tion of NNs entails the tuning of many hyperparameters. These hyper-
parameters can, for example, originate from the network architecture
and optimization algorithm. To find the optimal value for these pa-
rameters, the effectiveness of the model is checked on the validation
set. This is especially important because some hyperparameters affect
the generalisation capabilities of the model. Finally, the test set is
used to check the final effectiveness of the model after the optimiza-
tion of both the weights of the network and all the hyperparameters.
Based on this result, an unbiased estimate of the actual effectiveness
of the model is obtained.

However, a labeled data set often only contains a limited number
of samples. In that regard, splitting the data set into three separate
splits can seriously hamper the effective learning of a model because
it reduces the amount of data available for training. To that end, a
common approach is to only split off a test set and use K-fold cross-
validation to find the optimal hyperparameters [106]. K-fold cross-
validation splits the training sets in K folds, then combines K − 1
folds to act as the training set and uses the K-th fold as the validation
set. This procedure is repeated K times and the resulting performance
metrics are averaged across all folds in order to be able to find the
optimal hyperparameters.

The functioning of a network can be measured using different per-
formance metrics. The metrics used depend on the specific goals that
are associated with the task at hand. For most classification tasks, the
preferred metric is accuracy or its counterpart error rate. The accu-
racy of a model is defined as the fraction of predictions the model has
correct. However, the accuracy metric is not the desired choice when
dealing with an unbalanced data set. In this case, precision and recall
can better represent the effectiveness of a trained model. Precision
means the percentage of the results that are relevant and recall refers
to the percentage of total relevant results correctly classified by the
model. These metrics are formally defined as follows:
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accuracy = tp+ tn

tp+ fp+ tn+ fn
, (2.33)

precision = tp

tp+ fp
, (2.34)

recall = tp

tp+ fn
, (2.35)

F1-measure = 2× precision× recall
precision + recall , (2.36)

with tp, fp, tn, and fn defined as the number of true positives,
false positives, true negatives, and false negatives, respectively.

2.1.3.3 Underfitting and Overfitting

It is essential to fit an NN-based model in such a way that it has
excellent generalisation capabilities. The term generalisation refers to
the ability to correctly project knowledge learned on the training set to
previously unseen data samples. There exists an important trade-off
between a model with a high capacity and a low capacity. In the first
case, the model will exactly fit the training data while the effectiveness
for unseen data can still be at the same rate as chance. In contrast, a
model with a low capacity will be unable to learn any useful feature
from the data and will thus equally underperform on unseen samples.
The first problem is known as overfitting, while the second issue is
referred to as underfitting.

Figure 2.9 shows three different models on a regression problem. In
Figure 2.9(a), a linear model significantly underfits the data by lacking
the capacity to learn the correct features. The plot in Figure 2.9(b)
shows a model with the right capacity to correctly fit the regression
problem, while Figure 2.9(c) shows a clear example of an overfitted
model. In this case, the model is too powerful and is able to fit the
noise, resulting in poor generalisation.

2.1.3.4 Regularisation

One solution to avoid overfitting is to regularize the model in such
a way that it is hindered to use its large capacity to memorize the
training samples. To that end, regularization attempts at directing the
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Figure 2.9: Visualization of (a) underfitting, (b) proper fitting,
and (c) overfitting.

focus of the training process towards learning useful features instead.
Two different regularization techniques are discussed.

L2-Regularization Overfitting is often caused by an unbounded
magnitude of the model weights. This problem can be mitigated by
adapting the objective function in such a way that large weights are
penalized. A commonly used regularisation method adds the sum of
squared weight values to J(D,θ):

J ′(D,θ) = J(D,θ) + λ||θ||, (2.37)

with λ being a hyperparameter that controls the strength of the
regularisation. Different types of penalties such as the L1 norm can
also be used.

Dropout Dropout is at the heart of the renewed interest in NNs.
It is a regularization technique introduced in [93] and it enables the
training of more complex and robust networks [70]. Dropout ran-
domly disables neurons during the training procedure. This entails
that the knowledge learned by each neuron at some point in the train-
ing process might not be available. To that end, neuron interaction
is significantly reduced and neurons are obliged to learn more robust
features, enforcing overall better generalization. Moreover, dropout
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allows training NNs that contain a high number of weights by only
focusing on a smaller subset of weights at each optimization step.

During the training phase, individual neurons are either dropped
out of the network with probability 1 − p or kept with probability
p. The removed neurons are reinserted into the network with their
original weights after this stage. This includes removing all incoming
and outgoing connections to the removed neuron. At test time, the
original network with the output of each node weighted by a factor of
p is used. As such, the expected value of the output of any neuron is
the same as in the training phase.

2.2 Sensor Data

In this section, the different sensors that are employed in this dis-
sertation are described. First, the commonly used video camera is
explained, and second, the functioning of a radar device is described
in more detail. As will be demonstrated, both sensors are highly com-
plementary as they are able to resolve the weaknesses of each other.

2.2.1 Video Sensor

A video sensor or camcorder is a portable electronic recording device
capable of capturing live-motion video and audio. This device consists
of three major components. First, a lens gathers and focuses incom-
ing light rays. Second, incoming light rays are turned into electrical
signals by, for example, a charge-coupled device (CCD) or complemen-
tary metal-oxide semiconductor (CMOS) image sensor. Each sensor
returns an electrical current when it is struck by the incoming light.
And finally, a recorder converts these electrical signals into digital
video frames and encodes them for storage. A video sensor delivers
data that are closely related to how the human visual system perceives
the world. Video frames are recorded at a certain rate, creating the
perception of a moving image. In Figure 2.10, a schematic overview
of the functioning of a camera device is shown.

A straightforward full high-definition (HD) webcam can record at
30 frames per second (FPS), with frames having a resolution of up
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Figure 2.10: Schematic overview of the functioning of a camera
device.

to 1,920 × 1,080 pixels (or more). One pixel consists of three integer
values in the domain of [0, 255], one for each color channel (red, green,
and blue).

An ML algorithm needs to access the raw frames of a video se-
quence to derive knowledge from the underlying data. To that end,
the resolution of a video sequence is often limited to a size of around
224 × 224 pixels, while the sampling frequency is lowered to around
15 FPS. This significantly limits the number of bytes to be stored,
while still allowing an ML algorithm to extract meaningful informa-
tion. It should be noted that the number of dimensions is still signifi-
cantly larger than the number of dimensions typically observed for the
majority of problems.

2.2.2 Radar Sensor

A frequency modulated continuous wave (FMCW) radar works by emit-
ting a modulated electromagnetic wave towards moving or static tar-
gets. The transmitted radiation that scatters on these targets is in-
tercepted by the receiving antenna and can deliver rich information.
Based on the time delay, phase shift, or frequency shift, valuable prop-
erties such as distance, velocity, and angle can be extracted from the
different targets. In Figure 2.11, a schematic overview of the func-
tioning of an FMCW radar device is shown. This system includes
several transmit (TX) and receive (RX) radio frequency components,
analog components such as a low-pass (LP) filter, and digital compo-
nents such as analog-to-digital converters, microcontrollers, and dig-
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ital signal processors [54]. An FMCW radar transmits a frequency-
modulated signal continuously in order to measure range, as well as
angle and velocity. This is a fundamental difference from traditional
pulsed-radar systems that transmit short pulses periodically. Conse-
quently, an FMCW radar is not limited by a minimum range and is
thus able to detect objects at zero distance, which is relevant in an
indoor setting.

Figure 2.11: Schematic overview of the functioning of an
FMCW radar device [54].

In the signal used in FMCW radars, the frequency increases lin-
early. This type of signal is also called a chirp. The chirp is defined by a
start frequency (fc), a bandwidth (B), and a duration (Tc). The chirp
rate (γ) captures the rate of change of frequency. The radar operates
by (a) synthesizing a chirp according to the above defined parameters,
(b) transmitting the chirp by a transmit antenna, (c) capturing any
reflected chirp by the receive antennas, and (d) using a mixer that
combines both the RX and TX signals to produce an intermediate
frequency (IF) signal.

Figure 2.12 displays a transmitted chirp and three received chirps
originating from multiple objects on the upper time-frequency (TF)
plot. The bottom TF plot shows the resulting IF signal with three
beat frequencies representing the different objects. The separate beat
frequencies can be extracted using a fast Fourier transform (FFT), also
defined as a range-FFT. This results in a frequency spectrum that has
separate peaks for each beat frequency, denoting the presence of each
object at a specific distance d:

d = f0c

2γ , (2.38)
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with f0 the beat frequency and c the speed of light.

Figure 2.12: (a) Chirps reflected by multiple objects captured
by the receive antenna and mixed with the transmitted chirp,
(b) resulting IF signal in a TF plot [54].

In order to extract velocity information about the objects in the
LOS, multiple chirps need to be sequentially transmitted. More pre-
cisely, the range-FFT corresponding to each chirp will have peaks in
the same location, but with a different phase. A second Fourier trans-
form, called the Doppler-FFT, results in the range-Doppler (RD) in-
formation for all objects in the LOS. This is shown in Figure 2.13.
The measured phase difference ∆Φ corresponds to a motion v in the
object:

v = λ∆Φ
4πTc

, (2.39)

with λ the wavelength and Tc the separation time in-between two
transmitted chirps (chirp repetition interval). In Figure 2.14, an exam-
ple RD map is displayed. The x-axis represents the different Doppler
bins, ranging from −3.8 m/s to 3.8 m/s. On the y-axis the range in-
formation is shown, in this case ranging from 0 m to 10 m.

One can note the use of two distinct time scales to analyze the
reflected signals. Within a single modulation period (chirp repetition
interval, denoted by Tc), the transmitted waveform varies as a function
of fast time, and the corresponding received signal is sampled at the
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Figure 2.13: The range-FFT of the reflected chirp results in N
phasors [54].

analog-to-digital sampling rate. In slow time, the received signals are
collected at the chirp repetition frequency defined by the inverse of
the chirp repetition interval [154, 28]. The raw radar data can thus
be organized in a data matrix with the rows containing sampled data
depicting fast time and the columns depicting slow time.

In the case that one transmitting and one receiving antenna are
employed, the radar records in single input single output (SISO) mode.
However, multiple transmitting and receiving antennas can be used
to obtain a multiple input multiple output (MIMO) recording setup.
Consequently, angular information can be obtained from objects in the
LOS. Specifically, a small change in the distance of an object results
in a phase change in the peak of the range-FFT or Doppler-FFT. This
angle information a from an object in the LOS is computed using the
beamforming algorithm based on the following equation:

a = sin−1
(
λ∆Φ
2πl

)
, (2.40)

with l the distance between the antennas and ∆Φ the derived phase
shift.

A target in the LOS of the radar moving at constant speed will
induce a constant Doppler frequency shift. Coherently, with the trans-
lation of the main body, multiple smaller moving parts result in micro-
motion dynamics. Such dynamics generate additional frequency mod-
ulations about the central Doppler frequency of the received signal,
which are known as micro-Doppler (MD) frequencies [14, 15]. An MD
signature shows the distribution of reflected energy over distance and
velocity, respectively, as a function of slow time (i.e., the TF transform
of the raw radar data).
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Methods that apply a TF transform can be divided into linear
transforms and quadratic TF distributions (QTFD). Well-known lin-
ear transforms are the short-time Fourier transform (STFT) [90] and
the Wavelet transform [20], while the Wigner-Ville distribution [156]
is an example of a QTFD. Linear transforms aim at capturing the
local characteristics of the signal, while QTFDs aim at concentrat-
ing the signal power along the instantaneous frequency of each signal
component [41]. In this dissertation, the MD signature is represented
using the spectrogram, denoted by S(t, ω), which is the modulus of the
STFT. It can be expressed in terms of the employed window function,
w(t), given the signal x(t) as follows:

S(t, ω) =
∣∣∣∣∫ ∞
−∞

ω(t− u)x(u)du
∣∣∣∣ (2.41)

In this dissertation, the employed radar transmits 256 consecutive
chirps, with one chirp taking 256 µs. The radar records in SISO mode
and disjoint windows spanning 256 chirps are taken using the STFT
to obtain the TF transform. For the range- and Doppler-FFT, 1,024
and 512 samples are used, respectively. An example MD signature is
shown in Figure 2.15 that displays a person shaking their hand.

2.2.3 Other Sensors

While this dissertation employs a video camera and radar sensor, there
exists a wide array of different sensors that possess unique character-
istics. Each sensor offers different (dis)advantages for different condi-
tions. In this section, three other relevant sensors that could be con-
sidered in a multi-sensor system are briefly discussed. In Table 2.1,
an overview is given, listing the advantages and disadvantages of each
sensor.

Light Detection and Ranging LiDAR systems operate by mea-
suring the time-of-flight of a pulsed light emitted from a laser diode
until it is received by an emitter [111]. The emitted light has a wave-
length in the infrared range. To obtain a depth map of great accuracy
of the environment, a set of diode lasers mounted on a pod that rotates
at a high speed is used. LiDAR is affected by weather conditions such
as rain, snow, fog or dusty environments, given the diffraction of light
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Figure 2.14: An example of an RD map with the Doppler bins
on the x-axis and the range bins on the y-axis. Color scale:
power levels (in dB).

in such conditions. Furthermore, the maximum detection capacity
depends on the type of reflectivity of the material to be detected.

Infrared Camera Infrared cameras are passive sensors that create
an image using infrared radiation. Similar to a common camera that
forms an image using visible light, an infrared camera is sensitive to
wavelengths from about 1 µm to about 14 µm. The amount of infrared
radiation of an object is directly related to its temperature. An in-
frared camera can detect this radiation similar to the way an ordinary
camera detects visible light. Consequently, such sensor can operate in
total darkness and is thus, among other use cases, highly relevant for
fire-related rescue missions.

Hyperspectral Sensor A hyperspectral sensor collects and pro-
cesses information from across the electromagnetic spectrum. The
goal of hyperspectral imaging is to obtain the spectrum for each pixel
in the image of a scene, with the purpose of finding objects, identi-
fying materials, or detecting processes. In contrast to humans, that
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Figure 2.15: An example of an MD map. The x-axis repre-
sents the time dimension, while the y-axis represents the veloc-
ity. Color scale: accumulated power levels (in dB).

see visible light in mostly three bands, a hyperspectral sensor divides
the spectrum into many more bands. The recorded spectra have fine
wavelength resolution while covering a wide range of wavelengths. The
portion of the electromagnetic spectrum that is emitted by an object
is recorded using the described sensor. To that end, unique finger-
prints in the electromagnetic spectrum can be employed to identify
the characteristics of the scanned objects.

2.3 Conclusions

In this chapter, I described the general concepts that will be used in
the following chapters. Specifically, I extensively discussed the basic
concepts of ML and the functioning of the different sensors used in
my research. In what follows, I will mainly focus on tasks that em-
ploy both CNNs and LSTMs, with the goal of classifying sequential
high-dimensional data. In Chapter 3, the task of concept recognition
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Table 2.1: Listing of advantages and disadvantages of five dis-
cussed sensors.

Advantages Disadvantages

Video

High spatial resolution. Weather conditions.
Texture information. Requires illumination
Object recognition source.
Low cost & compact.

Radar

Weather robust. Depends on reflectivity
Range resolution. of objects.
Penetrates materials. Multi-path reflections.
Compact size. Shadowing effects.
Operates in dark.

LiDAR
Very high resolution. Expensive.
Operates in dark. Sensitive to weather.

Larger & moving parts.

Infrared

Temperature indication. Lower resolution than
Penetrates materials. RGB camera.
Object recognition. Expensive.
Operates in dark.

Spectral overview Expensive.
Hyper- Find relationship Complex.
spectral among different spectra.

Non-scanning.

in video sequences is investigated. This entails both the recognition of
general objects and scenes, as well as face recognition based on video
frames. Chapter 4 attempts to recognize humans based on their gait
characteristics by employing a radar sensor. In Chapter 5, a video
camera and a radar sensor are combined to recognize activities per-
formed by a person.





3
Concept Recognition and
Human Identification with

Video Data
The automatic recognition of concepts in visual data is key to manag-
ing an ever-increasing amount of newly generated multimedia data.
On a video sharing platform such as YouTube, hundreds of hours
of (user-generated) video data are uploaded every minute. Similarly,
television broadcasters produce a significant amount of (professional)
video content. An efficient system to find and extract interesting in-
formation from video content requires a properly indexed multimedia
archive. More precisely, fine-grained, correct, and consistent metadata
should be provided for each data instance.

In this chapter, I introduce an innovative pipeline that is able to
automatically annotate video data with relevant concepts at a fine-
grained temporal level. To that end, I focus on the automatic recog-
nition of textual keyphrases and candidate persons in video content
covering news broadcasts. This work resulted in an effective annota-
tion tool that has been demonstrated at the International Conference
on Multimedia Retrieval and the Flemish radio and television broad-
cast institution VRT. It represents a crucial part of my research as it
forms the foundation for the ideas presented in the subsequent chap-
ters.

This chapter is based on contributions described in the following
publications:

1. Vandersmissen, B., Sterckx, L., Demeester, T., Jalalvand, A.,
De Neve, W., and Van de Walle, R. (2016). An automated
end-to-end pipeline for fine-grained video annotation using deep
neural networks. Proceedings of the 2016 ACM on International
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Conference on Multimedia Retrieval, 409-412.

2. Vandersmissen, B., Tomar, A., Godin, F., De Neve, W., and
Van de Walle, R. (2014). Ghent University-iMinds at MediaE-
val 2014 diverse images: Adaptive clustering with deep features.
MediaEval 2014.

3. Godin, F., Vandersmissen, B., De Neve, W., and Van de
Walle, R. (2015). Named entity recognition for Twitter microp-
osts using distributed word representations. Workshop on Noisy
User-generated Text at ACL.

3.1 Introduction

Fully automatic metadata generation for multimedia content is the
holy grail of the field of information retrieval. This entails the genera-
tion of fine-grained spatio-temporal annotations, with the goal of en-
abling more accurate and better searchability in multimedia archives.
Most of the already existing video archive systems utilize only basic
metadata such as filenames or user-generated tags. This type of index-
ing is often inconsistent, subjective, time-consuming, incomplete, and
superficial. Moreover, any kind of manual video annotation requires
substantial amounts of time and resources.

Fine-grained annotation of video data requires the ability to rec-
ognize a wide spectrum of different concepts. More precisely, relevant
concepts need to be visually recognized at specific temporal intervals.
However, it is highly challenging to accurately predict tags when con-
sidering no constraints. An advantage of broadcast television content
is that it often comes with a corresponding transcript. The transcript
is usually available via pre-written text, subtitles, or (automatically)
converted speech to text. These transcript data can be considered as
a relatively accurate source of information for extracting relevant and
descriptive tags.

In this chapter, an automated end-to-end pipeline is proposed that
takes a video sequence and a corresponding transcript as input, pro-
ducing relevant keyphrases and named entities (NE). The video se-
quences cover news broadcasts; this type of content is ideal to anno-
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tate since it contains a large number of varying topics. The informa-
tion residing in the transcript is used to extract relevant keyphrases
and candidate persons. In order to cope with the different nature of
keyphrases (concept recognition) and candidate persons (face recogni-
tion), the system processes each type of input differently. Both streams
make use of deep NNs to, for example, extract effective features.

The relevance of a subset of keyphrases is reassessed based on the
presence of visual elements that can be linked to the core concepts
of each specific keyphrase. Candidate persons are visually matched
based on deep face features to increase the relevance and ranking of
these annotations. An essential property of our system is its aim to
enrich video content in an unconstrained manner without any human
interference. This introduces challenges such as ranking keyphrases
and candidate persons based on relevance, on-the-fly learning, as well
as the assessment of the visual-representativeness of a keyphrase.

In short, I developed a multimodal system that combines useful
textual information with visual knowledge present in the video con-
tent. The final output of our system allows for fine-grained anno-
tation of video content with both general and specific concepts, as
well as the presence of noteworthy persons, thus greatly increasing the
searchability of video content. In essence, this chapter combines exist-
ing state-of-the-art methods with a number of novel algorithms that
are necessary to stitch together each different step. This results in a
pipeline that is able to function on realistic video content. To sum-
marize, the two main contributions that are described in this chapter
are the following:

1. the development of a pipeline for semi-supervised learning of
visual models through the use of online sources;

2. the learning of a model that assesses the visual-representativeness
of a keyphrase employing CNN-based image features.

The rest of this chapter is organized as follows. A brief review
of related work is given in Section 3.2. The main components of the
system are described in Section 3.3. An outline of the different results
obtained is provided in Section 3.5. Finally, conclusions and sugges-
tions for possible improvement are presented in Section 3.6.



56 3 Concept Recognition and Human Identification with Video Data

3.2 Related Work

In this section, I review existing work related to the main building
blocks of the proposed pipeline. First, a number of key studies are
described that consider the fundamental task of image classification.
Similarly, relevant work in the domain of face recognition is discussed.
Finally, the domain of on-the-fly learning is analyzed.

Image Classification In the domain of image classification, the
authors of [70] created an important milestone. In particular, Krizhevsky
et al. ignited the renewed attention for NNs by winning the LSVRC
by a large margin, making use of a deep CNN. Prior to this, hand-
engineered features were often combined in a visual bag-of-features
approach and classified using a method such as a support vector ma-
chine (SVM) [44]. Some example features are scale-invariant filter
transform (SIFT) [79], history of oriented gradients (HOG) [19], and
local binary patterns (LBP) [95]. However, since [70], the focus on
how to deal with image classification significantly shifted towards the
use of NNs. In the following years, the competition was dominated
by increasingly deeper CNNs, introducing the visual geometry group
(VGG) networks [129], GoogLeNet [139], and residual CNNs [43]. In
this chapter, the VGG and GoogLeNet networks are used as a start-
ing point for learning advanced image classification models, with the
purpose of automatically recognizing different concepts.

Face Recognition Face recognition, a popular biometric technique
for identity resolution, is a fundamental feature of many applications,
ranging from the military domain to daily life. To that end, many
large corporations have dedicated major efforts to the development
of ML models that can recognize individual humans based on facial
characteristics. Most studies use deep NNs tailored towards image
classification and adapt these networks to cope with the different na-
ture of face recognition [142, 118, 74, 137, 136, 100]. Indeed, the task
of recognizing a face in multimedia data proves to be challenging since
there is a need to deal with potential occlusions, different lighting con-
ditions, head poses, and differing ages. A central approach towards
solving this task is to create a powerful lower-dimensional representa-
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tion, instead of direct classification into one out of k classes. Two face
pictures are then deemed to be (dis)similar based on some distance
metric and a threshold in a lower-dimensional vector space. In this
chapter, OpenFace [5], a deep CNN trained using triplet loss [48], is
used to extract a lower-dimensional representation of an aligned face.

On-the-fly Learning A key challenge in developing an automated
enrichment pipeline is the unassisted training of ML models. To that
end, a number of challenges arise that need to be tackled. First, each
potential concept needs to be assessed based on its imageability or
visual-representativeness. In [135], visual-representativeness is ana-
lyzed in-depth and defined as follows: “the matter in which a concept
can characterize the effectiveness to describe the visual content of the
set of images annotated by this concept.” Two distance metrics are pro-
posed to quantify the visual-representativeness of a concept based on
a set of relevant images. The proposed metrics are based on the cohe-
sion and separation distance between the different images. Moreover,
in [155], the imageability of a concept is measured based on WordNet
synsets and [160] uses an entropy measure to derive the imageability
of an adjective. Second, both the assessment of the imageability of
a concept and the training of an ML model is based on a set of rep-
resentative images. On-the-fly learning of an ML model is performed
by querying popular image search engines. To that end, [13, 52] pro-
vide novel ideas to iteratively collect relevant images, filter outliers,
and train models based on online data. The authors of [68, 73] ex-
plicitly focus on the efficacy of adding relevant negative samples to
the training of an ML model. They propose negative bootstrapping
to transform a random sampling method into a selection of relevant
negatives.

Video Annotation Automatic video content analysis is essential
to bridge the semantic gap between vision and language. In that re-
gard, the yearly Video Retrieval Evaluation (TRECVID) workshop [6]
provides essential benchmarking tools to analyze the current state-
of-the-art. Given the wide variety of topics a video can contain, the
problem of video annotation is subdivided into many challenges, rang-
ing from question answering [161] to content-based retrieval [166] and
dense captioning [69]. The focus in this dissertation is on systems that
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employ contextual information such as speech or text to describe the
visual content of the video. To that end, approaches exist that ex-
tract keywords from (speech) transcripts and refine these to produce
annotations for videos. Such refinements can, among others, be based
on video (shot) similarity, textual similarity, visualness, and word re-
lations [88, 150, 155]. However, these existing systems often do not
provide all or any of the following properties of the proposed system:
(a) predict annotations on a frame-level granularity, (b) use external
sources to confirm the visual presence of a concept instead of finding
evidence in the same set of videos, and (c) perform face recognition to
confirm the presence of persons. The system discussed in this chapter
is unique in the sense that it provides a solution without any human
interference, with the aim of providing accurate annotations for news
broadcast video content at a fine-grained temporal level.

3.3 Proposed Approach

Figure 3.1 gives an overview of the main components of our system. As
depicted, a video segment and an accompanying transcript are used as
inputs. Both inputs are processed in a number of ways to extract and
convert all the necessary information. The extracted transcript infor-
mation is then matched to the visual content to rebase the relevance
of the keyphrases and candidate persons.

In what follows, I describe the general flow of our system, outlining
the role and functioning of the different components. The developed
system can be divided into two primary flows, in which the first flow
handles the automatic recognition of concepts and the second flow
handles the automatic recognition of candidate persons.

3.3.1 Concept Recognition

Our approach aims at enabling the recognition of virtually any visual
concept. However, it is infeasible to learn a model that is capable
of recognizing essentially any concept that exists in this world. To
that end, the transcript accompanying a video sequence is employed
to act as a guide. Each transcript contains the transcribed audio for



3.3 Proposed Approach 59

Figure 3.1: Simplified overview of the workflow of our system.
The contribution of this system lies in the aspect of connecting
a number of challenging algorithmic steps. As well as in the
construction of trained classifiers on-the-fly and assessing the
visual-representativeness of a keyphrase.

a particular video segment.
The first phase in this flow consists of extracting relevant key-

phrases from the transcript. Depending on the type of content, two
example keyphrases could be “Missing firefighters” and “Elephants”.
The top k keyphrases are considered as potential descriptive concepts.
In a next step, the keyphrases are automatically translated from Dutch
to English and a set of images is collected using online image sources
such as the Bing1 and Google2 image search engines, by querying based
on the translated keyphrases. The translation of a keyphrase to En-
glish significantly expands the set of retrievable samples. However,
some keyphrases might not represent any meaningful visual concept.
While the keyphrase “Elephants” clearly depicts a visual concept, the
keyphrase “Missing firefighters” does not. As a remedy, each keyphrase
is assessed on its imageability or visual-representativeness. This is
done based on the collected set of images. If a keyphrase is deemed

1bing.com/images
2google.com/images
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visual, a binary CNN-based classifier is learned. Frames are then se-
quentially given as an input to each concept model in order to enable
fine-grained temporal annotation of a particular video segment.

A major challenge that arises when dealing with an automated
processing pipeline is that each component acts based on the output
of the previous component, thus making it possible for errors to easily
propagate towards the final steps of the pipeline. Therefore, the focus
of each component is on achieving a high precision, as opposed to
achieving a high recall. In what follows, I explain the building blocks
that are necessary to recognize visual concepts in a video segment in
more detail.

3.3.1.1 Keyphrase Extraction

Candidate keyphrases are extracted by part-of-speech (PoS) tagging of
a transcript and by filtering sequences of words with tags satisfying the
following regular expression, <JJ>*<NN.*>+. In this regular expression,
the symbols JJ and NN stand for adjective and noun, respectively.

These candidates are then ranked according to a supervised model
trained on annotated documents from the broadcast organisation [134].
For each candidate, the following features were extracted:

(a) keyphrase frequency,

(b) number of tokens in the keyphrase,

(c) length of the longest term in the keyphrase,

(d) a binary feature which triggers if the keyphrase contains a NE,

(e) PoS tags,

(f) relative position of first and last occurrence of the keyphrase,

(g) span (relative last occurrence minus relative first occurrence),
and

(h) the Term Frequency * Inverse Document Frequency (TF*IDF)
score [132].
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The model is trained using a logistic regression classifier and candidate
keyphrases from test documents are ranked according to the confidence
assigned by the classifier. The k best scoring candidate keyphrases are
selected as input to our system. In order to mitigate the computational
complexity of the system, k is set to 10 per video segment.

3.3.1.2 Keyphrase Translation and Image Collection

As described above, the top-k ranked keyphrases are taken into ac-
count as possible accurate descriptors for the linked video segment.
Each of these keyphrases is then automatically translated from Dutch
to English using the Google Translate service. Next, a set of represen-
tative images is collected using commericial and social image search
engines such as Bing Images and Google Images. This is done by us-
ing the translated keyphrase as the search query. Challenges such as
poor translation or ambiguous/rare keyphrases increase the degree of
difficulty to obtain representative images.

3.3.1.3 Imageability of a Keyphrase

A key difficulty that needs to be addressed is the assessment of the
visual nature of a keyphrase (i.e., the imageability of a keyphrase). Im-
ageability or visual-representativeness is defined as the effectiveness of
a keyphrase to describe the visual content of a set of images annotated
by that keyphrase [135]. In this context, a keyphrase is imageable if the
corresponding images share similar concepts such as objects, scenes,
or actions. Measuring imageability is an important task because many
keyphrases cannot be associated with a specific visual concept. Exam-
ples are abstract concepts such as “thoughts”, “interests” or feelings,
time notions, etc. These concepts are non-visual in nature, thus mak-
ing it difficult or nearly impossible to recognize them in multimedia
content. As a first step to filter out such keyphrases, the ones with
less than ten images in the collected set are by default neglected and
deemed to be non-visual in nature.

For each of the remaining keyphrases, the algorithm computes the
imageability score by analyzing the following properties within the
collected set of images for that keyphrase:
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(a) the average Euclidean distance between all images based on some
feature representation,

(b) the number of outliers in the image set, and

(c) the number of clusters based on a hierarchical clustering algo-
rithm [55].

The function to compute the average Euclidean distance d̂(D;θ)
of all image pairs for a set of images D = {X1,X2, . . . ,XN} is defined
as follows:

d̂(D;θ) = 2
N(N − 1)

N∑
i=1

N∑
j=1

i 6=j

||f(Xi;θ)− f(Xj ;θ)||2, (3.1)

with f(X;θ) a function that transforms an image X ∈ D into a de-
scriptive vector representation. The function o(X;θ) serves to poten-
tially characterize an image X as an outlier and is defined as follows:

d(X;θ) = 1
N − 1

∑
Y ∈D\{X}

||f(X;θ)− f(Y ;θ)||2, (3.2)

o(X;θ) = 1

{
d(X;θ)
d̂(D;θ)

− 1 > 0.2
}
. (3.3)

Empirically, an image is defined as an outlier when its average dis-
tance towards other images in the set deviates by more than 20 % from
the total average Euclidean distance among all image pairs. An SVM
model with a radial basis function (RBF) kernel [151] is trained, using
a set of 200 keyphrases annotated with a binary label. This trained
SVM model outputs an imageability probability regarding a specific
keyphrase based on the input features used. Based on experiments,
keyphrases are deemed visual when their imageability score reaches a
value of at least 0.6.

3.3.1.4 Learning of a Visual Model

In order to accurately recognize a keyphrase in a video segment, a
binary ML model for each imageable keyphrase is trained.
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Training Set To create a model for each imageable keyphrase, a
training set is automatically constructed. Positive samples are col-
lected via search engines (as described above) and filtered on outliers
based on Equation 3.3. Negative samples are collected by randomly
selecting the same number of samples from a fixed collection of images
depicting typical broadcast news content and images originating from
previously collected and differing keyphrases.

Model Architecture The training set constructed for a keyphrase
is subsequently used to train an ML model that takes as input an image
and decides whether or not the observed keyphrase is present in the
given image. In this study, the VGG 16-layered network [129] is used
to transform each image into a descriptive representation. This deep
CNN is pretrained on the ImageNet competition data set [112]. Ima-
geNet is the visual counterpart of WordNet and contains over 15 mil-
lion labeled high-resolution images distributed over 22,000 categories.
LSVRC uses a subset of ImageNet of about 1.3 million training im-
ages, 50,000 validation images, and 100,000 testing images distributed
over 1,000 classes. This network achieved a top-5 error score of 8.8 %
on the LSVRC test set.

In Figure 3.2(a), a schematic overview of the VGG 16-layered net-
work is shown. Specifically, the activations of the fc7 fully-connected
layer are extracted when feed-forwarding a certain image. The vector
with length 4,096 represents a lower-dimensional and compressed state
of the original image and can be used as an input for an ML algorithm.
Finally, a linear SVM is trained that takes as input deep image fea-
tures and outputs whether or not the keyphrase under consideration
is present in the corresponding image.

3.3.2 Face Recognition

The aim of the face recognition model is to annotate a video segment
at a fine-grained temporal level with identity labels of people that are
effectively appearing in the given video segment. To that end, the
transcript of a video sequence is used to extract relevant names of
persons through named entity recognition (NER). For each candidate
person, a limited number of online images are collected and used as
a reference to match faces occurring in the video segment. Based on
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(a) 16-layered VGG network.
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(b) OpenFace network.

Figure 3.2: Schematic overview of feature extraction networks
for the purpose of (a) concept recognition and (b) face recogni-
tion.
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a potential match between a face occurring in the video segment and
the face of a candidate person, the system can confirm the presence of
this person for a specific time interval.

3.3.2.1 Named Entity Recognition and Image Collection

NEs, and candidate persons in particular, are extracted from tran-
scripts using software developed by the company Zeticon3. Typically,
NEs represent predefined categories such as person names, organiza-
tions, locations, and timings. In this study, the focus is solely on
person names. Two examples of such NEs are “Sumi Hwang” and
“Marc Wilmots”. As described in [23], a classifier is trained to label
each token in a sentence with a category and segmentation label. A
model based on a linear-chain conditional random field (CRF) [138] is
used to learn a direct mapping from engineered features to one out of
12 output classes. The algorithm makes use of capitalization features
in conjunction with word and phrase cluster features.

For each candidate person extracted from a transcript, five rep-
resentative images are downloaded using the top results of the above
described search engines. The image search is asked to return portrait
images only.

3.3.2.2 Face Detection

The faces in each image or video frame are detected by applying the
well-known Viola Jones algorithm [152] to each image. The focus is
solely on frontal face detection since the developed face representation
algorithm is not capable of dealing with non-frontal faces. The Viola
Jones algorithm is executed by setting the minimum number of neigh-
bors to three and allowing a minimum patch size of 10 × 10 pixels.
The use of these parameter values results in a high recall but very
low precision due to a significant number of false positives. This is
mitigated by applying a deep CNN to each potential face patch with
the goal of confirming or rejecting the inputted patch as a face image.

Figure 3.3 shows the schematic overview of the employed face con-
firmation CNN. The CNN used takes as input a colored 3 × 96 × 96-
sized patch and returns the probability of the patch containing a face

3http://www.zeticon.com/
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Figure 3.3: Schematic overview of the face confirmation CNN.

or not. This CNN consists of three convolutional layers, each followed
by a pooling layer. Finally, two fully-connected layers convert the
features into the desired probability. Each trainable layer is followed
by a ReLU non-linearity, except the last one, which is followed by a
sigmoid non-linearity. Dropout is applied to the fully-connected layer
in order to regularize the network. Each face patch detected by the
Viola Jones algorithm is disregarded if its predicted face probability
is below 60 %.

By employing this strategy, both the effectiveness of the Viola
Jones algorithm and the effectiveness of a deep CNN can be exploited.
Finally, a confirmed face patch is aligned by predicting the landmark
positions of the face using an ensemble of regression trees [60].

3.3.2.3 Face Representation

A face representation is obtained using the activations of the last layer
of the already existing OpenFace deep NN [5]. This representation
contains different core characteristics of a face, enabling a cross-age
comparison between multiple representations. This network is based
on [118] and is thus trained using a triplet loss, with the goal of mini-
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mizing the distance among the same person faces and maximizing this
distance otherwise. A triplet loss is defined as follows:

d(x,y) = ||f(x)− f(y)||22, (3.4)
L(xa,xp,xn) = [d(xa,xp)− d(xa,xn) + α]+ , (3.5)

J(T ,θ) = 1
|T |

∑
(xa,xp,xn)∈T

L(xa,xp,xn), (3.6)

with [·]+ = max(0, ·), T a set of triplets extracted from data set
D (see Equation 2.1) and where a triplet consists of an anchor sample
xa, a positive sample xp, and a negative sample xn, f representing an
embedding network, and with α equaling some margin. The weights
θ that define function f are left out for ease of reading.

The proposed network in [118] is called FaceNet and is trained
based on a private data set containing 100-200 million images. Simi-
larly, DeepFace [142] uses a private data set with 4.4 million images.
However, OpenFace is trained with 500 k images by combining the two
largest labeled face recognition data sets created for research purposes,
CASIA-WebFace [162] and FaceScrub [92].

The employed network maps a preprocessed and aligned face im-
age to a low-dimensional representation of length 128. This 128-
dimensional vector can be regarded as a face embedding. The goal is
to ensure that face embeddings of each person form a separate cluster
in an Euclidean space. OpenFace uses a downsized version of the nn4
network described in [118]. This network is based on GoogLeNet [139]
and is schematically represented in Figure 3.2(b). GoogLeNet makes
use of inception modules. An exemplary inception module is displayed
in Figure 3.4 and makes use of differently sized convolutional filters
in order to improve multi-scale processing, while at the same time
significantly limiting the computational cost.

Table 3.1 specifies the number of filters of each inception module
defined in Figure 3.2(b). In the case of an undefined number for a
specific filter, the inception module is simplified by omitting the cor-
responding convolutional layer. The output of the network provides
an embedding on the unit hypersphere, using the Euclidean distance
to quantify similarity.
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Figure 3.4: Schematic overview of an inception module. Each
convolutional layer consists of a variable number of filters de-
picted by the variables a, b, c, d, e, and f .

Table 3.1: Characteristics of the inception modules in the
OpenFace network.

Module a b c d e f

inception (2) 64 192
inception (3a) 64 96 128 16 32 32
inception (3b) 64 96 128 32 64 64
inception (3c) 128 256 32 64
inception (4a) 256 96 192 32 64 128
inception (4e) 160 256 64 128
inception (5a) 256 96 384
inception (5b) 256 96 384

3.3.2.4 Face Verification

A face verification strategy is adopted to obtain information about
people occurring in a video sequence. Specifically, two faces are matched
based on the L2 distance between their face representations. This
entails detecting all faces in every video frame. For each detected
and aligned face patch, the corresponding face representation is used
to compare with all representations retrieved for the candidate per-
sons. The averaged Euclidean distance between a detected face in
the video segment and the representative images of a candidate per-
son is compared to an empirically determined threshold. That way,
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video sequences can be annotated automatically with visually occur-
ring persons in a fine-grained way, leading to effective interlinking and
searching.

3.4 Experimental Setup

In this section, I describe the characteristics of the data sets, our
approach towards learning different ML models, and the approach
used to evaluate each separate model and the system as a whole.

3.4.1 Data Sets

The main data set described in this section consists of news broadcast
episodes. These are the target data the developed pipeline aims to
enrich with concepts and candidate persons. Furthermore, a number
of other data sets are employed to train and evaluate different ML
models.

3.4.1.1 Television Broadcast Videos

The video segments given as an input to our system are part of daily
television news broadcast episodes. In total, the data set consists of
268 news broadcast episodes spanning a period from the 1st of January
2014 till the 30th of September 2014. Each episode is split into separate
segments depicting one or multiple complementary topics, resulting in
9,672 segments. These segments contain in-studio news announce-
ments, interviews, debates, or journalistic reports. In total, the data
set consists of 145 hours of video data and the average length of one
segment is 53.8 s. Each video segment comes with an accompanying
transcript, containing the transcribed audio of the video segment at
hand. The average length of a transcript is 116.8 words. To be able
to process the video segment in a reasonable amount of time, only a
subsection of frames is used; more precisely, ten FPS are uniformly ex-
tracted from each video segment. This results in roughly 5.21 million
frames that need to be annotated.
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3.4.1.2 Keyphrases

As described in [134], a collection of 1,259 online news articles was
presented to a panel of 357 annotators. Each document was presented
multiple times to different users. The constructed collection has on
average six and up to ten different opinions per article. Agreement on
keyphrases is low; a large fraction of all assigned keyphrases(>50 %) is
only assigned by single annotators. Each extracted keyphrase is used
as a positively labeled training sample; candidates not in this set are
assigned a negative label. In total, 19,340 keyphrases are assigned to
the set of news articles with on average 15.4 keyphrases per document.
Keyphrases that appear at least twice are used as relevant keyphrases
regarding the training and testing of the keyphrase extraction algo-
rithm.

3.4.1.3 Imageability

In order to develop an ML algorithm that can assess the imageability
of a keyphrase based on an online collected set of images, 250 key-
phrases are annotated by at least five different annotators. This set
of annotated keyphrases is randomly split into a training and test set
of 200 and 50 keyphrases, respectively. Given a clear definition of im-
ageability, each keyphrase is assigned a label ∈ {“Yes”, “Mostly Yes”,
“Mostly No”, “No”}, confirming or rejecting its imageability. These
labels are subsequently transformed into a weight ∈ {1.0, 0.67, 0.33, 0}
and averaged over all annotators, resulting in one imageability score
per keyphrase. The annotator agreement is measured by computing
the F1 score over all annotated keyphrases per annotator by using
the annotations of the other annotators as ground truth. An aver-
age F1 score of 69% is obtained. Table 3.2 lists five imageable and
non-imageable keyphrases based on these annotations.

3.4.1.4 Named Entities

The NER algorithm is trained and evaluated on three different data
sets: the non-public Mediargus and Vlaanderen in beeld (VLIB) data
sets and the public CoNLL [105] data set. The characteristics of these
data sets can be found in Table 3.3. The private VLIB data set consists
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Table 3.2: Examples of keyphrases that are annotated based
on visual-representativeness.

Imageable Not imageable
Sinai desert Last phase
Riots June
Birds of prey Yesterday noon
Cigarettes Complaints
Courthouse Opposition

of textual metadata originating from video material and the Mediar-
gus data set consists of a large number of news articles. Similarly,
the public CoNLL data set also contains news-related articles. Each
token is labeled with a category label and a segmentation label. The
category labels are as follows: a person, a location, an organization,
and miscellaneous. The segmentation labels specify whether a token
represents the start, inside, or end of an entity.

Table 3.3: Details on the three NER-specific data sets.

Data set Split Documents Tokens Terms

CoNLL
Train 287 207,066 25,306
Test (a) 74 38,413 7,629
Test (b) 119 70,071 10,917

VLIB Train 655 41,784 8,578
Test 345 24,948 5,847

Mediargus Train 124 45,113 8,236
Test 74 23,845 5,264

3.4.1.5 Face Images

To train the face confirmation model described in Section 3.3.2.2, the
FaceScrub data set is employed. This data set consists of a total
of 106,863 photos distributed over 265 females and 265 males. Every
image contains bounding box coordinates depicting the face in the im-
age. In total, 57,716 images were successfully downloaded. Non-face
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patches are extracted from images originating from the same data set
by randomly selecting patches that do not share more than 40 % of an
annotated face patch. Moreover, random patches are also extracted
from random video frames to significantly extend the variability in the
data set. Although it is possible that a randomly extracted patch con-
tains a face when extracted from a video frame, experimental results
show that there is a clear benefit in adding random patches from video
frames, taking into account the risk of adding false negatives to the
training set. To validate and test our face detection algorithm, 1,964
and 2,500 image patches are extracted from randomly selected video
frames, respectively, using the Viola Jones face detection algorithm.
The test set contains 2,500 image patches, evenly distributed in 1,250
face and 1,250 non-face patches.

3.4.1.6 Face Recognition

The face recognition model OpenFace is trained on two extensive data
sets, namely FaceScrub and CASIA-WebFace. They contain 106,863
and 494,414 images distributed over 530 and 10,575 identities, respec-
tively. The model is tested on the default face recognition benchmark
data set, namely labeled faces in the wild (LFW) [49]. This data set
contains around 13,000 images of faces collected from the Web.

3.4.2 Learning

The entire automated annotation pipeline consists of a number of dif-
ferent prediction models. Specifically, the concept recognition module
consists of a keyphrase extracter, an imageability classifier that as-
sesses the visual-representativeness of a keyphrase, and a binary clas-
sifier that tests the presence of a keyphrase in a video frame. The
keyphrase extraction model is used as is and I refer the interested
reader to the respective paper for more details on the exact training
procedure [134]. The imageability model takes as input the three fea-
tures described in Section 3.3.1.3 and uses an SVM model to predict
whether or not a given keyphrase is imageable. This SVM model is
finetuned using a grid-search over the hyperparameters while evalu-
ating with five-fold cross-validation. To that end, the scikit-learn4

4scikit-learn.org
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library is used. It makes use of an RBF kernel and the optimal val-
ues for parameters γ and C are set to 0.001 and 5, respectively. As
described in [151], C is the parameter for the soft margin cost func-
tion and γ is the free parameter of the Gaussian RBF. Similarly, a
keyphrase-specific binary model takes as input features extracted from
the VGG network and bases its final decision on a linear SVM clas-
sifier with C set to 1. One such concept recognition model can thus
be viewed as a hybrid model, in which the last fully-connected layer
of the pretrained VGG 16-layered network is replaced with a linear
SVM classifier. The input of the feature extraction CNN consists of
the downloaded images. To that end, each image is preprocessed by
up- or downsampling the smallest side of the image to a size of 224.
The image is subsequently center cropped to a size of 224 × 224 and
mean subtracted.

The face recognition module consists of an NER model to extract
candidate persons from transcripts, as well as a face detection and face
representation model. The NER and OpenFace models are used as is
and I again refer the interested reader to the respective papers for more
details on the exact training procedures [23, 5]. The face detection al-
gorithm consists of three convolutional and two fully-connected layers,
taking as input a potential face patch. A face patch is extracted and
rescaled to a 128×128×3-dimensional image patch. Random crops of
size 96×96×3 are subsequently applied to the face patches. This model
is trained using a learning rate of 10−4 with 5×10−5 L2-regularization.
The optimization strategy used to adapt the weights is SGD with 0.9
momentum. Minibatches of size 64 and an early stopping strategy are
employed to prevent fast overfitting on the training set. NN-based
models are implemented using the Theano5 library.

3.4.3 Evaluation

In order to assess the overall effectiveness of the proposed system,
frame-level annotations are necessary for all considered keyphrases
and candidate persons. Due to the lack of such an extensively an-
notated data set, a qualitative evaluation of the main task of the pro-
posed system is performed. Specifically, I evaluate the effectiveness

5deeplearning.net/software/theano/



74 3 Concept Recognition and Human Identification with Video Data

of both the verification of the candidate persons and the recognition
the keyphrases by outlining their strengths and weaknesses in certain
situations.

Moreover, separate modules are quantitatively evaluated based on
the constructed data sets or by extracting results from their respective
papers. Specifically, the keyphrase extraction algorithm and the NER
algorithm are evaluated by focusing on the results reported in each re-
spective paper. An evaluation of the developed imageability algorithm
is quantitatively performed based on the annotation of 50 keyphrases
(see Section 3.3.1.3). This set of 50 keyphrases is randomly split from
the total set of 250 annotated keyphrases. Similarly, the face detection
algorithm is evaluated by extracting 2,500 potential face patches from
random frames taken from random video segments, hereby using the
Viola Jones algorithm.

3.5 Experimental Results

In this section, the developed pipeline is both quantitatively and qual-
itatively evaluated.

3.5.1 Concept Recognition

The accumulation of non-trivial steps when going from transcript
data to relevant and imageable keyphrases introduces many challenges.
Each individual algorithm is carefully designed with a priority to-
wards precision as opposed to recall, so to avoid fast stacking of errors.
Therefore, the focus is on producing high confidence predictions.

3.5.1.1 Keyphrases

The automatic extraction of keyphrases given a textual document is
a non-trivial task due to its subjective nature and the complexity of
natural language. Since no annotated data set is available, it is non-
viable to give exact performance measures for the keyphrase extraction
algorithm with respect to the employed transcript data. However,
in [134], the keyphrase extraction algorithm is extensively discussed.
As described in Section 3.4.1.2, the algorithm is trained and tested
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on an extensive data set containing 1,259 online news articles. In the
information retrieval domain, one is often only interested in the top
k relevant results. To that end, Precision@k and Recall@k compute
the respective measure regarding only the top k results. Based on
5-fold cross-validation, a macro averaged F1 score of 38.1 % and a
Precision@5 of 42.6 % is achieved. The clear benefit of this approach is
the use of multiple annotaters, significantly improving both the macro
averaged F1 and Precision@5 score, given the decreased subjectivity
that comes with having more annotations per document.

In total, 51,558 distinct keyphrases are extracted from the tran-
scripts belonging to 9,672 video segments. On average, one segment
contains 16 keyphrases. Table 3.4 shows the keyphrases most occur-
ring. As can be noted, the majority of the often occurring keyphrases
cannot be deemed imageable.

Table 3.4: The ten most often extracted keyphrases from the
transcripts data set.

Keyphrase Count Keyphrase Count

People 823 Year 416
Good 690 Time 374

Belgium 557 Europe 342
Land 517 Life 329

Brussels 477 Antwerp 324

3.5.1.2 Imageability

The correctness of the imageability scores attached to a number of
keyphrases is assessed based on a left-out test set. The developed
model achieves a precision of 47% and a recall of 64% on this test set,
resulting in an F1 score of 55%. Table 3.5 shows a notion of the algo-
rithms least and most imageable keyphrases on this test set. One can
observe that the list of least imageable keyphrases mainly consists of
time notations and abstract concepts, while the other column depicts
highly visual and unambigious concepts.
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Table 3.5: List of imageable and non-imageable keyphrases
predicted by the developed algorithm on the test set.

Least imageable Most imageable

Last week Aladdin
Last Friday Valley
Reason Porsche
Patients Swiss Alps

3.5.1.3 Keyphrase-based Enrichment

When investigating the keyphrase-based enrichment algorithm in more
detail, the most occurring mistakes are due to keyphrases depicting
concepts that are either too general or too specific. This results in
a training set primarily consisting of noisy and diverse images. Such
phenomenon can be observed in Figure 3.5 and Figure 3.6, which are
obtained from the developed visual demonstrator. In Figure 3.6, the
keyphrases “Missing firefighters” and “Series of explosions” are to be
recognized. Although the imageability algorithm predicts both key-
phrases to be imageable with 81 % and 77 %, respectively, the high
specificity of both keyphrases results in a lower number of representa-
tive images in the collected set. Whereas the concept of “firefighters”
itself depicts a clear visual concept, the addition of “missing” greatly
increases the abstract character of this keyphrase. In this context,
numerous examples can be found in which an overly general or spe-
cific keyphrase results in noisy data sets and underperforming visual
models. In Section 3.6, a number of concrete ideas are presented to
mitigate these problems. However, it should be noted that keyphrases
that depict clear visual concepts result in fine-grained annotations as
can be seen in Figure 3.7 and Figure 3.8.

3.5.2 Face Recognition

Similarly to the concept recognition module, the automatic recognition
of persons heavily relies on the assumption that previous steps were
executed without errors. These previous steps are defined by (1) cor-
rectly extracting NEs, (2) collecting representative face images online,
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Figure 3.5: Enrichment for keyphrase “First goal”. The red
bars denote the confidence of the algorithm towards the presence
of the keyphrase.

(3) correctly detecting faces in both the representative portrait images
and video segment frames, and finally, (4) aligning and matching the
detected faces to the right candidate person.

3.5.2.1 Named Entity Recognition

The recognition of NEs in transcripts is based on software developed by
the company Zeticon. In [23], an extensive evaluation of the employed
algorithm is given, based on the data set described in Section 3.4.1.4.
The algorithm labels each token with one out of four category labels
and with one out of three segmentation labels.

The best performing NER algorithm is developed using the train-
ing data of the three data sets. The precision and recall performance
measures are displayed in Table 3.6. The model achieves F1 scores
ranging from 84.2 % for the VLIB test split to 86.6 % for the Mediar-
gus test split.
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Figure 3.6: Enrichment for keyphrases “Missing firefighters”
and “Series of explosions”. The red bars denote the confidence
of the algorithm towards the presence of the keyphrase.

3.5.2.2 Face Detection

The efficacy of our face detection approach is demonstrated using a
test set described in Section 3.4.1.5. The NN architecture is config-
ured based on the optimal error rate achieved on the validation set.
The model achieves an error rate of 4.92 % on the test set. Figure 3.9
and Figure 3.10 both show example outputs of our face detection algo-
rithm. Each bounding box represents a potential face patch detected
by the Viola Jones algorithm. This patch is confirmed (green bounding
box) or rejected (red bounding box), based on the trained CNN model.
The rather aggressive detection of faces by using Viola Jones results
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Figure 3.7: Enrichment for keyphrases “Prirazlomnya drilling
platform” and “Ship”. The red bars denote the confidence of
the algorithm towards the presence of the keyphrase.

in a high number of proposed face patches. That way, a substantially
high percentage of all faces is detected, accompanied by a large set
of false positives. This number of false positives is then significantly
reduced by employing the face confirmation algorithm.

3.5.2.3 Face Verification

First, a quantitative evaluation based on results reported in [5] is
given. The developed algorithm is tested on the LFW data set (see
Section 3.4.1.6). More precisely, pairs-wise error rate for 6,000 image
pairs is given. This is done by applying 10-fold cross-validation, using
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Figure 3.8: Enrichment for keyphrase “Elephant”. The red bars
denote the confidence of the algorithm towards the presence of
the keyphrase.

nine splits to find the optimal L2 distance threshold and the remaining
fold to compute the pairs-wise error rate. The error rate over each fold
is averaged, resulting in a score of 2.7 %. This is comparable with other
state-of-the-art methods such as FaceNet and DeepFace that achieve
0.4 % and 2.7 %, respectively.

Second, a qualitative evaluation is given. The recognition of faces,
and thus the presence of certain people in a video segment, is challeng-
ing due to the involvement of a number of consecutive steps that are
complex in nature. Moreover, there can potentially be a large semantic
gap between the online collected representative images of a candidate
person and the appearance of that person in a video segment, consider-
ing style, glasses, age, lighting, and pose. The sensitivity of the overall
algorithm to errors made in each individual algorithm, in combination
with the complexity of the task at hand, results in a large number of
wrongly recognized or missed persons. The main difficulties are a lack
of online representative images for unknown persons and candidate
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Table 3.6: Accuracy for the final NER model on the test set of
each data set.

Precision Recall F1-score

CoNLL (a) 86.2 84.2 85.2
CoNLL (b) 87.5 85.3 86.4

VLIB 86.4 82.2 84.2
Mediargus 87.0 86.1 86.6

persons being matched to lookalikes in a video sequence. However,
in the case of known public persons that are clearly portrayed in a
video sequence, the proposed algorithm is capable of returning fine-
grained annotations. Two examples can be found in Figure 3.9 and
Figure 3.10.

Figure 3.9: Enrichment for candidate person “Marc Wilmots”.
A bounding box represents a proposed face patch which is con-
firmed (green) or rejected (red) based on the face confirmation
algorithm. The red bars denote the confidence of the algorithm
towards the presence of the subject.
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Figure 3.10: Enrichment for candidate person “Sumi Hwang”.
A bounding box represents a proposed face patch which is con-
firmed (green) or rejected (red) based on the face confirmation
algorithm. The red bars denote the confidence of the algorithm
towards the presence of the subject.

3.6 Conclusions

In this chapter, I described in detail an automated pipeline for gener-
ating fine-grained metadata for news broadcast video segments, with
the metadata consisting of keyphrases and candidate persons. To that
end, I leveraged state-of-the-art deep NNs to tackle several subtasks
that arise when dealing with the use case at hand. More precisely,
keyphrases and NEs are extracted from transcribed audio as potential
concepts and candidate persons, respectively. Subsequently, a num-
ber of algorithms are employed to match these candidates with video
frames, finally resulting in video segments that have been enriched
with fine-grained annotations. The main contribution lies in the stitch-
ing together of multiple existing algorithms that enable unconstrained
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enrichment of realistic video data. This encompasses the development
of a keyphrase visual-representativeness algorithm based on deep fea-
tures and semi-supervised learning of binary classifiers through the use
of online fetched image data. The evaluation is mainly done qualita-
tively, showing the potential of the developed pipeline to enrich video
content. By increasing the overall searchability of video content, the
proposed system could aid broadcast companies in better organizing
and monetizing this type of content. An obvious next step is to extend
the keyphrase extraction and evaluation algorithm to better deal with
keyphrases that are either too specific or too vague.

This chapter resulted in a functional video enrichment pipeline
that was presented on multiple occasions at the Flemish public broad-
caster VRT and at the ICMR conference. Moreover, it resulted in
fundamental experience and knowledge that enabled performing the
research and development efforts described in the subsequent chap-
ters. This entails dealing with challenges such as processing vast sets
of data, designing and training deep NNs, combining multiple complex
algorithms into one pipeline, and dealing with noisy data.





4
Human Identification with

Radar Data

In Chapter 3, I have described an automated pipeline that allows en-
riching video content with fine-grained concepts and candidate per-
sons. Regarding enriching video content with candidate persons, I at-
tempted to identify humans based on their face characteristics. Specifi-
cally, a triplet-based CNN model was trained to represent facial prop-
erties in a 128-dimensional space. In this chapter, I approach the
challenge of human identification from a different perceptive. More
precisely, a CNN model is trained to identify a set of humans based on
their walking characteristics. Moreover, I do not make use of a default
video camera sensor. Instead, a radar sensor is used which behaves
fundamentally different from a video sensor. Indeed, a radar sensor
provides location and velocity information from all objects in the LOS.
This information is not interpretable by humans, making radar sensors
less intrusive than video cameras.

This chapter consists of an elaborate study that exposes the strengths
and weaknesses of human identification using gait recognition. To that
end, I extensively study the efficacy of radar data as input for an NN-
based model. Moreover, a preliminary study explores the use of radar
data in smart security-oriented applications such as intruder detection.

This chapter is based on the following publication:

• Vandersmissen, B., Knudde, N., Jalalvand, A., Couckuyt, I.,
Bourdoux, A., De Neve, W., and Dhaene, T. (2018). Indoor
person identification using a low-power FMCW radar. IEEE
Transactions on Geoscience and Remote Sensing
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4.1 Introduction

Automatic awareness and smart sensing of the environment is a crucial
property of future surveillance systems. Modern surveillance systems
widely use video cameras to collect information from their surround-
ings. However, despite the significant advances in picture quality and
a sharp price drop in recent years, cameras possess fundamental de-
ficiencies, such as being unable to handle sudden light flashes or to
record in low-light scenarios or poor weather conditions. In addition,
the unrestrained use of cameras is subject to controversy when oper-
ating in privacy-sensitive areas. In contrast, a radar device preserves
visual privacy while being unaffected by weather or lighting conditions.
Moreover, a radar device allows for through-the-wall sensing and can
deal with face-concealing clothes. Therefore, radar technology seems
to become an indispensable alternative or complementary sensor for a
large number of applications.

A radar device transmits an electromagnetic signal over a certain
LOS. The reflection of the targets moving in the LOS contains infor-
mation about their speed as a result of the Doppler effect. This is ex-
plained in more detail in Section 2.2.2 of Chapter 2. The rich structure
of an MD signature is used as input for complex radar-based solutions
in a wide array of studies. These can range from differentiating among
pedestrians, cyclists, and cars to recognizing the specific activity a
person is performing [4, 14, 107, 154]. In this chapter, I go one step
beyond activity recognition by proposing a novel approach for indoor
identification of individual humans based on their gait characteristics.
This study focuses on realistic scenarios, significantly increasing the
complexity and the novelty compared to existing sparse state-of-the-
art literature on radar-driven human identification [9, 38, 141]. In this
context, a target is allowed to walk around in a free and spontaneous
way, solely limited by the boundaries of the room. This is in stark con-
trast with existing studies that only allow walking directly towards or
away from the radar, or limit the walking behaviour by using a tread-
mill. As a result, the models require robustness against differences in
walking direction, short stops, and turns, and are thus better suited
for deployment in real-life scenarios. Moreover, the combination of a
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high-frequency radar with the low radar cross section of approximately
0.5 m2 [15] of a human and a highly reflective indoor recording envi-
ronment results in noisy MD signatures, adding to the complexity of
the challenge. Apart from the focus on realistic scenarios, this study
presents detailed experiments that show how to optimally process the
data for this specific use case.

Due to the lack of a large, publicly available, and realistic indoor
data set recorded with an FMCW radar, I constructed the IDRad data
set (IDentification with Radar data). This data set was used to train
and evaluate the proposed CNN-based models. To summarize, the
main contributions discussed in this chapter are as follows:

1. detailed experiments using radar data that are recorded using an
independent training and test environment, while allowing for
spontaneous walking, closely mimicking realistic identification
scenarios,

2. an extensive and intuitive in-depth analysis is performed of the
effectiveness of the proposed feature learning approach,

3. the IDRad data set is released in order to facilitate future re-
search and benchmarking efforts.

The rest of this chapter is organized as follows. Section 4.2 briefly
lists related work in the area of radar signal processing for classifica-
tion purposes. In Section 4.3, the proposed approach is subsequently
explained. Section 4.4 consists of a description of the experimental
setup used to validate the proposed approach and Section 4.5 contains
an in-depth discussion of our experimental results. Finally, conclusions
and directions for future research are provided in Section 4.6.

4.2 Related Work

The employment of radar as a sensor has been extensively investigated
in the signal processing domain. In this section, a concise discussion
of a number of related studies is provided, mainly targeting activity
classification and human identification.
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A large number of radar studies focus on the automatic recogni-
tion of multiple activities performed by humans. In these cases, a
set of distinct activities is listed and a model is built that attempts
to recognize these activities. Use cases range from security applica-
tions trying to detect violent intents [35, 107] to elderly monitoring
applications that attempt to detect walking behavior or falling peo-
ple [4, 42, 75, 120, 125, 157]. In [64], manual feature engineering in
combination with an SVM is applied, achieving over 90% test accuracy
on seven different activities. The activities under consideration consist
of typical human practices such as walking, running, and sitting, but
also practices that hint at violent behavior such as boxing and walking
while holding a stick.

The authors of [62] also applied a CNN-based deep learning ap-
proach to the same data set, achieving a similar test accuracy [64],
which demonstrates the potential of a feature learning approach. In [99],
transfer learning is used to classify human aquatic activities. In par-
ticular, the authors started from a CNN pretrained on the ImageNet
data set and subsequently finetuned the weights based on MD data,
concluding that a pretrained CNN performs considerably better than
a CNN trained from scratch. The authors of [98, 56] utilize an auto-
encoder to automatically learn features from MD signatures. In [98],
the authors apply an extreme learning machine (ELM) [50] to differen-
tiate among pedestrians and cyclists, while in [56], a softmax regression
classifier is used to make a distinction between four activities, including
falling and bending. An in-depth study on the effect of using trans-
fer learning and (convolutional) auto-encoders on the performance of
radar-based ML solutions has been done by [123, 124].

A significant amount of work has been done in the domain of iden-
tifying individual humans based on their rhythmical motion of walk-
ing, with the main focus on video images as input. The authors of
[9] perform an initial experiment to show the potential of developing
an ML-based solution towards radar-based human identification. In
[38], the authors consider MD signatures to identify individual per-
sons. Thirteen subjects, seven males and six females, walk on a tread-
mill positioned in front of the radar. Based on k-means clustering
and k-nearest neighbors (k-NN) classification, an accuracy of 100% is
achieved on identifying the individual humans. They also report an
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accuracy of 92.4% for the task of gender classification. Tahmoush et
al. [141] report results for recognizing eight persons using a k-NN clas-
sifier and two hand-engineered features, namely the stride and torso
line of the subjects. In [57], Gaussian mixture models (GMM) are
used to identify individual persons and to differentiate among male
and female subjects based on hand-engineered features. A total of 20
recordings of 30 subjects were used to train and test the models devel-
oped. Similarly, in [167], eight individuals are identified using GMMs,
obtaining over 90% accuracy.

This work aims at improving upon the existing state-of-the-art in
human identification by introducing a methodology that focuses on
an uncontrolled scenario, allowing targets to freely walk around. The
proposed classification model learns features that are independent of
the room characteristics and significantly outperforms an exemplary
feature engineering approach.

4.3 Proposed Approach

The goal of this research is to identify people based on the MD signa-
tures provided by a high-frequency FMCW radar. The key research
question I try to answer is whether such MD features allow charac-
terizing individual humans in a realistic scenario. The scenario under
consideration is defined as an indoor living space, in which people are
allowed to freely walk around in every direction possible. In Figure 4.1,
a schematic overview depicting the proposed approach is given.

In this section, I discuss the different preprocessing steps and ML
algorithms used to address the aforementioned question.

4.3.1 Preprocessing

An excerpt of an MD signature is shown in Figure 4.2(a), captured
on 30 s of one person walking in a room. In Figure 4.2(b), the same
MD signal is processed so to better demonstrate the structure of the
MD signature. To that end, the informative signal is strengthened by
removing noise in the RD domain. This is done by thresholding values
below −45 dB. Furthermore, the reflected power of the static objects
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Figure 4.1: Schematic overview of the proposed approach: (a)
a single target is captured by an FMCW radar while walking in
a room, (b) the recorded raw signal is computed into an MD
signature, (c) the MD signature is processed to reduce noise
and retain only essential information, and (d) at each time step,
a 3 s MD fragment is fed to a CNN which predicts probabilities
for each target.

is decreased to better expose the characteristics of a signature caused
by a walking person. In this case, the different distinguishable signals
represent the body, the arms, and the legs swinging.

In this work, an FMCW radar device produced by INRAS [1] is
used. This millimeter-wave radar allows working with a significant
amount of bandwidth of 1.5 GHz and a high frequency of 77 GHz,
resulting in an excellent range and velocity resolution of 10 cm and
2 cm/s, respectively. The device is set up in Single Input Single Output
(SISO) mode and the recording parameters are given in Table 4.1.

Table 4.1: Recording parameters of the FMCW radar. The
range and velocity resolution of 10 cm and 2 cm/s, respectively,
allow for fine-grained capturing of detailed movements.

Waveform Parameters Sensing Parameters

Center freq. 77 GHz Range resolution 10 cm
Chirp bandwidth 1.5 GHz Velocity resolution 2 cm/s
Chirp duration 256 µs Ambiguous range 38.4 km
Sampling freq. 2 GHz Ambiguous velocity 13.68 km/h

To mitigate the significant amount of noise (see Figure 4.2(a)), a
thresholded variant of the MD signature is computed and investigated
in Section 4.4. Specifically, a lower threshold in the RD domain filters
out noise after subtraction of the maximum value. This value is derived



(a)

(b)

Figure 4.2: MD signature of one person spontaneously walking
in a room: (a) the raw MD signature and (b) the thresholded
MD signal together with a link to three visual snapshots of a per-
son turning, walking towards, and walking away from the radar,
respectively. The color scale shows the accumulated power levels
(in dB) after summing over each RD map.
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from Figure 4.3, which shows a normalized histogram of a random set
of RD maps in both cases of either an empty or a non-empty room.
For both histograms, the influence of the reflected power of all static
objects is filtered by removing the zero Doppler bins. From this figure,
it can be derived that the skew-normal distributed noise can be filtered
by setting a lower threshold of −45 dB.
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Figure 4.3: Normalized histogram of 1,000 (a) empty and (b)
non-empty RD maps. The plot in (a) clearly shows the presence
of noise that is skew-normal distributed and with a relative power
below −45 dB. The plot in (b) highlights the perceived signal
resulting from walking activity.

The final MD signatures (both raw and thresholded) contain 256
Doppler bins per time step, representing speeds from −3.8 m/s to
3.8 m/s. It was visually observed that three middle Doppler bins rep-
resent all non-moving objects. The time dimension is represented by
the frequency for which an RD map is computed. As described in Sec-
tion 2.2.2, the STFT with a disjoint window of 256 chirps is used to
produce a MD signature, with each chirp having a duration of 256 µs.
This results in 15 FPS in which a frame represents one slow-time unit
in the MD signature and consists of 256 Doppler bins. In Section 4.4,
both the time and Doppler input dimension are extensively investi-
gated.
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4.3.2 Neural Network Architecture

Two key properties of CNNs make them appealing for the task of
identifying humans based on MD signatures: (1) the capability of
building models that are robust against noisy data and (2) the learning
of valuable features in an automatic way.

In this study, the MD signatures are represented as two-dimensional
spatial structures that are fed to a deep CNN. I assume that the fea-
tures necessary to identify multiple persons can be learned from short
MD fragments. In this case, the need for large amounts of data pre-
vents the use of more modern deep networks to boost performance,
such as inception networks and residual networks (see Section 2.1.2).
However, recent studies have shown the potential use of residual net-
works by employing data augmentation techniques [122].

2d-MD input

3× 3 conv, 8

2× 2 pooling

3× 3 conv, 16

2× 2 pooling

3× 3 conv, 32

2× 2 pooling

3× 3 conv, 64

2× 2 pooling

fc, 128

fc, 5

Figure 4.4: Schematic diagram of the NN architecture. The
first convolutional layer consists of eight 3×3 filters, followed by
a pooling layer with non-overlapping 2× 2 cells. This sequence,
which is repeated four times with an increasing number of filters,
is followed by a fully-connected two-layer network. The last fully-
connected layer is preceded by a dropout layer with p = 0.5.
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Figure 4.4 shows the conceptual architecture of our network. The
network structure was carefully designed by experimenting with a large
number of hyperparameters such as the number of layers (convolu-
tional, pooling, or fully-connected), the number and size of filters, etc.
The resulting network consists of four convolutional layers and two
fully connected layers, with the number of output neurons dependent
on the number of persons present in the data set. A select number of
3×3 filters is used to avoid rapid overfitting. Each convolutional layer
and the first fully connected layer make use of the ELU non-linearity
operation. The last fully-connected layer uses a softmax operation to
produce outcome probabilities for each target class.

The input dimension is sequentially reduced by four 2× 2 pooling
layers. This network in total consists of 286,408 trainable weights for
a default input of 256× 45, resembling 256 Doppler bins and 45 time
steps (i.e., three seconds) of data.

4.4 Experimental Setup

In this section, the IDRad data set is extensively described. Further-
more, more details are given on the learning and evaluation process of
the NN-based models.

4.4.1 IDRad Data Set

In order to create a realistic data set, two different rooms are consid-
ered while encouraging people to walk around spontaneously in any
possible direction. Each person was recorded individually, hence, no
recording contains multiple persons present at the same time. The
data are captured over multiple days and rooms, so to take into ac-
count the effect of contextual influences like different moods, clothing,
shoes, etc. By not focusing on a single recording per user in a single
room, the aim is to explicitly develop a robust system that is capa-
ble of dealing with different environments. Specifically, a challenging
household setting is simulated by recording five different persons.

In a first stage, the random walking of five persons in a room
for five consecutive minutes is recorded, and the same five people were
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Table 4.2: Physical characteristics of the persons who partici-
pated in collecting the data set.

Target ID Age Height Weight

1 23 178 cm 82 kg
2 32 185 cm 99 kg
3 28 180 cm 79 kg
4 24 182 cm 60 kg
5 28 179 cm 71 kg

again recorded in the same room for 15 consecutive minutes two weeks
later. Table 4.2 lists some basic information about each target. All
our subjects are males between 23 and 32 years old with comparable
postures. Their weights range from 60 kg to 99 kg and their heights
range from 178 cm to 185 cm.

The whole training data set contains 20 minutes of MD signatures
per person. As mentioned before, each target is recorded in a con-
tinuous matter. Therefore, each recording also contains other move-
ments than regular walking, including turns, short stops, and acciden-
tal moves. A video camera is also used for simultaneously recording
the walking targets, mainly for easing the analysis of the MD signa-
tures. The video data were not used to train our models in this study.

In a second stage, a different room was used to create the valida-
tion and test set. Again, the recordings for both the validation and
the test set contain five minutes of continuous walking for all targets
and were created with two weeks in between. In Figure 4.5, an image
sequence visualizes a three-second walking fragment. One can observe
that the continuous recording possesses a significant amount of varia-
tion, including walking parallel to the radar.

Figure 4.6(a) and Figure 4.6(b) show a conceptual and visual rep-
resentation of the training and validation/test room. I would like to
emphasize that the walls of this building are built based on a metallic
construction framework, which resulted in reflections and a consider-
able amount of noise in the recordings. In addition, the presence of a
metallic and wooden closet together with an open ceiling with metallic
tubes in the test room produced ghost targets coming from multi-path
reflections.
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Figure 4.5: Image sequence showing three seconds of walking.

In order to facilitate further research on this topic, the IDRad data
set is made publicly available1.
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Figure 4.7: Average target speed per set.

4.4.2 Statistical Analysis

Given the parameters of the processing of the FMCW radar recordings,
the training set contains 95,650 frames, while the validation and test
set contain 22,535 frames each. One frame represents one time step in
the MD signature and is depicted by 256 Doppler bins (i.e., the sum
over all range bins per Doppler bin of one RD map). For both the
validation and test set, samples are generated by cutting up the MD

1The data set is publicly available at https://www.imec-int.com/IDRad.
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Figure 4.6: Conceptual and photographic visualization of (a)
the training room and (b) the validation/test room. The radar
position is represented by a red circle. The LOS is indicated by
dotted lines, with the receiving beamwidth (RX) covering 76.5◦

and the transmitting beamwidth (TX) covering 51◦. The green
cross denotes a possible target.

signal into windows with a length of 45 frames (representing 3 s of data)
with an overlap of 1 s, thus resulting in 1,490 samples. Throughout
this chapter, the error rate is reported, which is the ratio of wrongly
classified samples to a total of 1,490 samples, as a measure to compare
the obtained results.

Figure 4.7 shows the average walking speed of each target in all
data sets. The speed per target is computed by averaging the Doppler
bins linked to the maximum power present in each RD map after
removing the zero-Doppler bins. It can be noted that average speed in
itself is potentially a relevant feature as it is dimly linked to the walking
behavior of a person. However, it is clear that speed in itself is not
sufficient to solve the challenge originally put forward since multiple
targets have similar walking speeds in all data sets. Moreover, the
speed of a target is naturally varying due to the relatively small rooms
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and thus the need for turns. This is shown by the large standard
deviation of the speed of each target, which can be linked to large
variations in walking speed.

Figure 4.8 displays the standard deviation of the reflected power
per Doppler bin for raw and thresholded MD signatures. It is clear that
the zero-Doppler (indices 127 – 129) bins, representing the static ob-
jects, contain a lower amount of variation compared to their surround-
ing bins. Moreover, we can conclude that most information resides in
the middle third Doppler bins and that the thresholded signals contain
more overall variance. In Section 4.5.2, the removal of the static and
outer Doppler bins is investigated and the effect on the accuracy of
the model is reported.
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Figure 4.8: Standard deviation of raw and thresholded Doppler
bins over all frames of the training set.

4.4.3 Learning

Our models are trained on a GeForce GTX 980 graphics card using
the Theano2 and Lasagne libraries3. Mini-batches of size 64 were
used and the parameters were learned based on the Adam optimizer,
using a learning rate of 0.0001 and 0.0005 L2 regularization. This

2http://deeplearning.net/software/theano/
3lasagne.readthedocs.io/
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learning rate was adaptively lowered based on the cross-entropy loss
of the validation. The model was trained for around 300 epochs and
required 15 minutes on average to converge.

A major challenge in our research was to prevent our models from
overfitting on the training set. To that end, the data set is augmented
by randomly shifting over the time dimension. All samples were locally
normalized to the range [0, 1]. I experimented with mirroring of the
MD signatures, but observed no noticeable improvements.

4.5 Experimental Results

This section presents extensive results that highlight different facets
of the proposed solutions. First, the optimal preprocessing of the data
is studied by zooming in on the time and Doppler dimensions of the
input. An overview is subsequently provided of the main results and
the effect of using a larger prediction window is studied. Moreover,
an exemplary approach towards the recognition of intruders is given
based on the above described method.

4.5.1 Analysis of Time Dimension

In the process of learning valuable features from given input data, it
is crucial to determine the relevant input dimensions. In what follows,
I investigate how many time steps and which Doppler bins optimize
the effectiveness of the identification model. Selecting the essential
information bins for both dimensions (i.e., time and Doppler) is a de-
termining factor to prevent overfitting of the network. In that regard,
I analyzed the effect of ranging the time dimension from 5 to 150
frames, while keeping the Doppler dimension fixed to 256. As men-
tioned above, frames are recorded at an interval of 15 FPS, with the
input window range thus varying from 1/3 s to 10 s. Each experiment
is repeated for both raw and thresholded MD signatures.

Our results are depicted in Figure 4.9. Each number is the result
of averaging the output of the experiment three times. It is clear
that the model cannot effectively learn valuable features from raw
MD signatures when using all 256 Doppler bins as input. This effect is
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studied in more detail in Section 4.5.2. In contrast, the results of using
the thresholded MD signatures show that there is a clear benefit of
adding more time steps to the input. In this case, the error rate ranges
from 61.08% for the shortest window to 21.26% when the input consists
of 140 time steps, representing 9.33 s of information. A sharp decrease
is noticed in terms of error rate in the early phase, when the length
of the window ranges from 5 to 45 frames. The improvement becomes
less significant for longer fragments. Considering a trade off between
short-term predictions and high model performance, I conclude that
the use of 45 time frames - representing three seconds - is optimal.
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Figure 4.9: The error rate as a function of the length of the
input window for both the raw and thresholded MD signals.

4.5.2 Analysis of Doppler Dimension

In the previous section, I concluded that a window of 45 frames con-
tains a sufficient amount of valuable information, while still enabling
short-term predictions. A second conclusion is related to the fact that
the model was unable to effectively learn from the full raw MD signa-
tures. Moreover, in Section 4.4.2, it is statistically observed that some
bins contain more variance than others, which can be an indication
that they hold more useful information. Therefore, the influence of
downsampling the entire Doppler dimension is investigated, as well as
removing specific bins. I hypothesize that intelligently reducing the
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input dimension will decrease the chance of overfitting. To support
this hypothesis with experimental data, the network described in Sec-
tion 4.3.2 is used and the length of the input window is fixed to 45
frames.

The models trained on the original 256 Doppler bins and on a
downsampled version by a factor of two and four are compared. The
MD signatures are downsampled by linear interpolation. Both the
effect of removing the zero-Doppler bins (Remove Static) and remov-
ing the outer Doppler bins, representing high speeds in both directions
(Remove Outer), are analyzed. More precisely, in the case of removing
the static objects, the three center Doppler bins are removed. For re-
moving outer Dopplers, I empirically decided to eliminate 24 Doppler
dimensions at both sides. This significantly reduces the input dimen-
sion, while I hypothesize that this will not influence the effectiveness
of the trained models. Figure 4.10 shows an example MD signature
for each scenario.

(a) 256× 45 (b) 253× 45 (c) 208× 45 (d) 205× 45

Figure 4.10: Visualization of an example MD signature fed
as input to our model: (a) the original signature, (b) Remove
Static, (c) Remove Outer, and (d) Remove Both.
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Table 4.3: Results for the default CNN model when removing
and downsampling certain Doppler dimensions from the input
(in %). The upper half of the table shows the error rate for the
five different targets used, for both the original input and for
downsampled versions of the input by a factor of two and four,
respectively. The lower half of the table shows the error rate for
the same input dimensions but when making use of thresholded
MD signatures.

Raw MD Signatures

original factor 2 factor 4

Input 256× 45 66.51 128× 45 61.97 64× 45 51.16
Remove Static 253× 45 67.07 126× 45 57.13 63× 45 53.49
Remove Outer 208× 45 64.27 104× 45 54.18 52× 45 51.34
Remove Both 205× 45 47.76 102× 45 46.35 51× 45 50.74

Thresholded MD Signatures

original factor 2 factor 4

Input 256× 45 28.46 128× 45 30.81 64× 45 32.64
Remove Static 253× 45 28.34 126× 45 27.79 63× 45 33.82
Remove Outer 208× 45 31.07 104× 45 35.59 52× 45 33.42
Remove Both 205× 45 26.65 102× 45 31.70 51× 45 33.36

In Table 4.3, an overview of the results is given. Again, each num-
ber is the result of averaging the output of the experiment three times.
We can observe there is a significant advantage to using thresholded
MD signatures as compared to using the raw counterparts. Moreover,
we can observe that the sensitivity of the network to overfitting on the
noise obstructs the learning of advanced features. While hard thresh-
olding removes parts of the signal of a target, the loss in information
is clearly outweighed by the benefits of a more robust learning process
for our specific application and data set. When raw MD signatures
are used, it is clear that removing both static and outer Doppler bins
has a positive effect on the performance of the model. This effect is
less pronounced when using thresholded MD signatures as input. The
lowest error rate is 26.65% and is achieved by removing both static
and outer Doppler bins on thresholded MD signatures.
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Table 4.4: Error rate for the training, validation, and test set
(in %) for a number of target combinations. (*) Trained on the
combined training and validation set.

Trained On Training Validation Testing

targets 1, 2, 3 1.72 6.71 13.20
targets 1, 4, 5 2.71 30.87 20.81
targets 1, 2, 3, 4, 5 1.95 24.70 21.54
targets 1, 2, 3, 4, 5 (*) 0.09 0.07 15.10

4.5.3 Weight Initialization

The specific initialization of the weights of a deep NN network can
be essential for faster convergence or even higher classification accu-
racy. To that end, a different initialization approach of the weights is
analyzed and compared to regular Xavier initialization [39]. Similar
to [123, 124], a convolutional autoencoder (CAE) is employed to pre-
train the convolutional layers. A convolutional autoencoder consists
of an encoder and decoder stage and aims at learning valuable features
based on the reconstruction error after pushing the inputs through a
bottleneck layer [82].

The encoder of the CAE uses the same convolutional and pooling
layers as in the proposed CNN. These are followed by four convolu-
tional layers with the same characteristics in reverse order. In contrast,
the decoder makes use of unpooling layers to widen the output in or-
der to obtain the same output dimensions as the original input. The
reconstruction error is computed based on the MSE loss described in
Equation 2.11. The network is trained for 100 epochs and the weights
with the lowest reconstruction loss on the validation set are selected.
Figure 4.11 displays one example of an MD signature together with
its reconstructed version.

The weights of the encoder are then used to initialize the weights of
the original CNN architecture. This network is subsequently optimized
with the goal of identifying the correct person (see Section 4.4.3). Fig-
ure 4.12 shows the evolution of the training and validation error rate
for the random and CAE-based initialization of the network weights.
In this case, it can be concluded that the pretraining of the CNN does
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(a) (b)

Figure 4.11: An example MD signature from the validation set
(a) and its reconstruction (b) through the use of a CAE.

not benefit the eventual performance of the classification model.
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Figure 4.12: The error rate as a function of the number of
epochs for the random and CAE initialization on the training
and validation set.
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4.5.4 Main Results

In this section, the model configuration is finalized based on our previ-
ous analyses. As discussed in Section 4.5.2, reducing the input dimen-
sion by removing the outer and static Doppler dimensions has a small
but positive influence on the effectiveness of our approach. Thus, a
thresholded MD signature with dimension 205× 45 is fed as an input
to the CNN model described in Section 4.3.2.

The error rate on all five targets for the validation and test set
acquired with our best model setup is listed in Table 4.4. Two combi-
nations consisting of three targets are shown, together with the results
obtained by a trained model for all five targets. It is clear that some
targets can be more easily classified than others as the best perform-
ing triplet achieves a validation and test error of 6.71% and 13.20%,
respectively. However, the combination of Target 1, 4, and 5 results
in a significantly lower effectiveness of 30.87% and 20.81% for the val-
idation set and test set, respectively. Figure 4.7 shows that Target
2 and Target 3 have the highest and lowest average walking speed,
respectively. The assumption is made that this enables easier separa-
tion between the targets. Target 4 possesses high variability in average
walking speed between its training and validation set (see Figure 4.7),
while all three targets have similar walking speeds in the validation
set.

The best performing model achieves 24.70% error rate on the val-
idation set and 21.54% error rate on the test set for all five persons. I
would like to emphasize that this result is based on a training set that
is recorded in a different room and on a different day. To measure the
impact of providing information about the room to the training set,
both the training and the validation set are combined, and use 80%
and 20% of the resulting set of samples for training and validation, re-
spectively. The error rate of the test set decreases to 15.10%, showing
the advantage of having a larger training set and having more variety
in the data. However, we can observe that the relatively small differ-
ence shows that the initial learning of the model is, to some extent,
already robust against different environmental conditions

To measure the influence of the proposed feature learning ap-
proach, the obtained results are compared with a traditional dimen-
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sionality reduction technique, namely principal component analysis
(PCA) [2] in combination with an SVM and a random forest (RF) [11]
classifier. To that end, PCA is applied on the thresholded Doppler
dimensions, reducing the 256 bins to 9 components. The input sam-
ples are represented by a 405-dimensional vector, containing 9 Doppler
components for each of the 45 frames. The hyper parameters of both
classifiers are optimized by means of a grid search performed over a
range of values, selecting the model with the best outcome for the
validation set. Table 4.5 lists the results for both combinations. The
deep CNN substantially outperforms both PCA-based methods by an
absolute margin of 17% on the test set.

Table 4.5: Error rate on the validation and test set (in %) for
the deep CNN- and PCA-based methods.

Method Validation Testing

PCA plus RF 48.86 38.59
PCA plus SVM 49.20 38.52
deep CNN 24.70 21.54

4.5.5 In-Depth Analysis

In this section, I analyze the results obtained with the above described
network, achieving 21.54% on the test set. First, a comparison is given
of the accuracy between the different targets. Second, the focus of
the network is analyzed when classifying MD signatures. Finally, a
representative example is shown, demonstrating the effectiveness of
the trained model.

In Table 4.6, the normalized confusion matrix is displayed for the
test set, obtained with the original training and validation set (for all
five targets). As described in Section 4.4.2, the test set consists of 1,490
samples, equally distributed over the five targets. We can observe that,
on the one hand, distinguishing Target 1 and 4 is more difficult with
68.12% and 70.47% accurately classified samples, respectively. On the
other hand, Target 2, 3, and 5 achieve high scores of 91.28%, 78.19%,
and 84.23% correctly classified samples, respectively. According to
this table, mainly Target 1, 4, and 5 are confused among each other.
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Table 4.6: Confusion matrix for the test set (in %).
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l Target 1 68.12 2.35 3.36 12.08 14.09

Target 2 3.69 91.28 1.34 1.34 2.35

Target 3 10.07 2.01 78.19 8.05 1.68

Target 4 4.7 0.00 8.39 70.47 16.44

Target 5 7.72 2.35 2.68 3.02 84.23

When inspecting the MD signatures of the training set of both Target
1 and Target 4, we can observe that they show great variability while
walking and that their corresponding MD signatures contain relatively
more noise.

Figure 4.13 shows the activation feature maps of the second to last
convolutional layer for two randomly selected samples. The first image
of each row represents the original input MD sample. Different feature
maps contain different types of information, highlighting specific parts
of the signal. Specifically, certain feature maps focus on the entire
shape of the MD signature, while others highlight the torso or body
part trajectories. This insight shows that the network has learned a
wide range of discriminative features that steer the decision of the
identification prediction.

Figure 4.13: Resulting 32 feature maps of the second to last
convolutional layer for two randomly selected MD fragments.

Finally, I study the robustness of the network when making predic-
tions for a contiguous MD segment of 47 seconds. More precisely, one
fragment of ten seconds per target is randomly selected from the val-
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idation set and the resulting fragments are then concatenated, again
using a random order. Each time step, an MD signature with a length
of 3 s is fed to the CNN model and probabilities for each target are
returned. The trained model either consistently predicts the correct
output or is confused when a transition between two targets happens.
In the latter case, the MD signature fed to the model contains gait
aspects of two different targets, which explains the confusion of the
model. Figure 4.14 shows the concatenated MD signal, together with
the corresponding probabilities for each target, the predicted target,
and the true target.

4.5.6 Averaging Predictions

To boost the effectiveness of the trained model, the effect of combining
multiple predictions over a longer time period is analyzed. This also
corresponds to the more practical usage of human identification, in
which persons are monitored for longer periods of time. In Figure 4.15,
the result of averaging predictions for an increasing number of seconds
is displayed. The results for the model trained on just the training set
are shown, together with the model trained on the combined training
and validation set (see Table 4.4).

The length of the window over which predictions are averaged
ranges from 3 s to 30 s. The number of predictions used depends on
the size of this window. A window of 4 s results in an average over
16 predictions, while a window of 30 s results in an average over 406
predictions. We can observe a sharp decrease in error rate on the test
set when more than one prediction can be used. For windows of more
than 25 s, a minimum error rate of 0% can be achieved.
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Figure 4.15: Effectiveness of classification as a function of the
length of the window used to average a number of predictions.

4.5.7 Intruder Detection

An additional use case of human identification is the construction of an
automatic intruder detection system that alerts when an unknown per-
son enters a monitored area (for security, theft prevention, and so on).
Such a system can be trained on a set of known people living together
(e.g., a family), and where these people can be accurately recognized
using our method. In this experiment, I test the possibilities of our
method tackling such a use case. To that end, test data is recorded
for a sixth target using the same procedure as in Section 4.4.1 for a
total of five minutes in the validation/test room (see Figure 4.6(b)).
The original model, trained on five different targets, is used to predict
the outcome of a given sample. The uncertainty of the predictions
is modeled and the prediction for an intruder target is based on this
uncertainty value. Figure 4.16 shows the concatenation of random 10 s
fragments of Targets 2, 3, and 5, originating from the test set, together
with two 10 s fragments of the intruder target. Predictions are made
frame per frame, but using a window size of 4 s (see Section 4.5.6) to
predict the correct outcome. The variance over all probabilities per
class is computed, comparing the maximum value to a fixed threshold
in order to decide whether it is an unknown target (i.e., an intruder).
Figure 4.16 shows high uncertainty among the different class proba-
bilities when the unknown target appears. Wrong intruder alerts are
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given when the MD signature transitions from one known target to
another.

4.6 Conclusions

In this chapter, a feature learning approach towards the automatic
identification of spontaneously walking persons in different rooms was
proposed. To that end, the IDRad data set was constructed, consist-
ing of five targets and split into a training, validation, and test set
consisting of 20 minutes, 5 minutes, and 5 minutes of data per target,
respectively. A deep CNN was applied to automatically extract fea-
tures from the processed MD signatures and compute accurate prob-
abilities over five targets. An in-depth investigation was conducted of
multiple input configurations, leading to the conclusion that an opti-
mal input signal can be obtained by cutting out the outer 24 Doppler
bins and the 3 static Doppler bins of a thresholded MD signature of
3 s long. With this input, an error rate of 24.70% on the validation set
and an error rate of 21.54% on the test set for five different targets is
achieved. I validated the effectiveness of our feature learning approach
by comparing it to a combination of PCA with a SVM and a RF. The
deep CNN significantly outperformed these approaches by an absolute
margin of 17%. When experimenting with larger time windows, it was
possible to further lower the error rate to 0% for above 25 s windows.
Moreover, the approach was extended in order to create an intruder
detection system that alerts when an unknown person enters a certain
area. To summarize, I successfully built a solution to automatically
identify persons in an indoor and realistic setting solely based on gait
characteristics recorded with an FMCW radar.
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5
Human Activity

Recognition with
Multi-Sensor Data

Chapter 3 and Chapter 4 introduced different approaches to identify
people, leveraging face recognition using video camera data and gait
recognition using radar data. While a video camera device records data
based on reflected light waves, mimicking the human visual system, a
radar device operates by transmitting and receiving electromagnetic
waves in the millimeter-wave domain. Both sensors provide signif-
icantly different data that describe the same surroundings. In this
chapter, the efficacy of using both sensors in a separate and combined
manner towards the goal of automatic activity recognition is studied
in more detail. To that end, deep NNs are employed to predict fine-
and coarse-grained human activities, facilitating the development of
relevant algorithms in the domain of human-machine interfaces and
health monitoring applications. The combination of both sensors re-
sults in a robust solution that combines the strengths and mitigates
the weaknesses of each sensor. It is in this context that the proposed
solution can be deemed to result in augmented vision, as it obtains
information outside of the scope of human vision.

This chapter is based on the following publication:

• Vandersmissen, B., Knudde, N., Jalalvand, A., Couckuyt, I.,
Dhaene, T., and De Neve, W. (2019). Indoor human activity
recognition using high-dimensional sensors and deep neural net-
works. Neural Computing and Applications
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5.1 Introduction

Indoor activity recognition is an essential feature of future smart homes,
with applications ranging from advanced security systems to health
monitoring tools. A video camera is a powerful sensor when it comes
to identifying humans or recognizing actions [165, 84]. However, as dis-
cussed in Chapter 4, the usage of a video camera in an indoor environ-
ment is characterized by a number of fundamental deficiencies. More-
over, its usage may result in a breach of privacy. On the other hand, a
complementary radar device preserves visual privacy and is unaffected
by poor lighting conditions or obstructing elements [169]. Nonetheless,
a radar device faces difficulties in recognizing static or fine-grained ac-
tivities and is affected by multipath reflections and shadowing [12].

Undeniably, a video camera and radar device are complimentary
sensors that can excel when being employed in a multi-sensor ap-
proach. Indeed, given that both devices provide significantly different
data that can be employed in a combined manner [94, 77], they are
able to compensate for the weaknesses of each other. In this chapter, a
deep ML approach for indoor human activity recognition is presented,
integrating an FMCW radar and a video camera. In this context, a
hybrid solution that combines the advantages of both sensors is de-
veloped. Furthermore, different complex models are trained for each
modality and the combination thereof (i.e., both single and sensor
fusion-based approaches are developed). Accordingly, and wherever
necessary, privacy can be maintained in sensitive areas by disabling
the video camera sensor and predicting activities solely based on a
radar-based model.

The newly developed approaches are tested on two different activ-
ity data sets. One data set is oriented towards small gestures, repre-
senting hand-based motions. This data set is highly relevant for the
creation of intelligent human-machine interfaces. The second data set
focuses on events that occur in daily life. Typical examples of such
events are getting in an upright position or leaving a room. This
data set is relevant towards the creation of smart health monitoring
systems. Due to the lack of publicly available data sets that contain
indoor activities recorded by both a radar and camera sensor, I have
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created these two new data sets myself. Each data set contains six
different activities performed by nine different subjects.

To summarize, the main contributions of the research and devel-
opment efforts presented in this chapter are as follows:

1. Robust classification models that are independent of sensor place-
ment and room setup are proposed, hereby employing a high-
frequency radar. In addition, these classification models are
highly effective at predicting fine- and coarse-grained activities.

2. Six different NN-based architectures are compared, applying these
architectures to different input modalities that originate from
high-dimensional sensors. A three-dimensional CNN taking as
input consecutive RDmaps and a 34-layer residual CNN is deemed
optimal for radar and video data, respectively.

3. The fusion of a video- and radar-based model is studied, with
the goal of achieving a complimentary approach that is effective
in imperfect circumstances.

4. By making the data sets publicly available, the aim is to facilitate
future follow-up research and benchmarking.

The remainder of this chapter is organized as follows. In Sec-
tion 5.2, related work in the area of video- and radar-based activity
recognition is briefly reviewed. In Section 5.3, the proposed approach
is explained. Section 5.4 subsequently outlines the experimental setup
that is used to validate the proposed approach. Next, Section 5.5
provides an in-depth discussion of the experimental results obtained.
Finally, conclusions are presented in Section 5.7.

5.2 Related Work

Activity recognition is a widely-studied and relevant topic applicable
to many daily challenges. The authors of [46] define an action as
“the most elementary human-surrounding interaction with a meaning”.
The term activity is looked upon as a sequence of more rudimentary
actions. However, both terms are interchangeably used in literature.
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In general, action or activity data sets range from coarse and clearly
discernible actions such as Brushing Teeth and Basketball Dunk (part
of the UCF101 data set1) to more subtle gestures such as Thumbs Up
and Thumbs Down (part of the Jester data set2).

The most popular sensor to tackle the challenge of activity recogni-
tion is a video camera. Deep NNs have been predominantly employed
to acquire state-of-the-art effectiveness on these data sets. A pioneer-
ing study presented in [58] attempts to train a three-dimensional CNN
to exploit the temporal structure of video data. Specifically, a number
of different architectures are tested with the aim of fully taking advan-
tage of the temporal and spatial information in a YouTube-based data
set covering 487 sports-related classes. In [163], these ideas are ex-
tended by investigating smart temporal pooling techniques, as well as
using LSTM networks, with the aim of leveraging longer temporal se-
quences. These studies are followed up by a plethora of research efforts
that build upon these ideas to develop accurate solutions for activity
recognition [146, 33, 24, 148]. The authors of [102] investigate a video-
based approach towards the recognition of hand gestures. To that end,
they show that it is crucial to also explicitly learn features along the
temporal dimension. As opposed to the initial attempt of [58], the rel-
atively recent release of significantly large activity related video data
sets have enabled the effective training of three-dimensional residual
networks [61].

A different type of sensor that is becoming increasingly popular
is radar. This sensor can compensate for many of the disadvantages
a video camera suffers from. Use cases that have been tackled using
radar devices can range from security applications trying to detect
violent intents [35, 107] to elderly monitoring applications that make
an attempt at detecting walking behavior or people falling [75, 157, 42].
The authors of [65, 154, 168] attempt to recognize gestures using deep
NNs and a radar device. They achieve an accuracy of 87%, 93%, and
96% for eleven, ten, and eight different gestures, respectively.

The combination of both a video and radar sensor has been less in-
vestigated, only receiving some attention from the automotive field. In
that regard, multiple sensors are for example combined to increase the

1http://crcv.ucf.edu/data/UCF101.php
2https://20bn.com/datasets/jester
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Figure 5.1: Schematic overview of the proposed approach for
the events data set. The proposed approach is similar when
considering the gestures data set.

efficacy of tracking multiple objects in a particular environment [17,
158]. The combination of both sensors can also be employed for detect-
ing hazardous situations in vehicles [94] or monitoring an environment
in order to help visually impaired people navigate this environment
more safely [77].

In this chapter, and setting us apart from the aforementioned re-
search efforts, the use of two different high-dimensional sensors as
input for multiple deep NNs is investigated, with the aim of auto-
matically recognizing a wide range of indoor human activities. The
effectiveness of employing each individual sensor for the use cases at
hand is investigated and an extensive analysis of the potential benefit
of combining both sensors on two newly created and large data sets is
performed.

5.3 Proposed Approach

The goal of the research and development efforts presented in this
chapter is to identify human activities by leveraging an FMCW radar
and a video camera sensor in an indoor environment. The key research
questions I attempt to answer are:

1. Can activities with a different granularity be accurately recog-
nized using a 77 GHz FMCW radar?

2. Given this radar device, what is the most accurate input repre-
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sentation and network architecture to recognize activities?

3. What is the added value when combining models based on a
radar and video sensor in less than ideal circumstances?

In this section, the different preprocessing steps and ML algo-
rithms, used to address the aforementioned questions, are discussed.
In Figure 5.1, a schematic overview is given of the proposed approach.
The different steps are defined as follows:

(a) a single subject is captured synchronously by an FMCW radar
and a video camera while performing an activity (either an event,
representing an activity containing larger movements, or a ges-
ture, representing specific hand-oriented motions),

(b) the recorded signals are processed and result in RD maps and
RGB images for the radar and camera sensor, respectively,

(c) fragments of n seconds of data are used as input for separate
deep NNs per modality and activity category,

(d) via late fusion, the different types of sensor data are combined
to compensate for weaknesses of both, and

(e) predictions are outputted over six activities.

5.3.1 Recording and Preprocessing

Similar to the work presented in Chapter 4, an FMCW radar device
produced by INRAS [1] is used and set up in SISO mode. The record-
ing parameters are listed in Table 4.1. As explained in Section 2.2,
an RD map is obtained by applying a two-dimensional FFT, subse-
quently converting the absolute value of the signal to decibels (dB).
This results in an RD map containing 256 Doppler bins, representing
velocities from −3.8 m/s to 3.8 m/s, and 160 range bins, representing
a range varying from 0.5 m to 4.5 m. As concluded in Chapter 4, there
is a beneficial effect when removing the three middle static Doppler
bins. Figure 5.2(b) shows five sequential RD maps, representing an
example of the gesture Swiping left.

A full HD webcam device is used to record each activity in the
visual domain. To that end, the camera is positioned on top of the
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radar device, with both sensors recording synchronously. To decrease
the amount of data, the frame resolution is reduced to 341×256 pixels
and, like the FMCW radar, the speed of recording is set at 15 FPS.
Figure 5.2(a) shows five sequential video frames, representing an ex-
ample of the gesture Swiping left.

5.3.2 Neural Network Architectures

Deep NNs are not only well suited to deal with noisy data but also
have the capability to automatically infer features from raw data [7].
Both properties are crucial elements to answer the research questions
that have been put forward, given that we are dealing with challenging
radar and video camera data. In what follows, the designed NN archi-
tectures to predict the activities listed are described. More precisely,
five different architectures that output predictions based on radar in-
put and one architecture that outputs predictions based on video input
are designed.

5.3.2.1 Radar-based Classification

Figure 5.3 and Figure 5.4 show the architecture of the five radar-
based networks. Each network consists of a combination of either
convolutional, pooling, LSTM, or fully-connected layers. Dropout is
applied to any layer (except the last one) that consists of learnable
weights, with an increasing rate depending on the proximity to the
final layer. Each convolutional and fully-connected layer is followed
by an ELU non-linearity operation. The last fully-connected layer
uses a softmax non-linearity to produce outcome probabilities for each
target class. Two categories of models can be defined:

• The architectures LSTM, 1d-CNN-LSTM, and 2d-CNN take as
input two-dimensional MD signatures. More precisely, the
LSTM network extracts features from the Doppler data by ap-
plying a fully-connected layer of size 64. The time dimension is
handled by applying a bidirectional recurrent layer consisting of
32 LSTM units. Finally, the network makes a prediction based
on two fully-connected layers of size 128 and 6, respectively. In
the 1d-CNN-LSTM, the first fully-connected layer of the LSTM
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(a) (b)

Figure 5.2: Sequence showing one sample of gesture Swiping
left for (a) a video recording and (b) a radar recording. The five
RD maps shown at the right side display the velocity (x-axis)
in relation to the range (y-axis). Color scale: the power of the
reflected signal (in dB).
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network is replaced by three one-dimensional convolutional lay-
ers that attempt to extract features from the Doppler data. The
convolutional layers possess 8, 16, and 32 filters of size 3, respec-
tively. Each convolutional layer is followed by a non-overlapping
one-dimensional pooling layer of size 3. The 2d-CNN network
does not use a recurrent layer but attempts to jointly extract
features from the Doppler and time dimensions through the use
of four two-dimensional convolutional layers with 8, 16, 32, and
64 filters, respectively. In order to reduce the input dimensions,
each convolutional layer is followed by a non-overlapping two-
dimensional pooling layer of size 2× 2.

• The network architectures 2d-CNN-LSTM and 3d-CNN take
three-dimensional RD maps as input. The 2d-CNN-LSTM
network attempts to combine feature extraction through the use
of convolutional layers with a recurrent layer to handle the time
dimension, similar to the 1d-CNN-LSTM network. More pre-
cisely, the one-dimensional convolutional and pooling layers are
replaced by their two-dimensional counterparts. The 3d-CNN is
similar to the 2d-CNN network, but increases the number of di-
mensions with one for both the convolutional and pooling layers.

By investigating these five networks, the aim is to understand the
influence of the different nature of the input data on automatic activity
recognition, so to be able to develop an adequate solution.

5.3.2.2 Video-based Classification

The video-based model is a three-dimensional CNN consisting of 34
layers with a residual structure that has been pretrained on the Kinetics-
400 data set [59]. This model achieves a top-1 accuracy of 60.1%
over 400 classes [61]. As visualized in Figure 5.5, a slightly modified
form of this network is employed, taking as input a stack of sequen-
tial RGB images, while giving as output predictions over six classes.
A residual block forms the core of this residual network and consists
of a number of basic building blocks. A basic building block is de-
scribed in more detail in Section 2.1.2.4. F represents the number of
filters learned in each convolutional layer of a block. The last fully-
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fc, 128
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2d-CNN

Figure 5.3: Schematic diagram of three NN architectures that
take as input two-dimensional MD signatures. The architectures
LSTM and 1d-CNN-LSTM make use of a recurrent layer, more
specifically an LSTM layer. 2d-CNN handles the input as a
two-dimensional grid structure.

connected layer contains six output neurons and is followed by a soft-
max non-linearity function. Spatial downsampling is performed by
conv1, conv3_1, conv4_1, and conv5_1, with a stride of two. Tem-
poral downsampling is performed in conv3_1, conv4_1, and conv5_1,
using again a stride of two. This network is referred to as 3d-ResCNN
throughout this chapter.

It has been shown in [61] that deeper residual networks obtain
marginally better accuracy results on the above mentioned Kinetics
data set. However, taking into account our limited set of categories,
ResNet-34 is deemed to implement the optimal performance-size ratio.
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Figure 5.4: Schematic diagram of two NN architectures. The
architectures take as input three-dimensional RD maps. 2d-
CNN-LSTM handles separate frames as two-dimensional struc-
tures and attempts to exploit information from the temporal
dimension using a recurrent LSTM layer, while the 3d-CNN at-
tempts to create filters that extract information over each di-
mension.

By pretraining this network on a vast data set, the learning process is
able to efficiently jump local minima and quickly converge to a near-
optimal solution.

5.4 Experimental Setup

In this section, the characteristics of the constructed data sets, our
approach towards learning, and the evaluation process are described.
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Figure 5.5: Schematic diagram of the proposed three-
dimensional residual network. The tensor output shape is listed
next to each corresponding layer, using 2 s as an exemplary sam-
ple length. The parameter b represents the batch size in the
listed tensor shapes.

5.4.1 Data Sets

In this study, a multi-sensor- and NN-based approach towards au-
tomatic human activity recognition is investigated. Accordingly, the
proposed solutions are developed and evaluated considering two rele-
vant application domains. To that end, two realistic and large data
sets are constructed. The first data set concerns fine-grained activi-
ties, namely gestures that are performed with any of two hands. As
described before, this category is tailored towards the development of
advanced human-machine interfaces. The second category consists of
coarse-grained activities that are useful to develop smart health mon-
itoring tools. The two data sets are referred to as gestures and events,
respectively.



5.4 Experimental Setup 125

In order to construct two data sets that can be deemed large, nine
different subjects have been recorded in two different environments.
Both environments consist of a meeting room in which the sensor setup
is directed towards the exit. The gestures are performed while sitting
on a chair in front of both a camera and a radar device. The sensor
setup is conceptually displayed in Figure 5.6. The camera is positioned
on top of the radar device, with both sensors recording synchronously.
The camera device covers a horizontal field of view of 70◦ and the
radar sensor has a receiving beamwidth of 76.5◦ in combination with
a transmitting beamwidth of 51◦.

Every subject was repeatedly recorded in a continuous way for
seven minutes, during which they performed all gestures and events.
Multiple recordings were performed per subject, alternating between
the two recording environments. These recordings were labeled by seg-
menting the video-based streams into one of twelve activities. How-
ever, it should be noted that not all subjects were able to perform
the same number of recordings. Moreover, each subject performs the
different activities at different speeds and pausing intervals. This un-
controlled approach allows for less generic and more diverse activity
recordings since the length of an activity is not predetermined, nor the
order in which these should be performed. As a result, the data sets
are characterized by non-equal distributions of the number of activities
per subject. In Table 5.1, an overview of the count per activity can be
found, along with the average duration of each activity. In Table 5.2,
an overview of the number of all gestures and events per subject is
given.

Our data sets contain 3,852 activities in total, taking on aver-
age 2.56 s per activity, subdivided in 1,505 event-related activities and
2,347 gesture-related activities. Our data sets thus contain a total of
2.74 hours of effectively annotated activity data distributed over 12
classes. As is depicted in Table 5.1, the extent of time in which each
activity is performed differs significantly per activity class. On the one
hand, gestures such as Swiping Left or Swiping Right and Thumb Up or
Thumb Down are performed in 2 s or less. On the other hand, certain
events such as Clothe or Unclothe can require up to 5 s or more. More-
over, there is a large intra-class variability for the duration of certain
activity classes, as shown by the standard deviation. These properties
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table

TX

RX
C

5m

4m

Figure 5.6: Conceptual visualization of a recording environ-
ment. The radar and video camera sensors are depicted using a
red and blue circle, respectively. The radar LOS is characterized
by a receiving beamwidth (RX) that covers 76.5◦ and a trans-
mitting beamwidth (TX) that covers 51◦. The horizontal LOS
of the video camera (C) covers 70◦. The green cross denotes a
possible target.

Table 5.1: Overview of all recorded activities.

Activity Abbr. Total Avg. Duration

Drumming D 390 2.92s (±0.94)
Shaking S 360 3.03s (±0.97)
Swiping Left Sl 436 1.60s (±0.27)
Swiping Right Sr 384 1.71s (±0.31)
Thumb Up Tu 409 1.85s (±0.37)
Thumb Down Td 368 2.06s (±0.42)

Entering Room E 221 3.01s (±0.73)
Leaving Room L 224 3.94s (±0.78)
Sitting Down Sd 342 1.98s (±0.31)
Standing Up Su 344 1.65s (±0.28)
Clothe C 195 5.62s (±1.76)
Unclothe U 179 4.97s (±1.09)
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Table 5.2: Number of recorded events and gestures per subject
Si, with i ∈ {1 . . . 9}.

Gestures Events

D S Sl Sr Tu Td E L Sd Su C U

S1 49 40 44 22 41 37 20 20 29 27 30 22
S2 89 80 99 92 83 80 78 79 83 88 73 71
S3 44 43 48 46 35 38 14 14 33 33 13 14
S4 33 34 35 35 32 32 32 33 51 50 33 33
S5 40 40 45 46 52 47 22 22 43 43 14 14
S6 45 45 46 47 58 52 15 16 32 34 8 8
S7 46 40 72 62 72 47 28 28 45 42 17 12
S8 17 15 20 23 17 19 5 5 6 6 5 3
S9 27 23 27 11 19 16 7 7 20 21 2 2

add to the diversity of the constructed data sets and to the challeng-
ing nature of the research questions we set out to answer. Both data
sets are made publicly available under the name HARRad (Human
Activity Recognition with a Radar) to facilitate further research and
benchmarking3.

5.4.2 Learning

Our models are trained on GeForce GTX 980 and Titan X graphics
cards. I used the PyTorch4 library to implement and test the different
approaches. Gradients are computed over minibatches of size 64 for
both the radar- and video-based models. The Adam optimizer with
a learning rate of 10−3 for all non-pretrained radar-based models and
a learning rate of 10−4 for the pretrained video-based models is used.
The best validation loss is considered after training for 500 and 50
epochs for the radar- and video-based models, respectively.

The MD and RD maps are min-max normalized and the video
frames are rescaled to the interval [0, 1]. For training of any radar-
based model, random shifting inside an activity sample is performed

3The data sets are publicly available at: https://www.imec-int.com/en/harrad
4https://pytorch.org
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when this sample is longer than the selected classification time range.
This is done to increase data diversity and to enable the learning of
robust models. When the activity is shorter than this time range,
the last frame is repeated. As discussed in Section 5.3, the static
Doppler bins are removed from both the MD signatures and the RD
maps. Furthermore, the dimensions of each RD map are quartered to
40× 63 by applying linear interpolation. No other data augmentation
techniques are used for these models. The video-based models make
use of random square crops of size 112× 112 after having resized the
video frames to 170 × 128. Random horizontal flipping, brightness,
and saturation augmentations are also applied.

The computational complexity of training the proposed models sig-
nificantly depends on the size of the model and the input data. The
models that are based on MD input take on average 1.2 s to complete
one epoch. Each of these models is trained for 500 epochs, result-
ing in a training time of around ten minutes. The RD-based models
take around 5.4 s and thus train for 45 minutes to complete the same
number of epochs. In contrast, the video-based model is significantly
larger and it takes around 78 s to complete one epoch. However, since
this model is pretrained, convergence can already be attained in 50
epochs, taking around 65 minutes.

5.4.3 Evaluation

The error rate is reported, which is defined as the number of wrongly
classified samples compared to the total number of samples. A sample
is in its turn defined as a set of consecutive frames in which a subject
performs an activity from the beginning to the end. The label of
a sample is predicted based on a fragment of n seconds, temporally
cropped from the middle frames of the sample. Two different methods
are applied to correctly evaluate our different approaches. The first is
leave-one-subject-out cross-validation, for which the average validation
error rate over all splits is reported. Since the data sets consist of
an unbalanced distribution of the number of labels per subject, the
training, validation, and test error rates for a stratified randomized
split are also reported, with each activity having a fixed number of
20 and 50 samples in the validation and test set, respectively. This
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Table 5.3: Results for leave-one-subject Si-out cross-validation
(S), with i ∈ {1 . . . 9}, and stratified random split (RS) for
gestures, feeding MD signatures (a, b, and c), RD maps (d and
e), and RGB images (f) as input to various NNs. Networks (a)
to (f) refer to LSTM, 1d-CNN-LSTM, 2d-CNN, 2d-CNN-LSTM,
3d-CNN, and 3d-ResCNN, respectively. The lowest radar-based
error rates are highlighted in bold.

Gestures

input Micro-Doppler Range-Doppler RGB

network (a) (b) (c) (d) (e) (f) (f)

S1 25.18 25.32 25.32 9.30 10.73 1.43 23.89
S2 18.99 19.18 22.75 6.05 5.61 0.25 16.06
S3 30.18 28.48 28.74 12.60 11.68 4.86 17.98
S4 38.97 31.67 31.34 19.73 16.92 0.50 18.91
S5 32.96 30.62 31.73 15.93 12.84 4.57 20.49
S6 30.83 27.65 29.01 17.86 15.81 1.93 19.11
S7 31.66 28.52 29.11 12.09 15.04 1.18 12.68
S8 32.13 38.74 32.43 17.12 17.42 6.31 28.53
S9 30.89 30.89 31.71 13.82 18.97 3.25 30.62

S 30.20 29.01 29.13 13.89 13.89 2.70 20.92

RS 15.28 12.50 15.56 2.50 5.28 0.28 16.67

ensures that there is no over- or under-representation of classes in
the validation or test set. Similar to the training procedure, samples
that contain less than the required number of consecutive frames are
extended by repeating the last frame.

5.5 Results

In this section, a detailed overview of a number of experiments is given.
First, the six different network architectures are analyzed, quantifying
the activity recognition effectiveness of each model. Second, the sam-
ple length is investigated in order to determine the optimal amount
of temporal data necessary to characterize an activity for both the
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Table 5.4: Results for leave-one-subject Si-out cross-validation
(S), with i ∈ {1 . . . 9}, and stratified random split (RS) for
events, feeding MD signatures (a, b, and c), RD maps (d and
e), and RGB images (f) as input to various NNs. Networks (a)
to (f) refer to LSTM, 1d-CNN-LSTM, 2d-CNN, 2d-CNN-LSTM,
3d-CNN, and 3d-ResCNN, respectively. The lowest radar-based
error rates are highlighted in bold.

Events

input Micro-Doppler Range-Doppler RGB

network (a) (b) (c) (d) (e) (f) (f)

S1 14.19 13.96 13.29 14.41 13.29 15.09 23.42
S2 8.05 6.36 9.18 7.98 9.18 5.16 11.23
S3 2.48 1.65 2.48 2.75 2.75 6.06 21.49
S4 5.89 5.46 7.90 4.60 2.30 2.16 13.07
S5 1.27 1.05 2.95 1.05 1.05 2.95 14.56
S6 3.24 3.54 3.54 1.18 1.47 2.65 25.07
S7 5.43 4.65 5.81 4.07 3.88 2.13 12.40
S8 3.33 2.22 4.44 2.22 2.22 5.56 25.56
S9 3.39 0.56 0.00 0.00 0.00 1.69 16.95

S 5.28 4.38 5.51 4.25 4.02 4.83 18.19

RS 4.72 4.17 6.67 4.17 2.78 3.61 15.28

gestures and events data sets. Third, the combination of a video- and
radar-based model is analyzed, measuring the effect of sensor fusion.
Finally, an overview of the best performing model and its configuration
is given, also providing a number of additional insights.

5.5.1 Analysis of Micro-Doppler as Input

The effectiveness of using MD signatures as the input for three different
deep NN architectures is analyzed. These architectures are described
in more detail in Section 5.3. They are defined as (a) LSTM, (b) 1d-
CNN-LSTM, and (c) 2d-CNN. The results for the cross-validation (S)
and random stratified split (RS) are listed in Table 5.3 and Table 5.4.
The sample length of all MD inputs is fixed to 2 s or 30 frames.
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Our results show that one cannot observe a clear difference among
the three networks for both the gestures and events data sets. How-
ever, a significant difference can be noted when comparing the effec-
tiveness between the two separate data sets. While the best performing
network for predicting gestures achieves an error rate of 29.01%, the
best performing network for predicting events achieves an error rate of
4.38%. In both cases, this is the 1d-CNN-LSTM network. Therefore,
one can conclude that MD signatures provide sufficient information
to grasp clear and distinct activities, but that they fail to grasp more
fine-grained movements that occur frequently in smaller gestures.

5.5.2 Analysis of Range-Doppler as Input

In this section, the use of RD maps as input for two different networks,
namely (d) 2d-CNN-LSTM and (e) 3d-CNN, is analyzed. By main-
taining the range dimension, I hypothesize that these models will be
able to better recognize fine-grained activities such as gestures. Ta-
ble 5.3 shows the results obtained for both networks. Indeed, the use
of RD maps directly enables the use of more advanced networks that
are able to take into account the extra information in an effective way.
This is proven by comparing the three MD-based networks to the two
RD-based networks. In general, for the gestures data set, the error
rate is decreased by more than 50% to 13.89% and 5.89% for the S
and RS evaluation methods, respectively. This difference in error rate
is not observed for the events data set, as MD-based networks already
achieved error rates down to 4.38%. In this case, the error rate is
improved to 4.02% by the 3d-CNN network. Furthermore, there is
no significant difference between the use of a three-dimensional CNN
compared to a two-dimensional CNN that integrates an LSTM layer.

Regarding the difference between the two evaluation methods (S
and RS), one can conclude that there is a significant difference in
error rate when focusing on the gestures data set. It is clearly ben-
eficial to allow the network to learn directly from the specific way a
subject performs the different gestures. An absolute improvement of
more than 11% and 8% on the error rate is observed when considering
the 2d-CNN-LSTM and 3d-CNN networks, respectively. Again, this
difference is not significantly noticeable in the case of the events data
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Figure 5.7: Image sequence showing example of normal data
(upper row) and artificially darkened data (lower row).

set as these different events are more general and less person-specific.

5.5.3 Analysis of Video Frames as Input

Notwithstanding the reluctance to use video cameras in an indoor envi-
ronment because of privacy concerns, it is the primary sensor to tackle
the challenge of activity recognition. Moreover, privacy concerns are
less relevant in professional environments, which often already deploy
video cameras for various applications such as video conferencing and
video surveillance.

In this experiment, the effectiveness of learning a model to recog-
nize six gestures or six events based on RGB input data is analyzed.
As can be seen in Table 5.3, using a video camera in normal circum-
stances significantly outperforms the use of a radar device in the case
of the gestures data set. Specifically, the 3d-ResCNN achieves an er-
ror rate of 2.70% and 0.28% on the S and RS evaluation methods,
respectively. However, this neglects suboptimal settings such as dimly
lit environments or obstructing elements in front of the camera sensor.
Moreover, the video-based 3d-ResCNN can take advantage of having
been pretrained on a vast online data set, which aids the training
of this model. As can be seen in Table 5.4, the video-based model
achieves similar results as the different radar-based models regarding
the events data set. It is clear that a radar is in this case the most
viable option to solve the challenge of activity recognition.

To illustrate the weaknesses of using a video camera as the primary
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sensor, the same experiment after artificially darkening the data is re-
peated. For this experiment, the model is not retrained but its capacity
to deal with these artificial data based on its originally learned weights
is tested. This is a fair comparison since radar-based models likewise
do not need to be retrained for dimly-lit or dark circumstances. The
video frames are darkened by lowering the RGB values by 60%. An
example is shown in Figure 5.7. In Table 5.3 and Table 5.4, one can
observe that there is a degradation of effectiveness when such modifi-
cations are applied to the data. Specifically, the effectiveness obtained
for S degrades from an error rate of 2.70% to an error rate of 20.92%
for the gestures dataset, and from an error rate of 4.83% to an error
rate of 18.19% for the events data set. These values are significantly
worse than the radar-based variants, where the best models achieve
an error rate of 13.89% and 4.02% for the two respective data sets.

5.5.4 Analysis of Sample Length

In this section, the optimal sample length for both the gestures and the
events data set is analyzed. Given the average length of a gesture (see
Table 5.1), I hypothesize that the ideal classification length is below
2 s. In case of the events data set, a longer sample length should be
more effective. For this experiment, the best performing 3d-CNN net-
work to measure the influence of the sample length is considered. The
following results are obtained by evaluating with the cross-validation
(S) method. The assumption is made that an optimal sample length,
measured based on radar data, will act as an upper boundary for the
error rate produced by the video-based model. This assumption is
based on the fact that single static video frames by themselves al-
ready contain rich information that can be employed to accurately
predict the performed activity. Therefore, the 3d-ResCNN network is
not considered in this experiment.

For the gestures data set, Figure 5.8 allows observing that the op-
timal sample length is 20 frames, corresponding to a duration of 1.33 s.
For the events data set, one can see that the optimal sample length
is significantly longer. The lowest error rate is achieved when using a
sample length that is in-between 50 and 60 frames, which corresponds
to a duration that is in-between 3.33 s to 4 s. These findings can be
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attributed to the general observation that gestures correspond to short
swift movements, while events can consist of smaller sub-actions that
take place over a longer period of time. For all subsequent experi-
ments, the optimal sample length is used, which is 20 and 50 frames
for gestures and events, respectively.
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Figure 5.8: Analysis of the optimal sample length (in frames)
for both the gestures and the events data set. The measured
sample length runs from 0 s to 6 s. The results are based on
the 3d-CNN network, taking RD maps as input, and where this
network is evaluated by the cross-validation method (S).

5.5.5 Analysis of Model Complexity

In this section, the complexity of the models in terms of the number of
trainable parameters is analyzed, as well as the time needed for evalu-
ating a single sample. The following results are obtained by executing
the networks on a Titan X graphics card. When using the default
input sizes for the MD and the RD data, in combination with a sam-
ple length of 2 s, the MD-based networks LSTM, 1d-CNN-LSTM, and
2d-CNN count 36.2 k, 38.3 k, and 148.2 k trainable parameters, respec-
tively. The RD-based networks 2d-CNN-LSTM and 3d-CNN contain
52.4 k and 123.0 k trainable parameters, respectively. The prediction
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Table 5.5: Error rate for leave-one-subject Si-out cross-
validation (S), with i ∈ {1 . . . 9}, and stratified random split
(RS) for early, middle, and late fusion of radar and video data
on the events data set. The • notation stands for fusion using
clean RGB frames while the ? operator stands for the use of ar-
tificially darkened RGB frames. For both categories best results
are highlighted in bold.

Events

Radar Video Early Feature Late

· • ? • ? • ? • ?

S1 10.81 12.61 19.82 7.88 10.81 9.23 15.09 9.91 9.91
S2 4.31 2.26 7.56 4.10 9.46 2.26 7.27 5.16 5.01
S3 1.65 1.10 10.74 1.10 2.20 0.83 8.26 1.38 1.10
S4 2.59 2.16 9.34 2.87 5.60 1.51 8.84 3.16 3.30
S5 0.63 0.63 5.49 1.05 4.22 0.21 5.06 0.84 1.06
S6 1.77 2.66 11.50 0.44 2.36 0.59 2.95 1.48 1.48
S7 3.29 1.55 5.81 2.13 2.52 2.33 7.56 3.68 3.68
S8 3.33 2.22 23.33 4.44 13.33 0.00 12.22 5.56 5.56
S9 1.13 1.70 25.42 0.00 0.00 0.00 1.70 0.00 0.00

S 3.28 2.99 13.22 2.67 5.61 1.88 7.66 3.46 3.46

of one sample takes on average 3 ms for the MD-based models and
5 ms for the RD-based models. In terms of computational complexity,
I conclude there is a negligible difference among the radar-based net-
works. Moreover, the proposed radar-based models are not restricted
when considering time efficiency.

In contrast, the residual CNN that is employed for the video-based
predictions counts 63.5 M trainable parameters and needs 20 ms to
predict one sample. The large number of trainable parameters shows
the necessity to train this network by starting from a set of pretrained
weights, in order to allow effective finetuning of the weights using our
constructed data sets. Although this model needs significantly more
time to predict one sample in comparison to the radar-based networks,
it is still able to provide real-time predictions at a speed of 50 samples
per second.
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Table 5.6: Error rate for leave-one-subject Si-out cross-
validation (S), with i ∈ {1 . . . 9}, and stratified random split
(RS) for early, middle, and late fusion of radar and video data
on the gestures data set. The • notation stands for the use of
clean RGB frames while the ? operator stands for the use of ar-
tificially darkened RGB frames. For both categories best results
are highlighted in bold.

Gestures

Radar Video Early Feature Late

· • ? • ? • ? • ?

S1 8.01 2.15 19.17 4.15 33.91 0.86 16.74 6.87 9.01
S2 7.90 0.13 19.95 0.06 13.07 0.00 4.40 4.14 6.44
S3 12.33 6.30 18.64 8.92 17.32 2.76 10.11 10.24 11.29
S4 15.09 0.00 7.13 0.33 7.13 0.83 7.96 7.90 13.10
S5 10.99 3.21 16.54 2.84 27.65 0.86 14.07 11.44 11.61
S6 10.92 1.48 20.82 3.19 30.60 1.14 15.13 7.96 10.92
S7 13.47 0.59 13.08 0.79 14.26 0.10 4.82 9.05 12.49
S8 18.02 3.90 34.84 3.30 25.83 2.10 19.22 13.81 17.42
S9 13.28 1.63 24.93 0.54 26.02 0.27 5.15 7.86 11.11

S 12.22 2.15 19.45 2.68 21.75 0.99 10.84 8.81 11.49

5.5.6 Sensor Fusion

In this section, the effectiveness of fusing both sensors is analyzed,
with the goal of developing a robust multi-sensor solution. To that
end, different forms of fusion are applied and each result is analyzed
in detail. First, sensor inputs are fused at the earliest stage. This
entails developing one model that jointly learns features based on the
combined sensor data. This is referred to as early fusion. Second,
features are learned separately per specific sensor and combined af-
ter the feature extraction (convolutional) layers. This is referred to
as feature fusion. Finally, the predictions returned by each separate
sensor-specific model are averaged. This is referred to as late fusion.
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Figure 5.9: Schematic overview of (a) early fusion, (b) feature
fusion, and (c) late fusion. The colors blue, red, and gray are
used for video-, radar-, and fusion-related inputs, respectively.

5.5.6.1 Early Fusion

In the early fusion approach, the input data originating from both
sensors are combined and one network is trained with the goal of rec-
ognizing the different activities based on this combined input. This
results in a network that learns complex features that extract infor-
mation from both the RGB (camera sensor) and RD (radar sensor)
domain. To that end, the 3d-ResCNN model (see Figure 5.5) is em-
ployed with one modification, namely an increase of the number of
input channels of the first convolutional layer to four. This approach
is visualized in Figure 5.9(a).

In order to combine both data modalities at the earliest stage, it is
necessary that both have the same input size. Since the video frames
are scaled, cropped, and transposed to a size of 3× 112× 112, an RD
map is similarly transformed to a size of 1× 112× 112. To that end,
the size of an RD map is first halved (as opposed to quartered) to a
size of 1 × 80 × 126. The range dimension is then padded with zeros
and the outer 14 Doppler bins are removed. The final input size equals
4× n× 112× 112, with n having a value of 20 and 50 for the gestures
and the events data set, respectively.

Table 5.5 and Table 5.6 show the results of the early fusion ap-
proach, together with the results based on the use of a single sensor
for the events and the gestures data set, respectively. In the case of a
video- or fusion-based approach, both the results of using the original
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video data (•) and the artificially darkened variant (?) are displayed
with the goal of showing the efficacy in less than ideal circumstances.
One can notice that the early fusion approach achieves similar error
rates as the video-based approach for both data sets in regular cir-
cumstances. However, for the gestures data set, it is obvious that the
trained model has learned to predominantly focus on the more de-
scriptive video data. This can be concluded based on the significant
increase of the error rate, from 2.68% to 21.75%, when inputting the
deprecated video data. This effect is not pronounced when working
with the events data set, since, in this case, a radar-based approach can
match the effectiveness of a video-based approach. Specifically, the use
of deprecated video data barely degrades the performance from 2.67%
to 5.61%.

5.5.6.2 Feature Fusion

The feature fusion approach entails the use of two modality-specific
networks that are merged after the feature extraction phase. More pre-
cisely, this means concatenating the features obtained after applying
the global average pooling layer of the 3d-ResCNN network (video-
based network) with the features obtained from the last pooling layer
of the 3d-CNN network (radar-based network). Two fully-connected
layers are then applied to the concatenated features in order to fi-
nally produce one output vector representing class probabilities for
each activity. This approach is visualized in Figure 5.9(b) and the
corresponding network is displayed in Figure 5.10.

The results of the feature fusion approach are listed in Table 5.5
and Table 5.6 for both data sets. More precisely, this approach is
able to outperform the radar- and video-based approaches, showing
a clear benefit when fusing both sensors, by achieving an error rate
of 1.14% and 1.88 for the gestures and the events data sets, respec-
tively. By darkening the video data(?), the effectiveness of the fusion
approach degrades but still achieves significantly better effectiveness
than solely using a video-based approach. By training sensor-specific
features and learning to optimally combine these features through two
fully-connected layers, the feature fusion approach is able to exploit
the advantages of both sensors. Figure 5.11 shows the results obtained
by this approach, for both the clean data (Fused) and the artificially
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Figure 5.10: Schematic overview of the feature fusion ap-
proach.
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Figure 5.11: Average error rates on the leave-one-subject-out
cross-validation splits (S) for both data sets. The Fused ap-
proach makes use of feature fusion by combining each modality-
specific network after the convolutional layers.
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5.5.6.3 Late Fusion

Late fusion makes use of two completely independent modality-specific
models in which the class probabilities are averaged to produce a single
prediction per sample. Regarding the radar-specific model, the 3d-
CNN network is used, whereas the video-based input is handled by
the 3d-ResCNN model. This approach is visualized in Figure 5.9(c).

The results obtained by the late fusion approach can be found in
the above-mentioned tables. When observing the • category, it can be
noted that this approach does not optimally combine both modalities.
Specifically, an error rate is achieved that is 7% worse in absolute
terms in comparison with the video-based model for the gestures data
set. This effect is a consequence of the lower prediction accuracy of
the radar-based model. Similarly, the late fusion approach does not
improve upon the single-sensor approaches in the case of the events
data set. However, the combined use of both sensors becomes credible
when taking into account the added value of a radar sensor, which
can function properly when the effectiveness of a video camera sensor
strongly or completely degrades. The ? category shows an absolute
improvement of 8% and 9% over solely using the degraded video sensor
for the gestures and the events data set, respectively.

Table 5.7: Error rate for the S and RS evaluation methods for
the most effective models. In the case of the Video? and Fused?

categories, artificially darkened video data are used as input data
for the 3d-ResCNN model. The Fused category depicts the fea-
ture fusion and late fusion approach in the case of the gestures
and the events data set, respectively.

Gestures Events

S RS S RS

Valid Valid Test Valid Valid Test

Radar 12.22 4.17 5.33 3.68 2.22 3.67
Video 2.15 0.00 1.56 2.99 3.33 3.56
Fused 0.99 0.00 0.77 3.46 2.22 3.46

Video? 19.45 15.56 12.67 13.22 11.11 10.78
Fused? 10.84 9.17 8.44 3.46 2.50 3.67
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Table 5.8: The resulting confusion matrix for both data sets
after summing the confusion matrices of all splits of the leave-
one-subject-out cross validation. The predictions are generated
by the 3d-CNN radar-based network.

Predicted Label Predicted Label
D S Sl Sr Td Tu Su Sd G E C U

Tr
ue

La
be

l

D 356 16 1 2 5 10 Su 342 2 0 0 0 0

S 5 353 0 0 0 2 Sd 1 337 1 0 3 0

Sl 0 3 425 5 0 3 G 0 0 224 0 0 0

Sr 0 1 12 362 1 8 E 0 0 0 221 0 0

Tu 12 4 3 2 295 52 C 0 1 0 0 175 19

Td 5 2 1 6 56 339 U 0 1 3 0 16 159

Gestures Events

5.5.7 Main Results

In this section, I list the best performing model configuration based
on our previous analyses. The exact results can be found in Table 5.7.
I conclude that using the 3d-CNN network results in the best per-
forming set up, with 20 and 50 consecutive RD maps as input for the
gestures and the events data set, respectively. Specifically, this network
takes as input 64× 1×n× 40× 63-dimensional tensors, with 64 repre-
senting the batch size, n equaling 20 or 50 depending on the activity
data set used, and 40× 63 representing an RD map after resizing and
removal of the static Doppler bins. Using the cross-validation evalua-
tion method, this radar-based model achieves an error rate of 12.22%
and 3.68% on the events and the gestures data set, respectively. By
evaluating on the RS test set, the advantage of using person-specific
gesture information when training a model becomes evident, given that
the error rate lowers to 6.00%. Regarding the video-based model, an
error rate of 2.15% and 2.99% is achieved for both data sets, resulting
from fine-tuning a pretrained 34-layered residual CNN on clean video
sensor data. This error rate increases to 19.45% and 13.22% when
testing the same model on artificially darkened video data. Our fusion
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results show that there is a clear advantage of complementing a video
sensor with a radar sensor, even in non-privacy sensitive environments.

Table 5.8 displays the summed confusion matrices for predictions
on each Si split, i ∈ {1 . . . 9}, for both data sets using the 3d-CNN
model. It can be noted that in the case of the gestures data set,
the most static activities, namely Thumb Up and Thumb Down, are
confused among each other, making these gestures the least accurately
recognized. Similar confusion exists between the activities Clothe and
Unclothe. This is due to the very similar nature of both events.

5.5.8 Representation Learning

In classification tasks, a sample is typically categorized by making
use of two or more classes. This entails that, when a sample does
not belong to one of the predefined classes, it is nonetheless force-
fully assigned to one. In the best case, the classifier will assign low
probabilities to each class. For example, in Section 4.5.7, I attempt
to recognize an intruder based on the variance over the different pre-
diction probabilities over a certain time interval. However, there is
a significant chance that the NN will categorize this sample wrongly
with a high probability. Another approach to address this challenge is
to include a null class to which all samples are assigned that do not fit
any of the predefined classes. This approach requires a large number
of diverse samples that describe a rest class. The disadvantage is that
it is hard to nearly impossible to accurately describe a null class since
one cannot collect a data set representative for this class.

A different approach to tackle this challenge is to employ a met-
ric learning technique [48] that learns a low-dimensional representa-
tion [21, 118]. In this section, I aim to build radar-based embeddings
for activities that group together similar activities while separating
dissimilar ones in a Euclidean vector space.

5.5.8.1 Proposed Approach

To create an activity representation, the 3d-CNN is employed using
as input 30 RD maps, representing 2 s of radar data. This network is
modified by removing the softmax non-linearity after the final fully-
connected layer and adapting the number of neurons of this last fully-



5.5 Results 143

connected layer to match the appropriate embedding size. A triplet
loss (see Section 3.3.2.3) is used to train this network. More precisely,
the use of triplet loss encompasses the mining of effective triplets that
can train the network to group similar activities and separate dissim-
ilar activities based on the Euclidean distance in a vector space.

The mining of triplets is done offline by selecting the five worst
triplets per sample in the training set for which the Euclidean distance
between the anchor and the positive sample is largest and the distance
between the anchor and the negative sample is smallest. This is done
based on the predicted embeddings for each sample. Following this
strategy, a number of challenging triplets is selected each epoch and
used to further improve the representation network.

Finally, the effectiveness of the trained network is evaluated based
on its ability to represent radar-based activity samples in a lower-
dimensional space. A threshold is then used to determine whether a
new sample belongs to either one of the known activities or none of
them at all. Specifically, a sample is assessed based on its average
L2 distance towards all samples in the training set per activity class.
For a sample to be deemed as known, the minimum of these average
distances should be lower than a certain threshold. In the other case,
the sample is deemed unknown. Assume X ∈ D to be a sample of the
data set D, and Jk ∈ N to be a set of indices representing the samples
of the training set that belong to activity class k ∈ {1, . . . ,K}. The
function g(X,θ) then equals one if the sample is predicted as known
and zero if the sample is predicted as unknown.

g(X;θ) = 1

 min
k∈{1,...,K}

 1
|Jk|

∑
i∈Jk

||f(X;θ)− f(Xi;θ)||2

 < α

 ,
(5.1)

with α representing the threshold and f the representation network.

5.5.8.2 Experimental Setup

To test the effectiveness of the proposed approach, the 3d-CNN is
trained using a triplet loss on a combination of different activities
and tested on its ability to differentiate between known and unknown
samples. This network is trained for 2,500 epochs using the Adam
optimizer with a learning rate of 0.0001. Empirical results have shown
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that the optimal embedding size equals eight as further increasing this
size does not improve the effectiveness of the network. Therefore, the
final fully-connected layer consists of eight neurons.

For each activity that is included in the training set, 85% of the
samples is effectively included in the training set and 15% is added to
the test set. The latter 15% of the samples of each included activity act
as known samples. The activities that are not included in the training
set act as unknown samples in the test set. A number of combinations
are evaluated to find a number of key insights into the validity of this
approach.

The average error rate is reported. This average error rate denotes
the average number of wrongly classified samples for both the known
and unknown class. The threshold α is set by splitting the test set
into five folds. One fold is used to compute the optimal threshold,
while the other folds are employed the compute the final average error
rate. This sequence is repeated for all five folds and the results are
averaged.

5.5.8.3 Experimental Results

Table 5.9 lists three combinations that are used to train a representa-
tion network. Each combination consists of a number of activities that
are used for the purpose of training and a number of unknown activ-
ities that are used for the purpose of evaluating the trained network.
As described above, 15% of the samples for each included activity is
hold out of the training set and used as known samples in the test set.
These known samples are combined with all unknown samples, which
are represented by the samples originating from an excluded activity.
The three combinations are defined as follows:

• Combo 1 contains 984 samples in the training set from all but
one event: Entering Room, Leaving Room, Sitting Down, Clothe,
and Unclothe. The unknown samples are represented by: Stand-
ing Up, Drumming, Shaking, Swiping Left, Swiping Right, Thumb
up, and Thumb down.

• Combo 2 contains 1686 samples in the training set from all but
one gesture: Drumming, Swiping Left, Swiping Right, Thumb up,
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Table 5.9: Results for three different training combinations of
activities. Each combination is either trained (denoted by ◦) or
tested on an activity. In the latter case, the average error rate is
given, showing the ability to detect the activity as an unknown
class.

Combo 1 Combo 2 Combo 3

Drumming 19.69 ◦ ◦
Shaking 20.38 45.18 ◦

Swiping Left 12.71 ◦ ◦
Swiping Right 11.04 ◦ ◦

Thumb Up 10.18 ◦ 10.44
Thumb Down 11.08 ◦ 15.56

Entering Room ◦ 20.33 ◦
Leaving Room ◦ 8.55 ◦
Sitting Down ◦ 17.35 ◦
Standing Up 8.56 24.94 6.07

Clothe ◦ 17.52 27.68
Unclothe ◦ 16.19 ◦

Average 13.38 21.44 14.94

and Thumb down. The unknown samples are represented by:
Shaking, Entering Room, Leaving Room, Sitting Down, Standing
Up, Clothe, and Unclothe.

• Combo 3 contains 2152 samples in the training set from a mix-
ture of different activities: Drumming, Shaking, Swiping Left,
Swiping Right, Entering Room, Leaving Room, Sitting Down, and
Unclothe. The unknown samples are represented by: Thumb up,
Thumb down, Standing Up, and Clothe.

In Table 5.9, one can observe that the proposed representation
learning technique using a triplet loss and the modified 3d-CNN is ef-
fectively able to make a distinction between known and unknown sam-
ples. Specifically, the three combinations result in an average error
rate of 13.38%, 21.44%, and 14.94%, respectively. The most challeng-
ing activities to represent are those that are similar in nature to known
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Figure 5.12: Visualization of the projected embeddings for all
trained activities and the activity Shaking, with the latter dis-
played as the class Unknown.

activities. In the second combination, one can notice the unknown ac-
tivity Shaking to only have an average error rate of 45.18%. When
observing Figure 5.12, which visualizes the embeddings of all trained
samples used in Combination 2 (after projecting these embeddings to
two dimensions using PCA), it is obvious that this activity is mapped
to the similar activity Drumming. Figure 5.13 visualizes Combina-
tion 3 together with the activity Thumb Up, with the latter acting as
the unknown class. As can be seen, these samples are not grouped
together and are not matched to the other known samples, resulting
in an average error rate of 10.44%.

5.6 Interpretability

It is a common knowledge that a major drawback of using CNNs over
traditional approaches is the inability to explain the predictions made
by CNNs. In order to enhance the interpretability of CNNs, significant
effort is observed in the field of computer vision. In contrast, the radar
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Figure 5.13: Visualization of the projected embeddings for all
trained activities and the activity Thumb up, with the latter
displayed as the class Unknown.

community does not focus on this aspect of deep NNs. In this section,
I aim at improving the interpretability of radar-based deep CNNs by
using gradient-weighted class activation maps (Grad-CAM) [121]. By
applying a number of modifications, Grad-CAM can also be leveraged
to enhance the interpretability of models that use RD maps as input.

Methods to improve the interpretability of NN-based models can be
organized in two categories. The first category contains perturbation-
based forward propagation methods. These methods use distortion-
based approaches to modify the input image in an iterative fash-
ion and score the pixels based on their contribution to the predic-
tion [127, 131, 164]. Naturally, these techniques are studied in the
image domain, using perturbations having a minimum impact on the
human perception of an image. However, when dealing with RD maps,
the usage of slight perturbations is difficult to argue for, since it cannot
be guaranteed that a small perturbation in an RD map will not lead
to significant changes in the motion and thus the true information in
the data.
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(a) (b) (c) (d)

Figure 5.14: (a) Initial image along with the output produced
by a set of visualization techniques, targeting the label in the
bracket. (b) Vanilla backpropagation (bull mastiff ), (c) guided
backpropagation (bull mastiff ), and (d) Grad-CAM (bull mas-
tiff ) [127].

The second category of methods, namely backpropagation-based
approaches, do not modify the input image. Instead, they use the gra-
dients as well as the activations from the model to increase the inter-
pretability of a model. Examples of such techniques are vanilla saliency
maps [128], guided-saliency maps [133], class activation maps [170],
and Grad-CAM [121]. During the visualization phase, the former two
are only concerned with the backward pass in the model, whereas
the latter two take into account the components of both the forward
and the backward pass. Figure 5.14 depicts visual examples of these
methods and a more detailed comparison can be found in [127].

5.6.1 Grad-CAM

As described before, Grad-CAM is concerned with both the forward
and backward pass of a model. In order to use this method, a layer of
interest must be selected, as well as the target class. For the sake of
clarity, the details and the proposed improvements of the forward and
backward pass are explained separately.

Forward pass Let us write the forward pass of an NN f with
weights θ and input X as ŷ = f(X;θ). Furthermore, let us denote
the discriminative features maps of layer of interest ` as A(`), which
is a tensor of size k × u × v, with k, u, and v denoting the number
of feature maps, the width of the feature map, and the height of the
feature map, respectively.
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Backward pass Consider the output of the NN f(X;θ), which is
a vector that contains the prediction likelihoods. The gradient of the
output is computed with respect to the feature maps of interest A(`),
with the gradient sourcing only from the target class of interest c, i.e.,
∂f(X;θ)c

∂A(`) . Similarly, this gradient is of size k × u× v. The outcome is
subsequently computed as the gradient-weighted global average of the
discriminative features maps as follows:

αk = 1
u× v

∑
u

∑
v

∂f(X;θ)c

∂A
(`)
k,u,v

, (5.2)

M = ReLU
(∑

k

αkA
(`)
k

)
, (5.3)

MGrad-Cam = M −min(M)
max(M)−min(M) . (5.4)

The application of a rectifier non-linearity to the gradient weights
is required to only focus on the positive gradients from the model,
which are assumed to highlight the points of interest (i.e., containing
positive multipliers). This output map is then normalized and resized
to match the shape of the input, as shown in Figure 5.14(d).

Modifications The Grad-CAM method is developed to function
with images that typically have three dimensions channels×height×
width. However, in our case, the input also contains temporal data,
thus coming with one extra dimension. In order to produce gradient-
weighted feature maps individually for each time frame, Equation 5.3
is modified as follows:

αk,t = 1
u× v

∑
u

∑
v

∂f(X;θ)c

∂A
(`)
k,t,u,v

, (5.5)

Mt =
∑

k

αk,tA
(`)
k,t, (5.6)

where t denotes the time frame. The set of absolute maps for all
frames is then written asM = {|M1|, |M2|, . . . , |Mn|}. Note that, in
Equation 5.6, no ReLU activation is used because we are interested
in understanding both the negative and the positive contributions.
Positive activations are separated from negative ones in the following
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way:

Mt+ = Mt � 1{Mt > 0}, (5.7)
Mt− = |Mt � 1{Mt < 0}| , (5.8)

MGrad-Cam
t+ = Mt+ −min(M)

max(M)−min(M) , (5.9)

MGrad-Cam
t− = Mt− −min(M)

max(M)−min(M) , (5.10)

where � denotes the Hadamard multiplication and 1 denotes the in-
dicator function. For both positive and negative activations, the min-
imum and maximum overM is computed in order to retain a compa-
rable normalization range for each output.

5.6.2 Model Architecture and Results

As discussed in more detail below, the Grad-CAM technique is applied
to a slightly altered version of the 3d-CNN radar-based model.

Input size In order to better understand what is learned by the
model, the input size n is set to 50 frames. By doing so, it is possible
to analyze whether padding affects the prediction or not. On the one
hand, an activity sample that contains less than the desired 50 frames
is padded with the median RD map. This median RD map is deduced
from all RDmaps in the training set and is shown in Figure 5.15, Frame
19. On the other hand, when the sample is longer than 50 frames, only
the middle 50 frames are retained. The range and velocity dimensions
of an RD map 160 × 256 are downsampled by a factor of two (i.e.,
80×128) and the two center Doppler bins - representing static objects
- are also removed. This results in an input size of 1× 50× 80× 126
for each sample.

Time pooling Since our aim is to retain the temporal information
and interpret the contribution of each separate RD map, the tem-
poral pooling operation is omitted. The three-dimensional pooling
operations of the 3d-CNN, displayed in Figure 5.4, are changed to
1× 2× 2-dimensional pooling operations. That way, the last pooling
layer results in 64 feature maps per inputted RD map. The adapted
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network is referred to as 3d-CNN? throughout this chapter.

Results The 3d-CNN? is trained using the Adam optimizer with
a learning rate of 0.0001 for 500 epochs long. As a result, for the
gestures data set and using the RS evaluation method, an error rate
of 7.50% and 8.77% is achieved on the validation set and the test set,
respectively. The highest single class error rate on the validation set is
15.00% for the activity Drumming and 16.00% for the activity Thumb
down on the test set.

5.6.3 Interpretability Results

Measuring the effectiveness of deep NN interpretability techniques is
not a straightforward task unless the result is strictly measured under
the settings of weakly-supervised object localization [66, 121]. When
the problem at hand cannot be formulated as object localization, the
visual correspondence of the activation maps is mostly measured. For
example, when Grad-CAM is used on the image given in Figure 5.14(a)
with the target label bull mastiff, the resulting output is displayed in
Figure 5.14(d). The activation maps are trivial to evaluate in terms
of visual correspondence, as the activations land on their respective
target labels on the image. However, in our case, the input consists of
50 RD maps that are hard to interpret by humans.

Three hypotheses are put forward: (1) positive Grad-CAM activa-
tions land on high-power reflections that characterize the movement
of specific activities in RD maps, while padding frames at the end
of the activity contain low-power reflections that do not characterize
the activity, (2) Grad-CAM results for each separate RD map can
be summed over the range axis to shape a Grad-CAM MD frame, in
which the activations reflect high-power reflections in the original MD
frame, (3) the magnitude of the positive activations can be seen as an
indicator for the importance of each RD map regarding the prediction
of the correct activity.

A detailed example containing (a) frame indices, (b) RD maps,
(c) corresponding video frames, (d) positive activation maps, and (e)
negative activation maps for the activity Swiping Left is provided in
Figure 5.15. In what follows, I discuss each of the described hypothe-
ses.
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Figure 5.15: (a) index, (b) RD map, (c) video frame, (d) posi-
tive Grad-CAM, and (e) negative Grad-CAM of the action swipe
left is given for multiple frames. The x-axis and the y-axis of
the RD maps and the Grad-CAM images, which are omitted
for visual clarity, correspond to range and velocity, respectively.
Note that, for this example, Frame 19 and onwards are padding
frames and have no video correspondence.

Hypothesis (1) Figure 5.15 shows that the positive Grad-CAM
results indeed highlight those parts that reflect relevant movements,
putting the emphasis on close-range and large movements. The nega-
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Figure 5.16: Micro-Doppler signature of (a) an input sample,
(b) a positive Grad-CAM activation, and (c) a negative Grad-
CAM activation for the sample given in Fig 5.15.

tive Grad-CAM results marginally highlight parts in which no move-
ments occur. Moreover, padding frames do not seem to contribute to
the prediction.

Hypothesis (2) As can be observed in Figure 5.15, each RD map
produces its own positive and negative Grad-CAM output. However,
analyzing all 50 Grad-CAM frames for multiple samples is a time-
consuming task that requires significant effort. Therefore, all Grad-
CAM RD maps are merged into a single Grad-CAM MD signature
image by first summing each frame over the range dimension and con-
catenating after (similar to the construction of an MD signature). Fig-
ure 5.16 shows the MD signature of (a) RD input frames, (b) positive
Grad-CAM outputs, and (c) negative Grad-CAM outputs which are
generated from the same example given in Figure 5.15. This example
shows that it is possible to convert RD maps of Grad-CAM outputs
into MD signature maps and still retain the meaningful information
about the Grad-CAM activations that highlight similar parts.

Hypothesis (3) The magnitude of each Grad-CAM frame is mea-
sured individually, with the goal of finding a correlation between the
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Figure 5.17: (a) Average magnitude of average Grad-CAM
output and its 95% confidence interval for the samples in the
training and validation data set, listed in sorted fashion. (b)
Average change in the prediction logit and its 95% confidence
interval when the frame that corresponds to the nth highest
Grad-CAM output is replaced with a padding frame.

prediction importance of a frame and its Grad-CAM result. In this
context, the total magnitude of each positive Grad-CAM result is com-
puted and sorted by magnitude. Each sample in the training and val-
idation set is subsequently replaced with the padding frame and the
difference in prediction between the original sample and the modified
sample is observed. Specifically, the importance of a single RD map
is measured by replacing it with the padding.

Figure 5.17(a) and Figure 5.17 show the magnitude of the Grad-
CAM results for 50 frames (sorted by descending magnitude) and the
change in the logits of the prediction for the correct label, when the
frame under consideration is replaced with the padding frame, respec-
tively. The results provided in Figure 5.17(a) and Figure 5.17(b) show
the mean and 95% confidence interval for samples taken from both the
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training and validation set. One can conclude that there is a strong
correlation between the total magnitude of a Grad-CAM frame and
the reduction in the prediction logit when that RD map is taken out.
In particular, the higher the magnitude of the positive Grad-CAM
output, the larger the change in the prediction will be when replac-
ing the frame with the padding frame. Thus, this shows that positive
Grad-CAM outputs can be used to assess the relative importance of
each RD map for the prediction.

5.7 Conclusions

In this chapter, I have proposed a novel approach towards automatic
indoor human activity recognition, leveraging deep NNs that take as
input data originating from radar and video camera sensors. To that
end, two data sets that consist of 2,347 and 1,505 samples distributed
over six different types of gestures and events, respectively, have been
constructed. When considering the radar sensor, I concluded that it
is optimal to use a three-dimensional CNN that takes as input 20 and
50 sequential RD maps for the gestures and the events data set, re-
spectively. These models achieve an error rate of 12.22% and 3.68%
on the gestures data set and the events data set, respectively. When
considering the camera sensor, a pretrained residual CNN is used and
obtains an error rate of 2.15% and 2.99% on the same respective data
sets. In ideal and non-privacy sensitive circumstances, it is optimal
to make use of a feature fusion approach that achieves an error rate
of 0.99% and 1.88%, again on the same respective data sets. More-
over, it is beneficial to combine both sensors in order to enable activity
recognition in non-ideal circumstances such as dark environments or
(partial) obstruction of the camera view. By artificially darkening
the camera sensor data, the effectiveness of these models significantly
worsens to an error rate of 18.19% and 15.31% for the respective data
sets used. Several insights into the functioning of radar-based models
are obtained by applying a modified form of Grad-CAM, showing that
the radar-based CNN models focus on the movements captured by the
RD maps. Moreover, using a triplet loss, an 8-D embedding is learned
that enables the effective discovery of new activities with an average



156 5 Human Activity Recognition with Multi-Sensor Data

error rate of 13.38%, 21.44%, and 14.94% for three test cases, respec-
tively. To summarize, I successfully built a solution to automatically
recognize gestures and events in a realistic scenario, taking advantage
of both an FMCW radar and a video camera sensor.



6
Conclusions and Future

Perspectives

Computer vision aims at enabling computers to see and, at the same
time, comprehend the world around them. The sensor that is predomi-
nantly used in CV-related tasks is a video camera. This sensor records
data that are closely related to those humans receive from their vision
sensors. In this dissertation, I have developed state-of-the-art vision
algorithms using a video camera and a radar sensor. A radar sensor
impeccably complements the capabilities of a video camera sensor by
(a) capturing significantly different information, (b) being unaffected
by lighting conditions, and (c) being privacy-preserving. The com-
bination of both sensors results in augmented vision that can tackle
multiple complex applications. In this chapter, a summary of conclu-
sions is provided, together with a number of future research directions.

6.1 Research Conclusions

This dissertation tackles a number of vision-related tasks: (a) concept
recognition, (b) face recognition, (c) gait recognition, and (d) activity
recognition. To that end, two complementary sensors are used to ef-
fectively record information from the environment.

In Chapter 3, I have extensively described an automated pipeline to
generate fine-grained metadata for news broadcast video segments,
with the metadata consisting of keyphrases and candidate persons.
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State-of-the-art deep NNs are employed to tackle several subtasks
that arise when dealing with the use case at hand. More precisely,
keyphrases and NEs are extracted from transcribed audio as potential
concepts and candidate persons, respectively. Subsequently, a num-
ber of algorithms are employed to match these candidates with video
frames, eventually resulting in video segments that have been enriched
with fine-grained annotations. The contributions of this chapter lie in
the creation of a keyphrase visual-representativeness algorithm and
the development of multiple state-of-the-art solutions that are neces-
sary to create an end-to-end video enrichment pipeline encompassing
both concept and face recognition. The evaluation is in principle qual-
itative, showing the potential of the developed pipeline to enrich video
content. By increasing the overall searchability of video content, the
proposed system can help broadcast companies in better organizing
and monetizing this type of content.

While Chapter 3 dealt with extracting relevant metadata from camera-
based data by developing a solution for recognizing persons using face
recognition, Chapter 4 attempts to solve the same challenge of hu-
man identification using the gait of a person. In this chapter, a fea-
ture learning approach towards the automatic identification of persons
walking spontaneously in different rooms was proposed. The proposed
approach made use of an FMCW radar as sensor. A deep CNN was
applied to automatically extract features from the processed MD sig-
natures and compute accurate probabilities over five targets. The
IDRad data set was constructed, consisting of five targets and split
into a training, validation, and test set consisting of 20 minutes, 5
minutes, and 5 minutes of data per target, respectively. An in-depth
investigation was conducted of multiple input configurations, leading
to the conclusion that an optimal input signal can be obtained by cut-
ting out the outer 24 Doppler bins and the 3 static Doppler bins of a
thresholded MD signature with a duration of 3 s. With this input, an
error rate of 24.70% on the validation set and an error rate of 21.54%
on the test set for five different targets is achieved. I validated the
effectiveness of the feature learning approach used by comparing it to
a combination of PCA with a SVM and a RF. The deep CNN signifi-
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cantly outperformed these approaches by an absolute margin of 17%.
When experimenting with larger time windows, it was possible to fur-
ther lower the error rate to 0% for above 25 s windows. Moreover, the
approach was extended in order to create an intruder detection system
that alerts when an unknown person enters a certain area.

While Chapter 3 and Chapter 4 each uses a different sensor and ap-
proach to accomplish a similar goal, namely identifying a human,
Chapter 5 uses both sensors with the goal of recognizing human ac-
tivities. This task is exceptionally relevant for both sensors as it is
characterized by a combination of visual- and motion-based features.
In this chapter, a novel approach towards automatic indoor human ac-
tivity recognition is proposed, leveraging deep NNs that take as input
data originating from a video camera and a radar device. To that end,
two data sets have been constructed which consist of 2,347 and 1,505
samples distributed over six different types of gestures and events, re-
spectively. When considering the radar device, I concluded that it is
optimal to make use of a three-dimensional CNN that takes as input
20 and 50 sequential RD frames for the gestures and the events data
set, respectively. These models achieve an error rate of 12.22% and
an error rate of 3.68% on the gestures and the events data set, re-
spectively. When considering the video camera, a pretrained residual
CNN is used, obtaining an error rate of 2.15% and an error rate of
2.99% on the respective data sets. In ideal and non-privacy sensitive
circumstances, it is optimal to make use of a feature fusion approach
that achieves an error rate of 0.99% and an error rate of 1.88% on
the respective data sets. Moreover, there is a clear benefit in combin-
ing both sensors in order to enable activity recognition in the case of
non-ideal circumstances such as dark environments or in the case the
view of a video camera is partially blocked. By artificially darkening
the camera video data, the effectiveness of these models significantly
worsens to 18.19% and 15.31% for both data sets. Several insights
in the functioning of radar-based models are obtained by applying a
modified form of Grad-CAM, illustrating that the radar-based CNN
models focus on the movements captured in the RD frames. Moreover,
an 8-D embedding is trained using a triplet loss that enables the effec-
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tive discovery of new activities with an average error rate of 13.38%,
21.44%, and 14.94% for three different combinations of known versus
unknown activities, respectively.

6.2 Future Perspectives

The domain of CV has drastically changed over the last seven years
thanks to the advent of new algorithmic tools [70, 93, 43], process-
ing power, and vast labeled data sets [58, 59, 112]. The default
approach has shifted from a focus on advanced hand-engineered fea-
tures [95, 79, 19] to learned features using NNs. This shift changed the
focus of finding the most optimal features to finding the optimal (hy-
per)parameters that define the architecture and training procedure of
an NN. As a result, significant performance boosts could be observed
for tasks such as image classification, object recognition, and image seg-
mentation (among others). However, these improvements came at the
cost of decreased interpretability and increased computational costs.
Nonetheless, a plethora of CV-oriented tasks have entered our daily
lives such as face recognition and biometric scanning systems, image
filters, medical image analysis, and surveillance system, to name a few.
There exists a strong believe that this influence will only and sharply
increase in the foreseeable future. In what follows, I will discuss sev-
eral relevant and interesting research topics that are applicable in the
domain of CV and ML, with a number of references to the developed
algorithms described throughout this dissertation.

Meta-Learning

The essence of a feature learning approach is to omit the difficult task
of extracting optimal hand-engineered features, considering the task
at hand. However, this search has been replaced with the search of
finding the optimal (hyper)parameters regarding the configuration of
an NN and its training procedure. The topic of meta-learning aims at
addressing this issue by learning how to tackle certain problems based
on prior experience. This prior experience can for example consist of
hyperparameters, the network architecture, the accuracy measure, or
other training properties. Meta-learning fits in the broader domain
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of automated ML (autoML). Specifically, autoML aims to automate
the entire process that is involved when training an ML model for a
specific problem. Three well-known techniques relevant for this do-
main are Bayesian optimization [104], reinforcement learning [172],
and evolutionary algorithms [85].

In the future, cumbersome hand-engineered optimization of hyper-
parameters, nowadays still deemed more of an art than exact science,
could be replaced by meta-learning algorithms that can find the opti-
mal parameters automatically based on the characteristics of the task.
Moreover, the technique can be used to discover new architectural
components that could unravel new types of networks [172].

Meta-learning can also be highly relevant for the automated pipeline
described in Chapter 3. Due to the dynamic approach taken to-
wards dealing with training sets that are built on-the-fly, a meta-
learning algorithm could define the type of classifier and the training
paradigm that are the most effective with respect to data collected
online. This could for example be based on the imageability of the
keyphrase targeted or the size of the training set constructed. That
way, a keyphrase-specific classifier could be defined and trained based
on the available context instead of predefined static parameters.

Interpretability

Although NNs dominate the majority of solutions built for various
CV-related tasks at the time of writing this dissertation, many funda-
mental challenges still exist and arise. First and foremost, it is difficult
for humans to grasp the inner workings of a deep NN. To that end,
interpretability is the field that attempts to explain the decisions made
by ML algorithms [26].

The reasoning behind the decisions that are made by an ML al-
gorithm is vital to understand these decisions. Among others, it can
indicate whether the prediction was safe, fair, ethical, and correct.
Furthermore, understanding these reasons can unveil how to correct
and improve the algorithm (debugging). Next to striving for maxi-
mal performance when tackling a certain problem, one should avoid
to introduce existing societal biases through the use of a biased data
set [144]. For example, in [10], gender biases are discovered in word
representations, with this bias enforcing gender stereotypes. The over-
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all increasing significance of many ML-based applications in our daily
lives demands the understanding of the predictions made.

Moreover, a different angle to interpretable models is that one
can learn new features that were previously unknown. Before, hu-
mans were applying expert knowledge to digital data to extract hand-
engineered features, a feature learning approach can unveil unusual fea-
tures that lead to new insights. This is of great interest for fields such
as quantum chemistry and quantum physics in which feature learning
approaches could show new behavior that fits or does not fit in existing
theories. In [119], a network is trained to predict the total energy for
different molecules of intermediate size and a classification of aromatic
rings with respect to their stability is revealed.

Second, its susceptibility to adversarial attacks makes deep learning
algorithms difficult to trust in sensitive applications such as medical
imaging [34, 96] or self-driving vehicles [16, 130]. In [31], a set of
black and white stickers is used to, among others, transform a cor-
rectly classified stop sign into a speed limit 45 sign. This shows the
vulnerability of employing algorithms that are not fully understood in
life-threatening situations.

Interpretable models could also greatly aid the diagnosis of how
the trained NN in Chapter 4 differentiates among the gait of the dif-
ferent subjects. By extracting which elements from the MD signature
contribute to identifying each subject, one could adapt certain design
decisions with the goal of further improving the identification accu-
racy. I strongly believe that the field of interpretability will continue
to grow as one of the most important domains in deep learning. At
the same time, ensembles that combine deep NN-based methods with
white box ML algorithms can aid in finding intermediary solutions
that provide more trustworthiness.

Domain Adaptation

The collection and annotation of large data sets for every new task
and domain is a highly expensive and time-consuming process. More-
over, sufficient training data may not always be available. Domain
adaptation is a particular case of transfer learning that utilizes labeled
data in one or more relevant source domains to execute new tasks in
a target domain [153]. [25] showed that a domain shift in deep NNs
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affects their effectiveness. The trained features transition from gen-
eral to specific, with the transferability of the representation sharply
decreasing in deeper layers.

An adversarial-based approach towards automatic domain adap-
tation uses a generative adversarial network (GAN) [40]. This model
uses a generative network that extracts the distribution of the data
and a discriminative network that distinguishes whether a given sam-
ple is produced by the generator network or originates from the train-
ing set. In [76], the core idea is to generate synthetic target data
that are paired with synthetic source ones. To that end, one GAN
per domain is trained for which the weights of the first few layers in
the generative models and the last few layers in the discriminative
models are tied. This weight-sharing constraint allows it to achieve
a domain-invariant feature space without correspondence supervision.
Similarly, [29] employs a GAN to generate data that is adaptable to
different operational environments and improves the performance over
solely training based on real data. [3] proves that generated data using
a GAN can outperform a transfer learning strategy.

Domain adaptation has the potential to use the available labeled
data and trained networks as initial seeds for tasks that have few data
samples available. The MD-based NN trained in Chapter 4 could be
employed to augment the performance of the MD-based networks in
Chapter 5 using domain adaptation techniques. Large video-based
data sets consisting of predominantly outdoor activities such as [59]
could be employed in a more effective way to improve the functionality
of the video-based models in Chapter 5. Moreover, domain adaptation
could aid in applying cross-model supervision. Specifically, a video-
based model trained on online available data sets could be employed
to act as a supervision signal for the training of a radar-based model
in the event of recording with both sensors, so to be able to omit the
process of manual labeling.

Sensor Fusion

Sensor fusion is the process of merging data from multiple sensors with
the goal of reducing the amount of uncertainty that may be involved
when attempting to solve a certain task [37]. It can greatly improve
the ability to deal with challenges that appear in advanced real-world
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scenarios. A video camera and radar sensor are combined in [94] with
the goal of detecting hazardous situations in vehicles. Similarly, [77]
aids visually impaired people in navigating the environment.

In Chapter 5, I show the potential benefits of fusing two different
sensors in an indoor environment. I believe that the use of multiple
sensors will become even more important to deal with challenges that
will arise when scaling up the complexity of the targeted applications.
Similarly, sensor fusion could greatly improve the efficacy and usabil-
ity of the developed approach in Chapter 4. First, the approach suffers
from multi-path reflections and shadowing effects present in the radar
data. The use of more radar sensors that are optimally placed could
enable the development of a robust denoising algorithm that allows
filtering multi-path reflections and mitigating shadowing effects. Sec-
ond, an effective tracking algorithm could allow for separation and
clear isolation of MD signatures coming from more than one person
in order to allow for the identification of multiple persons at the same
time. Finally, different types of sensors such as infrared cameras could
be added in a sensor fusion-based approach in order to further aug-
ment the effectiveness of the developed solution.
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