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1 Introduction

1.1 Functional magnetic resonance imaging
In over two decades, functional magnetic resonance imaging (fMRI) has
become the most used method to study the function of the human brain.
Since its development in 1992 by Ogawa et al. (1992) and Kwong et al.
(1992), fMRI has been widely applied in both clinical settings as in (neuro)
scientific contexts. The reason for its popularity is the fact that fMRI can
provide images of the brain that are both safely and non-invasively ob-
tained, while its predecessors computerized tomography (CT) imaging and
positron emission tomography (PET) scanning required X-ray exposure
and radioactive tracers respectively. In order to understand fMRI and its
data, magnetic resonance imaging (MRI) principles, neural activity and
the structure of the obtained data are discussed in this first chapter.

1.1.1 A brief overview of MRI physics

MRI is based on a few key physical principles that form the basis for the
detection of MR signal. In order to talk about the statistical analysis
of functional MRI data, the generation of this type of data has to be
discussed first. A brief review of these physical principles is given below.
For a more exhaustive overview, see e.g. Huettel et al. (2004).

1



2 Chapter 1

Nuclear spins

Our bodies are built out of atoms which contain protons, neutrons and
electrons. The first two parts are combined in the atomic nucleus. Dif-
ferent atoms consist of differently composed nuclei. For MRI, the most
interesting atom is the 1H isotope of hydrogen. First, hydrogen nuclei are
abundantly present in the human body. Secondly, these hydrogen nuclei
contain only a single proton. Under normal thermal conditions, this sin-
gle proton spins around itself. Since a proton is positively charged, this
rotation creates a loop of current that in turn creates a small magnetic
field. This magnetic field is called the magnetic moment, µ. The sum
of the magnetic moments of these hydrogen nuclei is called net magne-
tization, M . As the proton also has a mass, this rotation results in an
angular momentum, J , that defines the direction and the amount of an-
gular motion of the proton. Nuclei that possess both magnetic moment
and angular momentum are called spins. The ratio of µ/J , called the gy-
romagnetic ratio of the nucleus, is critical for fMRI. The magnetic part of
‘magnetic resonance imaging’ refers to these (electro)magnetic properties
of the nuclei.

Magnetization

In normal conditions, these spins have a random orientation. As a result,
their magnetic moments cancel each other out and result in a net mag-
netization M that is infinitesimally small. However, the larger M , the
stronger the MR signal becomes. To increase this net magnetization and,
consequently, the strength of the MR signal, the human body is placed
in a strong magnetic field with strength B0 measured in Tesla (T) within
the MRI scanner. When placed in the scanner’s external magnetic field,
the spin axis of the spins aligns with its direction, called the longitudinal
direction (see Figure 1.1A and 1.1B). This alignment is not perfect, since
spinning protons in a magnetic field initiate a rotation around the axis
representing the direction of the magnetic field. This motion is called pre-
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cession and is similar to a spinning top that wobbles but does not fall (see
Figure 1.1C). The plane in which the spins precess is called the transverse
plane. The frequency at which the spin precesses around the axis of the
external magnetic field is called the Larmor frequency or ω. As ω = γB0,
the Larmor frequency can be computed given the gyromagnetic ratio of
the spins and the strength of the scanner’s external magnetic field.

Precessing spins can possess two possible states when placed in a mag-
netic field. Either the axis around which they precess is parallel to the
magnetic field or antiparallel. Protons in the parallel state have a lower
energy level and are more stable, while adopting the antiparallel state
requires a higher energy level and is not stable. As a result, more spins
assume the parallel state, which results in a larger net magnetization and
a stronger MR signal. The most efficient way to control the number of
parallel spins is by manipulating the strength of the magnetic field. An
increase in strength will increase the amount of energy needed to adopt
the antiparallel state. As a result, more protons shift to the low-energy
state, which results in an increase in net magnetization. Net magnetiza-
tion, however, cannot be measured directly. To measure M indirectly, a
process called excitation is used.

A. B.

M
agnetic field M

ag
ne

tic
 fi

eld

Precession

C.

Figure 1.1 Visual representation of spins as they behave naturally (A)
and when they are placed in a magnetic field (B). C shows the precessing
of a spin around the general direction of the magnetic field it is placed
in.
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Excitation and MR signal reception

As a spin falls from the high-energy state to the low-energy state in a
magnetic field, it emits energy in the form of photons. This energy is
crucial to measure the amount of MR signal in the brain. To detect
this energy, the MRI scanner uses radio-frequency (RF) coils. The RF
coils produce electromagnetic fields called pulses (B1) that oscillate at the
Larmor frequency of the hydrogen nuclei. This pulse is presented during a
few milliseconds. Since this pulse oscillates at the Larmor frequency, the
spin will resonate with that pulse and its electromagnetic energy will be
absorbed by some (but not all) protons that are in the low-energy state
(Bloch, 1946; Purcell et al., 1946). This is the resonance part in the term
‘magnetic resonance imaging’. This will cause the low-energy spins to flip
to the high-energy state. This process is called excitation. When the
spins are excited due to the electromagnetic pulse, the net magnetization
will flip from the longitudinal direction of the external magnetic field to
the transverse plane. Its downward motion will follow a spiral path, a
process that is called nutation. This changing magnetic field due to the
rotating net magnetization can be detected by the RF coils and will result
in measurable MR signal. A visual representation of this process can be
seen in Figure 1.2.
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Figure 1.2 Visual representation of the nutation of the net magneti-
zation M . Without excitation, M is aligned with the direction of the
magnetic field of the scanner (M1). Due to the excitation pulse, B1,
M flips to the transverse plane (M3). This downward motion follows a
spiral path (M2).

As the flip of the net magnetization mentioned above perturbs the nat-
ural equilibrium of the nuclei, the protons want to readopt the low-energy
state when the excitation pulse is taken away. This is done by emitting
the excess electromagnetic energy that was introduced by the excitation
pulse after the latter is removed. During this process called longitudinal
relaxation, the net magnetization rotates back to the longitudinal plane,
because the spins emit the excess electromagnetic energy from the excita-
tion pulse. The time constant associated with this longitudinal relaxation
process is called T1, and the process is also called T1 recovery. Removing
the excitation pulse also leads to a second phenomenon called transverse
relaxation. Spins under excitation precess at the same phase, but gradu-
ally become out of phase as the pulse is taken away, resulting in a loss of
net magnetization and, thus, MR signal. This loss of signal is called T2

decay, since the time constant associated with this relaxation process is
T2. A time constant closely related to T2, T ∗2 will play a crucial role to
indirectly measure neural activity, which is done during functional MRI
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(fMRI). A visual representation of the latter time constants can be seen
in Figure 1.3.

MR signal 

Time

T2* T2

Figure 1.3 Visual representation of the time constants in the time
course of the MR signal.

1.1.2 From MRI to fMRI

Neuroscientists use the MR principle to localize functions such as memory,
language, visual processing, etc. in the brain. This is where the ‘func-
tional’ in fMRI comes from. When a brain region becomes active due to
a certain task or stimulus, the neurons in this region need energy. The
main fuel sources that the brain needs are glucose and oxygen. These en-
ergy sources are continously provided through blood flowing to the brain.
When neural activity increases, however small this increase may be, there
will be an increase of oxygenated blood that is supplied to the active brain
region. This is called the haemodynamic response. The active neurons
use the oxygen and glucose present in the blood, resulting in deoxygena-
tion of that blood. As a consequence, the ratio between the amount of
oxygenated and deoxygenated blood at that region will change.

fMRI can use magnetic resonance principles to locate the occurrence
of the haemodynamic response because of the different magnetic proper-
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ties of oxygenated and deoxygenated blood (Pauling and Coryell, 1936).
Oxygenated blood consists of oxygenated hemoglobin (iron), which is not
magnetic, while deoxygenated blood consists of deoxygenated hemoglobin,
which is paramagnetic, i.e. attracted to a magnetic field. As a result,
deoxygenated blood has more magnetic susceptibility than oxygenated
blood. Magnetic susceptibility is the distortion that can be detected in an
external magnetic field when a paramagnetic object is introduced in that
field. This larger magnetic susceptibility will result in a faster transverse
relaxation, shorter T2 and T ∗2 values and a loss in MR signal. However,
since neural activity will lead to a much larger increase in oxygenated
blood compared to deoxygenated blood, the MR signal will increase at
that location. This is called the Blood Oxygenation Level Dependent ef-
fect. It is this BOLD signal that is measured during fMRI. The course
of the BOLD signal due to neural activation follows a specific pattern,
called the haemodynamic response function. In conclusion, BOLD fMRI
does not measure neural activity directly, but indirectly through a blood-
related correlate of brain activation (Handwerker et al., 2012). The time
course of the BOLD signal is shown in Figure 1.4.
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BOLD
signal

stimulus
onset

initial dipinitial dip

primary response

negative
overshoot

time
4-8s

Figure 1.4 Illustration of a typical BOLD response. After a stimulus
is presented, a small dip in the ratio of oxygenated versus deoxygenated
blood occurs. After this dip a large amount of oxygenated blood is
sent to the location of neural activity. This results in an increase of
the BOLD signal, which peaks at around 6 seconds after the stimulus
was presented. After the peak, the BOLD signal returns to baseline,
but before this happens there can be a post-stimulus undershoot. The
typical BOLD response lasts for about 25 seconds.

1.2 The statistical analysis of functional MRI
data

1.2.1 The fMRI experiment

Example: the face area

One example of an fMRI experiment is that of Kanwisher et al. (1997),
in which the authors wanted to find the region specialized in processing
faces. Subjects were put into the scanner while they had to perform a
passive viewing task. During the task, subjects had to alternate between
blocks (30 seconds) of paying attention to faces, i.e. the face condition,
and blocks (20 seconds) of paying attention to everyday objects, i.e. the
object condition. In each type of block, the stimuli were presented foveally
and subjects had to internally analyze their low-level features. For the face
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area, the region the authors were interested in, the face condition can be
called the active condition, while the object condition can be called the
inactive condition.

Experimental design

In fMRI experiments typically three types of designs are used. One class is
called the block or on/off design. In this type of design the trials belonging
to one condition are grouped together and in time to form blocks. Next
to experimental blocks, one can also include control blocks or null blocks
in which either a control task or no task has to be performed. All these
blocks of conditions are then alternated. In the experiment of Kanwisher
et al. (1997), there were two blocks. One block belonging to the face
condition in which different faces were presented and one block belonging
to the object condition in which different objects were presented. The big
advantage of blocked designs is their power to detect activation if there is
any. A disadvantage is that they cannot be used to estimate the shape of
the haemodynamic reponse.

A second type of experimental design is called the event-related design.
The assumption here is that there are stimuli or events that generate short
bursts of neural activity. Following this reasoning, events are presented in
isolation with short interstimulus intervals (ISIs) in between. These events
are not grouped together by condition, but can be completely randomized.
The duration of the ISI is typically also randomized, so that sometimes
events are presented shortly after each other, while sometimes longer ISIs
between stimuli can occur. Contrary to the blocked designs, event-related
designs are good at estimating the course of the BOLD response after the
presentation of an event, while they are less powerful to detect activation
if there is any. Event-related designs are therefore optimal for inferences
on the timing of neural responses.

Finally, the combination of both designs can be used, called mixed
designs. In this design type blocks of tasks are alternated with blocks
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of control, as in block designs. Within task blocks, events from different
conditions can be presented with an ISI in between, as in event-related
designs. These designs make it possible to both focus on transient neural
activity caused by a specific stimulus and sustained activity because of
the continuing execution of tasks in a task block. There is no golden
experimental design that is the best choice for each and every fMRI study.
Which design is the most appropriate is completely dependent on the
research question of the neuroscientist.

Brain images

During the course of the fMRI experiment, the whole brain is scanned
multiple times, resulting in multiple brain volumes. In the experiment of
Kanwisher et al. (1997), an MRI scan of the entire brain was made every
2 seconds. This temporally ordered chain of brain volumes is called a time
series. This repeated scanning is done to be able to detect changes in the
brain’s physiology over time. Only by examining changes in brain images
or volumes over time can one infer that the activation found during the
fMRI experiment was actually caused by it.

In order to locate the brain activity during the fMRI experiment, the
brain is divided into small cubes, called voxels. Depending on the resolu-
tion of the MRI scanner, the size of the voxels can vary between 1 to 3
mm3. Typically, a whole brain consists of more than 100,000 voxels. By
acquiring the brain volumes, BOLD signal is measured in each voxel across
time, again resulting in a time series, but for a specific voxel this time.
Thus, a brain volume is nothing more than a three-dimensional matrix of
numbers (see Figure 1.5). Since our brains are always active, we cannot
simply look at the BOLD signal values of people that are awake. For this
reason fMRI experiments as the one described above are performed, so
one can compare BOLD values of the same voxel between two conditions,
e.g. the active and inactive condition. If the voxel has a significantly
larger BOLD value in the active condition as compared to the inactive
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condition, it must be involved in the processing mechanisms necessary to
perform that specific task.

Figure 1.5 Illustration of how the brain is divided into multiple voxels.
Images of maps of the brain provide a clear overview of the values that
are measured or computed for these voxels. These values can represent
different variables: intensity values, test statistic values, ... Figure from
Poldrack et al. (2011).

Analysis pipeline

Regardless of the specific analysis method that is used to analyze the fMRI
data, a pipeline with different steps involving different methods considered
as the golden standard is performed. The three main steps of this pipeline
are preprocessing, model fitting and localization. A visual illustration of
that pipeline can be seen in Figure 1.6. Each of the steps will be discussed
in the following sections. For a more detailed discussion, please refer to
e.g., Ashby (2011), Huettel et al. (2004), Lazar (2008) and Penny et al.
(2011).
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Figure 1.6 The three main steps in the analysis of fMRI data.
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1.2.2 Preprocessing

As mentioned before, the goal of fMRI research is to locate the brain re-
gions involved in the task performed during the fMRI experiment. How-
ever, the brain images that come out of the scanner during and after
the experiment are not suitable for localization yet. These brain images
still contain multiple artifacts inherent to the data collection that have
to be addressed and corrected. This is done in the preprocessing step of
the analysis pipeline. In this step, the data are literally prepared for the
subsequent model fitting and hypothesis testing. The preprocessing step
consists of six common procedures and some that are optional, depending
on the specific situation.

Slice timing correction

Although brain volumes are acquired every 2 seconds for example, the
MRI scanner is not able to scan the whole brain at once. Brain images
are collected slice by slice, from the neck to the top of the subject’s head,
which is why it takes 1 or multiple seconds to create a single brain volume.
More specifically, the time between two scans of the lowest slice with this
repetition time (TR) of two seconds is exactly two seconds, but the time
between the lowest and the highest is slightly less. Furthermore, analysis
techniques assume that the BOLD signal of all voxels in one brain volume
is measured at the same time. However, this does not hold because of
the slicing. Slice timing correction will shift the time series of the voxels
within one brain volume, for every collected brain volume, so that this
assumption of simultaneous sampling of voxels holds.

Head motion correction

As people lie in the scanner, they tend to move their head during scanning.
These movements can both be related or unrelated to the task. Head
motion, however, is one of the most damaging artifacts in fMRI data.
As a researcher tries to locate brain activation due to the involvement of
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a brain region in a certain task, he or she expects that brain region to
remain at the same location during the experiment. As the subject moves,
the location of that region will change and its activation will be measured
in different voxels than before. This can lead to the detection of supposed
activation in a region that was not involved in the task together with
the inability to detect activation where it is actually located. As fMRI
data typically consists of values in very small voxels, even the smallest
head movement can be disastrous. One way to deal with head motion is
prevention. The head is typically securely fastened in the scanner. To
clean up the rest of the unavoidable head motion, both the translation
or distance that the head moved along the x-, y-, and/or z-axis and the
rotation or the angle at which the brain rotated around these axes is
measured. Typically the first collected brain volume is used as a reference
and for all other brain volumes the translation and rotation values are
measured compared to that reference. Once these are computed, the
specific brain volume is adjusted in order to resemble the first brain volume
as close as possible. This process is called realignment or rigid body
registration.

Coregistration

Thirdly, another registration has to be performed, but not between func-
tional images as with head motion correction. In addition to the data
collected during the fMRI experiment, neuroscientists typically also col-
lect a structural scan of the brain. This scan is performed to identify the
location of grey matter, white matter, the skull, cerebrospinal fluid, etc.
in the subject’s head. The structural scan has a better spatial resolution
than the functional scan, since its dimension is typically 256 × 256 ×
160. This is the result of the fact that voxel dimensions are significantly
smaller than with fMRI. Because of the lower spatial resolution of the
collected fMRI data, the functional images are mapped on the structural
image during a process called coregistration. This helps the localization
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of the brain activation by enabling the comparison between the activation
found during the fMRI experiment and the better spatial resolution of the
anatomical data.

Normalization

fMRI studies typically consist of multiple subjects to enable generalization
of the results found in the sample to the (general or specific) population.
In order to do this, the fMRI data of these different subjects have to be
compared. Unfortunately, huge interindividual differences in the size and
shape of brains in general and in the size and location of brain regions
specifically do exist. This complicates the intersubject comparability. To
overcome this, the coregistered brain images of each individual are regis-
tered to a standard brain template. This process is called normalization.
The oldest and still widely used brain atlas that consists of structural
brain templates is the Talairach atlas, based on the posthumous dissec-
tion of the brain of one woman. Another widely used brain template
was produced by the Montreal Neurological Institute (MNI) based on the
structural scans from 152 different brains. The MNI template is very
popular for normalization.

Spatial smoothing

The brain images acquired during the fMRI experiment consist of a lot of
noise and are very rough. BOLD values of neighboring voxels can differ
greatly due to these noise sources. However, it is not anatomically correct
to assume that an increase in oxygen will only happen close to a certain
voxel, but not its neighboring voxels. In order to reduce the roughness in
the data and, as a consequence, the amount of noise, the BOLD value of
a certain voxel is replaced by a weighted average of the BOLD values of
its neighboring voxels. This procedure is called spatial smoothing. The
mentioned weight decreases the further the neighboring voxel is located
from the voxel that is smoothed. Spatial smoothing literally does what its
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name entails: it smooths the BOLD signal between neighboring voxels by
reducing the roughness of the initial data. This has multiple advantages.
First, it reduces the noise present in the data, increasing the ability to
detect meaningful signal. Second, smoothing will make the distribution
of the BOLD responses more normal, satisfying the normal distribution
assumption of many methods that are used for the analysis of fMRI data.
Finally, smoothness and smoothing of fMRI data is often a prerequisite
for many statistical inference procedures for fMRI data that also account
for multiple testing (see Section 1.2.4).

Temporal filtering

As spatial smoothing smooths the signal across voxels within one brain
volume, temporal filtering smooths the time series of the BOLD signal of
one voxel across brain volumes. The reasoning here is that the oxygen
supply and resulting BOLD signal cannot greatly differ between two sub-
sequent time points for the same voxel. Just as with spatial smoothing,
temporal smoothing reduces the noise present in time series of voxels,
increasing the ability to detect signal if it is present. While the spa-
tial smoothing reduces high-frequency noise, which changes quickly across
small regions of the brain, the temporal filtering reduces temporal low-
frequency noise present in the time series. This low-frequency noise rep-
resents unexplained changes in the BOLD signal that occur slowly over
time and, importantly, at a slower rate than that typical for the BOLD
signal changes.

Other preprocessing steps

It is logical to assume that time points in a voxel’s time series are cor-
related, especially contiguous time points. This phenomenon is called
autocorrelation. However, in the subsequent model fitting step, most
models assume independence of the time points in a voxel’s time series.
To satisfy this assumption, time series of voxels are often decorrelated or
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whitened. Furthermore, it is possible that noise unrelated to the subject
is introduced to the data. The external magnetic field, B0, produced by
the MRI scanner should be homogeneous during the whole fMRI exper-
iment. However, small inhomogeneities in the magnetic field regularly
occur due to both subject and extraneous effects. When it is not caused
by the subject, this phenomenon is called drift. Inhomogeneities in the
magnetic field should be accounted for in the preprocessing of the fMRI
data. This is typically done by collecting maps of the magnetic field,
which can later be used to correct the data with a procedure that is very
similar to (co)registration of brain images. Finally, it also possible that
global differences in BOLD responses occur within the same subject or
between subjects across different scanning sessions because of changes in
the magnetic field of the scanner, differences in the subject’s heart rate
or respiration, etc. Grand mean scaling is used to normalize the BOLD
response across scanning sessions in order to end up with mean BOLD
responses that have the same numerical value for each session.

1.2.3 Model fitting

Once the necessary preprocessing steps are performed, the statistical anal-
ysis of the actual BOLD response can be carried out. This is done in the
model fitting step of the analysis pipeline. Roughly two types of tech-
niques can be used to model the BOLD responses. One technique, called
the General Linear Model (GLM), fits a model in each of the voxels sepa-
rately. This is a univariate method, since the only information that is used
to apply the model is the information found in the voxel itself. Its appli-
cation is called the mass-univariate approach because of the large number
of voxels in which a model has to be fit. The second class are multi-
variate methods, e.g. Independent Component Analysis (ICA), Principal
Component Analysis (PCA),... These methods combine information of all
voxels in the modeling of BOLD responses. In the following sections, we
focus on the GLM.
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Single subject analysis

As mentioned in Section 1.1.2, the BOLD signal has a typical form. Be-
cause of this, not a single value, but a time series of values representing
that BOLD signal is collected for each voxel during the fMRI experiment.
This time series is then modeled for each voxel and each subject separately
using the GLM. The GLM typically has the following form:

yi = Xiβi + εi. (1.1)

yi represents the observed time series of one voxel i during a run of
the fMRI experiment. This time series has to be modeled, or explained
by the fMRI experiment itself.

Xi is called the design matrix for voxel i. This matrix consists of
multiple elements. First of all, it contains the predictors, or regressors,
that represent what the perfect BOLD signal of an active voxel involved
in a certain condition should be. There are as many predictors as there
are conditions. In the example fMRI experiment described above, two
predictors representing the course of the BOLD signal of an active voxel
in the face condition and in the object condition will be included in the
design matrix. To obtain a prediction of that expected BOLD signal un-
der activation, three elements are needed. First of all, it is necessary to
know if, when and how long a stimulus belonging to the condition was
presented during the experiment, together with its intensity. This infor-
mation is called the stimulus onset and duration. Secondly, the boxcar
model is needed to make a rudimentary prediction of the neural activ-
ity during the experiment. This model assumes that neural activity is
instantly turned on when a stimulus is presented, remains at a certain
level during the processing of that stimulus and instantly returns to the
baseline level when this processing is complete. However, remember that
this does not represent the time course of the BOLD signal as the supply
of oxygenated blood typically has a lag of a few seconds after increased
neural activation is present. The final step is to convolve this boxcar
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model with a haemodynamic response function that represents the form
of the BOLD signal that is assumed by the researchers. Common choices
are a single gamma function or double gamma functions. The result of
this convolution is the expected BOLD signal under perfect activation. A
visual illustration of these procedures can be seen in Figure 1.7.
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Figure 1.7 An example of how the design matrix is constructed and
how the signal of an active voxel is predicted. The first function is
the boxcar function and represents whether a stimulus was presented,
for how long and its intensity. The second function is the result of
the convolution of the boxcar model with the haemodynamic response
function. This time series is the predicted time series for a voxel that
was active during the task. The third function is a possible time series
of an active voxel. The pattern of the predicted time series can be seen
in the actual time series, but, as in real life, a lot of noise is also present.
The last function represents the time series of an inactive voxel. This
voxel clearly does not show a relation with the predicted time series in
the design matrix.
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In addition to the regressors representing the activation expected un-
der experimental conditions, the design matrix also consists of multiple
nuisance factors. These can represent scanner drift during the experiment,
head motion information, heart rate information, respiration information,
etc. All these variables can introduce extra (unexplained) variance in the
BOLD signal which can then be controlled for by adding a covariate or
factor in the design matrix to which this variance will be assigned. In-
cluding nuisance factors in the design matrix also improves the validity of
the linear model since it will result in residual or error variance that will
be more normally distributed around 0, since more possible explanations
of the observed time series are included in the model.
βi represents the vector of regression parameters or regression coeffi-

cients of voxel i. This vector consists of both an intercept, β0i and a β`i
for every predictor, with ` = 1, . . . , p; p is the number of predictors in
the model, consisting of both those that are part of the fMRI experiment
and the nuisance factors. The vector βi is estimated by fitting the model,
resulting in point estimates bi. More specifically, the regression coeffi-
cients are estimated by finding values for them that minimize the sum of
the squared differences between yi and Xiβi. This parameter estimation
method is called the ordinary least squares (OLS) method. b0i represents
the baseline level of the BOLD signal of the subject’s voxel i that is an-
alyzed. b`i represents the overlap between the observed BOLD signal of
that voxel and the predicted BOLD response of the predictor. The larger
b`i is in absolute value, the more evidence that the voxel was related to
the predictor to which b`i relates.

Finally, εεεi represents the residual error, i.e. the part of the observed
BOLD signal of a voxel i that cannot be explained by the design matrix
in the GLM. Typically, it is assumed that this error is 0 on average and
normally distributed. The first assumption can be satisfied when the
model is as complete as possible, e.g. by including nuisance factors and
all conditions in the design matrix. This way all systematic variation in
the observed BOLD time series is included in the model and the residual
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errors will be random. The smaller the residual error is, or the better the
design matrix includes all relevant sources of systematic variation in the
observed BOLD signal, the lower the variance of the residual error term,
V ar(εεεi) will be. The variance of the residual error term is an important
component to calculate the variance of the estimator for β`i, V ar(B`i). As
a result, by having a more inclusive design matrix, β`i will be estimated
more precisely because V ar(εεεi) and consequently V ar(B`i) will be smaller.

The result of fitting the GLM in each voxel is a statistical parametric
map (SPM). This is a 2D (a single brain slice), or 3D (a complete brain
volume) image that contains a value per voxel, representing a certain
computed statistic. In this context, the SPM contains the b`i value for
each voxel or its variance V ar(B`i). These maps can subsequently be used
for localization of brain activity using statistical inference techniques.

Group analysis

Since we cannot induce general statements on brain activity from a sin-
gle subject and because a lot of differences exist in both brain anatomy
and brain activation between individuals, a typical fMRI study consists
of multiple subjects. The goal is to either find similarities in activation
between those subjects or to focus on the exact differences between in-
dividuals or groups of individuals. In order to do this, a group analysis
consisting of two stages is performed. In the first stage, a GLM is fitted in
each voxel of each subject as described above. The result of the first level
analysis will be at least two SPMs, one with the estimated β`is values for
each voxel i from each subect s and one with the estimated V ar(B`is)
values. Statistical inference (see later) is not performed yet, all obtained
information from the single subject analysis is used in the second stage.
Here the statistical maps of the subjects are combined into a single group
map on which the localization will be performed.

In the second level analysis, the same model as described above is
used, but its elements represent different variables. yi now represents the
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estimated b`is values of all subjects for one voxel i and one predictor ` or
a contrast of predictors. Xi now represents the group composition of the
subjects. If all subjects belong to one group and no group differences are
of interest, this matrix contains a predictor that is a vector consisting of
as many values 1 as there are subjects. If there are multiple groups, there
are as much predictors as there are groups. The subjects belonging to
a certain group are assigned the value 1 in the predictor associated with
that group, while they are assigned the value 0 for the other predictors.
εεεi represents the variation in the voxel’s BOLD responses that cannot
be explained by the model. The residual error term is assumed to be
normally distributed with mean 0 and a within-subject variance that is
assumed to be homogeneous across subjects. The βββi vector is typically
renamed to βββg and represents the group effect. When a fixed effects
analysis is performed, βββg is estimated by computing the simple group
mean of the single subject parameter estimates. With a mixed effects
analysis, it is assumed that the subjects in the fMRI study are randomly
drawn levels of a random factor, since they are a (pseudo-)random sample
of the population of interest. Here, βββg is estimated as a combination of the
group mean of the single subject parameter estimates and their between-
subject variation. Depending on the design matrix containing the group
information, the larger βββg is, the larger the evidence that the voxel is
active during the task across all subjects (when there is only one group in
the design) or the larger the evidence that there is a group difference in
activation in that voxel during the task (when there are multiple groups
in the design). A simple visual example of this procedure can be seen in
Figure 1.8
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Group analysis

Figure 1.8 Visual illustration of the process of a group analysis.

The estimation of βg, the vector of regression parameters on the group
level, is quite complex since both within-subject and between-subject vari-
ance of the single subject parameter estimates has to be taken into ac-
count. One way to analyze group fMRI data is to assume there is no
between-subject variance in the parameter estimates, i.e. a fixed effects
analysis. However, the results of this analysis cannot be generalized to
other groups of subjects or the population, since between-subject hetero-
geneity is not taken into account (Mumford and Nichols, 2009). This is
analogous to assuming that the subjects were not randomly drawn from
the population of interest. OLS can be used to estimate βg in fixed effects
models.

Next to fixed effect models, mixed effect models can be used to model
group fMRI data. Mixed effect models model the two sources of vari-
ability in the single subject parameter estimates by estimating both their
within- and between subject variance. Two estimation methods can be
used here: OLS or generalized least squares (GLS). OLS assumes that
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the within-subject variance is homogeneous across subjects, while GLS
allows for different within-subject variance components across subjects.
Subsequently, with GLS individual weights are assigned to the parame-
ter estimates of subjects, depending on their within-subject variability.
Parameter estimates of subjects with high within-subject variability will
be downweighted and parameter estimates of subjects with low within-
subject variability will be upweighted when combining them into a group
SPM. With OLS no weights based on within-subject variability are as-
signed to the subject’s first level parameter estimates, since OLS assumes
that within-subject variance is homogeneous across subjects. Since the
GLS procedure has to estimate more variance components, i.e. the within-
subject variances, it is more complex and computationally intensive. As a
result, the OLS procedure is still widely used in fMRI. Both GLS and OLS
procedures for group fMRI data are described in more detail elsewhere
(e.g., Beckmann et al., 2003; Chen et al., 2013; Mumford and Nichols,
2009).

1.2.4 Localization

Once the model is fitted and the parameter estimates are obtained, con-
clusions with regard to the location of active voxels can be drawn. More
specifically, for every voxel a binary decision has to be made given these
parameter estimates: was the voxel active or inactive during the task or,
in other words, was the voxel significantly related to the experimental
design or not. For this, neuroscientists rely on statistical inference. For
the remainder of this section, we focus on inference on the single subject
level, but the discussed principles can easily be applied to group analyses.

Statistical inference

Hypothesis testing. In order to formally test whether a voxel’s BOLD
time series was significantly related to the experimental design, researchers
formulate two hypotheses. These hypotheses typically concern the pa-



26 Chapter 1

rameter βli, associated with a certain experimental condition. The first
hypothesis is called the alternative hypothesis and formulates the effect
that the researcher is interested in:

H1 : β`i > 0 or β`i < 0 or β`i 6= 0 (1.2)

The first option represents the interest to find positive activation in a
voxel, the second represents the interest to find negative activation or de-
activation. These voxels show less activation due to the experimental task,
but their observed BOLD signal is nonetheless related to the experimental
design. The last option represents the interest to find either activation
or deactivation in a voxel. The first option is most widely used in neuro-
science. The alternative hypothesis, however, is typically not tested. In
order to perform hypothesis testing, a second hypothesis called the null
hypothesis is defined:

H0 : β`i = 0 (1.3)

The null hypothesis represents the opposite of the alternative hypoth-
esis, i.e. no relation between the BOLD signal observed in the voxel and
the experimental design. This hypothesis is formally tested. If the hy-
pothesis can be rejected, the alternative hypothesis is assumed. If not, we
assume the voxel was not (de)activated during the task. Since the null
hypothesis is the focus of the test, this method is called null hypothesis
significance testing (NHST).

Test statistic. It will almost always be the case due to noise or other
sources that the estimated β`i will differ from 0. If we do not adapt
our testing procedure to this, we would conclude that we have to reject
the null hypothesis for every voxel and, consequently, that every voxel
is either activated or deactivated due to the experimental design. To
deal with this, the estimate b`i is corrected for its precision, represented
by V ar(B`i). The larger this value, the less precise the estimate is. An
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estimate divided by (or corrected for) its precision is called a test statistic,
T . In this context, the test statistic has the following form:

T = B`i
SE(B`i)

, (1.4)

with B`i the estimator for β`i and SE(B`i) its standard error, which
is equal to

√
V ar(B`i).

p-value. In the case of test statistic T used in this context, the prob-
ability density function (PDF) of the statistic under the null hypothesis
is known. In other words, the possible values of the test statistic and
their associated likelihood or probability is known if we assume the null
hypothesis mentioned above is true. This PDF is called the null distribu-
tion of the test statistic. The observed value for the test statistic can be
computed using (1.4) and, given the null distribution of this test statistic,
it can be evaluated whether this observed value is highly likely or unlikely
when we assume the null hypothesis holds. This is quantified by comput-
ing the p-value associated with the observed value for the test statistic.
The p-value represents the probability to detect a value for the test statis-
tic that is equal to the one observed for that voxel or more extreme values
under the null hypothesis. A visual representation of the one-sided p-value
that is associated with H1 : β`i > 0 can be seen in Figure 1.9. The smaller
this p-value, the more unlikely the observed value for the test statistic,
assuming the null hypothesis holds, and the more evidence against the
null hypothesis of no activation.
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Figure 1.9 Example of the null distribution of test statistic T , with
the computation of a p-value.

Errors. While the p-value measures the evidence against the null hy-
pothesis, it does not provide a threshold to base a binary decision on.
Which p-value is small enough to consider rejecting the null hypothesis
and declaring the voxel active? The answer comes from the possible er-
rors that are associated with hypothesis testing. Since we do not know
whether the null or the alternative hypothesis holds for a certain voxel,
statistical tests can lead to errors. When performing a statistical test,
four possibilities exist depending on whether the voxel was truly active
during the task and what decision was made after performing the hypoth-
esis test. These possibilities are shown in Table 1.1. A Type I error occurs
when the statistical test declares the voxel as active, while it is in fact not
active during the experiment. A Type II error occurs when the statisti-
cal test declares the voxel is not active, while it is in fact active during
the task. Statistical testing should reduce the number of both these er-
rors. However, NHST typically focuses on direct control of the number
of false positives. The probability of rejecting the null hypothesis, while
the voxel is in fact inactive during the task is called α. This α value is
used as a threshold for the p-values: if the p-value is smaller than α, the
voxel is declared active with statistical significance, if not, it is declared
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inactive. This procedure controls the false positive rate at the level of α.
α should be chosen based on the severity of the consequences associated
with making a Type I error. A common value in NHST is 0.05.

Declared active Declared inactive

Truly active True positive
False negative
(Type II error)

Truly inactive
False positive
(Type I error)

True negative

Table 1.1 The four possible outcomes of a hypothesis test.

Levels of inference.

Given a statistical parametric map of the brain, different levels of inference
can be defined based on different topological and spatial features. A brief
description of the most widely used levels of inference is given below.

Voxel-level inference. The mass univariate approach tests each voxel
simultaneously, as mentioned above. For each voxel, a test statistic T is
computed and a p-value is obtained by using its null distribution.

Peak-level inference. Within a brain volume, peaks are local maxima,
i.e., voxels that have the highest T -value as compared to their neighbors.
To define peaks, an excursion threshold u is first applied to all voxels.
Peaks are then local maxima in this excursion set. The test statistic for
the peak is its T -value. The p-value is approximated as follows (Durnez
et al., 2014):

p ≈ exp(−u(T − u)), (1.5)
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Cluster-level inference. Cluster-level inference makes the logical assump-
tion that it is generally never the case that only one single voxel will be
active during the task (Forman et al., 1995). It is expected that the neu-
ral activity will have a spatial extent resulting in contiguous voxels, i.e.
clusters, that are active as a whole. Cluster-level inferece again requires
two steps. First, an excursion threshold u is applied to the test statistic
of all voxels. Groups of contiguous voxels above this threshold are defined
as clusters in the excursion set. Secondly, the size of each cluster is cal-
culated and thresholded using a cluster size threshold k, defined as the
number of contiguously activated voxels above threshold u.

The multiple testing problem

Remember that in a whole brain, we statistically test for activation in over
100,000 voxels. If we would assume that no voxel is involved in performing
the task of the fMRI experiment, and we set α at the common 0.05 level,
we would expect 5,000 voxels on average that are declared active while
they were not. In general, the larger the number of simultaneous statistical
tests, the larger the probability of a false positive. This explosion of false
positives associated with a large number of simultaneous statistical tests is
called the multiple testing problem. Different multiple testing corrections
have been developed that provide control over the false positive rate.
In what follows, the three most widely used corrections are discussed,
but numerous other corrections have been developed as well (Nichols and
Hayasaka, 2003). All these corrections can be used to correct p-values on
the voxel, peak or cluster level.

Bonferroni correction. Typically, a distinction between two error rates
is made when discussing false positive rate control. The familywise error
rate (FWER) is the probability of making at least one Type I error across
all voxels tested in the brain. The FWER is typically controlled at α
level (e.g. 0.05). In order to control this FWER on the whole brain level,
the Bonferroni correction (Bonferroni, 1936) adjusts the per comparison
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error rate (PCER). This is the probability of making a Type I error in the
specific voxel that is being tested. When m voxels have to be tested, the
Type I error rate for a single statistical test, αbon = α/m. When 100,000
voxels have to be tested given the whole-brain α level of 0.05, αbon is
adjusted to the value 0.0000005. While this decreases the Type I error
drastically, it is easy to see that this procedure has some disadvantages.
The main problem is that the Bonferroni correction will lead to a huge
number of Type II errors, since p-values have to be very small to survive
such stringent thresholding. As a result, even p-values of truly active
voxels tend to be above threshold, resulting in a huge increase of Type II
errors. A second problem is that although we have m voxels, we do not
perform m independent tests. If a certain voxel is active, the probability
that its neighboring voxels are active is very high due to spatial correlation
between these voxels. If we nonetheless divide the general α level by m,
the PCER control will be too conservative. Techniques that take into
account this correlation have been developed, resulting in a less stringent
correction.

Random Field theory (RFT). To develop a multiple testing correction
that controls the FWER while taking into account the dependence of the
statistical tests, the theory of Gaussian random fields can be applied to
fMRI data (Adler, 1981; Friston et al., 1991; Worsley, 1994; Worsley et al.,
1992, 2004). A Gaussian random field is a collection of random variables
that have a multivariate Gaussian distribution. For fMRI, these variables
are the observed parameter estimates across al voxels. In a first step the
smoothness of the data is estimated. Smoothness represents the degree
to which nearby voxels are spatially correlated. This is represented in
the standard deviation of the Gaussian distribution in each of the i = 3
dimensions x, y and z. Depending on this smoothness, the number of inde-
pendent (spatially uncorrelated) elements in the fMRI data is computed.
These elements are called resolution elements. For this, the full width at
half maximum (FWHM) value in each dimension of an image is needed,
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which represents the spatial resolution of that dimension. FWHM is cal-
culated as

√
8log2σi, defined in mm, i.e. the number of voxels that should

be included in the kernel in that dimension × the voxel size for that di-
mension, with σi the standard deviation of the Gaussian distribution for
dimension i. The resolution element, called the resel, which represents
the spatial resolution of the image, is then defined by:

resel = FWHMx × FWHMy × FWHMz. (1.6)

The total number of independent resolution elements, R, is then de-
fined by

R = total brain volume
resel

(1.7)

Even when the smoothness is small, R will be much less than the
number of voxels.

In a second step, it is assumed that no voxel was active during the
task. This translates to the equivalent hypothesis that even the voxel
that has the largest value for T should not survive thresholding, since as
soon as this voxel survives thresholding, a Type I error is made. Given
this assumption, the probability that the voxel with the maximum T value
survives thresholding is measured by computing the Euler characteristic
(EC) of the Gaussian random field, i.e. the brain:

EC = the number of blobs - the number of holes. (1.8)

Imagine a doughnut for example. This object has one blob and one
hole, so its EC is 0. In order to compute the EC, a threshold u is defined to
obtain an excursion set of voxels. If a voxel’s T is larger than, u, the voxel
is part of this excursion set. The value for threshold u is specifically chosen
to make sure that only blobs, i.e. clusters of neighbouring voxels in the
excursion set or the local maxima of the clusters of voxels in the excursion
set (i.e. peaks), and no holes will be part of the set. Remember the logic
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that a Type I error is made as soon as the voxel with the maximum T

survives thresholding. Translated to the context of EC, a Type I error
will be made as soon as the EC ≥ 1. If u is large enough, the blob with
the maximal T value will either survive that very high u (EC = 1) or
not (EC = 0). As a result, with very high values for u the expected
value for the EC will be between 0 and 1 and will be equal to P (EC ≥ 1).
Consequently, the probability of a Type I error for sufficiently large values
for u is:

αFWER = P (EC ≥ 1) or E(EC). (1.9)

Given Equation (1.9), what we need to know to control the FWER
at α level is the expected EC. If R is known, it is possible to estimate
the most likely value of the EC at certain thresholds. Then, given R, the
threshold associated with the probability of 0.05 that a blob will survive
that threshold by chance is computed. If z is the threshold that gives an
expected EC of α (e.g., 0.05), then, if the image is thresholded at z, it can
be expected that any blobs that remain have a probability of less than or
equal to α (e.g., 0.05) that they have occurred by chance. Both voxelwise,
peakwise and clusterwise multiple comparisons corrected p-values can be
computed using RFT. The RFT threshold will typically be less stringent
than the threshold obtained by the Bonferroni correction for data that is
smooth, resulting in less Type II errors.

However, RFT requires a multitude of distributional assumptions and
an apt level of smoothness of the data. As a result, smoothing with a
FWHM of at least twice the voxel size has to be carried out. Further-
more, although the thresholding is less conservative than with Bonferroni
correction, it still remains conservative, especially when the data are not
sufficiently smooth.

False discovery rate control. A third error rate that can be controlled
is the false discovery rate (FDR). The FDR is the expected proportion
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of false positives among all tests that rejected the null hypothesis. The
FDR is 0 when the null hypothesis was not rejected in any of the voxels.
To control the FDR, the following stepwise procedure can be applied
(Benjamini and Hochberg, 1995; Genovese et al., 2002):

1. Order the voxelwise p-values from smallest to largest: p(1) < p(2) <

p(3) < ... < p(m)

2. Find the largest k, such that

p(k) ≤ q
k

m
(1.10)

3. Reject all null hypotheses H0i for which i = 1, ..., k.

Power in fMRI

Remember that with statistical testing, two types of errors can be made.
Declaring activation where there is none, i.e., a Type I error or false pos-
itive and declaring no activation where there truly is activation, i.e. a
Type II error or false negative. Related to these errors is the concept of
statistical power: the ability to detect activation where there truly is acti-
vation or, in other words, the ability to reject the null hypothesis correctly
in an active voxel. Most statistical procedures in neuroscience focus on
controlling the false positive rate. While this is of course very important,
the false negative rate should not be neglected. By controlling the false
positive rate, especially with the stringent multiple testing corrections,
the false negative rate increases dramatically, resulting in a huge loss of
power in fMRI. Power is a function of the effect size of a voxel, peak,..., n,
which represents the number of scans on the single subject level and the
sample size of the fMRI experiment on the group level, and the threshold
α. As these three elements increase, power increases as well.
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(Functional) regions of interest

Since the mass-univariate approach to analyze fMRI data poses a huge
multiple testing problem and the accompanying multiple testing correc-
tions result in a dramatic loss of power, researchers nowadays increasingly
prefer to only analyze a subsection of the brain. Instead of analyzing the
whole brain, only the voxels that are part of a specific region of interest
(ROI) are examined. The main advantage is a decrease in voxels that
have to be analyzed, leading to a less stringent multiple testing correction
and, as a consequence, more sensitive analyses (Poldrack, 2007).

Researchers can define these ROIs in basically two ways. First of all,
an anatomical (e.g. Talairach or MNI templates) or histological atlas
(e.g. Juelich histologiscal atlas; Amunts et al., 2005) can provide the
anatomical location of the ROI, based on information about the location
of gyri and sulci. Second, the ROI can be defined based on fMRI data,
either from previous research or based on an independent task that is
performed before or after the main fMRI experiment. This task is called
a localizer task, as it is assumed to activate the specific region that is
examined in the researcher’s main experiment. The fMRI experiment
from Kanwisher et al. (1997) in Section 1.2.1 to localize the (fusiform)
face area is an example of a frequently used localizer task. When the ROI
is defined using functional MRI data, this region is called a functional
ROI (fROI).

1.3 Motivation and outline
Using functional localization to define ROIs has multiple advantages as
compared to anatomy-based definitions of ROIs. The main reason for
defining fROIs instead of anatomical ROIs is that the location and size
of brain regions can vary substantially between subjects. This can be
seen in Figure 1.10. As a result, defining the ROI based on anatomical
information does not necessarily guarantee that the ROI represents the
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brain region intended to be examined by the researcher. Since only the
ROI is analyzed in the main experiment, this can lead to potential biased
results for any subject. Additionally, the ultimate goal of most fMRI
studies is to combine the single subject data for a group analysis. As
the ROI based on anatomy does not always represent the true ROI for
one or more subjects, this group analysis can suffer from a decrease in
sensitivity. By defining the ROI functionally in each individual, the inter-
subject variability is accounted for, which leads to more spatially accurate
ROI definitions and hence to more sensitive group analyses.

Figure 1.10 Example of an fROI (left = coronal, right = axial). Iden-
tifying hMT/V5+ in 9 subjects (Seurinck et al., 2011).

Second, the defined fROI can be the input for further hypothesis test-
ing, for example when research questions concerning connectivity between
brain regions are of interest or when researchers are interested in biomark-
ers. Additionally, fROIs can be helpful when a treatment has to be admin-
istered to a specific brain region, for example with transcranial magnetic
stimulation. The commonality in each of these examples is that it is
extremely important that the ROI is as spatially accurate as possible to
avoid biased results. When using anatomical ROIs, this is not guaranteed.

Once the localizer task is performed and the fMRI data is collected, the
fROI still has to be defined. Since the fROI will delineate the voxels that
will be analyzed in the main experiment, it has to be defined as spatially
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accurate as possible. Maximum spatial accuracy can only be obtained
when both false positives and false negatives are avoided. A false positive
would entail including voxels that are not truly part of the fROI, while a
false negative would lead to not including true fROI voxels. The former
would result in a functionally inhomogeneous fROI, while the latter would
result in a loss of relevant information. Either type of error could cause
potentially biased results for the analysis of the main experiment.

However, current thresholding procedures only focus on avoiding false
positives by using NHST. By directly controlling the false positive rate,
the false negative rate is influenced too albeit indirectly. Lenient thresh-
olds will lead to an increase in false positives but a decrease in false neg-
atives, while the opposite is true for stringent thresholds. As the need for
multiple testing corrections typically leads to very stringent thresholds,
the number of false negatives increases drastically. Additionally, localizer
tasks tend to consist of a small number of scans, leading to even lower
statistical power.

Since spatial accuracy is crucial when defining fROIs, there is a need
for a thresholding procedure that directly controls both false positives
and false negatives. This is not the case with NHST. The main problem
with NHST is the absence of a specific alternative hypothesis of interest.
This alternative can represent an effect that is deemed practically relevant
by the researcher in a certain context. As there is growing awareness of
the importance of effect sizes in fMRI, this practical relevance can be
expressed through an effect size. Once this practically relevant effect
size is defined, it can be used to threshold a voxel’s data in order to
ensure the practical relevance of the observed effect. However, a sole
focus on this threshold is not desirable. Both effect sizes and false positive
control should be combined when performing hypothesis testing in general
and defining fROIs specifically. In the following chapters, we explicitly
include practical relevance into the hypothesis testing of localizer data for
fMRI and examine its potential for defining fROIs in which false positives
and false negatives are optimally balanced. Thus, we try to address the
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misconception that significant results detected by NHST are automatically
practically relevant by highlighting the importance of defining practically
relevant alternative hypotheses.

Chapter 2. In this chapter, we focus on the aspect of assessing
and quantifying (statistical) evidence in light of the replication and re-
producibility crisis in the neuroscience domain. Many fMRI studies are
hypothesis-driven and rely on voxelwise NHST to assess the presence of
an effect. By only explicitly defining a null hypothesis, statistical signif-
icance does not imply practical relevance. Likewise, it is not possible to
assess evidence against practically relevant effect sizes (i.e., it is not possi-
ble to ‘prove’ the null hypothesis). Including both null and well-specified
practically relevant effects in testing procedures enables to quantify rela-
tive evidence when contrasting the null and alternative. We describe and
discuss a non-exhaustive list of inference procedures that include effect
sizes reflecting practical relevance and that are already used for analyzing
fMRI data. Obtaining good effect size measures for practical relevance
is not trivial. We therefore discuss current methods to obtain effect size
estimates and provide practical advice.

Chapter 3. One of the methods of Chapter 2, alternative-based
thresholding (ABT; Degryse et al., 2017; Durnez et al., 2013), incorporates
direct control of both false positives and false negatives for the analysis
of single subject data. The result of this method is a layered statistical
parametric map. One layer consists of voxels that exhibit strong evi-
dence in favor of a practically relevant alternative and against the null. A
second layer consists of voxels exhibiting strong evidence in favor of the
null and against the practically relevant alternative. Here activity can
be confidently excluded. A third layer combines voxels that do not have
a statistically significant effect, but nonetheless exhibit evidence in favor
of the practically relevant alternative. Activity cannot be confidently ex-
cluded here and these voxels would be discarded using NHST. Finally, the
fourth layer contains the voxels that show evidence against the null, but



Introduction 39

not in favor of a practically relevant effect. These voxels would be de-
tected with NHST, but prove not to be practically significant. A certain
voxel can belong to exactly one of these four layers. The use of ABT for
functional localization is evaluated in this chapter using both simulated
and real data.

Chapter 4. While ABT proves to be a valuable and flexible method
to define fROIs, it does not provide a single test criterion that binarizes
all voxels into active or inactive. In this chapter we examine the merits of
likelihood ratio (LR) testing for functional localization. The LR weighs
evidence of the data in favor of a practically relevant alternative against
the null. As the LR increases, the evidence in favor of the alternative
outweighs the evidence in favor of the null. Ultimately, the LR is thresh-
olded, resulting in a binary decision for each voxel. However, as we show
in the real data example of this chapter, the LR does not provide cumu-
lative evidence, i.e. the LR decreases when the observed effect size grows
larger than the one specified in the alternative. As this is undesirable, we
propose to replace the LR with the maximized LR (Bickel, 2012; Zhang,
2009), which looks at the maximum LR over an interval of practically
relevant alternatives instead of only one simple alternative hypothesis.
The mLR method is evaluated on both real and simulated data and its
performance is compared with that of the LR method and FDR-corrected
NHST (Benjamini and Hochberg, 1995; Genovese et al., 2002).

Chapter 5. Functional localization is based on the assumption that
the voxels included in the fROI are consistent across the localizer run(s)
and the main experiment run(s). Violating this assumption can lead to
biased results for the main experiment and increase both Type I and Type
II errors (Duncan et al., 2009; Duncan and Devlin, 2011). In this chapter,
we examine both whole-brain and fROI voxelwise consistency as well as
peak stability across runs on real data analyzed with the ABT method,
the mLR method and NHST. Consistency is evaluated using multiple
measures for voxelwise overlap and stability.
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Chapter 6. The main findings and conclusions from all previous
chapters are summarized together with their implications for including
effect sizes in statistical inference in general and for functional localiza-
tion specifically. Furthermore, the merits and limitations of our results
are discussed together with possible directions for future research concern-
ing effect sizes in fMRI, statistical inference of fMRI data and functional
localization.

Chapters 2, 3, 4 and 5 were written as standalone papers, hence some
overlap may exist between them. Chapter 3 is published in Frontiers in
Neuroscience (Degryse et al., 2017). Chapter 4 is under revision with the
Journal of Neuroscience Methods.
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2 Methods for assessing
relative evidence for true

versus no activation in
fMRI: An overview

Abstract. In the context of the current replication crisis in neu-
roscience, we focus on how statistical evidence can be assessed and
quantified within the domain of fMRI data analysis. Typically, hy-
pothesis testing is carried out through null hypothesis significance
testing, where one hypothesis (representing no activation) is for-
mally defined and tested. Thus, evidence for statistical significance
is obtained, but not evidence in favor of a practically relevant effect.
Additionally, one cannot imply that the failure of rejecting the null
hypothesis represents the presence of an effect that is not prac-
tically relevant. Here, we describe the advantage of testing both
a hypothesis that represents no activation as well as a hypothesis
representing true activation with a practically relevant magnitude
or effect size simultaneously. Thus, relative evidence in favor of a
practically relevant effect can be obtained. An overview of existing
inference methods that provide relative evidence in favor of true
activation is presented. Furthermore, practical advice and current
methods for the a priori definition of practically relevant effect sizes
are discussed.

This chapter is collaborative work of Jasper Degryse, Han Bossier and
Beatrijs Moerkerke.
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2.1 Introduction
Functional magnetic resonance imaging (fMRI) has played an increasingly
important role in research that unravels the functioning of the human
brain. Task-fMRI non-invasively captures brain activity in a sequence of
images while participants perform one or more tasks. Based on fluctu-
ations in the Blood Oxygenation Level Dependent (BOLD) signal over
these images, local changes in blood oxygenation due to activation in cer-
tain brain regions can be detected (Kwong et al., 1992; Logothetis, 2008;
Ogawa et al., 1992). As a result, localization of cognitive, motor, emo-
tional, . . . , functioning in the brain is made possible, leading to the huge
popularity of the imaging method (Poldrack et al., 2017; Poldrack and
Farah, 2015).

Although many excellent advances have been made in the fMRI do-
main over the past decades, the growing concerns about replicability and
reproducibility in science in general have led to insights in the neuro-
science community on the difficulty of reproducing or replicating findings
of fMRI studies. (Bossier et al., 2018; Button et al., 2013; Gelman and
Loken, 2014; Ioannidis, 2005; Patil et al., 2016; Poldrack et al., 2017; Sim-
mons et al., 2011). Several factors or questionable research practices may
contribute to this problem: flaws in the study design, selective or faulty
reporting, non-transparency together with flexibility in how the research
was conducted and analyzed (Carp, 2012; Ioannidis, 2005; Simmons et al.,
2011), and low statistical power due to the typically small sample sizes in
fMRI studies (Button et al., 2013; Turner et al., 2018). Combined with
the high dimensionality of fMRI data, this results in an explosion of false
positive findings as well as the inability to detect truly interesting effects
(Button et al., 2013; Ioannidis et al., 2011; Pollard and Richardson, 1987;
Szucs and Ioannidis, 2017).

In this article, we focus on the aspect of assessing and quantifying
(statistical) evidence. Many fMRI studies are hypothesis-driven and rely
on null hypothesis significance testing (NHST) to assess the presence of
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an effect. In the mass-univariate approaches to fMRI, thresholding proce-
dures such as Gaussian random field theory, FDR controlling procedures
or non-parametric procedures result in decision criteria for each voxel to
either reject or not reject the null hypothesis that states that there is
no effect in the tested voxel (H0 : ∆ = 0), i.e. it was not active dur-
ing the task. In literature, NHST and the ensuing use of p-values to
make binary decisions have been heavily scrutinized, not only in fMRI
but also in other research domains (Berger and Sellke, 1987; Cohen, 1994;
Cortina and Dunlap, 1997; Cumming, 2008; Dienes, 2014; Dixon, 2003;
Edwards et al., 1963; Frick, 1996; Gigerenzer, 1998; Hagen, 1997; Hubbard
and Bayarri, 2003; Johansson, 2011; Kileen, 2006; Killeen, 2005; Lee and
Wagenmakers, 2005; Loftus, 1996; Nickerson, 2000; Rouder et al., 2016;
Schmidt, 1996; Trafimow, 2003; Wagenmakers, 2007; Wagenmakers et al.,
2006; Wainer, 1999; Wasserstein et al., 2016).

An inherent problem with NHST is that since the p-value only quan-
tifies evidence against the null hypothesis, NHST does not allow to falsify
the alternative hypothesis (stating that there is nonzero activation). A
specific alternative hypothesis reflecting a worthwhile effect is typically
not defined beforehand and interpreting the p-value as a relative mea-
sure of evidence is therefore unjustified (Johansson, 2011; Rouder et al.,
2016; Royall, 1997). Rouder et al. (2016) argue that valid testing requires
researchers to define a practically relevant alternative next to the null
hypothesis.

There is a growing awareness of the importance of effect sizes to eval-
uate practical relevance of fMRI results (Chen et al., 2017; Rouder et al.,
2016). The effect size (ES) of a voxel can be defined as the difference
between the peak BOLD signal of that voxel and the baseline signal (see
Figure 2.1) and is usually expressed as a % BOLD signal change. Fur-
ther, standardizing effect sizes enables to compare effects across experi-
ments and paradigms, e.g. Cohen’s d (Cohen, 1988) or Hedges’ g (Hedges,
1981). As can be seen in Figure 2.2, thresholding p-values can lead to the
selection of voxels with a small, not practically relevant effect size. Solely
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thresholding the observed effects on the other hand does not take into
account the precision with which effects are estimated. Combining both
criteria can avoid missing out on sufficiently large effects that are poten-
tially imprecisely measured while taking into account practical relevance
of the detected effects. Importantly, taking into account a well-defined
alternative for practical relevance allows to quantify evidence against ac-
tivation.

Figure 2.1 Visual representation of the effect size of a voxel.
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Figure 2.2 Volcano plot with -log(p-value) plotted against the ob-
served effect size for each voxel. Data are from (Gonzalez-Castillo et al.,
2012).

The idea of including effect sizes for assessing evidence is not new in
the domain of fMRI data analysis (de Hollander et al., 2014; Degryse
et al., 2017; Durnez et al., 2013; Everitt and Bullmore, 1999; Friston and
Penny, 2003; Friston et al., 2002; Gross and Binder, 2014; Kang et al.,
2015). In this article, we give a concise overview of such methods and
their potential. We start by discussing three frameworks for inference:
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the frequentist, the Bayesian and the likelihood framework. Some ad-
vantages and disadvantages of these frameworks are reviewed as well as
how statistical evidence is produced and interpreted. In Section 2.3, the
currently developed methods that include effect size measures into the
voxelwise statistical hypothesis testing of fMRI data within each of the
three frameworks are presented. Possible strategies to define the practi-
cally relevant effect sizes needed for these methods are discussed in Section
2.4. We focus on univariate data analysis strategies for voxelwise testing.

2.2 Frameworks for statistical evidence
In this section, we focus on different frameworks for quantifying statistical
evidence when testing specific hypotheses. We hereby acknowledge that
the frameworks are much broader than what is described in this section
and more widely applicable beyond a testing context. A more in depth
discussion of all facets of the frameworks falls outside the scope of this
paper.

2.2.1 The frequentist framework

When performing a random experiment, a set of possible outcomes is
considered, i.e. the sample space. An event is then defined as a subset of
these possible outcomes, for example rolling the number two when rolling
a die. The frequentist framework defines the probability of the event,
P (x), as the relative frequency with which that event occurs when the
experiment is repeated infinitely (Venn, 2006):

P (x) = lim
nt→∞

nx
nt
, (2.1)

with nx the number of times the event occurs and nt the number
of times the experiment is repeated. Since repeating an experiment an
infinite number of times is practically impossible, an approximate measure
for P (x),
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P (x) = nx
nt
, (2.2)

is used, which will be a better approximation of the true frequency as
nt increases.

Within the frequentist framework, multiple methods that provide sta-
tistical evidence have been developed but we will focus on classical hy-
pothesis testing. Using the mass-univariate approach to fMRI, assume ∆i

is the parameter of interest for voxel i (e.g., size of activation). A single
null hypothesis for each voxel is defined, H0 : ∆i = ∆0. This hypoth-
esis is tested against an alternative hypothesis, e.g. H1 : ∆i > ∆0. In
fMRI, a test for H0 versus H1 is performed using a test statistic Ti. Ti is
obtained for each voxel i through the ratio of the difference between the
estimated observed effect and the parameter value under H0, ∆̂i − ∆0,
and its standard error, SE(∆̂i):

Ti = ∆̂i −∆0

SE(∆̂i)
. (2.3)

To decide whether the estimated effect significantly differs from ∆0,
the distribution of Ti under the null, i.e., the null distribution, is used.
This null distribution represents the sample space, or all possible values
for Ti given that the null hypothesis is true. Fisher (1925) introduced
the p-value to summarize the statistical evidence against H0. The p-value
represents the probability of obtaining a value for Ti that is at least as
extreme as the computed value for Ti in the voxel if the null is indeed
true and if the random experiment would be repeated an infinite number
of times. The smaller the p-value, the more evidence against H0. Fisher
proposed a threshold of 5% to decide whether the null should be rejected
or not, although it should not be adhered to rigidly and depend on the
research context (Fisher, 1925,3). He also reasoned that null hypotheses
can never be accepted, but only falsified or rejected.

Since random experiments are assumed to be repeated infinitely in
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the frequentist framework, it is possible to conceptualize errors or wrong
decisions based on statistical evidence that are made over a course of
repeated experiments. Neyman and Pearson (1933) assigned probabilities
to these errors and defined α as the probability to falsely reject the null
(Type I error) and β as the probability to not be able to reject the null
while a true effect is present (Type II error). Researchers have to define
these probabilities a priori and perform a power analysis in order to control
both error types at the level of their choice. For voxel i, H0 is rejected
when Ti is larger than some critical value tα (in the case of H1 : ∆i > ∆0).
Nowadays, a combination of both paradigms is used, where the p-value
is thresholded using α in order to directly control the Type I error rate.
Typically, α is set at the .05 level based on Fisher’s method, although
Fisher did not intend using the p-value in this way.

When testing for activation in each voxel, ∆0 is typically chosen equal
to 0 to reflect the absence of true activation. We refer to this testing pro-
cedure within the frequentist framework as Null Hypothesis Significance
Testing or NHST, because a single null hypothesis is tested against a gen-
eral alternative. Note however that using NHST, ∆0 is not necessarily
equal to 0. The use of NHST has been heavily discussed and debated
in literature (Berger and Sellke, 1987; Cohen, 1994; Cortina and Dunlap,
1997; Cumming, 2008; Dienes, 2014; Dixon, 2003; Edwards et al., 1963;
Frick, 1996; Gigerenzer, 1998; Hagen, 1997; Hubbard and Bayarri, 2003;
Johansson, 2011; Kileen, 2006; Killeen, 2005; Lee and Wagenmakers, 2005;
Loftus, 1996; Nickerson, 2000; Rouder et al., 2016; Schmidt, 1996; Trafi-
mow, 2003; Wagenmakers, 2007; Wagenmakers et al., 2006; Wainer, 1999;
Wasserstein et al., 2016). In what follows, we will briefly discuss some of
the limitations of NHST. It is however important to realize that assess-
ing evidence using the frequentist framework should not be equated with
NHST. As will be further discussed in Section 2.3, adaptations within the
frequentist framework are possible to address the drawbacks and limita-
tions of NHST.

These disadvantages of NHST are largely the consequence of the fact



Assessing relative evidence in fMRI 53

that NHST and p-values are often wrongly interpreted to base conclusions
on. First, NHST used in fMRI typically only provides direct control of
false positives (FPs), warranted by very conservative multiple compar-
isons corrections. Power calculations can provide direct control of Type
II errors, but are typically not performed, mostly because of the com-
plex nature of fMRI data. This leads to a huge decrease of power and
a dramatic increase in false negatives (FNs). Missing this true activa-
tion can have disastrous effects, e.g. leading to the resection of valuable
brain tissue in pre-surgical planning through fMRI. Additionally, missing
true effects is also detrimental to the replicability of detected activation
in fMRI studies.

Second, with NHST one cannot accept or prove the null hypothesis.
The main reason for this is that p-values are uniformly distributed un-
der the null (Johansson, 2011; Rouder et al., 2009). This means that
each p-value, however small or large, is equally probable. As a result,
a high p-value cannot be interpreted as strength of evidence in favor of
the null hypothesis. Absence of activation or large p-values, should be
interpreted as not enough evidence to reject the null. As a consequence,
with NHST, one can never claim a certain voxel was not active during
scanning. However, in multiple studies non-significant results have been
interpreted as evidence against a theory under examination (e.g., Cohen,
1990; Rosenthal, 1993; Rouder et al., 2007)

Finally, rejecting the null does not necessarily imply evidence in favor
of a practically relevant effect. An effect of a certain task in a certain
voxel will almost always differ from 0 due to noise during the scanning
or other factors (Iverson et al., 2010; Morey and Rouder, 2011; Rouder
et al., 2016). Under certain circumstances it is possible that even small
derivations from 0 become statistically significant, for example with a
large number of scans and/or subjects. However, statistical significance
does not warrant practical relevance of this small derivation. The main
problem is that the p-value only provides evidence against the null of
no activation in the direction of the alternative, but not in favor of a
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practically relevant alternative. Researchers wrongly assign the property
of strong evidence for the alternative to small p-values (Berger and Sellke,
1987; Morey and Rouder, 2011; Rouder et al., 2009; Sellke et al., 2001).
While statistical evidence is naturally relative in the sense that evidence is
computed for competing hypotheses, for NHST it is not required to define
a specific worthwhile alternative as the alternative hypothesis is made
explicit through a general deviation from the effect under the null, i.e.
every deviation in a specific direction falls under H1 while the detection
of practically relevant effects is the real goal in an fMRI study.

2.2.2 The Bayesian framework

In the frequentist framework, probability represents the frequency with
which an event is realized when the random process would be repeated
an infinite number of times. In the Bayesian framework, probability rep-
resents the degree of uncertainty or belief associated with a certain event.
Through collecting data, these beliefs are then updated using Bayes’ rule
(Cox, 1946). Specifically for fMRI, the objective is to update beliefs about
effect sizes (Rouder et al., 2016). Bayes’ rule for a given voxel i in fMRI
can be written as follows:

P (∆i|Yi) = P (Yi|∆i)P (∆i)
P (Yi)

, (2.4)

with ∆i the parameter of interest, e.g. the size of activation. Following
Bayes’ rule, researchers first specify a prior distribution, P (∆i), represent-
ing their strength of belief for a range of effect sizes for the parameter of
interest. For example, within the context of the research question, the
researcher believes values of at least 1.5% BOLD signal change represent
a practically relevant effect, while smaller values are not of interest. This
belief can then be translated into a distribution, e.g. a uniform distribu-
tion going from 1.5% BOLD signal change to 5% BOLD signal change,
since effects in task fMRI rarely exceed 5% BOLD signal change, but other
distributions are possible as well. After collecting the scanner data, i.e.
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the time series Yi, the prior distribution is then updated, resulting in the
posterior distribution, P (∆i|Yi). This distribution represents the beliefs
about effect sizes conditional on the observed fMRI data, resulting in an
updated belief about the effect sizes. P (Yi|∆i) is the voxelwise likelihood.
P (Yi) represents the marginal likelihood of the data (i.e. the likelihood
in which ∆i has been marginalized) and P (Yi|∆i)/P (Yi) is called the
updating factor which updates our prior beliefs about activation to our
posterior beliefs after collecting the time series. When a certain effect size
value predicts the data better, the posterior belief for that effect size value
increases. Given the posterior distribution, parameter estimation can be
performed in different ways: one can look at the maximum of the poste-
rior to define a point estimate or compute a credible interval, containing
a certain percentage of all values of the posterior. For a more elaborate
summary of the basics of Bayesian data analysis, see for example Dienes
(2014), Friston et al. (2002), Kruschke (2010), Rouder et al. (2016), Wa-
genmakers (2007) and Woolrich et al. (2009). Bayesian models for fMRI
data analysis exist both for the single subject level and the group level
(Zhang et al., 2015). These models allow handling the temporal and spa-
tial correlation that is present in fMRI data. Bayesian methods can be
used in the different modelling steps for fMRI data, leading to posterior
probability maps, which are described in Section 2.3.2. Genovese (2000)
described the first fully Bayesian model for fMRI data. In this model a
time point of a single voxel time series is defined as the sum of different
parameters such as baseline signal, drift, activation profile and noise on
which non-informative priors are defined. This method, however, does
not include spatial information.

Bayesian methods can also be used to perform hypothesis testing. An
advantage of Bayesian hypothesis testing is that it compares two hypothe-
ses as opposed to solely providing evidence against a single hypothesis.
More specifically, the posterior odds of the alternative hypothesis and the
null hypothesis given the observed data is computed as follows:
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P (H1|data)
P (H0|data) = P (data|H1)

P (data|H0) ×
P (H1)
P (H0) . (2.5)

The Bayesian approach to testing is inherently dependent on the spec-
ification of not only a null hypothesis but also an alternative through the
definition of prior distributions.

The left term of the equation, called the posterior odds, represents
the relative beliefs about the hypotheses after collecting the time series.
The posterior odds is obtained using the ratio of the prior predictive
probabilities of both the alternative and the null and the ratio of their
prior probabilities or beliefs. The prior odds is the ratio of beliefs about
the two hypotheses prior to collecting data. The ratio of prior predictive
probabilities is also known as the Bayes factor (Jeffreys, 1961; Kass and
Raftery, 1995). For a single voxel, the likelihood of the data under the
assumption that hypothesis ` (H`) holds is computed as follows:

P (data|H`) =
∫
P (data|∆`) p(∆`) d(∆`), (2.6)

with P (data|∆`) representing the likelihood of the data given a pa-
rameter value equal to ∆` and p(∆`) the prior density for the parameter
value ∆` contained in hypothesis `. Hence, the likelihood of the data
is a weighted average across all parameter values contained in the prior
distribution associated with the hypothesis. The prior density of each pa-
rameter value in the prior can be interpreted as its corresponding weight
(Morey and Rouder, 2011).

The Bayes factor ranges from 0 to +∞. With a value smaller (larger)
than 1, the null (alternative) hypothesis is more likely than the alterna-
tive (null). If the Bayes factor equals one, the alternative is equally likely
as the null hypothesis in predicting the observed data. Importantly, no
dichotomous decision should be made, but the evidence can be gradually
updated through follow-up research until the belief of a hypothesis over
another is sufficiently certain. However, in practice the Bayes factor is fre-
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quently thresholded to make binary decisions. This threshold, however,
is arbitrary. Labels exist as a means to verbally describe the amount of
evidence represented by the Bayes factor (Jeffreys, 1998; Raftery, 1995).
A Bayes factor could be computed for each voxel and thresholded in order
to define the voxel as active (practically relevant) or inactive (practically
irrelevant). Recently, the Bayes factor has been increasingly used in multi-
ple psychological research fields (Cavagnaro and Davis-Stober, 2014; Kam-
mers et al., 2010; Massaro et al., 2001; van de Schoot et al., 2011; van den
Hout et al., 2012). While the Bayes factor has been used frequently in
the context of brain connectivity with dynamic causal modeling (e.g., Acs
and Greenlee, 2008; Penny et al., 2010; Stephan et al., 2008), we are not
aware of studies analyzing task-based fMRI data using the Bayes factor
in a voxelwise approach. However, other Bayesian methods have been
integrated in both FSL (Woolrich et al., 2009) and SPM (Friston, 2007),
e.g. the use of posterior probability maps (see Section 2.3.2).

Bayesian methods have multiple advantages as compared to frequentist
approaches. First, the use of priors to indicate the degree of belief for
all possible parameter values lends itself naturally to represent what is
considered a practically relevant effect size in a certain context. This
way, using Bayesian methods, one can identify the voxels that have high
posterior density or probability on those practically relevant effect sizes,
effectively showing that the observed data of these voxels is more likely
under the practically relevant alternative hypothesis. As a result, labeling
voxels as active also implies a decision on practical relevance.

Second, in the frequentist framework, lack of evidence against a hy-
pothesis cannot be used to accept a hypothesis. Bayesian methods provide
the ability to compute evidence in favor of the null hypothesis in the form
the Bayes factor. When the Bayes factor as defined above is close to 0, the
evidence for that hypothesis is much stronger than that for the alterna-
tive hypothesis. As a result, one can rightfully claim that no (practically
relevant) effect was present, based on statistical evidence (Dienes, 2014;
Kass and Wasserman, 1996; Rouder et al., 2016)
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Third, the Bayesian paradigm easily adapts to interim analyses (Rouder,
2014; Wagenmakers, 2007), while optional stopping will result in inflated
Type I and Type II errors with NHST (Yu et al., 2013). Rouder et al.
(2012) showed through simulations that the interpretation of the poste-
rior odds does not change when optional stopping was applied. With the
first group of subjects, one can compute the posterior odds based on the
data and the prior odds. After seeing that the evidence is inconclusive
or did not reach a certain goal value that was a priori defined, a sec-
ond group of subjects can be scanned and now the posterior computed
with the first group can be used as prior for the analysis of the second
group. This prior can then be updated with data from the second group,
third group,... until the evidence is conclusive for either the null or the
alternative (Wagenmakers et al., 2012).

One criticism is that although Bayesian methods are conceptually very
intuitive, they can be quite complex to perform. In multiple cases markov
chain monte carle simulations (Gilks et al., 1996) are needed, resulting in
an analysis that is highly computationally intensive and time consuming.
Woolrich et al. (2004) performed a fully Bayesian analysis on a single
slice of fMRI data and reported that it lasted for six hours. This time
consumption has resulted in low user rates for (fully) Bayesian methods
for the analysis of fMRI data. Many research has been done on attempts
to find computational shortcuts. As analysis methods for high dimen-
sional data are often computationally intensive, supercomputers on which
analyses can run in parallel are increasingly available for researchers.

Additionally, the advantage of including priors in the statistical anal-
ysis of fMRI data is also frequently considered as its drawback. Since
the prior distribution represents the belief of the researcher about the pa-
rameter of interest and the prior can influence the posterior distribution,
Bayesian statistics are often seen as subjective. Furthermore, defining a
prior requires knowledge of the expected amount of activation. To by-
pass this, non-informative priors can be used (e.g. uniform distributions),
but this is sometimes seen as defeating the purpose of including priors.
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Prior distributions can be constructed based on previous data where the
mean and variance of voxel effect sizes can be computed or can be based
on plausible physiological constraints (Friston and Penny, 2003; Woolrich
et al., 2009).

2.2.3 The likelihood framework

The likelihood paradigm provides evidence based on the law of likelihood
(Bickel, 2012; Blume, 2002; Hacking, 1965; Kang et al., 2015; Royall, 1997;
Royall and Tsou, 2003; Wang and Blume, 2011; Zhang, 2009). This law
states that if H0 hypothesizes that there is no effect in the data (H0 : ∆ =
0) and H1 states that there is an effect with a defined effect size present
in the data (H1 : ∆ = ∆1), evidence in favor of H1 is provided when the
likelihood of the data under H1 is larger than the likelihood of the data
under H0. Given the observed data, a likelihood ratio (LR) representing
the strength of the evidence in favor of H1 relative to H0 can be obtained
as follows:

LR = P (data|H1)
P (data|H0) . (2.7)

where P (data|H`) represents the likelihood of the observed data under
hypothesis H` (` = 0, 1). Comparing this to Equation (2.5) in Section
2.2.2, one can see that the LR and the Bayes factor are very similar
measures of strength of evidence. The goal of both measures is to provide
relative evidence for two competing hypotheses based on the collected
data and both use a ratio of likelihoods. Within the likelihood paradigm
however, the likelihoods are obtained through the traditional likelihood
approach as opposed to the approach in equation (2.6). More specifically,
if ∆ represents the parameter of interest and for a single voxel, we have
data yt on n independent time points (t = 1, . . . , n), then the likelihood of
the observed data under hypothesis ` where ∆ = ∆` equals L(∆`;data) ∝∏n
t=1 f(yt; ∆`) with f the density function for the data distribution.
The LR can be thresholded using a predefined value k. Conventional
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benchmarks for k are 8 and 32 (Jeffreys, 1998; Kass and Raftery, 1995).
If the LR < 1

k , there is strong evidence in favor of the null, while there is
strong evidence in favor of the alternative when LR ≥ k. If 1

k ≤LR< k,
the evidence in favor of the alternative is weak and inconclusive.

Using the LR as a decision criterion, it is possible to observe misleading
evidence, or strong evidence in favor of one of the two hypotheses, while
the hypothesis is in fact incorrect (Blume, 2002; Kang et al., 2015; Roy-
all, 1997, 2000). The probability of observing misleading evidence is the
probability that evidence on the voxel level would show strong evidence
for the wrong hypothesis. This probability is only relevant before the data
collection and should be calculated and minimized in that stage (Blume,
2002; Johansson, 2011; Royall, 2000). Once the data is collected, the evi-
dence is either misleading or not. This probability bears conceptual and
mathematical resemblance to Type I and Type II errors. If LR > k while
H0 is true (mis0 = P (LR> k|H0)), this is the analogue to making a Type
I error, while having an LR < 1

k while H1 is true (mis1 = P (LR< 1
k |H1))

is analogous to making a Type II error. Blume (2002) and Kang et al.
(2015) showed that while the number of Type I errors remains fixed at
the level of α, regardless of how much data (the number of scans n or the
number of subjects) is collected, the probabilities of observing misleading
evidence, mis0 and mis1, however, converge to 0 as the amount of data
increases (Blume, 2002; Kang et al., 2015; Royall, 1997). Summarized, the
probabilities of misleading evidence are dependent on the value of k and
the amount of data that is collected and can be computed for different
values of k and n. Furthermore, mis0 and mis1 have an upper bound of
1
k (Blume, 2002; Royall, 1997). If moderately large values for k are used,
the maximal value for these probabilities of observing misleading evidence
will be low (Blume, 2002; Royall, 1997). The likelihood approach actually
minimizes the average analogs of the Type I and Type II error rate for a
given k. k can be defined as ω/(1 − ω), where ω (0 ≤ ω ≤ 1) represents
the weight given to the probability of making a Type I error and (1 - ω)
the weight given to the probability of making a Type II error. Next to the
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probability of observing misleading evidence, the probability of observing
weak evidence (P ( 1

k ≤ LR < k)) can also be calculated and controlled
for different values for k in function of the amount of data collected. The
probability of observing weak evidence also converges to 0 as n increases
(Blume, 2002; Royall, 1997).

An advantage of the likelihood framework is that it provides relative
evidence for two hypotheses, similar to the Bayesian framework. Thus,
data can be used to obtain conclusive evidence for one of the two compet-
ing hypotheses or for none of them (LR = 1). If the alternative represents
an effect size that is considered practically relevant and the LR shows
evidence in favor of the alternative hypothesis, the detected activation is
meaningful. This will lead to better replication of the detected effects.

Furthermore, while in the frequentist framework evidence is often
quantified in terms of the probability of observing more extreme observa-
tions than what is observed (Jeffreys, 1998; Johansson, 2011; Kruschke,
2010), the LR approach only computes evidence for the data at hand.
Unlike in the Bayesian framework, one does not have to specify a range of
values with associated weights/density in the form of a prior distribution.
Only relevant values for parameter values under the competing hypothe-
sis need to be specified. This is why Blume (2002) argues that both the
frequentist framework and Bayesian framework go beyond the data that
are observed. In the frequentist framework, this implies using additional
information from the sample space from which data are drawn while for
the Bayesian framework, this refers to the addition of prior information.

Similar to the Bayes factor in the Bayesian framework, the LR is not
affected by the stopping rule of the data collection or experiment. This
is because the likelihood function is not affected by optional stopping
(Blume, 2002; Royall, 1997, 2004), while p-values differ depending on the
stopping rule. This makes the LR ideal for interim analyses. After a
first stage of data collection, the LR can be computed. If the strength
of evidence is inconclusive, more data can be collected and added with
the original collection, resulting a new LR. This process can be repeated
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until conclusive evidence (LR ≥ k or LR < 1
k ) is obtained or until interest

or money runs out. However, the probabilities of misleading evidence
mentioned above increase with multiple looks at the data, but remain
bound by 1

k (Blume, 2002; Royall, 1997).
A remaining challenge for the likelihood paradigm is quantifying ev-

idence for composite as opposed to simple hypotheses. Indeed, the al-
ternative hypothesis of interest in fMRI is typically of the following form
H1 : ∆ ≥ ∆1, with ∆1 representing the minimal practically relevant effect
size. Blume (2002) and Royall (1997, 2000) are opposed to extending the
likelihood paradigm to composite hypotheses because there is no single
way to summarize the evidence over the intervals of parameter values that
are considered in the composite hypotheses. Choosing one way to sum-
marize the evidence will influence the strength of the relative evidence
for the two hypotheses, so the support for one composite hypothesis over
another will vary as a result of the chosen summary measure. According
to these authors, summarization is unnecessary. However, Zhang (2009)
and Bickel (2012) argued that in many situations composite hypotheses
are of interest and generalized the likelihood paradigm. Specifically, they
developed a generalized or maximized likelihood ratio (mLR) defined as:

mLR = supP (data|H1)
supP (data|H0) , (2.8)

with H1 : ∆ ≥ ∆1 and H0 : ∆ < ∆1, where ∆1 is a minimal effect
size of interest that is defined a priori. The likelihood for the data given a
composite hypothesis is obtained by the supremum of the likelihood over
the range of parameter values. The ratio of those maximum likelihoods is
the mLR. Bickel (2012) showed that the mLR eventually supports the cor-
rect hypothesis as n increases and the probability of observing misleading
evidence converges to 0.

While all three frameworks presented use likelihoods in some form
(likelihood ratio testing in the frequentist framework and Bayes factors
in the Bayesian framework), only in the likelihood framework, the LR is
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the end point and likelihood is used to reflect on what the data tell us.
Blume (2002) argues that in the other frameworks, likelihood ratios are
used to decide what to do (frequentist) or what to believe (Bayesian).

2.3 Methods for fMRI that incorporate effect
sizes

Several methods have been developed for fMRI to incorporate effect sizes
either explicitly or implicitly. By doing this, they move the focus from only
defining and testing null hypotheses, to carefully considering practically
relevant alternative hypotheses. Below, these methods are described. We
have made an attempt to categorize each of them in one of the frameworks
described above.

2.3.1 The frequentist framework

Amplitude thresholding

Gross and Binder (2014) developed a method specifically for pre-surgical
planning, where effect sizes (ESs) frequently are more informative than
statistical significance. Raw amplitude values are transformed to normal-
ized signal using the whole-brain average signal as a baseline instead of
the typical local voxelwise baseline signal. Subsequently, the threshold
for the statistical parametric map (SPM) is calibrated in two steps. First,
classic NHST is performed on the SPM of all subjects (the authors sug-
gest an uncorrected analysis with α = 0.001) and the average number of
suprathreshold voxels across subjects is computed. Second, the observed
ESs are thresholded with a threshold that results in the same number of
voxels that are categorized as active as compared to the NHST procedure
for each subject. As the method aims to optimize surgical planning it is
mainly a method to analyze single subject data which makes it ideal for
functional localization, but it can easily be used on the group level as well.



64 Chapter 2

The amplitude thresholding method has a test criterion that cate-
gorizes voxels as either active or inactive. Additionally, by focusing on
thresholding ESs, Gross and Binder aim to end up with activation that is
practically relevant. However, the data-driven definition of the practically
relevant ES, ∆1 can result in circularity of the analysis, since the test cri-
terion to analyze and categorize the voxels with is based on those exact
same voxels. This can potentially lead to misleading statistical evidence
and an inflation of false positives and should be avoided (Poldrack et al.,
2017). Furthermore, what is practically relevant should be considered be-
fore analyzing fMRI data and should not be defined based on the data
that is to be analyzed itself. Additionally, the method is very sensitive
to which NHST method is used in the first step and it is not straightfor-
ward which method is preferable. This flexibility in the definition of the
primary threshold can lead to ad hoc adjustments in order to find desired
activation and additional researcher degrees of freedom, resulting in less
reproducible results (Carp, 2012; Simmons et al., 2011).

Furthermore, as single subject data typically has a low signal to noise
ratio and low statistical power, this thresholding step can lead to a thresh-
old that is too stringent, since only a smaller number of voxels with larger
ESs will survive the initial thresholding. By ultimately selecting all voxels
that have an ES that is higher than a threshold ES based on NHST, the
method completely focuses on avoiding Type II errors, while no longer
maintaining direct control of Type I errors. Since voxels can have an in-
flated effect size due to task-related noise for example, the method can lead
to an increase of the number of false positives. Although some contexts
warrant this sole focus on practical relevance, for example pre-surgical
planning, this choice is not ideal for the whole of neuroscience studies. As
Gross and Binder (2014) proposed, a measure of statistical confidence or
significance (e.g. a p-value) of the effect size estimate in a voxel thresh-
olded on practical relevance could be added to the method to control Type
I errors in a more direct manner.
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Regions in limbo

de Hollander et al. (2014) developed their method to counter the imager’s
fallacy that is associated with the binary classification into active and
inactive using traditional analysis methods for fMRI data. The imager’s
fallacy appears when you conclude that only region A and not region B is
associated with the task because region A is statistically significant after
thresholding and region B is not. However, the difference in activation
between the two regions may not be statistically significant. To counter
this, the authors use a three-step procedure. First, the fMRI data is
analyzed and thresholded using cluster-based inference. Second, the voxel
with the smallest t-value in an active cluster is located and used as a
comparison voxel. Finally, all contrast parameter estimates of all inactive
voxels are compared with that of the comparison voxel in order to examine
whether the difference is statistically significant. If this is not the case,
the voxel is ‘in limbo’: it is neither significantly active or inactive, its
activation is dubious. The method can be used on both the subject and
the group level.

As with the amplitude thresholding method (Gross and Binder, 2014),
the practically relevant ES is defined based on the data that needs to
be analyzed, leading to circularity. Again, this practically relevant ES
will be overestimated, since the SPM is thresholded before specifying the
comparison voxel. Thresholding favors larger ESs, resulting in a compar-
ison voxel with an ES that can be too high to be representative (Button
et al., 2013; Cremers et al., 2017; Poldrack et al., 2017; Szucs and Ioan-
nidis, 2017; Turner et al., 2018; Yarkoni, 2009). Additionally, as with
amplitude thresholding (Gross and Binder, 2014), the comparison voxel
is highly dependent on which thresholding procedure is used in step 1 of
the procedure. The authors suggest using cluster-based inference. How-
ever, Eklund et al. (2016) showed that thresholding methods based on
spatial extent can produce an inflation of Type I errors, especially when
the initial cluster-forming threshold is defined too low. The choice for a
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certain initial thresholding procedure again potentially leads to method
shopping (Poldrack et al., 2017) and an increase in both false positives
and negatives as both error rates are controlled indirectly. Combined,
these properties can lead to reproducibility and replicability issues.

Alternative-based thresholding

The alternative-based thresholding (ABT) method can be used to analyze
single subject data (Degryse et al., 2017; Durnez et al., 2013). As with
NHST, the ABT method requires the specification of a null hypothesis,
stating there is no activation in a certain voxel during the task (H0 :
∆ = 0). Summarized evidence against this null under the associated null
distribution is measured for each voxel using the classic p-value, denoted as
the p0-value. The p0-value is subsequently thresholded using α, allowing
direct control of the FP rate.

Additionally, ABT requires an exact of definition of the alternative
hypothesis, stating the effect of an active voxel equals a certain a priori
specified ES (H1 : ∆ = ∆1). This ES represents a minimal practically
relevant effect in the research or clinical context. Durnez et al. (2013)
assume a distribution on this practically relevant ES, since ESs can vary
voxelwise. This alternative distribution is Gaussian with mean µ∆1 and
standard deviation τ . Given this alternative distribution, evidence against
the alternative hypothesis is again measured using the p-value, now called
the p1-value. The p1-value is subsequently thresholded using β, the prob-
ability of making a Type II error, allowing direct control of the FN rate.
A visual representation of p0 and p1 can be found in Figure 2.3.
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Figure 2.3 Visual representation of the null and alternative distribu-
tion and p0 and p1 of alternative-based thresholding.

Thresholding both p-values results in a layered statistical parametric
map (LSPM) of the brain with four layers (Degryse et al., 2017; Durnez
et al., 2013). The active layer contains voxels which show strong evidence
against the null and lack of evidence against activation during the task
(p0 ≤ α and p1 ≥ β). The inactive layer consists of voxels that exhibit
strong evidence against true activation and no evidence against the null
(p0 > α and p1 < β). The practically insignificant layer represents voxels
with strong evidence against the null hypothesis but also against activa-
tion (p0 ≤ α and p1 < β). The uncertainty layer consists of voxels that
show lack of evidence against both the null and the alternative (p0 > α

and p1 ≥ β). Hence, while the null cannot be rejected for these vox-
els, true activation cannot be confidently excluded. The ABT method is
currently only available for single subject analyses.

Degryse et al. (2017) showed for functional localization in fMRI that
ABT, by including ESs in the hypothesis testing, provides the means to
declare that all that is classified as active is practically relevant and all
that is classified as inactive is not (see Chapter 3). Thus, by adding the
p1-value, one can confidently exclude the presence of an interesting effect,
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which is not the case with classic NHST. The active layer of the LSPM
is the practically relevant subset of the statistically significant voxels de-
tected by NHST, while the inactive layer is the practically irrelevant subset
of the statistically nonsignificant voxels. Additionally, ABT nuances the
results of NHST by showing which of the statistically significant voxels
bears no practical relevance (i.e. the practically insignificant voxels). Fi-
nally, it provides information beyond the results of NHST by identifying
voxels that have a practically relevant effect that did not reach statistical
significance due to high noise levels for example. As of yet, the ABT has
no test criterion to categorize voxels as either active or inactive. How the
four possible outcomes are handled and combined depends on the spe-
cific context and aims. Although this provides additional flexibility in
the analysis, possibly leading to less reproducible results (Carp, 2012),
this flexibility is also the strength of the method. If the main issue is
to detect all practically relevant activation and to minimize Type II er-
rors, researchers can decide to categorize the uncertain voxels as active,
resulting in indirect control of the false positive rate. If, however, it is
crucial to detect statistically significant activation that also has practical
relevance, the active layer of the LSPM contains the voxels of interest.
The ABT is to date the only method within the frequentist framework
that can provide direct control of both Type I and Type II errors when
analyzing fMRI data.

2.3.2 The Bayesian framework

In this section, we focus on specific methods for a voxelwise approach to
fMRI data, but other Bayesian methods exist that allow transformations
to wavelet space (Zhang et al., 2015) or that model regionwise activation
(Bowman et al., 2008). These methods fall beyond the scope of this
chapter.
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Posterior probability maps

While the Bayes factor remains relatively unused with task-based fMRI
data, posterior probability maps (PPMs) are used more frequently (Fris-
ton and Penny, 2003; Friston et al., 2002). These maps are constructed
for inference on parameter estimates of the GLM, just as the Bayes factor.
First, the posterior distribution for the parameters in the GLM given the
observed data is computed using the prior distribution on these param-
eters (e.g. a range of effect sizes) and the updating factor described in
Equation 2.4 in Section 2.2.2. Second, the Bayes estimator, or posterior
expectation, is computed. Third, the 95% credible interval around this
estimate is computed. Finally, for positive activation, the lower bound of
the interval should be larger than a prespecified ES, while for deactivation
the upper bound of the interval should be smaller than the prespecified
ES. If the former is the case, the voxel is considered active, resulting in a
PPM with active and inactive voxels. Additionally, one can also threshold
the PPM directly at a certain posterior probability level, e.g., 95% which
means that voxels should have a posterior probability of at least 95% to
be activated with a certain effect size. By thresholding PPMs, evidence
is provided on whether a certain voxel was active with an ES larger than
a prespecified minimal practically relevant ES. Thus, practical relevance
can be ascribed to active voxels.

When voxels are labeled as either active or inactive in the frequentist
framework, the false positive rate is controlled while taking into account
the dimension of the test problem through multiple testing corrections.
This results in more conservative thresholds. It has been argued that
the multiple testing problem does not apply to Bayesian posterior infer-
ence, since prior distributions are defined independently for activation over
voxels, resulting in a testing situation similar to that of comparisonwise
testing (Berry and Hochberg, 1999; Friston and Penny, 2003). However,
if one would threshold PPMs at a posterior probability of 95% that the
voxel was active in a brain with no active voxels, 5% of the voxels would
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incorrectly be labeled as active, similar to frequentist statistics (Woolrich
et al., 2009). As a result, thresholding should be made more stringent.
The same methods available for NHST can be used here. Friston and
Penny (2003) on the other hand showed that thresholding PPMs results
in more anatomically plausible voxels that survive thresholding without
multiple testing correction as compared to using NHST with Gaussian
random field correction at p=0.05. Thresholding PPMs without multi-
ple comparisons correction produces results that are very similar to those
of applying false discovery rate control procedures (Friston and Penny,
2003).

Empirical Bayes

One of the difficulties with fully Bayesian methods is the requirement
of the prior distribution. It is possible to define the prior based on the
data that has to be analyzed, by performing empirical Bayesian methods
(Friston and Penny, 2003; Friston et al., 2002). For fMRI, a hierarchical
model is assumed, e.g. at the voxel-level and across voxels, i.e. subject-
level. The data at the subject-level, the time series of all voxels, is used
to estimate the prior distribution of the parameters on the voxel level
using expectation maximization. Thus, the mean and variance of for
example the effect size across voxels is estimated. These distributions
can then be used as priors for a Bayesian analysis on the single voxel
level, resulting in posterior probabilities or Bayes factors for every voxel.
Although this counters the objections that priors are subjective in a fully
Bayesian analysis, one could argue here that empirical Bayesian methods
can lead to circular analyses since the data are used to twice: once to
define the priors and once to analyze the data with those priors.

Mixture modeling

A class of methods that is strongly related to Bayesian analysis is mix-
ture modeling. With mixture modeling, a model is fitted to the observed
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distribution of the test statistics over voxels. This model consists of two
components, a null distribution representing the test statistics of the vox-
els that are inactive during the task, e.g. a chi-squared distribution with
two degrees of freedom (Everitt and Bullmore, 1999) and an alternative
distribution representing the test statistics of the active voxels, e.g. a
non-central χ2-distribution (Everitt and Bullmore, 1999). The mixture
distribution of all test statistics can then be written as follows:

f(x;µ, p) = pf1(x) + (1− p)f2(x;µ), (2.9)

with f1 representing the null distribution of the test statistics of inac-
tive voxels, f2 the alternative distribution of the test statistics of active
voxels, p the proportion of inactive voxels and µ2 = λ, the non-centrality
parameter of the alternative distribution.

In a first step, the proportion of inactive voxels, p, in the SPM is
estimated, e.g. with a beta uniform model (Pounds and Morris, 2003) or
using maximum likelihood estimation (Everitt and Bullmore, 1999). In a
second step, the effect size of these active voxels, µ is estimated. The non-
centrality parameter can also be chosen to represent a practically relevant
effect. Once these parameters are defined, the alternative distribution can
be shaped. Finally, a posterior probability that a certain voxel belongs to
the active distribution as compared to the null distribution is calculated
as follows:

P (active|xi) = (1− p̂)f2(xi; µ̂, p̂)
f(xi; µ̂, p̂)

, (2.10)

with xi the test statistic of voxel i. This probability is then thresh-
olded, resulting in an activation map. This threshold represents the weight
one assigns to making a Type I error versus a Type II error. As the thresh-
old increases, the posterior probability of activation has to be larger, re-
sulting in more Type II but less Type I errors which is equivalent to weigh-
ing Type I errors more heavily than Type II errors. By decreasing the
threshold, more Type I but less Type II errors will occur which is equal
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to assigning more weight to Type II errors. A threshold of 0.5 assigns
equal weight to Type I and Type II errors. Studies that applied mixture
modelling to fMRI data are for example Everitt and Bullmore (1999),
Hartvig and Jensen (2000) and Durnez et al. (2016). PPMs after mixture
modeling could produce much more distinction in activated regions than
classical NHST procedures (Everitt and Bullmore, 1999). Additionally,
the estimated parameters p̂ and µ̂ can be used as summary statistics of
the proportion of activation and the size of activation in different subjects
as well as group differences in the amount and size of activation. Hartvig
and Jensen (2000) extended the method of Everitt and Bullmore (1999)
by including spatial information. In their method, the posterior proba-
bility of activation is not only dependent on the voxel that is analyzed
itself, but also on its neighboring voxels. As with cluster-based inference,
the reasoning here is that neighboring voxels tend to be active together.
Thus, a certain voxel has a higher chance of being categorized as active if
its neighboring voxels have high test statistics.

The mixture modeling approach to analyze fMRI data is fairly simple
but effective (Everitt and Bullmore, 1999) and has multiple advantages
over NHST. First, it includes an alternative distribution that can repre-
sent a practically relevant effect, enabling categorizing active voxels as
practically relevant as well, leading to increased replicability of detected
effects. Second, an important advantage of mixture modeling is the possi-
bility to define more than one alternative distribution for the test statistics
of active voxels. This way, one permits that different brain regions can
have activation with different effect sizes. Third, the threshold for the
posterior probability of activation can be adjusted in order to assign more
weight to either Type I or Type II errors, enabling the ability to opti-
mally balance both error types given the research context. Thresholding
posterior probability maps also avoids the need to find an acceptable cor-
rection for traditional p-values as used by NHST. Finally, the posterior
probability that is computed can be interpreted as relative evidence for
one hypothesis over another, similar to the Bayes factor. When the pos-
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terior probability is low (close to 0), this can be interpreted as statistical
evidence in favor of the null hypothesis, will large posterior probabilities
(close to 1) are evidence in favor of the alternative as compared to the
null. By not relying on p-values as in the frequentist approach to statis-
tics, mixture modeling allows for accepting that there is no effect present
in a certain voxel.

2.3.3 The likelihood framework

Likelihood ratio paradigm for fMRI

Given an fMRI data set, a likelihood ratio (LR) is computed in each
voxel univariately, by computing the likelihood of the contrast estimate
of that voxel under the null hypothesis (H0 : ∆ = 0) and its likelihood
under the alternative hypothesis (H1 : ∆ = ∆1). The alternative value
is defined based on the data by computing a certain percentile value of
the contrast estimates across voxels. Kang et al. (2015) suggested to use
the 95th percentile value. The LR in each voxel is equal to the ratio of
these likelihoods, which can subsequently be thresholded by k. Kang et al.
(2015) showed results for both a dichotomous likelihood paradigm (dLP)
and a continuous LP (cLP). In the dLP a voxel can either show strong
evidence in favor of the alternative (LR ≥ k), or strong evidence in favor of
the null (LR < k). In the cLP, both active (LR ≥ k) and inactive voxels
(LR ≤ 1/k) are again defined next to voxels showing weak statistical
evidence in favor of the alternative (1/k ≤ LR < k ). Through simulations
and real data examples the authors showed that the LP controls both
likelihood analogs for the FP and FN error rates, decreasing FNs with
only a slight increase in FPs. Additionally they showed convergence to 0
for the likelihood analogs of FP, FN and average error rates as the number
of scans increases, while NHST will never be free of FPs as the amount
of information increases due to FP control at the α level.

The LR method of (Kang et al., 2015) has a test criterion to decide
whether a certain voxel was active during the task or not, i.e. the LR
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with the 95th percentile value of the contrast estimates combined with
the threshold k. However, the method only evaluates evidence for that
exact alternative. If the ES in a certain voxel is larger than ∆1, it makes
sense to categorize this voxel as active while the LR will automatically
decrease for a voxel as the ES becomes larger than ∆1. The larger the
(absolute) difference of its effect is as compared to ∆1, the more the LR
will decrease. In other words, the LR method does not provide cumulative
evidence (Bickel, 2012; Blume, 2002; Royall, 1997; Zhang, 2009), although
the preferred alternative hypothesis of interest is whether ∆ ≥ ∆1. Ad-
ditionally, the data-driven way the alternative is defined ensures its de-
pendency on the amount or proportion of activation in the whole brain.
For example, within the context of localizer tasks and defining functional
regions of interest, we expect to pinpoint a single brain region and hence
a small activated volume. The 95th percentile value would then lead to
an underestimation of the true ES, since the ES of active voxels will be
at the right tail of the ordered contrast estimates. On the other hand, if
a task activates a large-scale network and hence a larger volume is active,
using the 95th percentile value would lead to an overestimation of the true
ES, since the active voxels with a somewhat smaller ES would not end up
at the right tail of the ESs. It is not straightforward to specify about how
much activation is expected in the whole brain, because of large inter-
individual differences in brain and brain region size. Furthermore, since
this expected proportion of activation has to be defined in each subject
individually, this can lead to ad hoc adjustments in order to detect acti-
vation. Finally, as was the case with the amplitude thresholding method
(Gross and Binder, 2014) and the regions in limbo method (de Hollander
et al., 2014), the data-driven definition of the practically relevant ES, ∆1

can lead to circularity of the analysis, resulting in the observance of mis-
leading statistical evidence and higher FP rates. (Poldrack et al., 2017).
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Maximized likelihood ratio paradigm for fMRI

In order to overcome the issues with the traditional LR method described
above, Degryse & Moerkerke (under revision) proposed to use the maxi-
mized likelihood ratio (mLR) described in Section 2.2.3 for the voxelwise
analysis of fMRI data (see also Chapter 4). The mLR method provides a
binary test criterion as well, but allows testing for composite hypotheses
(e.g. H1 : ∆ ≥ ∆1) instead of simple hypotheses (e.g., H1 : ∆ = ∆1).
As a result, the mLR method is able to provide cumulative evidence for
voxels that have an observed effect size that is larger than the a priori
defined practically relevant effect size. By carefully selecting a suitable
practically relevant effect size of interest that takes into account the lower
values of the range of inter-individual general levels of brain activation,
the mLR has the advantage of adapting to higher levels of general brain
activation across subjects. Since it does this automatically, it can lead to
less ad hoc, theoretically unfunded adjustments such as lowering α levels
or p-hacking in order to find anatomically plausible activation (Nuzzo,
2014).

Furthermore, the mLR method also has the desirable property of the
LR method that FP and FN analogs converge to 0 as the amount of
data increases, and a better trade-off between the two is obtained when
the number of scans is low as opposed to NHST and the LR method in
that same context. This is also the case when the practically relevant
effect size is underestimated, allowing for a margin of error. Since it
provides relative evidence for a practically relevant effect (H1 : ∆ ≥ ∆1) as
opposed to practically irrelevant effects (H0 : ∆ < ∆1), voxels that survive
thresholding can also be interpreted as practically relevant. Additionally,
the hypothesis of no (practically relevant) activation can be accepted when
the mLR is below the threshold. The authors stress that the minimally
practically relevant effect size should be defined based on independent
data or based on literature in order to avoid circularity issues.
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2.4 Defining practically relevant effect sizes
In fMRI, it is not straightforward to quantify the size of an effect that
is present in a specific brain region under a certain task. In this section,
possible strategies to define practically relevant effect sizes are discussed.
An important aspect is that circularity needs to be avoided (Vul et al.,
2009; Vul and Pashler, 2012) which implies that estimates for practically
relevant effects sizes should be obtained independent from the data that
need to be analyzed.

2.4.1 Effect sizes in task-based fMRI

In the mass-univariate approach (Friston et al., 1994; Mumford and Nichols,
2006) to the analysis of task-based fMRI data, effect sizes can be obtained
through the estimation of the following general linear model (GLM) for
each voxel i and each subject s:

Ysi = Xsiβsi + εsi, s = 1. . . . , N, (2.11)

with Ysi the BOLD signal measured over n time points and Xsi the
design matrix consisting of the convolution of the stimulus onset func-
tion(s) of the experiment and a hemodynamic response function (Henson
and Friston, 2007) together with nuisance variables such as physiological
noise, motion, etc. εsi represents random within-subject error. βsi repre-
sents the vector of population parameters for the variables that are part
of the design matrix. For task-related experiments, the parameters that
are associated with a certain condition in the experiment or a contrasts
of conditions are the effects of interest. They represent the strength of
response in a given voxel in relation to the task of interest. For the re-
mainder of this section, we will drop i for ease of notation. It should
be understood that the mass-univariate approach proceeds voxelwise and
hence, an effect is obtained for each voxel separately.

In a second step, estimates for the parameters of interest of the first-
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level (i.e. subject-level) models and their associated standard errors are
combined over subjects in a group analysis in order to estimate the effect
on the level of the population (Mumford and Nichols, 2006). The following
GLM is fitted in each voxel i for group G:

YG = XGβG + εG. (2.12)

For each subject s, let βsc represent the effect of interest (βsc ∈ βs) or a
contrast of parameters in βs. YG is the vector of the estimated effects,
β̂sc, with s = 1, . . . , N . XG represents the group design matrix, of which
the columns represent contrasts between groups of subjects (e.g. cases
versus controls). When interest lies in averaging over all subjects, XG

exists of one column with each element equal to 1. βG represents the
population effect at group level. εG is a vector of mixed effects random
group error for which the variance of each term consists of both within-,
(V ar(β̂sc), and between-subject variance, σ2

G, of the estimates for βsc at
the first stage.

Both unstandardized and standardized effect sizes can be of interest.
Unstandardized effect sizes are typically defined in percent BOLD signal
change units. These values represent the magnitude of an effect in terms
of its proportion relative to the baseline BOLD signal. However, these
values are arbitrary and can vary across voxels, participants, sessions,
scanners, etc. (Chen et al., 2017). For comparison reasons, the time se-
ries of raw BOLD signal values are normalized by scaling them to a target
value. These are the estimated β-values that can then be compared across
subjects and sessions within the same study. However, normalization of
the BOLD signal can be performed in multiple ways depending on the
software that is used (Chen et al., 2017) and even normalized BOLD sig-
nal values can be influenced by MR acquisition parameters that can differ
across subjects, scanners, sessions,... (Chen et al., 2017; Uludağ et al.,
2009). To compare effect sizes over studies that use different software
packages for the analysis of fMRI data and different MR acquisition pa-
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rameters, one can compute a constant that scales the design matrix in
order to translate the effect size estimates from one software package or
study to another. However, information required to define that constant
is rarely available. As a result, it can be more safe to standardize the
effect size so that it is independent of scale.

Effect sizes can be standardized on subject- or group-level. The true
standardized effect size δs for a given voxel and subject s can be defined
as:

δs = βsc
σs
. (2.13)

βsc is the unstandardized effect size and σs the standard deviation of
the random within-subject errors in model (2.11).

The true standardized effect size δG for a given voxel in group G can
be defined as:

δG = βG
σM

. (2.14)

βG represents the (weighted) mean of the effect size estimates βsc
of each subject s and σM the standard deviation of the random error
term in model (2.12), consisting of both a within-subject and a between-
subject component. Note that the numerator in the individual, δs, and
the group-level effect size, δG, is expressed in the same unit scale (in the
same study). It is however important to take into account the multiple
sources of variability when standardizing the effect sizes on the group
level as compared to the single subject level. Since both within- and
between-subject variance will contribute to variance in the effect sizes,
both sources have to be estimated and used when standardizing group
effect sizes. When only the within-subject variance is taken into account,
the standardized effect sizes on the group level will result in values for δG
that are too large (or too small, depending on the sign of βG).

δs and δG can be estimated through Cohen’s d (Cohen, 1988):
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ds = β̂sc
ss

and dG = β̂G
sM

, (2.15)

with ss and sM estimates for respectively σs and σM . However, Hedges
(1981) showed that d is a biased estimator of δ, especially with small
sample sizes (or a small number of scans on the subject level) and proposed
to use Hedges’s g:

gs = β̂sc
ss
× h and gG = β̂G

sM
× h, (2.16)

with,

h =
Γ
(
k−1

2
)√

(k−1)
2 Γ

(
k−2

2
) . (2.17)

Γ is the Gamma function and k is the number of time points on the
single subject level or the number of subjects on the group level.

In order to use methods that require an a priori defined effect size,
attention should be paid to the fact that this effect size is defined on the
same scale or in the same units as the data that will be analyzed. Since
the analysis typically concerns collecting evidence for hypotheses based on
the βsc or βG parameters, there is no problem with using unstandardized
(% BOLD signal change) effect sizes as input for the methods, as long
as the β parameters of the GLM that is fitted on the data are on the
same unit scale as the a priori defined effect size. In the next section,
multiple strategies to obtain practically relevant effect sizes are discussed.
A summary of these strategies can be found in Table 2.1.

2.4.2 Quantifying practically relevant effect sizes

Previously published studies

Typically, a published study contains tables with results for brain regions
which consist of the x,y and z coordinates of single peak voxels (i.e. local
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maxima) and their test statistic value, t. Only on rare occasions any effect
size estimate is reported as well (Chen et al., 2017). It is nonetheless
possible to obtain a standardized group effect size based on the reported
t-value of the peaks. The test statistic t for a given voxel i on the group
level is computed as follows:

t = β̂G

sM/
√
N
, (2.18)

with β̂G the unstandardized group (weighted) mean average of the
subject effect sizes, sM the within- and between-subject variability esti-
mate of the subject effect sizes and N the number of subjects. Based on
the paper of the study, both t and N are known. Following Equations
(2.14) and (2.16), the standardized effect size of the reported peak, dp,
can then be computed:

dp = t√
N
× h. (2.19)

If multiple peaks across studies are reported for the brain region of
interest, the computed standardized effect sizes dp from Equation 2.19 for
each study can be combined into a single effect size which is a weighted
average standardized effect size. For this, algorithms for performing ei-
ther coordinate-based meta-analysis (seed based d-mapping (Radua et al.,
2012)), or image-based meta-analysis (Radua and Mataix-Cols, 2012; Radua
et al., 2012; Salimi-Khorshidi et al., 2009) can be used. Note that typically
random effects models for the effect sizes across studies are used, taking
into account both within-study variability and between-study variability
when combining effect sizes across studies. For exact equations to calcu-
late these variances and the weighted average effect size across studies,
see e.g. Borenstein et al. (2011) and Radua et al. (2012).

In a second step, the standardized effect size, dp, can then be translated
into an unstandardized effect size that is needed for the methods that
include such effect sizes on the scale of the % BOLD signal change. To this
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end, a complete analysis on both subject and group level should be carried
out by fitting a GLM in each voxel of the data that needs to be analyzed, so
that an estimate of the combination of the within- and between-subject
variability of the estimator for βsc, sM , is obtained. Next, as interest
typically lies in defining a single whole-brain practically relevant effect
size for all subjects, but not for every single voxel (although this would
technically be possible), the obtained sM estimates can be pooled across
all voxels as follows:

sMpooled =

√√√√ nV∑
i=1

s2
M,i

nV
, (2.20)

with nV the number of voxels in the brain mask. The unstandardized
practically relevant group effect size βRel is obtained as follow:

βRel = sMpooled × dp, (2.21)

with dp defined in Equation (2.19). The practically relevant effect size
βRel, is now an unstandardized effect size that can be used as an a priori
expected effect size.

It is important to outline some limitations of defining unstandardized
effect sizes based on reported test statistic values of peaks in published
studies.

First, published studies typically have a low sample size. Poldrack
et al. (2017) showed that although sample sizes have somewhat increased
over the years, the median sample size of a single-group fMRI study was
28.5 and 19 for a multi-group fMRI study. As a result, fMRI studies
are typically underpowered to detect the relatively small effects the re-
searchers are interested in (Button et al., 2013; Cremers et al., 2017;
Ioannidis, 2005; Poldrack et al., 2017; Szucs and Ioannidis, 2017; Turner
et al., 2018). This implies that (1) a lot of interesting effects are not de-
tected, (2) the measured effect sizes are inflated, and, (3) the probability
that a statistically significant effect is actually a false positive increases
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(Cremers et al., 2017; Poldrack et al., 2017; Szucs and Ioannidis, 2017;
Turner et al., 2018; Yarkoni, 2009). (2) reflects selection bias, because
effect sizes are based on results that survived thresholding. Inflation of
effect sizes is the result of the ‘winner’s curse’. True population effect
sizes of typical fMRI effects are surprisingly smaller than the field of neu-
roscience expected (Poldrack et al., 2017). Actual effect sizes in fMRI
studies, however, will differ somewhat from these true population effect
sizes due to sampling error. Since an fMRI study with a small sample size
is underpowered, the effects that will survive the stringent thresholding
will only be those that largely differed from the small(er) population ef-
fect size due to this sample error. As a result, if the detected effect is a
true effect, its effect size will almost certainly be inflated (Cremers et al.,
2017; Poldrack et al., 2017; Szucs and Ioannidis, 2017; Turner et al., 2018;
Yarkoni, 2009). This inflation will increase as thresholding is made more
stringent (Durnez et al., 2014; Lieberman and Cunningham, 2009). Con-
cerning (3), (Ioannidis, 2005) showed that the positive predictive value
(PPV), the post-study probability that a detected effect is true, is very
low for fMRI studies. This is the result of both the small samples and
the small population effect sizes that we want to detect as well as the fact
that a lot of questionable research practices are performed (Carp, 2012;
Ioannidis, 2005; Szucs and Ioannidis, 2017).

Secondly, selection bias when using peaks as a summary of activation
is further worsened by the fact that these peaks have not only survived
thresholding but are also local maxima.

Researchers must therefore be cautious to define practically relevant
effect sizes based on peak inference and/or small sample studies, since the
estimated effect sizes will tend to be inflated. It is advised to use effect
size estimates from studies with larger sample sizes and from studies that
justified their sample size with an a priori power analysis. Davenport and
Nichols (2019) propose a method to estimate and correct for bias when
effect sizes are inferred from peak-level results.
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Meta-analyses

A solution for underpowered low sample fMRI studies is performing meta-
analyses in which results from smaller studies are combined in order to
discover the scientific truth (Lieberman and Cunningham, 2009; Sutton
et al., 2000; Yarkoni et al., 2010). Thus, brain regions that are consis-
tently found active across multiple studies can be identified. Until re-
cently, because studies typically only provide results in the form of tables
with the 3D coordinates of peak voxels, meta-analyses have predominantly
used coordinate-based meta-analytical (CBMA) techniques (Radua et al.,
2012; Wager et al., 2009), such as Activation Likelihood Estimation (ALE;
Turkeltaub et al., 2002,1) or seed based d-mapping (SBdM; Radua et al.,
2012). ALE assesses the convergence of the location of activation across
studies and results in a map that shows how likely activation was in each
voxel (Turkeltaub et al., 2002,1). These probabilities of activation are
then thresholded. As such, the ALE method does not provide aggre-
gated effect size estimates on which to base practically relevant effects on.
SBdM uses the t-values of the reported peaks to assign aggregated effect
sizes, more specifally a Hedges’g value, to voxels (Radua et al., 2012).
Through smoothing of the local maxima, effect sizes are assigned to vox-
els surrounding the peak, but will be 0 for the voxels far from any of the
peaks. These effect sizes are then thresholded. The obtained effect sizes
are standardized and can be translated into an unstandardized practically
relevant effect size. The problem of inflated effect sizes as described in
the previous section can however still be pertinent: in small studies, only
infated effects tend to survive thresholding and will be retained in the
meta-analysis. In addition, these effect sizes are based on the peaks of
single studies.

A better alternative to CBMA is image-based meta-analysis (IBMA;
Radua and Mataix-Cols, 2012; Radua et al., 2012; Salimi-Khorshidi et al.,
2009). IBMA is possible when full collected images of both the parameter
estimates and their standard errors of the single subjects are available.
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In that case, the mixed effect methods that are used to aggregate effect
estimates from the subject level to the group level (Beckmann et al., 2003;
Worsley et al., 2002) can be used to aggregate multiple study effect esti-
mates in a third level meta-analysis (Salimi-Khorshidi et al., 2009). On the
third level, weights are assigned to the study effect size estimates, resulting
in the down-weighting of studies with low precision and the up-weighting
of studies with high precision. This results in weight-aggregated effect
sizes that represent the global effect size across studies for every voxel.
These effects are then thresholded in a final step. Typically, the Z-values
of the peaks that survived the threshold are presented in a table, together
with their spatial coordinates. Similar to deriving standardized effect sizes
based on t-values of reported peaks in single studies, a standardized effect
size can be obtained through these effect sizes. Two scenarios are possible
here. First, if the sample size of all individual studies that were included
in the meta-analysis is known, then the standardized effect size d∗p can be
computed as follows (Borenstein et al., 2011; Bossier et al., 2018):

d∗p = Z ×

√√√√1/
( K∑
m=1

Um

)
, (2.22)

with Um the inverse of the sum of both the within- and between study
variability in the effect size of the peak. The between-study variability can
be estimated through the estimator developed by DerSimonian and Laird
(1986). The within-study variability can be computed through algorithms
developed by Radua and Mataix-Cols (2012) or Bossier et al. (2018), but
only if the sample sizes of all individual studies are known, since these
are needed for the computation. The individual sample sizes of published
studies can be found in the associated original paper. However, it can be
that some studies are included that were not previously published before.
In this case, one can contact the researcher that performed the meta-
analysis to get the sample size of all individual studies. If the latter is not
possible, the standardized effect size can be approximated as follows:
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d∗p = Z/
√
K, (2.23)

with K the number of studies included in the meta analysis. For a
given Z-value, the value for d∗p will be smaller as the number of studies
increases. This is logical, since the power of the meta-analysis will increase
as the number of studies increases, resulting in better detection of small
effect sizes.

As with the obtained effect sizes from previously published single stud-
ies, the effect sizes obtained through published meta-analyses are stan-
dardized. They can be transformed in unstandardized practically rele-
vant effect sizes through the procedure described for previously published
single studies in Section 2.4.2.

We again point to some remaining important limitations when using
this approach. First, because of the final step of thresholding and because
of only using the peaks, one again induces a selection bias in which only
the larger, possibly inflated, aggregated effect sizes survive. Secondly, ag-
gregating effect sizes of published studies do not warrant that the resulting
unthresholded effect sizes will be unbiased due to publication bias (Nuijten
et al., 2015). Publication bias refers to bias induced by the phenomenon
that the studies in the meta-analysis differ systematically from those that
are not included, for example when only statistically significant results
tend to be reported and published, while statistically non-significant re-
sults are not (Greenwald, 1975). Consequently, the aggregated effect sizes
obtained through the meta-analysis are potentially inflated because of the
focus on positive findings.

Unthresholded statistical parametric maps

The most optimal strategy to define practically relevant effect sizes is to
use statistical parametric maps (SPMs) that are not thresholded. All
information for all voxels can be considered and selection bias through
thresholding can be avoided. Unthresholded maps can be obtained from
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(1) pilot data that are collected for an a priori power analysis, (2) SPMs
that are shared across colleagues or labs, (3) SPMs that are open through
platforms such as Neurovault (Gorgolewski et al., 2015) and OpenfMRI
(Poldrack and Gorgolewski, 2017) or (4) SPMs that are readily available
from large-scale open-source data collection projects such as the Human
Connectome Project (HCP; Van Essen et al., 2013). Since the importance
of data sharing has been stressed in literature (e.g., Poldrack et al., 2017;
Poline et al., 2012), there has been an increase in the number of data sets
that are being shared. Additionally, several initiatives exist to organize
and store the data in a standardized manner, for example the Brain Imag-
ing Data Structure (Gorgolewski et al., 2016) or the Neuroimaging Data
Model (Maumet et al., 2016). These efforts increase the ease of sharing
and using data sets that were not collected by the researcher itself.

Depending on the contrast of the experiment, we advise to define prac-
tically relevant sizes on large-scale, open-source, data projects when these
are available. The advantage of these projects is that more money is
availabe for the collection of large samples and that they usually attract
experts in the field who make sure that the methods for acquisition and
analysis of the collected data are state of the art. As a result, these
projects provide high quality data. Furthermore, the data are frequently
used by different researchers so potential problems are usually quickly
resolved.

If SPMs with estimated effects (β̂sc or β̂G) are shared together with
the SPMs containing their standard errors, an SPM with the test statistic
value for each voxel can be made. Once t is known, an unstandard-
ized practically relevant effect size can be defined using Equations 2.18
and 2.19. The SPM with effects on the original scales can only be used
when the scale is the same as for the data that will be analyzed. If the
raw time series are available, the time series can be analyzed and un-
standardized effect sizes can be readily obtained from the data without
the need to rescale to the units of the experimental data. In both cases
mentioned above, it is crucial to think about how to define the voxels
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that will be contributing to the definition of the practically relevant ef-
fect size. One option is to threshold the SPMs and use the effect size
estimates of the statistically significant voxels. However, as mentioned
before, this will introduce a selection bias and will result in inflated ef-
fect size estimates (Cremers et al., 2017; Poldrack et al., 2017; Szucs and
Ioannidis, 2017; Turner et al., 2018; Yarkoni, 2009). A better alternative
is to use the procedure described by Poldrack et al. (2017). Masks are
created that represent the region that the researcher is interested in, e.g.,
the precingulate gyrus. This can be done using probabilistic anatomi-
cal masks, e.g. from the FSL Harvard-Oxford probabilistic atlas, or by
creating hybrid functional-anatomical masks. Poldrack et al. (2017) use
Neurosynth (Yarkoni et al., 2011), an automated framework to perform
forward- or reverse-inference meta-analyses, to produce functional masks
in which voxels get assigned probabilities of being associated with certain
terms, e.g., motor, attention,... based on consistency across fMRI studies.
These probabilities are then thresholded, resulting in a functional mask
of voxels that are consistently associated with the researcher’s contrast of
interest. A hybrid mask of both an anatomical (e.g. a brain region in the
Harvard-Oxford probabilistic atlas) and the functional mask is created by
defining the intersection of both masks. The effect sizes across the voxels
inside the mask can then be summarized for example by using the mean,
the median or the first eigenvariate. Using this approach, thresholding
based on statistical significance and the ensuing selection bias is avoided.
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Source Procedure Caveat

Published study

1. tpeak ⇒ dpeak Inflation of estimated effect sizes
because of selection bias (peak-level
inference and often conservative
statistical thresholding in combination
with low statistical power).

2. Unstandardize:
dpeak ⇒ βRel

Meta-analysis

1. Zpeak ⇒ d∗peak Inflation of estimated effect sizes
because of potential publication bias
and selection bias.

2. Unstandardize:
d∗peak ⇒ βRel

Unthresholded
data

1. Full statistical
parametric maps Use large-scale data projects to avoid

low power issues of single studies with
small samples.

- tvoxel ⇒ dvoxel

- Unstandardize:
dvoxel ⇒ βRel

2. Raw time series Use anatomical, functional or hybrid
masks to select voxels for effect size
estimation instead of statistical
thresholding.

- βvoxel = βRel

Table 2.1 Summary of the strategies to define practically relevant
effect sizes.
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2.5 Conclusions
In this article, we focused on assessing statistical evidence in the analy-
sis of fMRI data. We reviewed three main frameworks: the frequentist
framework, the Bayesian framework and the likelihood framework. In tra-
ditional null hypothesis significance testing (NHST), only evidence against
the null of no activation can be obtained. This implies that statistically
significant results are not necessarily practically relevant. As a result, the
replication of detected effects may be low. This can be overcome by also
assessing evidence against a worthwhile alternative. Within the three
frameworks for assessing evidence, we listed current methods for fMRI
data analysis that include effect sizes as a means to also assess evidence
for the alternative and discussed their advantages and weaknesses. Addi-
tionally, we discussed how practically relevant effect sizes can be defined
based on previously published studies, taking into account the available in-
formation (end results from individual studies or meta-analyses or shared
unthresholded data sets).

Testing whether a certain practically relevant effect is present through
directly defining and testing a practically relevant effect size is not new.
In the field of pharmacokinetics for example, the interest often lies in ex-
amining equivalence of two different treatments (Anderson and Hauck,
1983; Hauck and Anderson, 1984). One of the most well know pro-
cedures for equivalence testing is the ‘two one-sided t-tests’ procedure
(TOST; Schuirmann, 1987). Here, two composite null hypotheses are
tested: H01 : ∆ ≤ ∆L and H02 : ∆ ≥ ∆U , where ∆L and ∆U repre-
sent the lower and upper limit respectively of the range of the effect sizes
that do not indicate a clinically relevant difference between treatments.
If both null hypotheses are rejected, it is concluded that the detected dif-
ference is not practically relevant and hence there is no evidence against
equivalence. We currently have no knowledge of this procedure being ap-
plied in fMRI. Note that here, typically only one-sided alternatives are
of interest. In that case, the procedure is technically closely related to
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the alternative-based thresholding procedure which is also rooted in the
frequentist framework. An exciting endeveaour for future research might
therefore be to represent evidence by voxelwise confidence intervals as is
typically done in equivalence testing procedures instead of combining two
types of p-values.

Changes in research practices and the reporting thereof can help shed
further light on practically relevant effect sizes for fMRI. First, report-
ing effect size estimates together with their reported test statistics and
p-values is warranted (Chen et al., 2017). Secondly, initiatives such as
Neurovault (Gorgolewski et al., 2015) and OpenfMRI (Poldrack and Gor-
golewski, 2017) for increasing the practice of sharing data sets are partic-
ularly helpful as they support researchers in making information readily
available. Unthresholded maps or a combination of shared data sets in
(image-based) meta-analyses, allow other researchers to adequately esti-
mate effect sizes. Third, as a means to acknowledge the necessity for
larger sample sizes in individual studies to reliably detect and estimate
activation, researchers can join forces to have joint resources which can
be used for large-scale projects. Statistical power can then substantially
increase, leading to the detection and estimation of smaller, more realis-
tic effect sizes. Finally, reporting of methods should be more transparent.
One way to achieve this is through pre-registration where researchers need
to reflect on effect sizes that are practically relevant (e.g. for power calcu-
lations) and which can then be incorporated in the analysis of fMRI data
in a later stage. If the definition of effect sizes would become standard
practice when publishing studies, this would create an important incentive
to report effect sizes and to share data sets and resources.
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3 Introducing
alternative-based

thresholding for functional
localization in fMRI

Abstract. In fMRI research, one often aims to examine activation
in specific functional regions of interest (fROIs). Current statistical
methods tend to localize fROIs inconsistently, focusing on avoiding
detection of false activation. Not missing true activation is how-
ever equally important in this context. In this study, we explored
the potential of an alternative-based thresholding (ABT) proce-
dure, where evidence against the null hypothesis of no effect and
evidence against a prespecified alternative hypothesis is measured
to control both false positives and false negatives directly. The pro-
cedure was validated in the context of localizer tasks on simulated
brain images and using a real data set of 100 runs per subject. Vox-
els categorized as active with ABT can be confidently included in
the definition of the fROI, while inactive voxels can be confidently
excluded. Additionally, the ABT method complements classic null
hypothesis significance testing with valuable information by making
a distinction between voxels that show evidence against both the
null and alternative and voxels for which the alternative hypothesis
cannot be rejected despite lack of evidence against the null.

This chapter is based on: Degryse, J., Seurinck, R., Durnez, J., Gonzalez-
Castillo, J., Bandettini, P. A., & Moerkerke, B. (2017). Introducing
alternative-based thresholding for defining functional regions of interest
in fMRI. Frontiers in Neuroscience, 11, 222.
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3.1 Introduction
Functional magnetic resonance imaging (fMRI) is an important technique
to unravel the working of the human brain in cognitive, clinical and psy-
chological research. To identify task-related areas, a statistical test is
performed in each voxel, which induces a huge multiple testing problem
as over 100,000 voxels are tested simultaneously, inflating the false positive
rate. To account for this, thresholding is typically made very conservative.
Such conservatism boosts the ability to exclude activation when there is
none (specificity) but dramatically reduces the ability or power to detect
activation when it is present (sensitivity).

As a means to counter the multiple testing problem in fMRI, a sub-
section of the brain, called a region of interest (ROI), is the target of the
research hypothesis in progressively more studies. The statistical advan-
tage of an ROI analysis lies in the reduction of the number of voxels to be
tested and, as a consequence, the reduction of the impact of the multiple
testing problem which leads to less stringent procedures and more sen-
sitive analyses (Poldrack, 2007). In order to define an ROI, researchers
can use macro-anatomic landmarks such as gyri and sulci, but this does
not necessarily lead to a functionally homogeneous ROI (Amunts et al.,
2000; Farrell et al., 2007; Uematsu et al., 1992). Instead, researchers can
use information from an independent localizer task, leading to so-called
functional ROIs (fROIs). This localizer task is chosen based on previous
research where a specific comparison of stimuli or tasks has shown activa-
tion of the ROI, e.g. processing faces versus houses to define the fusiform
face area (Kanwisher et al., 1997; McCarthy et al., 1997). The fROI
tradition was first applied to define regions in the visual cortex (Malach
et al., 1995; Tootell et al., 1998,9) and subsequently found its way into
other research fields (Downing et al., 2001; Epstein and Kanwisher, 1998;
Kanwisher et al., 1997; McCarthy et al., 1997).

Despite some debate on functional localization in fMRI (Friston et al.,
2006), the identification of fROIs has become increasingly important (Dun-
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can et al., 2009; Duncan and Devlin, 2011; Saxe et al., 2006), mainly
because of the advantages fROIs provide over anatomically based ROIs.
First of all, fROIs improve the sensitivity of analyses over individuals
(Nieto-Castañón and Fedorenko, 2012; Nieto-Castañón et al., 2003; Saxe
et al., 2006). The location and extent of brain regions that respond to
specific stimuli or tasks may differ substantially across individuals (Dun-
can et al., 2009), leading to a loss of sensitivity when combining statistical
parametric maps (SPMs) across subjects. The fROI method deals with
this inter-subject variability by defining an fROI in each individual sub-
ject, summarizing the signal within this region and testing for activation
on the group-level using the fROI aggregates of all participants. Secondly,
the identification of fROIs allows addressing additional research questions
about a specific brain region. For example does visual mental imagery
rely on the same functional areas as visual perception (Seurinck et al.,
2011)? Finally, the signal in an fROI can serve as input for biological
markers (e.g., a measure of clinical depression).

Once the fROI is defined, the behavior of the region as a whole is ex-
amined in the primary experimental task by summarizing the signal across
the voxels of the fROI during this main experimental manipulation. This
approach is optimal since the localizer is independent of the data analyzed
in the primary experiment (Poldrack et al., 2011). To avoid potential bias
in the results of the primary experiment, the fROI needs to be as spatially
accurate as possible. If the fROI is less specific and includes voxels that are
incorrectly labeled as active during the localizer task, i.e. false positives
(FPs), noise voxels are introduced in the subsequent analyses. Similarly,
if the fROI is less sensitive and excludes voxels that are truly involved
in the localizer task, i.e. false negatives (FNs), relevant information from
signal voxels is missing in further analyses. Spatial accuracy of (f)ROIs is
not only extremely important in the context mentioned here, but also in
the context of functional and effective connectivity. Smith et al. (2011)
showed that inaccurately defined ROIs, which take the role of nodes in
a network, severely bias the network analysis. Currently, two common
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methods are used to define an fROI: a) researchers draw a fixed geometric
shape (e.g., a sphere) around the peak voxel near the anatomical region
they are interested in (Aleong and Paus, 2010; Blankenburg et al., 2006;
Kühn et al., 2011; Miller and D’Esposito, 2005; Tibber et al., 2010), or
b) researchers define the fROI as a cluster of active voxels detected in
the proximity of that same anatomical region (Axelrod and Yovel, 2010;
Grill-Spector et al., 2004; Kanwisher et al., 1999; Morris et al., 2008; Spiri-
don et al., 2006; Yovel et al., 2008). Previous research has demonstrated
that the former method is suboptimal with respect to spatial accuracy of
the fROI (Berman et al., 2010; Duncan et al., 2009; Duncan and Devlin,
2011).

To detect clusters of active voxels that overlap with specific anatomical
regions, null hypothesis significance testing (NHST) procedures for voxel-
wise testing are typically used. However, this might be an inapt strategy
in the context of functional localization. Even in smaller anatomical re-
gions of the brain, a sole focus on pursuing specificity and controlling the
FP rate through stringent thresholding can dramatically increase the FN
rate and reduce the sensitivity (Lieberman and Cunningham, 2009). Dun-
can and Devlin (2011) suggested that conservative statistical thresholds
are unreliable to identify fROIs with the typical small amount of data
collected for localizers. While it is advised to use more lenient thresholds
when defining fROIs, there is no theoretical basis to adjust thresholding
in terms of controlling a particular FP rate, potentially provoking an ad
hoc adjustment of significance levels. Furthermore, lenient thresholding
provides a partial solution as sensitivity is only increased by allowing more
FPs and not through direct control of FNs.

In this paper, we study the potential of a procedure introduced by
Durnez et al. (2013) which was originally developed in the context of
pre-surgical fMRI. Pre-surgical fMRI studies guide the resection of brain
lesions such as tumors to preserve vital brain tissue. FNs in this context
can have dramatic consequences as brain regions involved in specific func-
tions may be removed. Durnez et al. (2013) therefore present a method
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that incorporates information on both FPs and FNs. Since the presence
of both FPs and FNs compromises the spatial accuracy in defining fROIs,
a formal approach with a stronger focus preventing FNs is also needed
in this context. The procedure requires specification of an alternative of
interest which enables the construction of valid tests directly aimed at the
detection of effect sizes of interest (Rouder et al., 2016).

In NHST, the classical p-value measures evidence against the null hy-
pothesis. Thresholding this p-value at a given level α enables to control
the FP rate. The alternative-based thresholding method (ABT) as de-
scribed by Durnez et al. (2013) presents a symmetrical, alternative p-value
measuring evidence against the alternative hypothesis that the change in
signal is of a particular magnitude (Moerkerke et al., 2006). As a result,
the FN rate can be controlled directly by thresholding these p-values at
the level of a specific value β. Thresholding both p-values results in a
layered statistical parametric map (LSPM) of the brain. The active layer
contains voxels which show strong evidence against the null and lack of
evidence against activation during the localizer task. The inactive layer
consists of voxels that exhibit strong evidence against true activation and
no evidence against the null. The practically insignificant layer represents
voxels with strong evidence against the null hypothesis but also against
activation. The uncertainty layer consists of voxels that show lack of ev-
idence against both the null and the alternative. Hence, while the null
cannot be rejected for these voxels, true activation cannot be confidently
excluded.

In this paper, we study the potential of ABT in the context of defining
fROIs. Using simulated data and real data, we assess the information that
is captured in the different layers of the LSPM and investigated whether
the method can effectively distinguish between practically relevant and
practically irrelevant voxels. In the latter voxels, the task-related signal
change is too small to be considered of scientific interest. In both settings
(simulated and real data), we evaluate the influence of different parame-
ters of the data analysis procedure on the prevalence and content of each
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of the layers. Simulations additionally allow to study the influence of
parameters inherent to the localizer task itself.

This paper is organized as follows. In Section 3.2, the ABT method
for defining fROIs and the material and procedures to study its results
are discussed. Results are shown in Section 3.3, followed by a discussion
in Section 3.4.

3.2 Material & Methods

3.2.1 Alternative-based thresholding for defining fROIs

In voxelwise fMRI data analysis, typically a General Linear Model (GLM)
is fitted in each voxel to regress the measured times series of the BOLD
signal onto the design of the experimental task. For each voxel, a test
statistic T is obtained of the form ∆̂/SE(∆̂) with ∆̂ an unbiased estimator
for the true effect magnitude of activation ∆ and SE(∆̂) its corresponding
standard error.

Assuming the distribution of T is known (e.g., Gaussian) when there
is no task-related activation (null hypothesis H0 : ∆ = 0 is true), the clas-
sical p-value for a one-sided test in a specific voxel equals P (T ≥ t|H0)
with t the observed test statistic for the voxel. We further denote this
p-value by p0. The smaller p0, the more evidence against H0. Thresh-
olding p0 against α enables direct control of the FP rate at level α. This
α value can be defined based on uncorrected thresholding (e.g., α could
simply equal 0.05 or 0.001 for each statistical test) or multiple compar-
isons corrections such as false discovery rate (e.g., q value = .05, which
leads to a specific threshold for each individual subject; Benjamini and
Hochberg, 1995; Efron, 2004; Genovese et al., 2002) or familywise error
rate using random field theory (Adler, 1981; Friston et al., 1991; Nichols
and Hayasaka, 2003). For the remainder of this paper, the term NHST
concerns statistical testing that considers a threshold α to control the FP
rate, regardless of how this value is defined. Given the α value, two out-
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comes are possible for each voxel: either its p0-value ends up below the
α-threshold, leading to a rejection of H0 and the conclusion that the voxel
was active during the task, or it does not.

ABT extends this procedure by contrasting the null of no activation
with an alternative hypothesis H1 that states that the effect magnitude
of the underlying activation ∆ equals ∆1 6= 0 (and > 0 for a one-sided
test), the effect magnitude expected when true activation is present. This
magnitude should be large enough to reflect a practically relevant effect in
the specific context of the experiment in question. For power calculations
for fMRI, guidelines for choosing a meaningful effect magnitude are avail-
able (Desmond and Glover, 2002; Hayasaka et al., 2007; Mumford and
Nichols, 2008). Alternatively, researchers can estimate this effect magni-
tude on the basis of (localizer) data of previous subjects or studies. Note
that in the literature, the term ‘effect size’ may refer to a standardized or
an unstandardized measure of effect (see Chapter 2). For ABT, we use
the term for an unstandardized effect: it is the effect magnitude on the
scale in which the signal is modeled (e.g., % BOLD signal change).

In each voxel, ABT complements p0 with an alternative p-value p1 =
P (T ≤ t|H1) which measures evidence against H1 in the direction of H0

(Durnez et al., 2013; Moerkerke et al., 2006). The smaller p1, the more
evidence against true activation. To obtain this p-value, the distribution
of T under H1 needs to be known. Durnez et al. (2013) do not consider ∆1

as one fixed value but as a distribution of possible true underlying effects
with an a priori defined expected value, µ∆1 to account for variability of
effect sizes (ESs) across voxels, brain regions, subjects etc. Durnez et al.
(2013) pose that the test statistic for a given voxel i has the following
distribution under the alternative hypothesis:

Ti ∼ N

(
µ∆1

SE(∆̂i)
,
SE(∆̂i)2 + τ2

SE(∆̂i)2

)
, (3.1)

where τ represents the standard deviation of Gaussian variation on ESs
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under task-related activation across voxels. τ also has to be defined a
priori. The values of µ∆1 and τ are fixed for the entire brain, based on
prior knowledge, while SE(∆̂i) is not.

As with NHST, the p0-value is thresholded against α. This α threshold
can again be defined based on uncorrected thresholding or can be obtained
through multiple comparisons corrections. In parallel to α and the FP
rate, β represents the probability that a FN occurs if the experiment
would be repeated an infinite number of times. Thresholding p1 against
β enables control of the FN rate. If p1 > β, there is no sufficient evidence
to reject H1 (true activation of magnitude ∆1). If p1 < β, there is enough
evidence against H1 to reject it. In ABT, binary decisions can be made for
both p0 and p1, resulting in four possible outcomes. As a consequence, the
SPM now contains four different kind of layers (see Figure 3.1), resulting
in a layered statistical parametric map (LSPM). The first layer, the active
layer, contains the active voxels of which both types of evidence point at
the presence of true task-related activity (p0 < α, p1 > β). The second, or
inactive, layer contains the voxels for which we can confidently conclude
absence of activity during the experiment (p0 > α, p1 < β). The third
layer, called uncertainty layer, contains the voxels of which we cannot
confidently state presence or absence of true activity, because both H0

and H1 cannot be rejected (p0 > α, p1 > β). Finally, the fourth layer
contains practically insignificant voxels or voxels with an effect that is (1)
statistically significant with respect to the null hypothesis of no effect,
but (2) at the same time too small for evidence in favor of an alternative
hypothesis with an ES of magnitude ∆1 (p0 < α, p1 < β).



ABT for functional localization in fMRI 113

Figure 3.1 The different scenarios for each voxel when thresholding
p0 and p1.

ABT univariately categorizes each voxel in a layer of the LSPM de-
pending on its test statistic t. However, for each voxel only three of the
four layers are possible, according to whether the cut-off value under H0,
tα, is larger or smaller than the cut-off value under H1, tβ for that specific
voxel (see Figure 3.1). Depending on which of these situations arises, a
voxel could either be categorized as active, inactive or uncertain (tα > tβ)
or active, inactive or practically insignificant (tα < tβ). Both parameters
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inherent to the scanning characteristics during the localizer experiment
itself as well as parameters defined during the data analysis influence the
mutual location of these cut-off values.

First, as shown in (3.1), the standard error (SE) of the estimator ∆̂i of
a specific voxel has an impact on the shape of the alternative distribution,
since it affects its variance parameter. As the SE increases (for a constant
α and β), the alternative distribution expands, which shifts the cut-off
value under H1 to the left (see Figure 3.1, upper panel). This leads to
the scenario where the uncertainty layer becomes a possibility for that
voxel. As the SE decreases, the cut-off value under H1 shifts to the right,
leading to the emergence of the practically insignificant layer (see Figure
3.1, middle panel). The SE of a voxel is largely dependent on the char-
acteristics of the localizer task used to define the fROI and the scanning
circumstances. First, the SE will decrease when the amount of noise in the
localizer data decreases. Noise sources could be thermal noise from the
scanner, motion noise, physiological noise, non-task-related noise such as
spontaneous neural activity, etc. Secondly, the SE decreases as the num-
ber of scans increases during the localizer task. Finally, the SE decreases
when the variance in the design matrix of the experiment, or the model,
increases. Factors that influence the variance of the design include the
type of design (blocked designs are accompanied with more variance than
event-related designs), whether null events were added, whether ceiling or
bottom effects in the design are avoided, what haemodynamic response
was convoluted with the model, etc. It is important to note that both
the number of scans and the variance of the design typically do not vary
across voxels. The amount of noise, however, can vary at voxel level.

Next to the SE, parameters that have to be defined during the data
analysis also influence whether tα > tβ or tα < tβ . First, tα increases
with a decreasing (more stringent) α. Symmetrically, choosing a β value
which represents more importance to avoiding FNs, i.e. a smaller value,
shifts tβ to the left. Secondly, as the mean of the alternative distribution,
µ∆1, increases, so does tβ , leading to more practically insignificant voxels
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(see Figure 3.1, bottom panel). Finally, τ (standard deviation of ESs over
voxels) influences the variance of the ES under the alternative, similarly
as the voxelwise SEs. In summary, we expect the number of voxels in
the uncertainty layer to increase as one of the following parameters varies
while the others remain constant: µ∆1, β, the number of scans or the
design variance decrease or α, τ or the amount of noise present in the
data increase. The number of practically insignificant voxels will increase
when the opposite is true.

For the definition of fROIs, ABT may provide valuable information
in addition to NHST. While directly controlling both FPs and FNs at
prespecified levels (α and β), it provides areas of voxels of which we can
reliably say that they are part of the fROI (active layer) as well as areas
of voxels which we can safely exclude (inactive layer). Additionally, it
provides areas in between, either with voxels that have an effect that is
practically insignificant or with voxels for which both hypotheses cannot
be rejected (uncertainty layer). Classical NHST coincides with selecting
voxels that lie in either the active or the practically insignificant layer.

The goal of this study is to (1) study the influence of the different
parameters and data characteristics as described above using simulated
and real data and, (2) to examine in which situations the ABT has an
added value when defining an fROI.

3.2.2 Study 1: Simulations

The two parameters that create the simulation conditions are the number
of time points of the experimental design, which can be 50, 100 or 150
scans (time points), and the amount of Gaussian noise added at all time
points (σnoise is either 3, 5.5 or 7% BOLD signal change). While 5.5 and
7 are realistic noise values for fMRI data, a σnoise value of 3 represents
a rather extreme situation enabling evaluation of the information that is
present in the practically insignificant layer (emerges when SE is small).
The combination of these two variables results in nine simulation condi-
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tions. In each condition, a set of 500 4D images (time points × X × Y
× Z with X = Y = 64 and Z = 40) is generated using functions of the R
package neuRosim (Welvaert et al., 2011).

We use a blocked design in which blocks of the active condition are
altered by blocks of non-activity. Each block has a duration of 25 seconds.
The number of blocks is dependent on the number of scans in each of the
nine conditions. The TR is 2 seconds. In two spheres of 515 voxels at
realistic coordinates for the bilateral hippocampi in MNI space, signal
is added in half of the time points to simulate subjects only responding
during the subset of the task blocks. These spheres represent activated
regions. The location of activation does not affect the simulation results,
but we wanted to simulate data typical for a localizer task. Within each
image, the ES varies between the two spheres. In one sphere, the voxels
have an effect size of 1% and in the other an effect size of 2% BOLD
signal change. Since we adhere to the definition of contrast to noise ratio
(CNR) as the ES divided by σnoise, the parameter choices result in a
range of CNR values going from 0.14 to 0.67. Finally, each scan within
the 4D images is spatially smoothed using a 3D Gaussian kernel with σ =
3.40. This induces larger spatial correlation between neighboring voxels
and smaller spatial correlation between voxels that are located further
away from each other. There is no temporal correlation included in the
simulations.

A GLM is fitted to the timeseries in the 4D image, with its predictor
being the blocked design matrix described above convolved with a double-
gamma haemodynamic response function. This results in a T -statistic
map. Classical p0-values are obtained using the null distribution of these
T -statistics, a T -distribution (degrees of freedom: number of time points -
2). Alternative p1-values for each voxel are obtained using the distribution
of the T -statistics under the alternative distribution defined by µ∆1 and
τ . As input for ABT, we set µ∆1 equal to 1.5% BOLD signal change.
This implies that in each image, one region has a practically relevant ES
(2%) while the ES in the other region (1%) is smaller and not considered
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to be of scientific interest. Based on these ESs, τ os set at 0.5% BOLD
signal change. α is either 0.05 or 0.001, while β is either 0.1, 0.2 or 0.3.

To examine the information obtained through ABT, the number of
practically irrelevant (ES = 1% BOLD signal change) and practically
relevant (ES = 2% BOLD signal change) signal voxels as well as the
number of noise voxels are computed in each layer. This is done for each
simulated image and average numbers over all images within simulation
conditions are calculated.

3.2.3 Study 2: Real data example

We use preprocessed data of one subject from previously published re-
search where three subjects were engaged on a visual stimulation com-
bined with a letter/number discrimination task (Gonzalez-Castillo et al.,
2012). Each subject completed 100 runs of 170 timepoints, in which an
ON/OFF block paradigm was used. Data were preprocessed using AFNI
where the first five scans in each run were discarded, effects of physiological
noise and slow blood-oxygenation level fluctuations were removed, slice-
time correction and motion correction was performed and within-subject
interrun spatial coregistration was executed. For more information on
the specifics of the data acquisition and preprocessing, see the Supporting
Information accompanied with Gonzalez-Castillo et al. (2012).

In order to evaluate the information captured in the four layers of the
LSPM, we perform a leave-one out cross-validation with 100 steps (see
Figure 3.2). In each step, the analysis of one run is evaluated with re-
spect to a reference image or ground truth of underlying ESs using the
remaining 99 runs, since a single run is typical for functional localizers.
The reference image is constructed as follows. First we compute the con-
trast estimates for each voxel in each of the 99 runs using the GLM. Next,
these 99 parameter estimate maps are combined through a fixed effects
analysis resulting in a SPM with an average ES for each voxel across 99
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runs. All analyses are performed using FSL 1 (RRID:birnlex_2067). The
SPMs contributing to the reference image are not thresholded before con-
tributing to the fixed effects analysis. The reference image consists of the
effect sizes over all voxels.

In the original paper (Gonzalez-Castillo et al., 2012), the authors
showed that even simple tasks activate more than 95% of the brain and
not only areas that are primarily related to the task. Here, however, we
use their data for illustratory purposes, since it permits to examine which
information is present in each of the layers in respect of a prespecified
effect size in the context of a sparse amount of data, as is the case with
functional localization. Our focus is not the detection of whole-brain acti-
vation but only those voxels that are part of a specific fROI that exhibits a
well-defined amount of activation (quantified through µ∆1) in the context
of a sparse amount of data with a high level of noise.

Figure 3.2 Illustration of the leave-one-out cross-validation proce-
dure.

The single run is analyzed using the ABT method and traditional
1www.fmrib.ox.ac.uk/fsl
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NHST, both uncorrected and with FDR-corrected thresholding (Efron,
2004). ABT is performed using the same α (0.001 or 0.05) and β (0.1,
0.2 or 0.3) values as defined in the simulation study. Additionally, the
threshold for the null distribution of the ABT method is also defined
using FDR control with q either equal to 0.01 or to 0.05. For uncorrected
NHST, α is set at 0.05 or 0.001 as well. For the FDR-corrected NHST,
q equals 0.01 or 0.05. To avoid circularity, parameters for the alternative
distribution are based on findings as reported in Durnez et al. (2013),
i.e. τ = 0.21% BOLD signal change and µ∆1 either 0.25%, 0.50% or
0.75% BOLD signal change. The variation in the choice of µ∆1 allows to
evaluate the performance of ABT for different alternatives. However, we
stress that this is done for illustratory purposes only. In ABT, µ∆1 is a
constant parameter that represents from which magnitude on an effect is
practically relevant.

Analogous to the simulations, the number of voxels in the layer with
a practically relevant ES in the reference image, i.e. with an ES larger
than or equal to µ∆1 , is evaluated in the active, uncertainty and practically
insignificant layer in the LSPM after ABT and in the significant layer after
(uncorrected and FDR-corrected) NHST. More specifically, we calculate
the reference detection rate (RDR), which is the number of voxels that
have an ES ≥ µ∆1 in the reference map and are part of a certain layer
divided by the total number of voxels in the reference map of which the
ES ≥ µ∆1 . Additionally, we compute the layer detection rate (LDR),
which is the number of voxels that have an ES ≥ µ∆1 in the reference
map and are part of a certain layer divided by the total number of voxels
in that layer. These measures are computed in each step and averages are
calculated over all runs. See Figure 3.3 for a visual presentation of these
outcome measures. For the inactive layer of the LSPM after ABT and
the non-significant layer after NHST, the RDR and LDR are computed
using the practically irrelevant voxels of the reference image, i.e. voxels
that have an ES < µ∆1 . All code used for both the simulation study and
the real data example can be found on GitHub (https://github.com/

https://github.com/jdgryse/ABT_for_localizing_fROIs
https://github.com/jdgryse/ABT_for_localizing_fROIs
https://github.com/jdgryse/ABT_for_localizing_fROIs
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jdgryse/ABT_for_localizing_fROIs).

Figure 3.3 Illustration of the outcome measures in the real data ex-
ample.

3.3 Results

3.3.1 Study 1: Simulations

The results for the different layers are shown in Tables 3.1, 3.2, 3.3 and
3.4. The ground truth, active, uncertainty and practically insignificant
layer in all nine simulation conditions are shown for one simulation with
α = 0.001 and β = 0.2 in Figure 3.4. Table 3.5 shows the contribution
of the parameters in the simulation design to the total variability in the
practically relevant (ES = 1% BOLD signal change), the practically ir-
relevant (ES = 2% BOLD signal change) and the noise (ES = 0% BOLD
signal change) voxels for each layer. Effect sizes are based on type II sum
of squares. Hence, effect sizes of main effects correspond to those in a
model without interactions. We followed the suggestion of Cohen (1988),
which stated that effect sizes less than 1% could be interpreted as small,

https://github.com/jdgryse/ABT_for_localizing_fROIs
https://github.com/jdgryse/ABT_for_localizing_fROIs
https://github.com/jdgryse/ABT_for_localizing_fROIs
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close to 6% could be interpreted as medium, and larger than 14% could
be considered large. For the interaction effects, only those with an effect
size larger than 6% are discussed in the results below.

Localizer task parameters

An increasing amount of noise, and as a consequence a larger SE,
leads to a decrease of signal voxels (ES = 1, η2 = 12.76%; ES = 2,
η2 = 37.78%) in the active layer and an increase in noise voxels (ES =
0 ,η2 = 14.31%). For the practically irrelevant voxels, this decrease is
larger with smaller values for β (η2 = 8.36%), while for the practically
relevant voxels this decrease is larger for smaller values of α (η2 = 8.25%).
However, the decrease in practically irrelevant voxels (ES = 1) is larger
than that of the practically relevant voxels (ES = 2). The increase in
noise voxels is larger with larger values for α (η2 = 13.88%). In the
inactive layer, the number of practically irrelevant (η2 = 5.88%) and
noise voxels (η2 = 32.09%) decreases as the amount of noise increases,
while the number of practically relevant voxels increases (η2 = 30.31%).
The decrease in practically irrelevant voxels is largest when α = 0.05
and the amount of noise is low (η2 = 13.09%). However, this decrease
is mainly present when the amount of noise is low and the number of
scans is large. For larger amounts of noise and a larger number of scans,
the number of practically irrelevant voxels increases (η2 = 10.38%). For
the practically relevant voxels, the increase is larger when β increases
(η2 = 9.08%). The decrease in noise voxels is large when the number
of scans is smaller (η2 = 8.87%) or when β is smaller (η2 = 7.72%).
Finally, increasing the amount of noise reduces the number of practically
insignificant voxels (all η2s > 15.12%) while increasing the number of
uncertain voxels (all η2s > 30.58%). The latter results are expected since
a larger SE puts tβ to the left, inducing the scenario where the uncertainty
layer becomes possible for a certain voxel. Specifically, for the practically
insignificant layer, the decrease in the number of practically irrelevant
voxels is largest when the number of scans is large (η2 = 9.70%). The
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decrease in practically irrelevant voxels is also largest when the amount of
noise is low and α increases (η2 = 10.63%) or β increases (η2 = 8.77%).
The number of practically relevant voxels in the practically insignificant
layer decreases more with larger values for β as well (η2 = 12.15%). The
number of noise voxels in the practically insignificant layer decreases more
when α = 0.05 (η2 = 23.62%). In the uncertainty layer, the decrease
in practically relevant voxels caused by the increase in noise is larger
with more stringent values for α (η2 = 9.55%). For the noise voxels, the
influence of the noise is larger when there are less scans (η2 = 8.81%) and
smaller values for β are chosen (η2 = 7.67%).

Increasing the number of scans reduces the number of noise voxels in
the active layer (η2 = 3.33%). More importantly, the number of practically
relevant voxels increases (η2 = 19.03%), while the number of practically
irrelevant voxels shows an initial increase that changes into a decrease
with 150 scans for multiple scenarios (η2 = 6.02%). In the inactive layer,
the number of signal voxels decreases (ES = 1, η2 = 0.53%; ES = 2, η2

= 13.99%) while the number of noise voxels increases as the number of
scans is larger (η2 = 26.44%). The number of practically relevant voxels
(η2 = 3.17%) and noise voxels (η2 = 4.30%) increases in the practically
insignificant layer. Additionally, the number of practically relevant voxels
decreases when the amount of noise is low (η2 = 9.70%). In the uncer-
tainty layer, the proportion of all type of voxels decreases by adding more
scans (η2s > 13.51%). Again, these latter findings are expected, as in-
creasing the number of scans decreases the SE for a voxel, inducing the
scenario where the practically insignificant layer becomes possible for a
certain voxel.

Data analysis parameters

As α increases all types of voxels increase in the active layer (all η2s >
29.20%). Furthermore, the average increase in practically relevant voxels
(η2 = 29.20%) is larger than that of practically irrelevant voxels (η2 =
46.38%). In the inactive layer, the number of noise voxels decreases as α
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increases (η2 = 0.41%), as do the signal voxels (ES = 1, η2 = 11.59%;
ES = 2, η2 = 1.09%). This average decrease is larger for the practically
relevant voxels. However, as the amount of noise increases, α does not
influence the information in the inactive layer to a great extent. For the
practically insignificant layer, increasing α results in more voxels of all
types (all η2s > 8.86%), while the opposite is true in the uncertainty layer
(ES = 1, η2 = 27.04%; ES = 2, η2 = 33.83%; ES = 0, η2 = 1.49%).
This trend is more pronounced for the practically irrelevant voxels (η2 =
27.04% in the uncertainty layer; η2 = 9.45% in the practically insignificant
layer) and the practically relevant voxels (η2 = 33.83% in the uncertainty
layer; η2 = 8.86% in the practically insignificant layer). This increase of
practically relevant voxels in the practically insignificant layer is larger
for larger β values as well (η2 = 7.98%). These results are expected,
since larger α values locate tα more to the left, increasing the probability
of practically insignificant voxels, as mentioned above. In some cases
interactions between σnoise and α are present with a medium or larger
effect size. These interactions were already discussed in the results section
on localizer task parameters.

Finally, increasing β leads to a decrease in the number of active voxels
(ES = 1, η2 = 7.65%; ES = 2, η2 = 0.11%; ES = 0, η2 = 1.82%), especially
for both practically relevant and noise voxels when the amount of noise
is low. When the amount of noise increases, β does not show that much
influence on the information in the active layer. This is symmetrical to
the influence of α in the inactive layer. An increase in β also increases
the number of inactive voxels (all η2s > 20.16%). The number of practi-
cally irrelevant (η2 = 40.72%) and noise voxels (η2 = 20.16%) increases
more than the number of practically relevant voxels (η2 = 31.42%). In
the scenarios where practically insignificant voxels are found, the average
number increases as β increased (ES = 1, η2 = 8.03%; ES = 2, η2 =
23.35%; ES = 0, η2 = 3.10%), especially the average number of practi-
cally irrelevant voxels. For the practically relevant voxels, this increase
for larger values of β is larger as α increases (η2 = 7.98%). Finally, in the
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uncertainty layer, all types of voxels decrease as β increases (ES = 1, η2

= 18.38%; ES = 2, η2 = 1.44%; ES = 0, η2 = 20.02%), most of all the
practically irrelevant and the number of noise voxels.
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50 scans 100 scans 150 scans

σnoise α β ES=1 ES=2 ES=0 ES=1 ES=2 ES=0 ES=1 ES=2 ES=0

3 0.05 0.1 302 (17.77) 498 (4.60) 2181 (59.05) 349 (15.97) 511 (1.64) 379 (21.99) 343 (15.88) 512 (1.24) 60 (8.61)
0.2 243 (18.85) 487 (6.01) 1082 (40.93) 194 (16.91) 501 (3.72) 28 (5.52) 170 (16.72) 504 (3.22) 2 (1.39)
0.3 158 (17.41) 459 (9.28) 342 (21.34) 97 (13.65) 480 (6.17) 3 (1.77) 71 (12.15) 486 (5.30) 0 (0.26)

0.001 0.1 55 (10.82) 357 (15.66) 45 (7.03) 189 (17.23) 499 (4.02) 34 (5.99) 259 (17.14) 511 (1.66) 27 (5.51)
0.2 55 (10.82) 357 (15.66) 45 (7.02) 173 (17.03) 497 (4.22) 20 (4.57) 170 (16.72) 504 (3.22) 2 (1.39)
0.3 55 (10.81) 357 (15.66) 44 (6.87) 97 (13.64) 480 (6.16) 3 (1.76) 71 (12.15) 486 (5.30) 0 (0.26)

5.5 0.05 0.1 138 (16.64) 338 (17.96) 2246 (59.63) 237 (17.54) 469 (8.13) 2176 (60.80) 300 (18.15) 498 (4.66) 2153 (58.25)
0.2 138 (16.64) 338 (17.96) 2246 (59.62) 234 (17.56) 469 (8.18) 2101 (59.34) 248 (18.64) 488 (6.00) 1184 (42.44)
0.3 138 (16.64) 338 (17.96) 2246 (59.54) 186 (17.03) 448 (10.39) 1199 (42.20) 160 (17.08) 459 (9.14) 370 (22.19)

0.001 0.1 9 (3.87) 74 (12.56) 45 (7.03) 27 (7.11) 240 (18.80) 34 (60.80) 49 (9.66) 352 (15.89) 30 (5.69)
0.2 9 (3.87) 74 (12.56) 45 (7.03) 27 (7.11) 240 (18.80) 34 (59.34) 49 (9.66) 352 (15.89) 30 (5.69)
0.3 9 (3.87) 74 (12.56) 45 (7.03) 27 (7.11) 240 (18.80) 34 (42.20) 49 (9.66) 352 (15.89) 30 (5.69)

7 0.05 0.1 104 (14.63) 253 (19.53) 2246 (59.63) 171 (17.36) 400 (14.33) 2176 (60.80) 219 (18.48) 456 (9.73) 2154 (58.29)
0.2 104 (14.63) 253 (19.53) 2246 (59.63) 171 (17.36) 400 (14.33) 2176 (60.80) 219 (18.50) 456 (9.74) 2149 (58.41)
0.3 104 (14.63) 253 (19.53) 2246 (59.63) 171 (17.36) 400 (14.34) 2176 (60.28) 192 (18.11) 443 (10.91) 1578 (49.27)

0.001 0.1 5 (2.78) 35 (8.24) 45 (7.03) 13 (4.76) 121 (15.52) 34 (5.60) 22 (6.11) 207 (18.16) 30 (5.69)
0.2 5 (2.78) 35 (8.24) 45 (7.03) 13 (4.76) 121 (15.52) 34 (5.60) 22 (6.11) 207 (18.16) 30 (5.69)
0.3 5 (2.78) 35 (8.24) 45 (7.03) 13 (4.76) 121 (15.52) 34 (5.60) 22 (6.11) 207 (18.16) 30 (69)

Table 3.1 Average number of voxels for the active layer of the ABT
method.
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50 scans 100 scans 150 scans

σnoise α β ES=1 ES=2 ES=0 ES=1 ES=2 ES=0 ES=1 ES=2 ES=0

3 0.05 0.1 146 (15.20) 7 (2.99) 40691 (89.40) 67 (9.75) 0 (0.71) 42781 (60.80) 28 (5.97) 0 (0.20) 42803 (58.29)
0.2 208 (17.70) 15 (4.47) 42679 (60.42) 67 (9.75) 0 (0.71) 42781 (60.80) 28 (5.97) 0 (0.20) 42803 (58.29)
0.3 210 (17.74) 16 (4.59) 42711 (59.62) 67 (9.75) 0 (0.71) 42781 (60.80) 28 (5.97) 0 (0.20) 42803 (58.29)

0.001 0.1 148 (15.29) 7 (3.02) 40756 (89.17) 165 (15.97) 3 (1.64) 44578 (21.99) 169 (15.66) 2 (1.22) 44894 (8.69)
0.2 268 (18.83) 26 (5.90) 43843 (41.70) 303 (17.00) 12 (3.47) 44915 (6.72) 217 (16.97) 3 (1.65) 44927 (5.69)
0.3 355 (17.44) 55 (9.28) 44614 (21.37) 324 (17.24) 15 (4.04) 44923 (5.99) 217 (16.97) 3 (1.65) 44927 (5.69)

5.5 0.05 0.1 115 (14.07) 21 (5.84) 27143 (180.48) 135 (15.44) 11 (3.58) 36960 (136.69) 145 (15.76) 7 (3.03) 40583 (93.19)
0.2 204 (17.79) 53 (10.14) 35036 (144.69) 242 (17.50) 32 (6.82) 41926 (75.86) 214 (18.19) 16 (4.64) 42799 (58.30)
0.3 277 (19.15) 93 (13.34) 39209 (107.77) 277 (17.56) 44 (8.11) 42773 (61.15) 214 (18.16) 16 (4.66) 42803 (58.29)

0.001 0.1 115 (14.07) 21 (5.84) 27143 (180.48) 135 (15.44) 11 (3.58) 36960 (136.69) 145 (15.75) 7 (3.03) 40584 (93.18)
0.2 204 (17.79) 53 (10.14) 35036 (144.69) 245 (17.55) 33 (6.90) 42001 (74.29) 266 (18.67) 26 (5.99) 43769 (42.50)
0.3 277 (19.15) 93 (13.34) 39209 (107.77) 328 (17.05) 66 (10.37) 43751 (42.50) 354 (17.08) 55 (9.14) 44587 (22.19)

7 0.05 0.1 104 (13.43) 27 (7.03) 21866 (180.53) 122 (14.51) 16 (4.62) 31240 (173.73) 132 12 35683
0.2 185 (17.37) 63 (11.15) 30218 (171.50) 219 (17.32) 44 (8.28) 38281 (123.19) 238 36 41251
0.3 253 (18.95) 105 (14.65) 35350 (143.17) 296 (17.54) 81 (12.12) 41492 (83.11) 293 57 42771

0.001 0.1 104 (13.43) 27 (7.03) 21866 (180.53) 122 (14.51) 16 (4.62) 31240 (173.73) 132 (15.24) 12 (4.02) 35683 (135.25)
0.2 185 (17.37) 63 (11.15) 30218 (171.50) 219 (17.32) 44 (8.28) 38281 (123.19) 238 (19.05) 36 (7.52) 41256 (83.39)
0.3 253 (18.95) 105 (14.65) 35350 (143.17) 296 (17.55) 81 (12.13) 41511 (82.53) 320 (18.09) 70 (10.81) 43346 (49.87)

Table 3.2 Average number of voxels for the inactive layer of the ABT
method.
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50 scans 100 scans 150 scans

σnoise α β ES=1 ES=2 ES=0 ES=1 ES=2 ES=0 ES=1 ES=2 ES=0

3 0.05 0.1 2 (1.37)) 0 (0.38) 65 (8.62) 98 (10.50) 2 (1.49) 1798 (51.13) 144 (13.65) 2 (1.22) 2094 (56.41)
0.2 60 (7.73) 11 (3.37) 1164 (36.74) 253 (13.69) 13 (3.70) 2148 (59.82) 317 (15.17) 10 (3.22) 2152 (58.23)
0.3 145 (11.10) 40 (7.18) 1904 (50.30) 350 (12.54) 34 (6.15) 2173 (60.70) 415 (11.71) 28 (5.29) 2154 (58.30)

0.001 0.1 0 (0) 0 (0) 0 (0) 0 (0.08) 0 (0) 0 (0.19) 2 (1.50) 0 (0.19) 3 (1.64)
0.2 0 (0.06) 0 (0.04) 0 (0.17) 17 (3.84) 2 (1.25) 14 (3.80) 127 (10.38) 7 (2.77) 28 (5.44)
0.3 0 (0.44) 0 (0.34) 0 (1.03) 92 (9.90) 19 (4.53) 31 (5.57) 226 (12.28) 25 (5.11) 30 (5.66)

5.5 0.05 0.1 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0.06) 0 (0.23) 0 (0.08) 1 (1.11)
0.2 0 (0) 0 (0) 0 (0) 3 (1.66) 1 (0.89) 75 (8.50) 52 (7.16) 10 (3.17) 970 (33.99)
0.3 0 (0.25) 0 (0.20) 0 (1.58) 51 (6.61) 22 (5.02) 978 (34.62) 140 (10.85) 39 (6.96) 1783 (49.35)

0.001 0.1 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
0.2 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
0.3 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)

7 0.05 0.1 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
0.2 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0.10) 0 (0.39) 0 (0.24) 5 (2.06)
0.3 0 (0) 0 (0) 0 (0.04) 1 (0.74) 0 (0.55) 19 (4.39) 27 (5.44) 13 (3.66) 576 (25.02)

0.001 0.1 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
0.2 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
0.3 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)

Table 3.3 Average number of voxels for the practically insignificant
layer of the ABT method.
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50 scans 100 scans 150 scans

σnoise α β ES=1 ES=2 ES=0 ES=1 ES=2 ES=0 ES=1 ES=2 ES=0

3 0.05 0.1 64 (8.22) 8 (3.10) 2020 (52.66) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
0.2 2 (1.53) 1 (0.70) 32 (5.72) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
0.3 0 (0.09) 0 (0.04) 0 (0.13) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)

0.001 0.1 311 (13.15) 150 (14.66) 4156 (88.17) 160 (11.31) 12 (3.62) 345 (20.45) 48 (7.04) 1 (1.14) 33 (5.96)
0.2 190 (14.11) 131 (13.11) 1069 (40.70) 21 (4.43) 3 (1.89) 8 (2.88) 0 (0.06) 0 (0) 0 (0)
0.3 103 (11.75) 102 (11.16) 297 (19.78) 0 (0.41) 0 (0.26) 0 (0.13) 0 (0) 0 (0) 0 (0)

5.5 0.05 0.1 261 (12.45) 155 (15.18) 15568 (152.94) 142 (10.77) 34 (6.71) 5821 (98.96) 69 (8.34) 9 (3.10) 2220 (55.99)
0.2 171 (11.37) 123 (12.71) 7675 (112.27) 36 (5.79) 12 (3.33) 855 (31.81) 0 (0.49) 0 (0.22) 4 (1.90)
0.3 99 (9.45) 83 (9.90) 3502 (71.21) 1 (0.76) 0 (0.47) 8 (2.78) 0 (0) 0 (0) 0 (0)

0.001 0.1 389 (13.21) 419 (11.21) 17769 (179.47) 351 (13.85) 263 (17.80) 7963 (135.89) 320 (12.89) 155 (14.89) 4343 (92.29)
0.2 300 (16.61) 387 (11.97) 9876 (143.45) 242 (14.98) 241 (15.86) 2922 (73.26) 200 (13.75) 136 (13.64) 1158 (41.55)
0.3 227 (17.71) 347 (12.37) 5700 (106.53) 159 (13.94) 208 (14.23) 1173 (41.07) 112 (11.22) 107 (11.10) 340 (20.91)

7 0.05 0.1 307 (12.29) 234 (16.29) 20846 (156.61) 221 (12.51) 98 (12.27) 11541 (138.06) 162 (11.31) 47 (8.08) 7120 (102.51)
0.2 226 (12.71) 198 (14.10) 12493 (141.28) 124 (10.18) 70 (9.50) 4500 (84.68) 57 (7.58) 22 (5.31) 1552 (44.64)
0.3 157 (11.82) 156 (12.20) 7361 (109.52) 47 (6.70) 33 (5.82) 1289 (40.32) 2 (1.32) 1 (1.02) 32 (5.57)

0.001 0.1 405 (12.89) 452 (8.63) 23046 (179.77) 379 (13.48) 377 (14.47) 13683 (172.93) 360 (13.52) 296 (16.95) 9244 (134.50)
0.2 324 (16.66) 416 (10.60) 14693 (170.28) 282 (15.81) 348 (13.17) 6642 (122.34) 254 (16.52) 271 (15.51) 3671 (82.60)
0.3 255 (18.09) 374 (12.83) 9561 (141.90) 205 (15.78) 311 (12.50) 3412 (81.55) 172 (15.10) 237 (13.75) 1580 (49.01)

Table 3.4 Average number of voxels for the uncertainty layer of the
ABT method.
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Active Inactive Uncertain Practically insignificant

Parameter ES=1 ES=2 ES=0 ES=1 ES=2 ES=0 ES=1 ES=2 ES=0 ES=1 ES=2 ES=0

Main effects

Scans 6.02 19.03 3.33 0.53 13.99 26.44 13.51 16.20 25.86 8.59 3.17 4.30
σnoise 12.76 37.78 14.31 5.88 30.31 32.09 30.58 32.66 31.87 33.31 15.12 24.35
α 46.38 29.20 54.68 11.59 1.09 0.41 27.04 33.83 1.49 9.45 8.86 25.32
β 7.65 0.11 1.82 40.72 31.42 20.16 18.38 1.44 20.02 8.03 23.35 3.10

Interaction effects

Scans ×σnoise 0.27 2.27 1.12 10.38 0.64 8.87 0.13 2.24 8.81 9.70 1.18 1.91
Scans ×α 0.02 1.07 2.99 2.21 0.03 0.07 0.01 1.24 0.08 1.80 0.22 4.15
Scans ×β 2.15 0.02 0.12 0.59 3.28 3.10 0.27 0.15 3.08 2.26 3.14 0.20
σnoise × α 3.28 8.25 13.88 13.09 0.33 0.38 1.91 9.55 0.38 10.63 2.69 23.62
σnoise × β 8.36 0.06 0.52 3.33 9.08 7.72 1.50 0.42 7.67 8.77 12.15 0.88
α× β 1.72 0.04 1.75 2.23 0.98 0.05 1.01 0.05 0.05 1.81 7.98 2.97

Table 3.5 Effect sizes (η2× 100%) for the main and interaction effects
of the four factors that constitute the simulation design explaining the
variability in the practically irrelevant, practically relevant and noise
voxels respectively for each layer in the LSPM in the simulation study.
Effect sizes are based on type II sum of squares. Hence, effect sizes of
main effects do not account for interactions.
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Discussion

These simulations show that ABT is able to provide valuable information
for the definition of fROIs. First of all, the results show that the active
layer largely consists of practically relevant voxels which are truthfully
part of the fROI. Secondly, what is present in the inactive layer is either
noise or activation that is not relevant in the research context, which
makes dismissing the voxels in the inactive layer a valid decision. These
findings are especially true with α at 0.001, larger β values, a moderate
amount of noise and a high number of scans. Combined, these results
show direct control of FPs and FNs through α and β respectively, since α
mainly influences the size of the active layer while β mainly influences the
size of the inactive layer. Additionally, it shows that by controlling the
localizer task parameters, i.e. a slight increase of the number of scans in
the localizer task, using a design with more variance and avoiding noise as
much as possible, the researcher can substantially improve the practical
relevance of the information given by the ABT method. This trend can
be seen in all rows of Figure 3.4.

The practically insignificant layer is mainly influenced by localizer task
parameters, i.e. low amounts of noise and a high number of scans. For
all parameter configurations, only a very small portion of the practically
insignificant layer consisted of truly active voxels. Both conclusions are
clearly visible in the upper row of Figure 3.4. The opposite parameter
configurations, combined with stringent α and small β values showed an
increase of uncertain voxels. As shown in the middle and bottom row of
Figure 3.4, in multiple scenarios over half of the 515 practically relevant
signal voxels were classified as uncertain. However, this comes with the
inclusion of noise voxels and practically irrelevant voxels and proves to
be a trade-off researchers have to consider in the context of their specific
localizer task. If the parameters of the localizer task cause the SE to be
large, the uncertainty layer proves to be an asset in extracting all relevant
information from the task. In the contrary situation, adding the uncer-
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tainty layer including its noise voxels can be disadvantageous, since most
practically relevant voxels are already categorized as active. In conclusion,
as seen in Figure 3.4 ABT does not lead to a large loss of information as
compared to NHST, since the number of practically insignificant voxels is
small in realistic functional localizer conditions. Additionally, there is a
gain of information in the uncertainty layer.

Finally, it is possible that the a priori defined practically relevant ES,
the mean of the alternative distribution in ABT, misrepresents the true
underlying ES of the to be defined fROI. The simulation results can shed
light on what happens when the practically relevant ES is overestimated in
the situation where we specify µ∆1 to 1.5 % BOLD signal change, but the
true underlying ES within the fROI is at least 1% BOLD signal change.
The results show that a significant proportion of the now practically rel-
evant voxels (ES = 1 and ES = 2) ends up in the active layer, especially
when the number of scans increases, the amount of noise is low and α and
β are small. As a result of the misspecification, a large part of these voxels
can also be found in the practically insignificant layer. Under opposite
parameter configurations these voxels are found in the uncertainty layer
with stringent values for α, larger values for β, a larger amount of noise
and fewer scans. If the researcher follows the guidelines to ensure maxi-
mum information in the active layer mentioned above, the results show a
loss of relevant information if µ∆1 is an overestimation of the true practi-
cally relevant ES, since the voxels with ES = 1 are now situated mainly in
the inactive layer. Nonetheless, a substantial part of the now practically
relevant voxels can be found in the uncertainty layer under these param-
eter configurations. While overestimation leads to a loss of information,
logically an underestimation of the true ES could result in the detection
of more regions. This was not explored in the current simulation study.
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3Figure 3.4 This figure shows a visual representation of the ground
truth (left) and the different layers of the LPSM after ABT (right) for
one iteration in the simulations. α = 0.001 and β = 0.2 in all scenarios
shown.
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3.3.2 Study 2: Real data example

The results for ABT can be found in Tables 3.6 and 3.7. The results
for uncorrected and FDR-corrected NHST can be found in Tables 3.8
and 3.9. The trends in the results for ABT with the α threshold for the
null distribution and for ABT with the threshold using FDR were very
similar. As a consequence, the following results section will focus on the
results found with uncorrected NHST, as this method was also used in
the simulation study. Additionally, information on the distribution of the
ground truth ESs in each layer, in terms of means, medians and standard
deviations were also computed and can be found in Tables A.1 and A.2
in the Appendix. As an illustration, a visual representation of the ground
truth of ESs and the different layers for one step of the cross-validation
procedure with α = 0.001 and β = 0.1, 0.2 and 0.3 is shown in Figures
3.5, 3.6 and 3.7 respectively.

Increasing α results in a larger RDR in the active layer of the LSPM
and the significant layer for NHST, while the RDR decreases in the in-
active layer and the non-significant layer of NHST, as was found in the
simulations. However, this increase in the active and significant layer is
paired with a decrease in the LDR. The RDR in the uncertainty layer de-
creases as α increases. Similar to the active and significant layers, this is
paired with a decrease of the LDR. The opposite pattern is found for the
practically insignificant layer, but only when µ∆1 ≥ 0.50% BOLD signal
change, which locates the cut-off under H1, tβ more to the right. Again,
this corroborates the findings of the simulation study.

Similar trends for β as found in the simulation study are also found
in the real data example. An increase in β leads to a decrease of the
RDR in the active layer and an increase in the inactive layer. The LDR
increases in the active layer. The RDR in the uncertainty layer decreases
as β increases, while it increases in the practically insignificant layer. An
increase in β also leads to an increase of the LDR in the uncertainty layer
and the practically insignificant layer (again, only when µ∆1 ≥ 0.50%
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BOLD signal change).
As µ∆1 increases, i.e. only larger ESs are a priori deemed practically

relevant, a larger RDR is found in the significant and active layer. This
increase is associated with an initial increase followed by a decrease of the
LDR of the active layer. The same initial increase and subsequent de-
crease is found for the RDR in the inactive or non-significant layer. This
proportion is substantially large in close to all scenarios, except when the
smallest µ∆1 and small β values are used. The RDR in the uncertainty
layer decreases as µ∆1 increases, since tβ is located more to the right again,
while it increases in the practically insignificant layer. The LDR in the
uncertainty layer increases when µ∆1 increases, but only when α = 0.001.
In the practically insignificant layer, this first increases and then decreases
somewhat in multiple scenarios.
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Active Inactive Uncertainty Practically Insignificant

µ∆1 α β RDR LDR RDR LDR RDR LDR RDR LDR

0.25 0.05 0.1 0.95 (0.036) 0.16 (0.070) 0.26 (0.097) 0.9803 (0.008) 0.04 (0.031) 0.001 (0.001) 0 (0) 0 (0)
0.2 0.95 (0.036) 0.27 (0.094) 0.86 (0.068) 0.9838 (0.002) 0.03 (0.021) 0.03 (0.027) 5.57e−3 (0.001) 3.44e−3 (0.001)
0.3 0.94 (0.048) 0.46 (0.012) 0.88 (0.063) 0.9837 (0.002) 0.01 (0.010) 0.08 (0.077) 0.01 (0.017) 0.004 (0.007)

0.001 0.1 0.87 (0.081) 0.43 (0.139) 0.25 (0.097) 0.9803 (0.008) 0.13 (0.077) 0.003 (0.002) 0 (0) 0 (0)
0.2 0.87 (0.081) 0.47 (0.141) 0.92 (0.041) 0.9834 (0.002) 0.11 (0.068) 0.04 (0.037) 0 (0) 0 (0)
0.3 0.87 (0.083) 0.58 (0.131) 0.96 (0.024) 0.9834 (0.002) 0.09 (0.053) 0.13 (0.097) 0.003 (0.007) 0.009 (0.023)

0.50 0.05 0.1 0.98 (0.019) 0.32 (0.082) 0.88 (0.062) 0.9843 (0.002) 0.002 (0.004) 0.01 (0.035) 0.006 (0.011) 7.65e−3 (0.002)
0.2 0.96 (0.044) 0.45 (0.106) 0.88 (0.061) 0.9843 (0.002) 7.09−3 (0.001) 0.04 (0.159) 0.03 (0.036) 0.003 (0.005)
0.3 0.93 (0.070) 0.54 (0.121) 0.88 (0.061) 0.9843 (0.002) 5.46−5 (0.0001) 0.008 (0.063) 0.06 (0.062) 0.006 (0.008)

0.001 0.1 0.96 (0.035) 0.36 (0.090) 0.96 (0.021) 0.9843 (0.002) 0.03 (0.044) 0.05 (0.044) 0.003 (0.007) 0.002 (0.005)
0.2 0.94 (0.050) 0.47 (0.109) 0.96 (0.020) 0.9842 (0.002) 0.02 (0.019) 0.11 (0.101) 0.02 (0.028) 0.01 (0.016)
0.3 0.92 (0.071) 0.56 (0.120) 0.97 (0.020) 0.9842 (0.002) 0.01 (0.014) 0.15 (0.150) 0.04 (0.051) 0.02 (0.026)

0.75 0.05 0.1 0.97 (0.042) 0.35 (0.098) 0.87 (0.061) 0.9844 (0.002) 0 (0) 0 (0) 0.03 (0.040) 0.001 (0.002)
0.2 0.94 (0.068) 0.44 (0.120) 0.87 (0.061) 0.9844 (0.002) 0 (0) 0 (0) 0.06 (0.066) 0.003 (0.004)
0.3 0.91(0.098) 0.51 (0.129) 0.87 (0.061) 0.9843 (0.002) 0 (0) 0 (0) 0.09 (0.096) 0.004 (0.008)

0.001 0.1 0.96 (0.044) 0.35 (0.098) 0.96 (0.020) 0.9844 (0.002) 0.007 (0.014) 0.06 (0.102) 0.02 (0.037) 0.004 (0.008)
0.2 0.94 (0.068) 0.45 (0.119) 0.96 (0.020) 0.9844 (0.002) 0.004 (0.009) 0.11 (0.193) 0.05 (0.063) 0.008 (0.012)
0.3 0.91 (0.098) 0.52 (0.128) 0.96 (0.020) 0.9843 (0.002 ) 0.003 (0.006) 0.17 (0.32) 0.08 (0.092) 0.01 (0.017)

Table 3.6 Results in the visual + letter/number discrimination (Gonzalez-Castillo et al., 2012) task
analyzed with the ABT method. For the active, uncertainty and practically insignificant layer the mean
proportion of practically relevant voxels in the ground truth that were categorized in the respective layer was
computed over simulations, i.e. the reference detection rate (RDR; ≥ µ∆1/reference). Additionally, the mean
proportion of voxels in the respective layer that were truthfully practically relevant was also calculated over
the 100 cross-validation steps, i.e. the layer detection rate (LDR; ≥ µ∆1/layer). For the inactive layer, the
mean proportion of practically irrelevant voxels in the ground truth that was categorized in the layer was
computed over simulations, i.e. the RDR for the inactive layer (< µ∆1/reference). Additionally, the mean
proportion of voxels in the inactive layer that were truthfully practically irrelevant was also calculated over
the 100 cross-validation steps, i.e. the LDR for the inactive layer (< µ∆1/layer). Standard deviations over all
cross-validation steps are between brackets.
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Active Inactive Uncertainty Practically Insignificant

µ∆1 q β RDR LDR RDR LDR RDR LDR RDR LDR

0.25 0.05 0.1 0.81 (0.111) 0.56 (0.150) 0.26 (0.097) 0.9803 (0.008) 0.19 (0.108) 0.005 (0.003) 0 (0) 0 (0)
0.2 0.81 (0.111) 0.58 (0.152) 0.92 (0.040) 0.9833 (0.002) 0.17 (0.099) 0.08 (0.045) 0 (0) 0 (0)
0.3 0.81 (0.112) 0.65 (0.137) 0.97 (0.019) 0.9833 (0.002) 0.15 (0.083) 0.15 (0.109) 0.001 (0.003) 0.01 (0.030)

0.01 0.1 0.76 (0.126) 0.64 (0.147) 0.26 (0.097) 0.9803 (0.008) 0.23 (0.123) 0.006 (0.003) 0 (0) 0 (0)
0.2 0.76 (0.126) 0.66 (0.146) 0.92 (0.040) 0.9832 (0.002) 0.22 (0.114) 0.07 (0.050) 0 (0) 0 (0)
0.3 0.76 (0.126) 0.70 (0.134) 0.97 (0.017) 0.9832 (0.002) 0.19 (0.099) 0.18 (0.115) 0.0007 (0.002) 0.001 (0.030)

0.50 0.05 0.1 0.93 (0.052) 0.40 (0.100) 0.97 (0.015) 0.9842 (0.002) 0.05 (0.043) 0.06 (0.051) 0.002 (0.005) 0.003 (0.008)
0.2 0.92 (0.060) 0.49 (0.115) 0.98 (0.014) 0.9841 (0.002) 0.04 (0.035) 0.13 (0.096) 0.01 (0.022) 0.01 (0.024)
0.3 0.90 (0.077) 0.57 (0.124) 0.98 (0.013) 0.984 (0.002) 0.03 (0.030) 0.20 (0.140) 0.03 (0.044) 0.02 (0.039)

0.01 0.1 0.91 (0.065) 0.42 (0.104) 0.98 (0.012) 0.9841 (0.002) 0.08 (0.057) 0.08 (0.059) 0.001 (0.003) 0.004 (0.010)
0.2 0.90 (0.071) 0.51 (0.116) 0.98 (0.010) 0.984 (0.002) 0.06 (0.047) 0.15 (0.107) 0.01 (0.018) 0.01 (0.027)
0.3 0.88 (0.085) 0.58 (0.124) 0.98 (0.010) 0.984 (0.002) 0.05 (0.040) 0.23 (0.152) 0.03 (0.039) 0.03 (0.045)

0.75 0.05 0.1 0.95 (0.049) 0.36 (0.102) 0.97 (0.013) 0.9843 (0.002) 0.02 (0.025) 0.08 (0.104) 0.02 (0.036) 0.01 (0.013)
0.2 0.93 (0.070) 0.45 (0.121) 0.97 (0.013) 0.9843 (0.002) 0.01 (0.019) 0.15 (0.21) 0.04 (0.061) 0.02 (0.018)
0.3 0.90 (0.099) 0.52 (0.129) 0.97 (0.013) 0.9842 (0.002) 0.01 (0.016) 0.21 (0.296) 0.07 (0.090) 0.03 (0.027)

0.01 0.1 0.94 (0.055) 0.37 (0.104) 0.98 (0.010) 0.9842 (0.002) 0.03 (0.032) 0.10 (0.157) 0.02 (0.034) 0.01 (0.016)
0.2 0.92 (0.073) 0.46 (0.123) 0.98 (0.010) 0.9842 (0.002) 0.02 (0.025) 0.17 (0.157) 0.04 (0.058) 0.02 (0.022)
0.3 0.89 (0.101) 0.52 (0.131) 0.98 (0.010) 0.9842 (0.002) 0.02 (0.022) 0.23 (0.226) 0.07 (0.086) 0.03 (0.031)

Table 3.7 Results in the visual + letter/number discrimination (Gonzalez-Castillo et al., 2012) task
analyzed with the ABT method where the threshold under the null distribution was defined by FDR control
(controlled at level q). For the active, uncertainty and practically insignificant layer the mean proportion of
practically relevant voxels in the ground truth that were categorized in the respective layer was computed over
simulations, i.e. the reference detection rate (RDR; ≥ µ∆1/reference). Additionally, the mean proportion
of voxels in the respective layer that were truthfully practically relevant was also calculated over the 100
cross-validation steps, i.e. the layer detection rate (LDR; ≥ µ∆1/layer). For the inactive layer, the mean
proportion of practically irrelevant voxels in the ground truth that was categorized in the layer was computed
over simulations, i.e. the RDR for the inactive layer (< µ∆1/reference). Additionally, the mean proportion
of voxels in the inactive layer that were truthfully practically irrelevant was also calculated over the 100
cross-validation steps, i.e. the LDR for the inactive layer (< µ∆1/layer). Standard deviations over all cross-
validation steps are between brackets.
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Significant Non-significant

µ∆1 α RDR LDR RDR LDR

0.25 0.05 0.95 (0.036) 0.16 (0.070) 0.86 (0.061) 0.9833 (0.002)
0.001 0.87 (0.081) 0.43 (0.139) 0.97 (0.019) 0.9819 (0.002)

0.50 0.05 0.99 (0.012) 0.07 (0.033) 0.88 (0.061) 0.9842 (0.002)
0.001 0.99 (0.033) 0.21 (0.079) 0.97 (0.019) 0.9840 (0.002)

0.75 0.05 0.998 (0.005) 0.03 (0.016) 0.87 (0.061) 0.9843 (0.002)
0.001 0.99 (0.021) 0.10 (0.042) 0.96 (0.020) 0.9843 (0.002)

Table 3.8 Results in the visual + letter/number discrimination (Gonzalez-Castillo et al., 2012) task
analyzed with NHST. For the significant layer the mean proportion of practically relevant voxels in the ground
truth that were categorized as significant was computed over simulations, i.e. the reference detection rate
(RDR; ≥ µ∆1/reference). Additionally, the mean proportion of voxels in the significant layer that were
truthfully practically relevant was also calculated over simulations, i.e. the layer detection rate (LDR; ≥
µ∆1/layer). For the non-significant layer, the mean proportion of practically irrelevant voxels in the ground
truth that was categorized in the layer was computed over simulations, i.e. the RDR for the non-significant
layer (< µ∆1/reference). Additionally, the mean proportion of voxels in the non-significant layer that were
truthfully practically irrelevant was also calculated over simulations, i.e. the LDR for the non-significant layer
(< µ∆1/layer).Standard deviations over all cross-validation steps are between brackets.
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Significant Non-significant

µ∆1 q RDR LDR RDR LDR

0.25 0.05 0.81 (0.111) 0.56 (0.150) 0.985 (0.012) 0.981 (0.002)
0.01 0.76 (0.126) 0.64 (0.147) 0.99 (0.009) 0.98 (0.003)

0.50 0.05 0.93 (0.051) 0.28 (0.100) 0.978 (0.013) 0.984 (0.002)
0.01 0.91 (0.065) 0.34 (0.108) 0.983 (0.010) 0.002)

0.75 0.05 0.97 (0.033) 0.14 (0.056) 0.975 (0.013) 0.984 (0.002)
0.01 0.96 (0.041) 0.17 (0.064) 0.98 (0.010) 0.984 (0.002)

Table 3.9 Results in the visual + letter/number discrimination (Gonzalez-Castillo et al., 2012) task
analyzed with NHST with FDR control (controlled at level q). For the significant layer the mean proportion
of practically relevant voxels in the ground truth that were categorized as significant was computed over
simulations, i.e. the reference detection rate (RDR; ≥ µ∆1/reference). Additionally, the mean proportion of
voxels in the significant layer that were truthfully practically relevant was also calculated over simulations, i.e.
the layer detection rate (LDR; ≥ µ∆1/layer). For the non-significant layer, the mean proportion of practically
irrelevant voxels in the ground truth that was categorized in the layer was computed over simulations, i.e. the
RDR for the non-significant layer (< µ∆1/reference). Additionally, the mean proportion of voxels in the non-
significant layer that were truthfully practically irrelevant was also calculated over simulations, i.e. the LDR
for the non-significant layer (< µ∆1/layer). Standard deviations over all cross-validation steps are between
brackets.
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Discussion

The results of the real data example corroborate conclusions from the
simulation study, showing that the ABT method provides valuable infor-
mation for the definition of fROIs. The active layer of the ABT method
captures a proportion of the practically relevant ground truth that is ei-
ther as large or only somewhat smaller as compared to the significant layer
of NHST. Additionally, in all scenarios the active layer itself consists of an
equal or a larger proportion of voxels that are truthfully practically rele-
vant (≥ µ∆1/layer) as compared to the significant layer of NHST, which
shows the active layer is more specific. This proportion is especially larger
with stringent α and β values, as in the simulations, and when the mean of
the practically relevant alternative µ∆1 is larger than 0.5% BOLD signal
change.

Second, as with the simulations, the results here show that what is
in the inactive layer can be confidently excluded as part of the fROI,
since this layer now largely consists of practically irrelevant and noise
voxels. The RDR in the inactive layer is never lower than in the non-
significant layer. Additionally, the LDR of the inactive layer is almost
always equal or higher to that of the non-significant layer, except when
β = 0.1 and µ∆1 is small, again showing that this layer itself consists
of more practically irrelevant and noise voxels as compared to the non-
significant layer. We want to note that this proportion does not vary that
much across scenarios since the inactive and non-significant layer are quite
large, so small changes in this proportion are not easily detectable.

Next to the active and inactive layer, the ABT also provides infor-
mation beyond that found with traditional data analysis methods in the
uncertainty and practically insignificant layer. As in the simulations, the
uncertainty layer can contain large parts of the practically relevant ground
truth which would be undetected with NHST. This is especially the case
when α is stringent and when lower values for β are used, as can be
seen in Figure 3.5. In the scenarios where the RDR in the active layer
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is the lowest (stringent α and larger β values), a large part of the miss-
ing proportion can be found in the uncertainty layer. Again, this comes
with the inclusion of noise voxels (see Figure 3.5), similar to the results
in the simulations. As β increases, so does the LDR of the uncertainty
layer (see Figures 3.6 and 3.7). The uncertainty layer itself also consists
of a larger number of practically relevant voxels than the practically in-
significant layer in close to all scenarios, especially when α is stringent
and β is larger. As mentioned above, the active layer combined with the
practically insignificant equals the significant layer of NHST. However,
as in the simulation study, these results show that discarding the practi-
cally insignificant layer and including the uncertainty layer instead may
increase the amount of practically relevant information and may be useful
in particular circumstances in which it is detrimental to miss important
information, as is the case for defining fROIs.

Finally, the results and Figures 3.5, 3.6 and 3.7 also show that the ABT
adjusts well to the ES that is defined as practically relevant. As an a priori
larger practically relevant ES of interest is defined, the difference between
NHST and ABT increases, which is clearly visible in the middle row of
Figures 3.5, 3.6 and 3.7. In this scenario, a substantial part of the regions
detected by NHST is not practically relevant, while the active layer adjusts
to the a priori defined alternative. As µ∆1 gets larger, the significant
layer of NHST is increasingly more divided into an active and practically
insignificant layer, the latter containing the practically irrelevant regions
detected by NHST (see Figures 3.5, 3.6 and 3.7 middle and bottom row).
When a researcher specifies an alternative with a practically relevant ES
that is rather small, it is shown that a rather large part of the practically
relevant voxels can be found in the uncertainty layer (see Figures 3.5, 3.6
and 3.7 C1). With larger values for µ∆1 , the practically insignificant layer
can contain valuable information for the definition of the fROI as well.
These conclusions can also be drawn based on Tables A.1 and A.2. We
again emphasize that µ∆1 represents a practically relevant effect, which is
a constant parameter in the ABT method. We do not study the influence
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of misspecification in this data example, but merely examine the influence
of the variation in the definition of a practically relevant ES.
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Figure 3.5 The illustration shows a visual representation of the reference map of
effect sizes and the different layers for one step in the cross-validation procedure. A)
Visual representation of the ground truth of effect sizes, with the red area indicating effect
sizes ≥ 0.25% (A1), effect sizes ≥ 0.50% (A2) or effect sizes ≥ 0.75% (A3) BOLD signal
change. B) Visual representation of the active layer (light blue) and the significant (green)
layer for µ∆1 = 0.25% (B1), µ∆1 = 0.50% (B2) or µ∆1 = 0.75% (B3) BOLD signal change.
C) Visual representation of the uncertainty (green) and the practically insignificant (blue)
layer, for µ∆1 = 0.25% (C1), µ∆1 = 0.50% (C2) or µ∆1 = 0.75% (C3) BOLD signal
change. α = 0.001 and β = 0.1 in all scenarios shown.
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Figure 3.6 The illustration shows a visual representation of the reference map of
effect sizes and the different layers for one step in the cross-validation procedure. A)
Visual representation of the ground truth of effect sizes, with the red area indicating effect
sizes ≥ 0.25% (A1), effect sizes ≥ 0.50% (A2) or effect sizes ≥ 0.75% (A3) BOLD signal
change. B) Visual representation of the active layer (light blue) and the significant (green)
layer for µ∆1 = 0.25% (B1), µ∆1 = 0.50% (B2) or µ∆1 = 0.75% (B3) BOLD signal change.
C) Visual representation of the uncertainty (green) and the practically insignificant (blue)
layer, for µ∆1 = 0.25% (C1), µ∆1 = 0.50% (C2) or µ∆1 = 0.75% (C3) BOLD signal
change. α = 0.001 and β = 0.2 in all scenarios shown.
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Figure 3.7 The illustration shows a visual representation of the reference map of
effect sizes and the different layers for one step in the cross-validation procedure. A)
Visual representation of the ground truth of effect sizes, with the red area indicating effect
sizes ≥ 0.25% (A1), effect sizes ≥ 0.50% (A2) or effect sizes ≥ 0.75% (A3) BOLD signal
change. B) Visual representation of the active layer (light blue) and the significant (green)
layer for µ∆1 = 0.25% (B1), µ∆1 = 0.50% (B2) or µ∆1 = 0.75% (B3) BOLD signal change.
C) Visual representation of the uncertainty (green) and the practically insignificant (blue)
layer, for µ∆1 = 0.25% (C1), µ∆1 = 0.50% (C2) or µ∆1 = 0.75% (C3) BOLD signal
change. α = 0.001 and β = 0.3 in all scenarios shown.
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3.4 General Discussion
Defining fROIs remains a troublesome issue in fMRI research. Recent
studies (e.g., Smith et al., 2011) stress the problematic consequences of
inaccurately localizing these fROIs, leading to a loss in validity of sub-
sequent analyses. Typically, thresholding classical p-values in an SPM
is varied to increase spatial accuracy and consistency in defining these
regions of interest. However, not only FPs but also FNs have a detri-
mental effect on the definition of an fROI. It is therefore important to
provide guidelines that do not involve ad hoc adjustment of thresholding
and that do take into account FNs. Nuzzo (2014) explains for a more
general testing context how the misuse of NHST may lead to p-hacking
in a more general testing context. With the motivation to avoid ad hoc
adjustments that are often made due to intersubject variability, we eval-
uated the alternative based thresholding (ABT) method of Durnez et al.
(2013) in the context of defining fROIs and compared its performance
with NHST.

Simulations were used to evaluate the information captured in the
different layers in the LSPM. First, it was shown that relevant informa-
tion was preserved in the active layer, which is a subset of the layer with
voxels detected by NHST, while controlling the FP rate and excluding
practically irrelevant voxels. Secondly, results indicated that the inactive
layer truly consists of voxels that are either noise voxels or practically
irrelevant, which we can safely exclude as part of the fROI. Third, the
uncertainty layer, the added information beyond that provided by NHST,
contains a substantial amount of the practically relevant voxels in multiple
parameter configurations, while the practically insignificant layer, or the
information that is also labeled as part of the fROI with NHST, does not.
These findings were corroborated in the real data example. Additionally,
this example also showed that thresholding alternative p1-values makes it
possible to increase the specificity of the active layer while maintaining a
high sensitivity as evaluated by a benchmark of practically relevant effect
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sizes. If there is some loss in sensitivity, however, valuable information
for the definition of the fROI can again be found in the uncertainty layer,
while the practically insignificant layer mainly consists of irrelevant in-
formation. Combined, these results show that the ABT method is very
flexible and that it can be used in a way that is completely suitable for
any given context. In any case, the active layer provides a valid definition
of a certain region by balancing FPs and FNs through direct control of
both types of errors. Depending on the context, one can choose to in-
clude the uncertainty layer, especially when any FN can have detrimental
consequences.

In order to use the ABT procedure described here, one has to de-
fine an (unstandardized) effect size that is deemed practically relevant in
the context of the fROI and its variance. Such relevant effect sizes have
to be defined for power analyses as well. Desmond and Glover (2002)
demonstrate how to estimate distributions of different signal components,
namely % BOLD signal change (i.e. unstandardized effect size), within-
and between-subject variability within ROIs. Mumford and Nichols (2008)
provide a more flexible method for power calculation. They extend the
work of Desmond and Glover (2002) by making it more flexible through
the improvement of the estimation of the within-subject variability and
the addition of temporal autocorrelation for multiple designs. Hence, us-
ing their methods for estimation, effect sizes could be defined using data
from previous research, both personally obtained pilot data or freely avail-
able data. When such effect sizes are measured on a different scale than
the data at hand, the different signal components can be used to transform
these effect sizes.

The data to base effect size estimation on should be independent from
the localizer data that is used to define the fROI to avoid circularity of
the results. Additionally, we would recommend using high-quality large-
scale open-source projects data such as the Human Connectome Project
data (Van Essen et al., 2013) to obtain the least biased estimates for ef-
fect sizes. For functional localization, defining effect sizes based on prior
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estimates becomes even more complex due to the possibly high intersub-
ject variability. One typically aims to define subject-specific fROIs. A
practical advice for functional localization to account for this intersubject
variability could be to add an additional run in each subject solely for the
purpose of effect size estimation. These data cannot be included in the
test for defining the fROI. This further has the huge advantage that prob-
lems with different scaling are avoided. Effect sizes estimated based on
the pilot data will be on the exact same scale as those of the experimental
data, given that the experimental design and software remain unchanged.

Recently, in the neuroimaging literature, reporting effect estimates is
highly recommended (Chen et al., 2016), making it easier to define a rele-
vant effect size. Estimating effect sizes on available data however remains
complex. Similar to the voodoo correlations (Vul et al., 2009; Vul and
Pashler, 2012), thresholding data in order to estimate a practically rele-
vant effect size is circular. As a result, the estimated practically relevant
effect size will be too high, leading to the loss of relevant information
using the ABT method. In the context of functional localization, we ad-
vise to estimate effect sizes using anatomical masks of the ROI that has
to be defined, without relying on thresholding. Recently, substantial im-
provements in brain atlases have been made. Atlases are no longer purely
anatomical, but both functional and spatial properties help shape the
parcellation of the brain (Glasser et al., 2016; Turner and Geyer, 2014;
Van Essen et al., 2012). Furthermore, these atlases have the advantage of
being validated on large populations.

Specification of the alternative distribution and its mean should be
based on information of practical relevance. From this point of view,
misspecification through biased effect size estimation is not an issue, since
the researcher only wants to find voxels that have an effect size that is
larger than the effect size that he/she deems practically relevant in that
particular context independent of what the true effect size of activation in
that region is. However, if a researcher is very uncertain about the effect
size estimate, this uncertainty can be translated in a larger τ value for
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the alternative distribution, which increases its width.
The main focus in this paper was to evaluate ABT with respect to

information contained in different layers when judging evidence against
both the null and the alternative and to indicate how this complements
NHST. At this point, no optimal decision criterion to create a binary
decision (activation - no activation) was developed. Very recently, Kang
et al. (2015) have developed a new approach for simultaneous control of
error rates in fMRI data analysis. They start from the premise that,
similarly to the FN rate, the FP rate should converge to zero in large
samples. In their likelihood approach, they obtain both FP and FN rate
control by contrasting the null and the alternative to judge evidence. In
contrast to our approach, the choice of the alternative is data-driven as it
is guided by the data that is analyzed. In future work, we aim to include
both p0 and p1 into one single test criterion that weighs both types of error
that have to be controlled. For this, we could work along the lines of the
likelihood paradigm of Kang et al. (2015) and pre- and post-experimental
rejection ratios (Bayarri et al., 2016).

We presented the ABT method for one-sided testing of positive acti-
vation. In the original study of Gonzalez-Castillo et al. (2012), the au-
thors reported whole-brain activation during the task with both positive
and negative brain responses. The method described above can be eas-
ily adapted to detect practically relevant deactivation during the task by
specifying a negative value for µ∆1 by locating the alternative distribution
to the left of the null distribution. p0 is then a left-sided p-value under
the null in the direction of the alternative while p1 is a right-sided p-value
under the alternative in the direction of the null; the interpretation of
both p-values remains the same.

Although we evaluated the ABT method in the context of spatially
accurate definition of fROIs, the scope of the method is much broader
than this area. In pre-surgical planning for example, both control of
FPs and FNs is an important issue in the guidance of brain surgery.
Furthermore, controlling the FP rate as well as the FN rate has advantages
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for all cognitive neuroscience studies. Related to this, Gross and Binder
(2014) also examined alternative thresholding methods for fMRI data,
more specifically an amplitude-based thresholding method that focuses on
mean differences in signal amplitude between task conditions in order to
localize task-related activity. Although some resemblances can be found
between their method and ABT and their underlying motivation, the
amplitude-based thresholding method is not able to control both FPs and
FNs, while we showed the ability of the ABT to provide direct control of
both error types using simulations.

In this paper, voxelwise inference was chosen to define the fROI instead
of relying on topological features such as peaks (Chumbley and Friston,
2009; Chumbley et al., 2010). We preferred voxelwise inference since topo-
logical features such as peaks are less stable both in number and spatial
location (Roels et al., 2015), which makes them less than optimal to define
spatially accurate fROIs. Another reason for choosing voxelwise inference
is that we focused on the extent of the fROI to be defined. Typically once
the fROI is defined, its behavior in the primary task of interest is exam-
ined by summarizing the signal of the fROI across the voxels it consists
of. Including as much informative voxels as possible is of great impor-
tance in the context of this procedure. Simply relying on peak voxels as
a summary for an fROI may lead to the exclusion of valuable information
and to potential bias of the results of the primary experimental task.

In this study, we used the ABT method as a univariate data analysis
method. However, multivariate techniques have proven useful in spa-
tial mapping (Kriegeskorte et al., 2006; Nichols, 2012) and are promising
for defining fROIs (Duncan and Devlin, 2011). Independent Component
Analysis (ICA; McKeown et al. (1998)), for example, decomposes the data
into different components combining signals over all voxels and enables to
distinguish between task-related signals and artifacts. Spatial activation
is derived by relating voxels to components that encompass task-related
signal. Hence, this voxelwise testing can greatly benefit from directly
controlling both FPs and FNs. Applying ABT when using ICA to de-
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fine fROIs as developed by Durnez et al. (2013) is an avenue for further
research.

A Bayesian framework can provide an alternative for the ABT method
that incorporates a practically relevant effect size in conventional frequen-
tist NHST. In Bayesian methods, researchers first specify a prior distribu-
tion, P (θ), representing their strength of belief for a range of alternatives.
After data collection, the prior distribution is then updated using Bayes’
rule, resulting in the posterior distribution or the beliefs for the alterna-
tive conditioned on the observed data, P (θ|data). For a more elaborate
summary of the basics of Bayesian data analysis, see for example Dienes
(2014), Rouder et al. (2016), and Wagenmakers (2007). ABT provides
a simple and intuitive counterpart for the popular classical p-values that
can directly complement many existing testing strategies. Importantly,
though Bayesian methods may inherently provide more possibilities to
incorporate an alternative, not specifying an alternative can in both con-
ventional NHST and the Bayesian framework lead to rejections of the null
hypothesis with scant evidence (Rouder et al., 2016). Bayesian hypothesis
testing directly compares evidence in favor of the alternative with evidence
in favor of the null hypothesis by using for example a Bayes factor. Future
research could explore similar comparisons between evidence against the
null hypothesis and evidence against the alternative hypothesis in ABT,
respectively the p0-value and the p1-value.

Finally, we would like to emphasize that ABT still encompasses NHST.
Controlling FPs is still a very important part of the method. However,
direct control of the FN rate is provided as well, leading to multiple layers
of evidence that can be combined. We acknowledge that ad-hoc selec-
tion of µ∆1 and τ remains possible. However, as also pointed out by
Rouder et al. (2016), it is important to stress that including assump-
tions on the alternative to test against, renders valid testing. As NHST
does not incorporate this, results cannot be expected to provide informa-
tion on effect sizes that are of scientific interest. ABT makes progress in
this respect by incorporating evidence against the alternative through the
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p1-value (Durnez et al., 2013; Moerkerke et al., 2006). Furthermore, by
requiring to specify a practically relevant effect size before the analysis,
researchers will need to write down the arguments for their specific choice,
which will then be peer reviewed (similarly to power calculations). This
increases transparency of the analysis. Besides the specification of µ∆1

and τ , both control of the false positive rate and false negative rate still
require thresholding levels, α and β. As is the case for any procedure,
user-specific choices need to be carefully defined but misuse is always pos-
sible. Good research practices require specification of such parameters
before the actual analysis.
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3.6 Appendix

3.6.1 Table A.1

3.6.2 Table A.2
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Active Inactive Uncertainty Practically Insignificant

µ∆1 α β Mean Median SD Mean Median SD Mean Median SD Mean Median SD

0.25 0.05 0.1 0.131 0.042 0.239 -0.026 -0.017 0.049 0.002 0.0003 0.029 NA NA NA
0.2 0.206 0.099 0.286 -0.007 -0.003 0.035 0.032 0.02 0.087 0.018 0.014 0.022
0.3 0.327 0.223 0.334 -0.007 -0.003 0.036 0.059 0.036 0.124 0.03 0.021 0.039

0.001 0.1 0.316 0.204 0.339 -0.026 -0.017 0.049 0.006 0.001 0.037 NA NA NA
0.2 0.339 0.23 0.3437 -0.006 -0.002 0.035 0.056 0.038 0.092 0.022 0.021 0.02
0.3 0.403 0.299 0.354 -0.004 -0.002 0.037 0.107 0.081 0.135 0.049 0.039 0.044

0.50 0.05 0.1 0.443 0.349 0.359 -0.006 -0.003 0.037 0.069 0.044 0.138 0.043 0.026 0.058
0.2 0.552 0.461 0.374 -0.006 -0.003 0.037 0.067 0.056 0.129 0.055 0.029 0.078
0.3 0.625 0.543 0.379 -0.006 -0.003 0.037 0.049 0.05 0.089 0.063 0.03 0.09

0.001 0.1 0.489 0.387 0.363 -0.003 -0.002 0.039 0.15 0.118 0.174 0.084 0.065 0.074
0.2 0.577 0.484 0.373 -0.003 -0.001 0.04 0.212 0.177 0.209 0.117 0.091 0.10
0.3 0.639 0.553 0.378 -0.003 -0.001 0.041 0.253 0.21 0.229 0.138 0.107 0.119

0.75 0.05 0.1 0.697 0.628 0.386 -0.006 -0.003 0.037 0.043 0.045 0.087 0.07 0.033 0.103
0.2 0.788 0.712 0.39 -0.006 -0.003 0.037 0.042 0.036 0.055 0.079 0.035 0.118
0.3 0.852 0.775 0.391 -0.006 -0.003 0.037 0.049 0.05 0.035 0.0844 0.036 0.128

0.001 0.1 0.709 0.627 0.383 -0.003 -0.001 0.041 0.262 0.234 0.243 0.159 0.122 0.137
0.2 0.795 0.717 0.388 -0.003 -0.001 0.042 0.344 0.305 0.276 0.181 0.138 0.157
0.3 0.855 0.777 0.389 -0.003 -0.001 0.042 0.427 0.413 0.229 0.195 0.148 0.171

Table A.1: Results for the visual + letter/number discrimination (Gonzalez-Castillo et al.,
2012) task analyzed with the ABT method. For all layers, the mean effect size, the
median effect size and the standard deviation (SD) of the effect size of the voxels in the
ES benchmark that were categorized in the respective layer are displayed. The average of
these measures was computed across the 100 cross-validation steps. The NA values are the
consequence of no voxels being categorized as practically insignificant in those scenarios.
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Significant Non-significant

α Mean Median SD Mean Median SD

0.05 0.131 0.042 0.239 -0.006 -0.003 0.371
0.001 0.316 0.204 0.339 -0.003 -0.002 0.421

Table A.2: Results for the visual + letter/number discrimination (Gonzalez-Castillo et al.,
2012) task analyzed with NHST. For both layers, the mean effect size, the median effect
size and the standard deviation (SD) of the effect size of the voxels in the ES benchmark
that were categorized in the respective layer are displayed. The average of these measures
was computed across the 100 cross-validation steps.
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4 A likelihood ratio approach
for functional localization in

fMRI

Abstract. To increase power when analyzing fMRI data, researchers
often define functional regions of interest (fROIs). It is crucial that
this fROI is defined with an optimal balance between both false pos-
itives and false negatives to ensure maximal spatial accuracy and
to avoid potentially biased results in the main fMRI experiment.
Additionally, since the fROI is defined in each subject separately,
the used method should attune to the general level of activation
of the individual. We investigate the benefits of the maximized
likelihood ratio (mLR) method. This method is based on the like-
lihood paradigm where likelihood ratios are used to reflect relative
statistical evidence in favor of an a priori defined practically rele-
vant alternative hypothesis as compared to the null hypothesis of
no activation. Through both simulations and real data, we show
that the mLR method provides cumulative evidence for voxels that
are active with an effect size that is larger than the one a priori
defined in the alternative. Furthermore, an optimal balance be-
tween Type I and Type II errors is achieved when the alternative
is an underestimation of the true effect size. The mLR method is
compared with false discovery rate corrected null hypothesis signif-
icance testing and regular likelihood ratio testing. It performs as
good as or outperformed both methods in both detection of practi-
cally relevant voxels and the trade- off between false positives and
false negatives. The mLR method provides fROIs that are both
spatially accurate and practically relevant.
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4.1 Introduction
When testing for brain activation using fMRI, researchers can apply a
mass-univariate approach in which a statistical test is performed in each
of the voxels in the brain (Ashby, 2011; Huettel et al., 2004; Lazar, 2008;
Lindquist et al., 2008). Since a huge number of voxels has to be tested, this
will lead to the multiple testing problem, or an explosion of false positives.
A possible approach to reduce the dimensionality of the test problem in
the mass-univariate approach is to restrict voxelwise testing to a specific
brain region, called a region of interest (ROI). By reducing the number
of voxels that are tested, ROI analyses generally lead to an increase in
sensitivity while also controlling the false positive rate (Poldrack, 2007).

When ROIs are defined solely based on anatomical masks using the
location of sulci and gyri, this may lead to regions that are functionally
heterogeneous (Amunts et al., 2000; Farrell et al., 2007; Uematsu et al.,
1992). In contrast, functional ROIs (fROIs) are defined using task-based
fMRI. An independent localizer task is performed before or after the main
experiment to define the fROI in each individual separately. Localizer
tasks are chosen for their ability to activate the (small) brain region of
interest, e.g. processing faces vs. houses to define the fusiform face area
(Kanwisher et al., 1997; McCarthy et al., 1997). Using localizer tasks also
provides a solution to the problem of inter-subject variability in anatomi-
cal location of brain regions (Nieto-Castañón and Fedorenko, 2012; Nieto-
Castañón et al., 2003; Saxe et al., 2006) by defining the fROI in each
subject separately based on task activation. This in turn leads to more
sensitive and reliable group analyses when combining results over subjects
(Nieto-Castañón and Fedorenko, 2012; Nieto-Castañón et al., 2003; Saxe
et al., 2006).

fROIs are typically defined by localizing clusters of active voxels in the
brain based on voxelwise null hypothesis significance testing (NHST) or
by drawing a geometric shape (e.g. a sphere) around the peak voxel in
an anatomically plausible location (Aleong and Paus, 2010; Axelrod and
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Yovel, 2010; Blankenburg et al., 2006; Grill-Spector et al., 2004; Kanwisher
et al., 1997; Kühn et al., 2011; Miller and D’Esposito, 2005; Spiridon
et al., 2006; Tibber et al., 2010; Yovel et al., 2008). Consequently, once
the localizer data are obtained, a whole-brain voxelwise analysis needs to
be performed to define the fROI, again leading to the multiple testing
problem. Researchers counter this problem with the use of stringent false
positive control, but this is associated with low power, resulting in an
increase in false negatives. Ad hoc solutions to deal with the lack of
power when defining fROIs consist of employing more lenient thresholds
which leads to higher power but only by increasing the Type I error rate.
Instead, the focus should be on a direct control of the balance between
both the false positive (i.e. Type I error) and false negative (i.e. Type
II error) rate since both error rates compromise spatial accuracy of the
subject-specific fROIs (Degryse et al., 2017). A good spatial accuracy is
essential to avoid biased results in the main experiment.

Furthermore, there is a huge inter-individual variability in the general
level of brain activation over subjects and the neural response to stimuli
(D’Esposito et al., 2003; Handwerker et al., 2012; Kruggel and von Cra-
mon, 1999) which has consequences for defining fROIs. A subject with a
weak neural response will generally produce smaller effect sizes for acti-
vation, resulting in active voxels that are harder to detect using NHST.
This is less the case for subjects with a stronger neural response. Con-
sequently, for the first type of subjects, there can be an increase in false
negatives resulting in fROIs that are less spatially accurate and informa-
tive. A thresholding procedure for defining fROIs needs be able to take
this into account and to adapt itself to the level of activation. There is
no theoretical foundation to base such threshold adjustment on. As a re-
sult, adjustments are often made until statistically significant activation
is found in a plausible anatomical location (Friston et al., 2006).

Traditionally, to decide whether observed activation in a voxel is statis-
tically significant, a p-value associated with the test statistic is calculated
for that voxel. The smaller the p-value, the more evidence against the null
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of no activation. Once computed, the p-value is subsequently thresholded
to make a binary decision for that voxel: active or inactive. However, the
challenges above indicate that statistical significance alone is not suffi-
cient to provide evidence of true activation as avoiding to miss activation
is equally important when defining fROIs. Rejecting the null does not
necessarily imply that the found effect has practical significance (Iverson
et al., 2010; Morey and Rouder, 2011; Rouder et al., 2016), while failing
to reject the null is not automatically indicative of the absence of practi-
cally relevant activation. Degryse et al. (2017) and Durnez et al. (2013)
show how complementing statistical significance with evidence against a
pre-specified, practically relevant activation level enables control of both
false positives and false negatives. This is done by computing a p-value
under the null hypothesis of no activation as well as a p-value under the
alternative hypothesis representing the presence of activation with a prac-
tically relevant effect size that is a priori defined. Since p-values are com-
puted not only for the null, but also for the alternative, direct control
of both false positives and false negatives is provided. Both p-values are
thresholded, resulting in four possible combinations or layers in a layered
statistical parametric map. One layer consists of voxels that are active
with a practically relevant effect size, a second layer consists of voxels that
are inactive, a third layer consists of voxels that seem to have a practically
relevant effect that did not reach statistical significance and a final layer
consists of voxels that show activation that is statistically significant, but
not practically relevant. Athough this method is very flexible, the main
drawback is that no binary decision, i.e. either active or inactive, is made
for a voxel, since there are four possible outcomes.

In this paper we study the potential of an alternative strategy for pre-
senting and interpreting statistical evidence based on the general frame-
work of the likelihood paradigm, which enables a binary decision for each
voxel (Bickel, 2012; Blume, 2002; Choi et al., 2008; Hacking, 1965; Kang
et al., 2015; Royall, 1997; Royall and Tsou, 2003; Wang and Blume, 2011).
In that framework, evidence is based on the law of likelihood (Hacking,
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1965). Evidence is quantified by a likelihood ratio and is not based on con-
trolling error rates as in NHST (Blume, 2002; Royall, 1997, 2004; Zhang,
2009). The likelihood ratio (LR) approach combines evidence in favor of
both the null and a specific alternative hypothesis through the ratio of
likelihoods under both hypotheses. For task fMRI, this alternative can be
defined as an effect size of interest that specifies how strongly the time se-
ries of an active voxel should at least be associated with the one presumed
under the experimental design to represent practically relevant activation.
Royall (1997) provides thresholds for the strength of statistical evidence.
These can be used as guidelines to decide on the activation status of a
voxel. This voxel will be considered active when its LR is larger than the
chosen threshold.

Kang et al. (2015) introduce the likelihood paradigm for the analysis
of task-based fMRI data with the purpose of detecting and localizing
brain activation. They use likelihood ratios to measure the strength of
evidence on a voxel-by-voxel basis. Their motivation for a new approach
is the fact that NHST keeps the Type I error fixed even when a large
amount of information is available. They show how their approach allows
for both the Type I and Type II error rate to converge to zero with
increasing sample size. In addition, thresholding likelihood ratios amounts
to minimizing a weighted average of Type I and Type II error rates.

The likelihood ratio approach enables to address the challenges in
defining fROIs. First, an alternative hypothesis that represents activa-
tion with a practically relevant magnitude or effect size is included in the
test that classifies voxels as active or inactive. By including this alter-
native, both Type I and Type II errors can be balanced. Contrary to
NHST, the results can therefore also be interpreted in terms of practical
relevance. What constitutes a practically relevant effect size depends on
the research context and should be a priori defined based on previous re-
search. Secondly, the effect size that is practically relevant can be adapted
according to the general activation level of a subject.

Most procedures based on the likelihood paradigm focus on contrast-
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ing simple hypotheses while composite hypotheses are of greater relevance
in many statistical applications (Zhang, 2009). When ∆ denotes the true
underlying effect size for a particular voxel and ∆1 represents the mini-
mum effect size that is practically relevant, the likelihood ratio for that
voxel contrasts the likelihood of the observed data when ∆ = ∆1 with
the likelihood of the data under ∆ = 0. However, it is often of interest to
contrast the hypothesis that ∆ ≥ ∆1 with the hypothesis that ∆ < ∆1.

In this paper, we build on the work of Zhang (2009) and Bickel (2012)
who generalize the likelihood ratio approach to decide on evidence of
one composite hypothesis over another. We refer to this approach as
the maximized likelihood ratio (mLR) approach and study its application
in the context of functional localization in fMRI. In particular, we will
evaluate the ability of the mLR method of taking cumulative evidence
for composite hypotheses into account instead of using simple hypotheses
as in Kang et al. (2015). We further elaborate on how to decide on the
size of a practically relevant effect ∆1 and explore its use in the mLR
approach. The lower bound on the size of the functional effects can be
chosen such that practically relevant effect sizes for subjects with a lower
general brain activity are included. By then studying cumulative evidence
(i.e. the larger the effect, the larger the evidence) in each subject, the mLR
provides the possibility to take into account a subject’s baseline activation
without the need for an ad hoc adjustment of the alternative that has to
be tested.

The paper is organized as follows. In Section 4.2, the mLR method
for defining fROIs and the material and methods to evaluate its merit
for functional localization are discussed. In Section 4.3 results are shown
accompanied by a short discussion, followed by a general discussion in
Section 4.4.
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4.2 Materials and Methods

4.2.1 The maximized likelihood ratio procedure

In the mass-univariate approach to analyze task-based fMRI data, a gen-
eral linear model (GLM) is fitted for each voxel simultaneously where the
observed time series of the BOLD signal is regressed on the expected time
series according to the experimental task (Ashby, 2011; Huettel et al.,
2004; Lazar, 2008; Lindquist et al., 2008). Let ∆̂ denote the estimator
for the true effect of a single voxel based on this model and SE(∆̂) the
corresponding standard error.

The law of likelihood can be used to assess the degree to which the data
supports one hypothesis over another and is used to decide which of these
two hypotheses is correct based on the data (Hacking, 2016; Royall, 1997).
Let X represent a discrete variable. While one hypothesis A concerning
X states that the probability of observing X = x, i.e. P (X = x), is
equal to PA(X = x), while another hypothesis B states that it is equal
to PB(X = x), the data provides stronger evidence for hypothesis A if
PA(X = x) > PB(X = x). These probabilities are calculated using
the likelihood function and are compared through the LR, which has the
following general form:

LR = PA(X = x)
PB(X = x) = L(HA;x)

L(HB ;x) , (4.1)

with L(HA;x) the likelihood of hypothesis A and L(HB ;x) the like-
lihood of hypothesis B given the observed data x. This is the law of
likelihood for a discrete variable X. With continuous variables probabili-
ties become probability densities at x.

In voxelwise fMRI data analysis, this LR in each voxel compares two
hypotheses (Kang et al., 2015), one representing that the voxel is inactive
(H0 : ∆ = 0) and one representing that the voxel is active with an under-
lying effect magnitude that equals ∆1 (H1 : ∆ = ∆1, with ∆1 > 0). Under
the assumption that the estimator ∆̂ is normally distributed, a common
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assumption within the GLM framework for inference in the analysis of
fMRI data (Kang et al., 2015), the LR weighing evidence in favor of the
alternative versus the null is obtained as follows:

Ln(∆ = ∆1; δ̂)
Ln(∆ = 0; δ̂)

= exp
{

∆1

(SE(∆̂))2

[
∆̂− ∆1

2

]}
, (4.2)

with Ln(∆, δ̂) denoting the likelihood function for ∆ and δ̂ a func-
tion of the observed BOLD signal and regressors at n time points when
single-subject data are analyzed or a function of the observed estimates
at subject-level when within-study data are analyzed combining results
for n different subjects.

In Equation (4.2), we assume that the standard error is known and
does not depend on the observed data. To avoid the latter, the LR can be
computed relying on the t-distribution for ∆̂ instead, since a t-distribution
does not assume the standard error is known, but estimates it on the data
at hand (Hogg et al., 2005).

Further note that in Equation (4.2), we rely on the sampling distribu-
tion of the estimator of interest within the GLM framework. As linear re-
gression models in an fMRI data analysis typically contain more than only
one regressor (Ashby, 2011; Huettel et al., 2004; Lazar, 2008; Lindquist
et al., 2008), this implies that the other parameters are set equal to their
maximum likelihood estimates, with the likelihood maximized under the
null for the model with ∆ = 0 and under the alternative for the model
with ∆ = ∆1 (profile likelihood approach).

A LR larger (smaller) than 1 represents stronger evidence for H1 (H0)
over H0 (H1) while an LR of 1 indicates no preference for either hypoth-
esis over the other (Blume, 2002; Royall, 1997). Hence, the LR in each
individual voxel indicates whether there is evidence for activation with
an effect of ∆1. Although the LR itself is a useful descriptive measure
of strength of evidence, it is often thresholded to make a binary decision
(voxel active or not). Typical values in literature for such a threshold k
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are 8 or 32. These values were proposed by previous authors as bench-
marks for Bayes factors and are used for LRs as well (Jeffreys, 1998; Kass
and Raftery, 1995; Royall, 1997). The larger k, the stronger the evidence
in favor of the alternative needs to be to consider the voxel active. For
more information on the law of likelihood as well as recent applications
see e.g., Bickel (2012), Blume (2002), Choi et al. (2008), Royall and Tsou
(2003) and Wang and Blume (2011).

The likelihood paradigm has been applied to the analysis of task-based
fMRI data by Kang et al. (2015). They evaluated both a dichotomous
likelihood paradigm (dLP) and a continuous LP (cLP). In the dLP a
voxel either shows strong evidence in favor of the alternative (LR ≥ k), or
strong evidence in favor of the null (LR < k). In the cLP (Blume, 2002;
Kang et al., 2015; Royall, 1997), both active (LR ≥ k) and inactive voxels
(LR ≤ 1/k) are again defined next to voxels showing weak statistical
evidence in favor of the alternative (1/k < LR < k ). The parameter
value under the alternative hypothesis is estimated based on the data
that is analysed. First, a GLM is performed in each voxel, resulting in the
contrast estimates. In a second step, the contrast estimates are ordered
and ∆1 is defined as a certain percentile value of these contrast estimates.
Kang et al. (2015) recommend the 95th percentile value.

In specific contexts, it is logical and beneficial to categorize voxels as
inconclusive. For example, in pre-surgical planning, fMRI is often used to
delineate important brain regions (speech, motor, etc.) to reduce the risk
of loss of important brain functions post-surgery. In this context, Type
II errors can have far more disastrous effects than Type I errors . By
locating inconclusive voxels through the detection of weak evidence, this
can be avoided (Durnez et al., 2013). In the context of defining fROIs,
a binary decision needs to be made and we therefore only consider the
the dLP. Royall (2000) showed that increasing the sample size, i.e., the
number of scans, will result in the decrease of the probability to observe
weak evidence and presents functions that enable calculating the necessary
sample size to reduce this probability (Royall, 2004). However, this is not
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an option with localizers where the number of scans is typically kept low.
The likelihood paradigm weighs evidence for a simple alternative, i.e.

hypotheses of the form H1 : ∆ = ∆1, against the sharp null, i.e. H0 :
∆ = 0. However, in fMRI research, composite hypotheses are typically
of interest, i.e. H1 : ∆ ≥ ∆1 versus H0 : ∆ < ∆1. Voxels with an effect
equal to or larger than ∆1 are indeed considered as active. In Figure
4.1, however, it is shown how a voxel will show higher evidence in favor
of the alternative when the observed effect is closer to ∆1 (Figure 4.1c)
as opposed to the case where the effect is larger (or smaller) than ∆1

(Figure 4.1a and 4.1b). This indicates that the LR approach does not
take cumulative evidence into account.

As a means to counter this, Zhang (2009) and Bickel (2012) introduced
the maximized likelihood ratio (mLR) which allows quantifying evidence
for composite hypotheses within the likelihood paradigm. Consider the
composite alternative hypothesis, H1 : ∆ ≥ ∆1 in the case of one-sided
positive testing, and the composite null hypothesis, H0 : ∆ < ∆1. For
each voxel, an interval of possible effect sizes is associated with each hy-
pothesis:

∆′′ ∈∆0 =]−∞,∆1[, (4.3)

for the null hypothesis and

∆′ ∈∆1 = [∆1,+∞[, (4.4)

for the alternative hypothesis. ∆′′ represents the possible values for
∆ under the composite null hypothesis that there is no practically rele-
vant activation, while ∆′ represents the possible values for ∆ under the
composite alternative hypothesis that there is a practically relevant acti-
vation. ∆1 represents the minimum practically relevant effect size defined
a priori. The mLR is then equal to
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sup
∆′∈∆1

Ln(∆′; δ̂)

sup
∆′′∈∆0

Ln(∆′′; δ̂)
. (4.5)

Hence, to obtain the mLR, the likelihood function that provides the
largest likelihood of the observed effect δ̂ given an underlying effect size
that is part of the interval associated with H0 is selected (the denomina-
tor of Equation 4.5), as well as the likelihood function that provides the
largest likelihood of the observed effect δ̂ given an effect size that is part
of the interval associated with H1 (the numerator of Equation 4.5). The
associated likelihoods of the data are computed and their ratio results in
the mLR. In Figure 4.1, a visual illustration of this procedure is shown.
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a) Underestimation (𝚫1 < ∆#)

mLR = 

LR =

0 Minimal practically 
relevant effect size (𝚫1 )

Observed (true) effect (∆$ )

b) Overestimation (𝚫1 > ∆#)

mLR = 

LR =

0 Minimal practically 
relevant effect size (𝚫1)

Observed (true) 
effect (∆$ )

c) Correct estimation (𝚫1 = ∆#)

mLR = 

LR =

0 Minimal practically 
relevant effect size (𝚫1)

=
Observed (true) 

effect (∆$ )

Figure 4.1 Visual representation of the likelihood ratio method and the
maximized likelihood ratio method of Bickel (2012) and Zhang (2009). The
black distribution represents the likelihood associated with the simple null
in the LR method. The blue likelihood represents the likelihood associated
with ∆ = ∆1, the minimal practically relevant effect size. The blue likelihood
represents the likelihood associated with ∆ = ∆̂, the observed effect size.
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In Figure 4.1 a), the observed effect size for the given voxel, ∆̂, is
larger than the minimal practically relevant effect size, ∆1. The LR will
compute the evidence in favor of the simple alternative (H1: ∆ = ∆1)
by computing the likelihood of the observed estimate using the likelihood
function with its mean equal to ∆1 (the blue distribution). The evidence
in favor of the simple null hypothesis (H0: ∆ = 0) is computed using the
likelihood function with mean 0. Once both likelihoods are computed,
the LR is obtained. As can be seen, this will result in a rather low LR,
and, as a result, to low evidence in favor of the alternative of practically
relevant activation although the observed effect is much larger than the
minimal practically relevant effect size. In other words, the LR method
is not able to provide cumulative evidence. The mLR is computed as
follows. The likelihood for the composite alternative (H1: ∆ > ∆1) is
based on the likelihood function with its mean equal to ∆̂ (the yellow
distribution), since this function will result in the maximum likelihood
under this alternative. The likelihood for the composite null (H0: ∆ <

∆1) is computed using the function with its mean equal to ∆1, since this
function will return the largest likelihood under the null. As can be seen,
the mLR is much larger than the LR when ∆1 < ∆̂ and is able to provide
cumulative evidence for practically relevant effects.

In Figure 4.1 b), the observed effect size is smaller than the minimal
practically relevant effect size. The LR is again computed using the blue
and the black distribution, resulting in a LR that will show evidence in
favor of the simple alternative of activation. For the mLR, the likelihood
function with its mean equal to ∆1 will now return the largest likelihood
under the composite alternative, while the yellow distribution with mean
∆̂) will return the largest likelihood under the composite null. As a result,
the mLR shows evidence in favor of the composite null, which states that
there is no practically relevant activation.

In Figure 4.1 c), ∆1 coincides with the observed effect. The LR con-
sists of the likelihood under the alternative which is represented by the
function with mean equal to the minimally practically relevant effect size
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(the dashed distribution) and the likelihood under the null (the black dis-
tribution). For the mLR, the likelihood function with its mean equal to
the minimally practically relevant effect size will return the largest like-
lihood under the alternative. However, the function with its mean equal
to a value very close to that of ∆1 (see Equation (4.3)) will return the
largest likelihood under the composite null. As a result, the mLR will be
close to 1 in this situation.

As both the LR and mLR paradigm directly include a practically rele-
vant alternative in their hypothesis testing whereas NHST does not, they
provide the ability to decide on the practical relevance of results. How-
ever, a similar problem of thresholding as in NHST arises: at what point
is the evidence in favor of the alternative large enough to decide that a
voxels exhibits evidence for true activation? Let k (k ≥ 1) again denote
a threshold for the (m)LR. As is the case for NHST where arbitrary de-
cisions can be made with respect to the significance level α, the (m)LR
method provides the ability of ad hoc adjustments of k in order to end
up with desired results. One way to address this problem is to prespecify
the size of the fROI, which is similar to deciding on the diameter of the
sphere that one draws around the peak voxel in an anatomically plausible
location to define an fROI. Once the size is prespecified, k can be adapted
such that the number of voxels with an (m)LR larger or equal to k equals
the predetermined size of the fROI.

Furthermore, it should be noted that the size of the mLR is highly de-
pendent on the absolute difference between the a priori defined minimally
practically relevant effect size, ∆1, and the actual observed effect size, ∆̂.
If the observed effect is (much) larger than the defined practically relevant
effect size, the mLR will be large as well according to Equation (4.5), since
the likelihood function with µ = ∆̂ will produce the supremum likelihood
for the alternative hypothesis (H1 : ∆ ≥ ∆1) and the likelihood function
with µ = ∆1 will produce the supremum likelihood for the null (see Figure
4.1a). The former will be much larger than the latter, resulting in large
mLRs. However, if the observed effect is close to the boundary between
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practically relevant and not relevant, the supremum likelihood for the in-
terval of alternatives will be almost equal to the supremum likelihood for
the interval of nulls (see Figure 4.1c). As a result, the mLR will be close
to 1. Using a benchmark of k = 8 or 32 in this case is not ideal. As a
result, lower values for k will be needed when thresholding mLRs. The
cumulative evidence in favor of the alternative will be larger if the a priori
defined mimimal practically relevant effect size underestimates the true
effect size. Underestimation of the true effect size is not a problem for
the mLR method, since it will lead to larger mLR values for voxels that
have a true effect size which is larger than the defined ∆1, ensuring its
detection.

4.2.2 Comparing the LR and mLR approach using real
data

To show the distinction in quantifying evidence for composite hypotheses
(mLR) versus simple hypotheses (LR), we analyze fMRI data of a single
subject who performed 100 runs of visual stimulation (a flickering checker-
board) in combination with a letter/number task (Gonzalez-Castillo et al.,
2012). In each of those 100 runs, 170 time points were collected. Data
were analyzed with AFNI by the original authors. For additional infor-
mation about the (pre)processing pipeline and the acquisition procedure,
please refer to the Supporting Information added to Gonzalez-Castillo
et al. (2012).

One run of the 100 runs of the subject is singled out and analyzed
using the LR and the mLR method. The remaining 99 runs are used to
construct a ground truth or reference map of effect sizes for each of the
voxels. Specifically, the contrast estimates of the 99 runs are combined in
a fixed effects analysis by averaging the contrast estimates for each voxel.
This effect size can then be considered the ground truth effect size for that
voxel. FSL 1, a library of tools for the analysis of neuroimaging data, is

1RRID:birnlex_2067
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used to obtain the contrast estimates for each run and to perform the
fixed effects analysis. A visual illustration of this procedure can be seen
in Figure 4.2.

Fixed effects 
analysis

Run 1
Run 2

Run 3
Run 100

… …

Run 1

Run 3

Run 100
Leave one out

LR or mLR method

Practically relevant benchmark:
(average) effect size ≥ 75th percentile 

Resulting map of (maximized) 
likelihood ratios

Figure 4.2 Illustration of the construction of the ground truth of effect
sizes for the analyzed subject as well as the singled out run. This cross-
validation scheme is based on Figure 2 of Degryse et al. (2017), where
alternative-based thresholding or NHST was performed instead of the
LR and the mLR method.

The length of the single run that is left out is varied. The run consists
either of 2 (72 scans), 3 (102 scans), 4 (132 scans), or 5 (165 scans) of the
5 blocks that were collected during scanning of a run in order to evaluate
the effects of the number of time points. The reference map is constructed
using all 5 blocks of data.

For each voxel, the LR (see Equation (4.2)) and mLR (see Equation
(4.5)) are calculated. The effect size of interest is represented by the 75th

percentile value of the averaged contrast estimates across all voxels in the
ground truth. Voxels exhibiting an effect size that is at least as large as the
pre-specified effect size are considered to be practically relevant. Within
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this scenario, the LR and mLR method are performed with a range of
values for ∆1, all defined using the reference map constructed with the
99 other runs. More specifically, ∆1 could be equal to the 60th, 75th or
90th percentile of the ground truth effect sizes across voxels. The 60th

percentile represents a substantial underestimation of the true effect size
of interest (the 75th percentile of the contrast estimates of all voxels),
while the 90th percentile overestimates this effect size.

For the LR method, the percentile values represent the simple alterna-
tive (H1 : ∆ = ∆1) for which the evidence present in the data is compared
to that in favor of the null (H0 : ∆ = 0); for the mLR method, these values
are the minimally practically relevant effect size (H1 : ∆ ≥ ∆1) defined in
the alternative hypothesis for which the evidence in the data is weighed
against that in favor of the null (H0 : ∆ < ∆1). LRs and mLRs were not
thresholded, but simply computed in order to validate whether cumulative
evidence was represented in the numerical value of the (m)LRs.

4.2.3 Comparing the LR and mLR approach using simu-
lations

We use similar simulations as in Kang et al. (2015) to evaluate and com-
pare error rates for the LR and mLR approach. In addition, we also study
the performance of other inference procedures. We consider the Type I
rate, the Type II error rate and the average error rate, which is the aver-
age of the Type I and Type II error rate combined. We are particularly
interested in investigating whether the mLR approach possesses the same
property as the LR approach for which Kang et al. (2015) have shown that
all error rates converge to zero as the number of time points increases.

In 1,000 2D images of 32 × 32 voxels, time series of different lengths
are generated using the R package neuRosim (Welvaert et al., 2011). The
number of scans are 64, 128, 256, 320, 440, 680 or 900. 680 and 900
are an unrealistic number of scans, but are included to study asymptotic
behavior of the procedures. In 100 voxels (10% of the total image) an
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ON/OFF blocked design of activation is simulated. The design always
consists of four blocks in total with each block lasting for a fourth of the
total number of scans. The effect size for the ON block is 2% BOLD signal
change. Gaussian random noise is added to the time series of all voxels
with σnoise equal to 4.35, resulting in a contrast to noise ratio of 0.46.
The simulated image is smoothed with a Gaussian kernel with σ = 1.5.
The blocked design and all parameter values are based on the simulations
by Kang et al. (2015). However, we did not use an autoregressive model
to impose temporal correlation on the time series, but assume that the
simulated data is already pre-whitened (Lazar, 2008). Spatial correlation
was imposed on the image by smoothing, but not by using an exponential
covariance function with a decaying parameter as in Kang et al. (2015).

A GLM is then fitted in every voxel and contrast estimates together
with their standard error estimates are obtained. For a detailed descrip-
tion of how this is done, please see e.g., Ashby (2011), Huettel et al.
(2004), Lazar (2008) and Lindquist et al. (2008). Inference is performed
using four methods. First, voxels are selected using NHST controlling
the voxelwise false discovery rate (FDR) control (Genovese et al., 2002)
at 5%. Second, the LR approach is used as in Kang et al. (2015) (di-
chotomized version), where a voxel either shows strong evidence for the
alternative (active) or for the null (inactive). The null hypothesis is sharp
(H0 : ∆ = 0). The simple alternative is defined using the 75th, 80th, 85th,
90th, 95th or 99th percentile value of the obtained contrast estimates of
the image that has to be analyzed. As 10% of the image was simulated to
be active, the 75th, 80th and 85th percentile value are an underestimation
of the true effect size, while the 90th and 95th percentile value represent
correct estimation, because all voxels are simulated to have a true effect
size of 2% BOLD signal change. The only variability in the final effect size
of the active voxels was due to Gaussian noise. The 99th percentile value
is considered to be an overestimation of the true effect size of most voxels
in the simulated active region. Again, since all active voxels (10% of the
image) have an effect size of 2% BOLD signal change, the 1% most active
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voxels will be those with effect sizes higher than 2% due to large random
Gaussian noise added to the simulated time series. As a result, these vox-
els will have an observed effect that is larger than the true effect size of
2%, leading to a value for ∆1 that is larger than the true effect ∆. Third,
the mLR approach is used with a composite null hypothesis H0 : ∆ < ∆1

and a composite alternative hypothesis H1 : ∆ ≥ ∆1, with ∆1 equal to
0.5%, 1%, 1.5%, 2%, 2.5% or 3% BOLD signal change. 0.5% BOLD signal
change represents a large underestimation of the true effect size, while 3%
BOLD signal change is a large overestimation. Finally, the LR approach
is used, but now the simple alternative hypothesis is defined using the
same pre-specified values of ∆1 as defined for the mLR paradigm instead
of the estimated percentile values as done by Kang et al. (2015). For
the mLR method, benchmark k can be either 0.88, 1.5 or 3.68. Since we
expect mLRs to have smaller values due to the composite nature of both
hypotheses tested (see Section 4.2.1 and Figure 4.1 c), we accommodate
to this feature by choosing a range of values for k that are lower than the
values proposed by Royall (2000). For the other two likelihood methods,
the LRs are thresholded with k = 8. In each simulation step, the Type I,
Type II and average error rates are obtained after thresholding for each
method and averaged over the 1,000 simulations. All code used for both
the simulation study and the real data example can be found on GitHub
(https://github.com/jdgryse/mLR_for_localizing_fROIs).

4.3 Results

4.3.1 Comparing the LR and mLR approach using real
data

Results are shown in Figures 4.3, 4.4, 4.5 and 4.6. In all scenarios, the
minimal practically relevant effect size of interest is the 75th percentile of
the effect sizes in the benchmark ground truth. The voxels with a true
effect size equal to or larger then that 75th percentile are depicted in red.

https://github.com/jdgryse/mLR_for_localizing_fROIs
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The voxels that have a true effect size that is equal to or larger than the
90th percentile of the ground truth of effect sizes are delineated. Since
the task was a visual stimulation task, we expect activation in the visual
cortex, from V1 to hMT/V5+.

For the LR method, when the minimal practically relevant effect size
is an underestimation of the true effect size (∆1 = 60th percentile), this
results in small LRs for both the 75th and 90th percentile voxels of the
ground truth. With correct estimation (∆1 = 75th percentile), the 75th

percentile voxels have LRs that are larger, while the 90th percentile voxels
do not. With overestimation (∆1 = 90th percentile), both the 75th and
90th percentile voxels have LRs that can be interpreted as strong evidence
in favor of the alternative. These trends are found for block lengths of 2, 3,
and 4 blocks. When the number of blocks increases, the relative evidence
for the alternative grows larger for the practically relevant voxels when
the true effect size is either correctly defined with ∆1 or overestimated.
This shows that evidence becomes more conclusive as the number of scans
grows.

For the mLR method, when the minimal practically relevant effect
size is smaller than the true effect size (∆1 = 60th percentile), both the
75th and 90th percentile voxels have mLRs that reflect strong evidence for
the alternative. These results are found as well in the scenario of correct
estimation (∆1 = 75th percentile). With overestimation of the true effect
size ((∆1 = 90th percentile), the mLRs remain high for the 90th percentile
voxels, but tend to decrease for the 75th percentile voxels. These trends
are found for block lengths of 2, 3, and 4 blocks. As with the LR, more
75th percentile and 90th percentile voxels will have a larger mLR as the
number of scans increases, but now when ∆1 underestimates or correctly
estimates the true effect size of these voxels.

When five blocks are used to analyze the single run, both LRs and
mLRs tend to decrease for all practically relevant voxels, especially for
the 90th percentile voxels.
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Figure 4.3 Visual illustration for one axial brain slice of the evidence
provided by the LR and the mLR method. The single run consisted of
two blocks. All colored voxels have an effect size ∆ ≥ 75th percentile
value of the ground truth of effect sizes in the benchmark map. All
voxels within the regions delineated by the narrow black line are voxels
that have an effect size ∆ ≥ 90th percentile value of the ground truth of
effect sizes in the benchmark map.
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Figure 4.4 Visual illustration for one axial brain slice of the evidence
provided by the LR and the mLR method. The single run consisted of
three blocks. All colored voxels have an effect size ∆ ≥ 75th percentile
value of the ground truth of effect sizes in the benchmark map. All
voxels within the regions delineated by the narrow black line are voxels
that have an effect size ∆ ≥ 90th percentile value of the ground truth of
effect sizes in the benchmark map.
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Figure 4.5 Visual illustration for one axial brain slice of the evidence
provided by the LR and the mLR method. The single run consisted of
four blocks. All colored voxels have an effect size ∆ ≥ 75th percentile
value of the ground truth of effect sizes in the benchmark map. All
voxels within the regions delineated by the narrow black line are voxels
that have an effect size ∆ ≥ 90th percentile value of the ground truth of
effect sizes in the benchmark map.
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Figure 4.6 Visual illustration for one axial brain slice of the evidence
provided by the LR and the mLR method. The single run consisted of
five blocks. All colored voxels have an effect size ∆ ≥ 75th percentile
value of the ground truth of effect sizes in the benchmark map. All
voxels within the regions delineated by the narrow black line are voxels
that have an effect size ∆ ≥ 90th percentile value of the ground truth of
effect sizes in the benchmark map.
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Discussion

Using a data set that consists of 100 runs collected from one subject, we
demonstrate how the mLR method can provide cumulative evidence for
composite hypotheses. As shown in the results, the mLR method is able
to detect a large part of the practically relevant ground truth when the
pre-specified alternative (∆1) is lower or equal to the true effect size of
the active voxels. The LR method only detects a large part of the ground
truth when the simple alternative ∆1 is exactly equal to the effect size of
interest. This indicates that the mLR can provide evidence of practical
relevance for voxels that have an effect size that was either equal to or
larger than the effect size as specified in the alternative, while the LR only
provides evidence for practical relevance when the voxel is active with the
exact effect size used to define the alternative. Additionally, the mLR
is able to provide cumulative evidence regardless of how long the run is,
even with a small number of blocks which is ideal for localizers, since the
number of scans obtained is typically small. These results show that the
mLR is an optimal method to define fROIs, since its ability to provide
cumulative evidence makes it possible to adjust to the large differences
in general brain activation between subjects. By choosing a value for ∆1

that represents the lower end of the general brain activation level across
subjects, the mLR will adapt to higher brain activation levels and detect
the practically relevant voxels while avoiding the need of making ad hoc
adjustments.

The (cumulative) evidence decreased when all 5 blocks were used as
compared to when less blocks contributed to the run. This is most likely
due to habituation to a fairly easy task such as looking at a flickering
checkerboard. As a result, the contrast estimates are attenuated when
including all five blocks, leading to weaker evidence in favor of the alter-
native.
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4.3.2 Comparing the LR and mLR approach using simu-
lations

The results of the simulation study are presented in Figures 4.7 and 4.8.
For the Type I error rate, Figures 4.7 and 4.8 show that all likelihood

ratio approaches have Type I error rates that decrease as the number of
scans grows large, except for the LR approach where the true effect size
is substantially underestimated, more specifically the LR method with
∆1 = 1% BOLD signal change as alternative and the LR method with
the 85th percentile value as alternative. As can be expected, the Type I
error rate of NHST with FDR control remains constant. For the mLR
method, regardless of the value for k, the Type I error rate converges to 0
as the number of scans increases. However, the Type I error rate decreases
in general as k increases, since stronger evidence in favor of the alternative
is needed and noise voxels do not survive this threshold anymore. Type
I error rates are higher when the true effect size is underestimated or
correctly estimated as compared to overestimation. With k = 0.88, the
mLR tends to produce more FPs than the other likelihood methods with
k = 8. However, with slightly larger values for k (e.g., 1.5), the Type
I error rate rapidly becomes comparable to that of the other likelihood
methods.

The LR method with pre-specified ∆1 as alternative has the highest
Type I error rate when the true effect size is underestimated (1% BOLD
signal change); in this case, the Type I error rate does not converge to
zero. With correct estimation (2% BOLD signal change), the number of
FPs decreases and will further converge to zero as the number of scans
becomes larger than 900. When overestimating the true effect size (3%
BOLD signal change), the Type I error rate continues to decrease as a
result of categorizing less voxels as active in general. For the LR method
where the alternative is defined with the intra-image percentile value of
the obtained contrast estimates, the 90th percentile produces the highest
Type I error rate and decreases slowly as the number of scans increases.
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However, although the LR + 85th percentile starts lower, the number of
FPs increases with more power. As the percentile value further increases
from the 90th percentile, the Type I error rate decreases and converges
faster to zero.

Figure 4.7 (b) shows that NHST with FDR control has the highest
number of Type II errors, but its Type II error rate does converge to zero
as the number of scans increases. For the LR method with ∆1 as the
alternative, the Type II error rate is lower when ∆1 correctly estimates
the true effect size, but increases as ∆1 either under- or overestimates the
true effect size. This trend can also be seen for the LR method with the
intra-image percentile value as the alternative. For the mLR method, we
only see the convergence to zero as the number of scans increases when
∆1 is an underestimation of the true effect size. As ∆1 increases, the
Type II error rate increases as well. When ∆1 equals the true effect size,
the Type II error rate remains stable regardless of the number of scans,
while it increases when ∆1 is an overestimation. These trends can be seen
for all values for k. As k increases, the Type II error rate increases and
converges more slowly to 0. With k = 1.5, the resulting Type II error
rates are comparable to those of the other likelihood methods with k = 8
if ∆1 is an underestimation of the true effect.

When averaging the Type I and Type II error rates, the same trends
as for the Type II error rate can be seen for all methods since the Type I
error rate is substantially lower than the the Type II error rate. Addition-
ally, these figures show the trade-off between false positives and negatives
for each methods. Results show that the FDR method is at the most
extreme point of the trade-off with very few Type I errors and a lot of
Type II errors but attains a relatively good balance with a (very) large
number of scans. When underestimating the true effect size (∆1 = 1%
BOLD signal change), the mLR together with the LR method with the
85th and 90th percentile alternative as well as the traditional LR method
with either under- or correct estimation of the true effect size have the
lowest average error rate. This is, however, only when k was either 0.88 or
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1.5 for the mLR method. With larger values for k, the balance becomes
less optimal for the mLR method. The LR method with the percentile
value overestimating the true effect size shows a less optimal balance be-
tween false positives and negatives, as does the LR + ∆1 method with
overestimation of the true effect size.
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Figure 4.7 Simulation results for three methods with different number of scans. (a) Type I error rate;
(b) Type II error rates; (c) Average error rates. In each plot, the error rates of three methods are shown:
NHST with FDR control, the LR method where the alternative is specified a priori (LR + ∆1) and the LR
method where the alternative is defined using a percentile value of the obtained contrast estimates (LR +
pth percentile (Kang et al., 2015)). For the LR + ∆1 method, the (minimum) effect size in the alternative
(∆1) could be 1%, 2% or 3% BOLD signal change. For the LR + pth percentile method, the effect size in the
alternative was the pth percentile value of the obtained contrast estimates of the data to be analyzed.
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Figure 4.8 Simulation results for the mLR method with different number of scans. (a) Type I error rate;
(b) Type II error rates; (c) Average error rates. The (minimum) effect size in the alternative (∆1) could be
1%, 2% or 3% BOLD signal change. The top row of plots are the results shown for k = 0.88, the middle row
for k = 1.5 and the bottom row for k = 3.68. Results for the LR + ∆1 = 2% en LR + 90th percentile with
k=8 are added to each plot for comparative purposes.
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Discussion

Simulations show that the mLR approach has an optimal trade-off be-
tween Type I and Type II error rates, but only when ∆1 in the composite
alternative is an underestimation of the true effect size. This corroborates
the findings in the real data example, where underestimation also provides
cumulative evidence for the practically relevant voxels. Additionally, both
Type I error and Type II error rates converge to zero as the number of
scans increases in this scenario. This increase is accompanied with an
increase in the power to detect practically relevant activation, resulting in
a more correct categorization of active (practically relevant) and inactive
(practically irrelevant) voxels. When underestimating the true effect size
with the mLR method, the increase in scans will result in better detec-
tion of the voxels that were active with an effect size of 2% BOLD signal
change, since they are larger than the pre-specified minimum practically
relevant effect size in the alternative. This will lead to the shown decline in
Type II (and average) errors for these voxels. With overestimation of the
true effect size, the voxels with an activation of 2% BOLD signal change
are not considered practically relevant anymore by the mLR method and
are therefore more frequently categorized as inactive (practically irrele-
vant), resulting in an increase in the Type II (and average) error rate for
these specific voxels. Although this is not desirable when overestimation
happens, it shows that the method truly detects only the a priori defined
practically relevant activation.

As ∆1 exactly equals the true effect size, the Type II error rate remains
constant to a certain value as the number of scans increases. First of all,
this is a consequence of how the images are simulated. By adding Gaussian
noise with mean 0 to all voxels including the active voxels, the effect size
of around half of the active voxels will fall below the initial 2% BOLD
signal change, while the other half will end up above 2%. As a result,
around half of them will have an mLR below 1 while the other half will
have an mLR larger than 1, resulting in a Type II error rate of around
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50% with k = 1. However, as k decreases this constant Type II error rate
decreases as well, while it increases as k increases, which could be seen in
the simulation results. Secondly, the number of scans does not influence
the Type II error rate with correct estimation, because the true effect size
will be exactly at the boundary of practically relevant and irrelevant as
defined by ∆1. Zhang (2009) showed that when the true effect size is
either smaller or larger than ∆1, the correct hypothesis will be supported
eventually. However, when ∆1 is equal to the true effect size, hypotheses
are tied with respect to the evidence in the data. Zhang (2009) derived the
asymptotic distribution of the mLR in this specific case. In the simulated
samples, we can expect that the distributions of the mLR for the different
number of scans are similar and close to the asymptotic distribution. This
implies that a single k will lead to selecting approximately the same set
of voxels for all number of scans. Hence, the theorem of Zhang (2009) is
confirmed empirically in the simulation results.

For the LR method that uses a pre-specified ∆1 as alternative, the best
trade-off between the two types of errors is obtained when the alternative
is equal to the true effect size, again corroborating the results found in
the real data example. The LR method where the alternative is defined
using the 90th percentile provides an equally optimal trade-off, replicating
the results found for the LR + ∆1 method, since the 90th percentile will
be the exact true effect size of the active voxels in the simulated images.
Furthermore, just as with the real data, the LR methods tend to perform
well when the true effect size is overestimated. The Type II error rates
of both LR methods decreases, although the voxels with activation of 2%
BOLD signal change are not practically relevant anymore. The reason for
this is when the number of scans increases, the distributions representing
the simple hypotheses, H0 and H1, become very narrow. As a result, the
traditional LR methods will provide conclusive evidence for the hypothesis
that a priori defines an effect size that is the closest to the true effect
size. This is what would happen in Figure 4.1b if the blue and the black
distributions would become more narrow. Thus, the voxels with an effect
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size of 2% BOLD signal change, although not practically relevant when
∆1 equals 3% BOLD signal change, will nonetheless have strong evidence
in favor of the alternative since 2 is closer to 3 than to 0. Since the mLR
does not use simple hypotheses, this artifact is not found there. This
phenomenon is also the reason for the increase in Type I error rates for
both LR methods when underestimating the true effect size. Since some
noise voxels will have effect sizes that can (largely) differ from 0 due to
random noise, some of these voxels will have an effect size that is closer
to the specified effect in the alternative as compared to the null, which
will result in their detection.

The simulation results show that the mLR method can be a good
method for defining fROIs as it attains a good control of error rates, even
when the number of scans is low, but this is only the case when the true
effect size is underestimated. When the mLR method with ∆1 = 0.5%
BOLD signal change (not showed here) is performed, there is an increase in
FPs, together with a decrease in FNs. The trade-off between the two error
types is however less optimal when ∆1 = 1% BOLD signal change. This
shows that the underestimation also has a lower limit. As noted before,
the strength of the method lies in the fact that cumulative evidence is
considered, i.e. when the method pre-specifies ∆1, effect sizes larger than
∆1 are of interest and included in the alternative.

4.4 General Discussion
In fMRI, the multiple testing problem poses a huge problem for the mass-
univariate approach of analyzing fMRI data. One solution for the loss of
statistical power is the definition of functional regions of interest (fROIs)
in each subject using a localizer task. However, defining fROIs still poses
challenges. An optimal balance between false positives (FPs) and false
negatives (FNs) must be acquired in order to guarantee maximal spatial
accuracy. Furthermore, adjustment to the huge interindividual variability
in the general level of brain activation must be obtained. In this paper,
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we explored the potential of a new method for functional localization,
the maximized likelihood (mLR) ratio method. The mLR (Bickel, 2012;
Zhang, 2009) was developed within the likelihood paradigm. By providing
evidence for composite hypotheses, it provides an extension to the classical
LR approach for simple hypotheses (Blume, 2002; Zhang, 2009).

The likelihood paradigm using the LR approach was introduced for
fMRI by Kang et al. (2015). Their work is a welcome contribution to the
development of methods that not solely focus on classical NHST, but also
take into account practical relevance. Our simulations replicated their
main findings. Using simulations and real data, we additionally showed
the strengths of the mLR method for defining fROIs. First, by enabling
testing for composite hypotheses, the mLR provides cumulative evidence
for activation by detecting voxels with effect sizes that both match and
exceed the effect sizes defined in the alternative hypothesis, whereas the
traditional LR method only provides the former. By selecting an alterna-
tive that takes into account the lower values of the range of interindividual
general levels of brain activation, the mLR has the advantage of adapting
to higher levels of general brain activation. This is done without the need
for ad hoc, theoretically unfunded adjustments such as lowering α levels
or p-hacking through misuse of NHST procedures (Nuzzo, 2014). This
makes the mLR method suited for defining fROIs, since they are defined
in each subject individually. Second, the mLR method has the same de-
sired property as the LR method that Type I, Type II and average error
rates converge to 0 as the number of scans increases, contrary to tradi-
tional NHST methods controlling the Type I error rate at α, but only
when the true practically relevant effect size is underestimated. Addition-
ally, the mLR method possesses an optimal balance between FPs and FNs
when the alternative underestimates the true effect size. This property
ensures that the mLR method is a valuable technique to define fROIs as
spatial accuracy is of the utmost importance in this context. Maximum
spatial accuracy can only be obtained when FPs and FNs are optimally
balanced. Finally, the mLR method has the desirable property of com-
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paring evidence in favor of a practically relevant alternative hypothesis
with evidence in favor of a practically irrelevant null hypothesis, which
is not a simple null hypothesis. By explicitly defining an alternative re-
flecting the interest of the researcher and including it into the hypothesis
testing procedure, the mLR method has the strength of ensuring that the
detected activation is also practically relevant.

Blume (2002) and Royall (1997) do not encourage the extension from
weighing simple hypotheses to weighing composite hypotheses, because
one has to summarize the evidence over the range of hypotheses belonging
to the alternative and those belonging to the null. Since there are multiple
ways to do so, using one summarization instead of another could influ-
ence the computed relative evidence, resulting in variability in whether
a voxel is considered active or not. Zhang (2009) addresses these argu-
ments and argues that the mLR is an extension of the profile likelihood
approach, a technique that maximizes the likelihood for one parameter in
the presence of nuisance parameters, which has good statistical properties
(Blume, 2002; Royall, 1997, 2000).

Using the LR or mLR approach requires the specification of a (com-
posite) alternative hypothesis based on an effect size that reflects practical
relevance for the definition of the fROI. Naturally, this effect size has to
be defined with careful consideration. However, since the mLR method
tests composite hypotheses, the value for ∆1 in the alternative can be
seen as a lower bound of practical relevance. While misspecifying the
alternative can have detrimental effects for the traditional LR approach,
the mLR handles underestimating the practically relevant effect size well.
In a sense, the mLR has a built-in safety margin. The main issue with un-
derestimation of the true effect size is that regions other than the one the
researcher is interested in could pop up and survive thresholding if their
activation is as large or larger then the pre-specified effect size. However,
in our opinion this will not be the case with functional localizers, since
these tasks are designed (and are thoroughly evaluated) to specifically and
reliably activate the brain region of interest.
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Since effect sizes have to be defined for power analyses as well, the de-
veloped methods in that context can be readily used for the mLR method
(Desmond and Glover, 2002; Hayasaka et al., 2007; Mumford and Nichols,
2008; Zarahn and Slifstein, 2001). Desmond and Glover (2002), Mumford
and Nichols (2008) and Durnez et al. (2016) have provided techniques
and toolboxes to estimate effect sizes on fMRI data collected from pre-
vious research, be it pilot data or freely available data sets such as the
Human Connectome Project data (Van Essen et al., 2013). The main
concern here is that the data on which the effect size is estimated must
be independent from the individual’s localizer data to avoid circularity
(Kriegeskorte et al., 2009; Vul et al., 2009; Vul and Pashler, 2012). One
way to ensure independence without the need for pilot data is to perform
a leave one subject out (LOSO) estimation procedure (Esterman et al.,
2010). In each step of the LOSO method, the data of one subject is left
out the analysis and the data of the other subjects can be used as in-
put for that subject’s analysis. One can for example estimate the effect
size in the rest of the subjects using an anatomical or a combination of
anatomical and functional masks (Glasser et al., 2016; Poldrack et al.,
2017; Turner and Geyer, 2014; Van Essen et al., 2012). The mean or me-
dian contrast estimate within this anatomical mask can be computed for
each of the subjects and a value on the lower end of the range of average
or median effect sizes can then be used as ∆1 value for the left out sub-
ject. Thus, independence of the data on which the effect size is estimated
and the data to be analyzed is ensured. Furthermore, thresholding can
result in an inflation of effect size estimates due to the ‘winner’s curse’
(Button et al., 2013; Cremers et al., 2017; Poldrack et al., 2017; Szucs
and Ioannidis, 2017; Turner et al., 2018; Yarkoni, 2009) and our results
show that mLR method does not perform well when ∆1 overestimates the
true practically relevant effect size. By using anatomical or hybrid masks,
statistical parametric maps do not have to be thresholded, avoiding over-
estimation of the true effect. For other recommendations on the type of
data sets to use and how to estimate effect sizes in an unbiased manner,
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see Degryse et al. (2017) and Chapter 2 of this dissertation. Kang et al.
(2015) used the value of a pre-specified percentile of the estimated con-
trast values as input for their LR approach. When the proportion of the
brain that becomes truly activated by the task is accurately estimated,
this can provide a good approximation of the true effect within the region,
provided the region is homogeneous with respect to activation. This will
overcome some of the aforementioned shortcomings of the LR approach in
the context of fROIs as the ‘correct’ effect size is used and adapted accord-
ing to individual activation level. However, as our simulations indicate,
this is highly dependent on the proportion of the brain activated by the
task and it is hard to decide on what proportion of the brain is expected
to be active. In addition, one could question the aspect of circularity here
as the same data are used for effect size estimation and testing.

In addition to choosing a value for ∆1, a value for k also has to be de-
fined. For the simulations, we decided to define k = 8 for the traditional
LR methods, but used smaller values for k when evaluating the mLR
method. We justified this by the fact that the mLR will be smaller the
closer ∆1 is to the true effect size. Thus, when using the mLR method,
one can either underestimate the true effect size and/or choose smaller
values for k in order to detect practically relevant activation while still
controlling error rates. This was confirmed with the simulation results
when the error rates for the mLR were comparable with those of the tra-
ditional LR methods when k = 1.5 for the former, while k = 8 for the
latter. We are aware that defining values for k can lead to ad hoc adjust-
ments of k in order to detect any wanted strong evidence for activation
across the brain. However, the same argument can be made for traditional
likelihood methods or for NHST. One solution for ad hoc adjustments of
both k and/or ∆1 is to require researchers to pre-register their data anal-
ysis plan with their chosen practically relevant effect size and benchmark
value for thresholding. Another solution to avoid ad hoc adjustment of
k is abolishing thresholding altogether when defining fROIs. Gorgolewski
et al. (2013) developed a Bayesian hierarchical method to define ROIs
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where in a first step a prior map is created to boost the signal in regions
where activation is expected based on previous independent data sets
(e.g. through NeuroSynth (Yarkoni et al., 2011)) creating probabilistic
ROIs (pROIs). Possible values for any given voxel range between 0 and 1,
with 0 representing an impossible location for an ROI voxel and 1 a voxel
that is indisputably part of the ROI. In a second step these prior values
are used as weights when fitting a mixture model in each voxel. Thus,
voxels with a large prior value are more easily categorized as belonging to
the active distribution as compared to voxels with a smaller value result-
ing in more sensitive results for the main fMRI experiment. In a similar
manner, the unthresholded mLR could be used as a weight representing
practical relevance that influences the sensitivity of the analysis of the
main experiment without relying on a binary mask. This removes the
need for thresholding while still including practical relevance in defining
probabilistic fROI maps that take into account uncertainty about the size,
shape and borders of the (f)ROI.



202 Chapter 4

4.5 Acknowledgements
This work was carried out using the Stevin Supercomputer Infrastructure
at Ghent University provided by the VSC (Flemish Supercomputer Cen-
ter), funded by Ghent University, the Hercules Foundation and the Flem-
ish Government - department EWI. Funding for the data collected by
Gonzalez-Castillo et al. (2012) was provided by the National Institute of
Mental Health, Division of Intramural Research Programs (NIMH DIRP).
Finally, the authors would like to thank Research Foundation Flanders
(FWO) for financial support (Ph.D. Fellowship and Grant G.0149.14).



A LR approach for functional localization 203

References
Aleong, R. and Paus, T. (2010). Neural correlates of human body per-

ception. Journal of Cognitive Neuroscience, 22(3):482–495.
Amunts, K., Malikovic, A., Mohlberg, H., Schormann, T., and Zilles, K.

(2000). Brodmann’s areas 17 and 18 brought into stereotaxic space-
where and how variable? NeuroImage, 11(1):66–84.

Ashby, F. G. (2011). Statistical analysis of fMRI data. MIT press.
Axelrod, V. and Yovel, G. (2010). External facial features modify the

representation of internal facial features in the fusiform face area.
NeuroImage, 52(2):720–725.

Bickel, D. R. (2012). The strength of statistical evidence for composite
hypotheses: Inference to the best explanation. Statistica Sinica,
pages 1147–1198.

Blankenburg, F., Ruff, C. C., Deichmann, R., Rees, G., and Driver, J.
(2006). The cutaneous rabbit illusion affects human primary sensory
cortex somatotopically. PLoS biology, 4(3):459–466.

Blume, J. (2002). Tutorial in biostatistics: Likelihood methods for mea-
suring statistical evidence. Statistics in Medicine, 21:2563–2599.

Button, K. S., Ioannidis, J. P., Mokrysz, C., Nosek, B. A., Flint, J.,
Robinson, E. S., and Munafò, M. R. (2013). Power failure: why
small sample size undermines the reliability of neuroscience. Nature
Reviews Neuroscience, 14(5):365.

Choi, L., Caffo, B., and Rohde, C. (2008). A survey of the likelihood ap-
proach to bioequivalence trials. Statistics in Medicine, 27(24):4874–
4894.

Cremers, H. R., Wager, T. D., and Yarkoni, T. (2017). The rela-
tion between statistical power and inference in fmri. PloS one,
12(11):e0184923.

Degryse, J., Seurinck, R., Durnez, J., Gonzalez-Castillo, J., Bandettini,
P. A., and Moerkerke, B. (2017). Introducing alternative-based
thresholding for defining functional regions of interest in fmri. Fron-



204 Chapter 4

tiers in Neuroscience, 11:222.
Desmond, J. E. and Glover, G. H. (2002). Estimating sample size in func-

tional MRI (fMRI) neuroimaging studies: Statistical power analyses.
Journal of Neuroscience Methods, 118(2):115–128.

D’Esposito, M., Deouell, L. Y., and Gazzaley, A. (2003). Alterations
in the bold fmri signal with ageing and disease: a challenge for
neuroimaging. Nature Reviews Neuroscience, 4(11):863.

Durnez, J., Degryse, J., Moerkerke, B., Seurinck, R., Sochat, V., Poldrack,
R., and Nichols, T. (2016). Power and sample size calculations for
fmri studies based on the prevalence of active peaks. bioRxiv.

Durnez, J., Moerkerke, B., Bartsch, A., and Nichols, T. E. (2013).
Alternative-based thresholding with application to presurgical
fMRI. Cognitive, Affective & Behavioral Neuroscience, 13(4):703–
713.

Esterman, M., Tamber-Rosenau, B. J., Chiu, Y.-C., and Yantis, S. (2010).
Avoiding non-independence in fmri data analysis: Leave one subject
out. Neuroimage, 50(2):572–576.

Farrell, D. F., Burbank, N., Lettich, E., and Ojemann, G. A. (2007). Indi-
vidual variation in human motor-sensory (rolandic) cortex. Journal
of Clinical Neurophysiology, 24(3):286–293.

Friston, K. J., Rotshtein, P., Geng, J. J., Sterzer, P., and Henson, R. N.
(2006). A critique of functional localisers. NeuroImage, 30(4):1077–
1087.

Genovese, C. R., Lazar, N. A., and Nichols, T. (2002). Thresholding of
statistical maps in functional neuroimaging using the false discovery
rate. NeuroImage, 15(4):870–878.

Glasser, M. F., Smith, S. M., Marcus, D. S., Andersson, J. L., Auerbach,
E. J., Behrens, T. E., Coalson, T. S., Harms, M. P., Jenkinson,
M., Moeller, S., et al. (2016). The human connectome project’s
neuroimaging approach. Nature Neuroscience, 19(9):1175–1187.

Gonzalez-Castillo, J., Saad, Z. S., Handwerker, D. A., Inati, S. J.,
Brenowitz, N., and Bandettini, P. A. (2012). Whole-brain, time-



A LR approach for functional localization 205

locked activation with simple tasks revealed using massive averag-
ing and model-free analysis. Proceedings of the National Academy
of Sciences, 109(14):5487–5492.

Gorgolewski, K. J., Bazin, P.-L., Engen, H., and Margulies, D. S. (2013).
Fifty shades of gray, matter: Using bayesian priors to improve the
power of whole-brain voxel-and connexelwise inferences. In Pattern
Recognition in Neuroimaging (PRNI), 2013 International Workshop
on, pages 194–197. IEEE.

Grill-Spector, K., Knouf, N., and Kanwisher, N. (2004). The fusiform face
area subserves face perception, not generic within-category identifi-
cation. Nature Neuroscience, 7(5):555–562.

Hacking, I. (1965). Logic of scientific inference. London: Cambridge
University Press.

Hacking, I. (2016). Logic of statistical inference. Cambridge University
Press.

Handwerker, D. A., Gonzalez-Castillo, J., D’esposito, M., and Bandettini,
P. A. (2012). The continuing challenge of understanding and model-
ing hemodynamic variation in fmri. Neuroimage, 62(2):1017–1023.

Hayasaka, S., Peiffer, A. M., Hugenschmidt, C. E., and Laurienti, P. J.
(2007). Power and sample size calculation for neuroimaging studies
by non-central random field theory. NeuroImage, 37(3):721–730.

Hogg, R. V., McKean, J., and Craig, A. T. (2005). Introduction to math-
ematical statistics. Pearson Education.

Huettel, S. A., Song, A. W., McCarthy, G., et al. (2004). Functional mag-
netic resonance imaging, volume 1. Sinauer Associates Sunderland,
MA.

Iverson, G. J., Wagenmakers, E.-J., and Lee, M. D. (2010). A model-
averaging approach to replication: The case of p rep. Psychological
Methods, 15(2):172.

Jeffreys, H. (1998). The theory of probability. OUP Oxford.
Kang, H., Blume, J., Ombao, H., and Badre, D. (2015). Simultaneous

control of error rates in fmri data analysis. NeuroImage, 123:102–



206 Chapter 4

113.
Kanwisher, N., McDermott, J., and Chun, M. M. (1997). The fusiform

face area : A module in human extrastriate cortex specialized for
face perception. The Journal of Neuroscience, 17(11):4302–4311.

Kass, R. E. and Raftery, A. E. (1995). Bayes factors. Journal of the
american statistical association, 90(430):773–795.

Kriegeskorte, N., Simmons, W. K., Bellgowan, P. S., and Baker, C. I.
(2009). Circular analysis in systems neuroscience: the dangers of
double dipping. Nature neuroscience, 12(5):535.

Kruggel, F. and von Cramon, D. Y. (1999). Modeling the hemodynamic
response in single-trial functional mri experiments. Magnetic Reso-
nance in Medicine, 42(4):787–797.

Kühn, S., Keizer, A. W., Rombouts, S. A. R. B., and Hommel, B. (2011).
The functional and neural mechanism of action preparation: Roles
of EBA and FFA in voluntary action control. Journal of Cognitive
Neuroscience, 23(1):214–220.

Lazar, N. (2008). The statistical analysis of functional MRI data. Springer
Science & Business Media.

Lindquist, M. A. et al. (2008). The statistical analysis of fmri data. Sta-
tistical science, 23(4):439–464.

McCarthy, G., Puce, A., Gore, J. C., and Truett, A. (1997). Face-specific
processing in the human fusiforrn gyrus. Journal of Cognitive Neu-
roscience, 9(5):605–610.

Miller, L. M. and D’Esposito, M. (2005). Perceptual fusion and stimulus
coincidence in the cross-modal integration of speech. Journal of
Neuroscience, 25(25):5884–5893.

Morey, R. D. and Rouder, J. N. (2011). Bayes factor approaches for testing
interval null hypotheses. Psychological Methods, 16(4):406.

Mumford, J. A. and Nichols, T. E. (2008). Power calculation for group
fMRI studies accounting for arbitrary design and temporal autocor-
relation. NeuroImage, 39(1):261–268.

Nieto-Castañón, A. and Fedorenko, E. (2012). Subject-specific functional



A LR approach for functional localization 207

localizers increase sensitivity and functional resolution of multi-
subject analyses. NeuroImage, 63(3):1646–1669.

Nieto-Castañón, A., Ghosh, S. S., Tourville, J. A., and Guenther, F. H.
(2003). Region of interest based analysis of functional imaging data.
NeuroImage, 19(4):1303–1316.

Nuzzo, R. (2014). Statistical errors. Nature, 506(7487):150.
Poldrack, R. A. (2007). Region of interest analysis for fMRI. Social,

Cognitive & Affective Neuroscience, 2(1):67–70.
Poldrack, R. A., Baker, C. I., Durnez, J., Gorgolewski, K. J., Matthews,

P. M., Munafò, M. R., Nichols, T. E., Poline, J.-B., Vul, E., and
Yarkoni, T. (2017). Scanning the horizon: towards transparent and
reproducible neuroimaging research. Nature Reviews Neuroscience,
18(2):115.

Rouder, J. N., Morey, R. D., Verhagen, J., Province, J. M., and Wagen-
makers, E.-J. (2016). Is there a free lunch in inference? Topics in
Cognitive Science, 8:520–547.

Royall, R. (1997). Statistical evidence: a likelihood paradigm, volume 71.
CRC press.

Royall, R. (2000). On the probability of observing misleading statis-
tical evidence. Journal of the American Statistical Association,
95(451):760–768.

Royall, R. (2004). The likelihood paradigm for statistical evidence. The
nature of scientific evidence: Statistical, philosophical, and empirical
considerations, pages 119–152.

Royall, R. and Tsou, T.-S. (2003). Interpreting statistical evidence by us-
ing imperfect models: Robust adjusted likelihood functions. Journal
of the Royal Statistical Society: Series B (Statistical Methodology),
65(2):391–404.

Saxe, R., Brett, M., and Kanwisher, N. (2006). Divide and conquer: A
defense of functional localizers. NeuroImage, 30(4):1088–1096.

Spiridon, M., Fischl, B., and Kanwisher, N. (2006). Location and spa-
tial profile of category-specific regions in human extrastriate cortex.



208 Chapter 4

Human Brain Mapping, 27(1):77–89.
Szucs, D. and Ioannidis, J. P. (2017). Empirical assessment of published

effect sizes and power in the recent cognitive neuroscience and psy-
chology literature. PLoS biology, 15(3):e2000797.

Tibber, M., Saygin, A. P., Grant, S., Melmoth, D., Rees, G., and Morgan,
M. (2010). The neural correlates of visuospatial perceptual and
oculomotor extrapolation. PloS One, 5(3):e9664.

Turner, B. O., Paul, E. J., Miller, M. B., and Barbey, A. K. (2018).
Small sample sizes reduce the replicability of task-based fmri studies.
Communications Biology, 1(1):62.

Turner, R. and Geyer, S. (2014). Comparing like with like: The power of
knowing where you are. Brain connectivity, 4(7):547–557.

Uematsu, S., Roberts, D. W., Lesser, R., Fisher, R. S., Gordon, B., Hara,
K., Krauss, G. L., Vining, E. P., and Webber, E. W. (1992). Motor
and sensory cortex in humans: Topography studied with chronic
subdural stimulation. Neurosurgery, 31(1):59–72.

Van Essen, D. C., Glasser, M. F., Dierker, D. L., Harwell, J., and Coalson,
T. (2012). Parcellations and hemispheric asymmetries of human
cerebral cortex analyzed on surface-based atlases. Cerebral Cortex,
22(10):2241–2262.

Van Essen, D. C., Smith, S. M., Barch, D. M., Behrens, T. E. J., Yacoub,
E., and Ugurbil, K. (2013). The WU-Minn Human Connectome
Project: An overview. NeuroImage, 80:62–79.

Vul, E., Harris, C., Winkielman, P., and Pashler, H. (2009). Puzzlingly
high correlations in fmri studies of emotion, personality, and social
cognition. Perspectives on psychological science, 4(3):274–290.

Vul, E. and Pashler, H. (2012). Voodoo and circularity errors. Neuroim-
age, 62(2):945–948.

Wang, S.-J. and Blume, J. D. (2011). An evidential approach to non-
inferiority clinical trials. Pharmaceutical Statistics, 10(5):440–447.

Welvaert, M., Durnez, J., Moerkerke, B., Verdoolaege, G., and Rosseel, Y.
(2011). neuRosim: An R package for generating fMRI data. Journal



A LR approach for functional localization 209

of Statistical Software, 44(10):1–18.
Yarkoni, T. (2009). Big correlations in little studies: Inflated fmri correla-

tions reflect low statistical power—commentary on vul et al.(2009).
Perspectives on Psychological Science, 4(3):294–298.

Yarkoni, T., Poldrack, R. A., Nichols, T. E., Van Essen, D. C., and Wager,
T. D. (2011). Large-scale automated synthesis of human functional
neuroimaging data. Nature methods, 8(8):665.

Yovel, G., Tambini, A., and Brandman, T. (2008). The asymmetry of
the fusiform face area is a stable individual characteristic that un-
derlies the left-visual-field superiority for faces. Neuropsychologia,
46(13):3061–3068.

Zarahn, E. and Slifstein, M. (2001). A reference effect approach for power
analysis in fMRI. NeuroImage, 14(3):768–779.

Zhang, Z. (2009). A law of likelihood for composite hypotheses. arXiv
preprint arXiv:0901.0463.





5 Improving consistency of
functional regions of

interest in fMRI

Abstract. To increase power to detect activation when analyzing
fMRI data, researchers often define functional regions of interest
(fROIs) using localizer tasks. The core assumption of this proce-
dure is that the fROI consists of voxels that are consistently de-
tected across the localizer and the main task to reduce potential
bias of the results. In this study, we examine both whole-brain and
fROI voxelwise consistency across runs where voxels are detected
using the alternative-based thresholding (ABT) method (Durnez
et al., 2013), the maximized likelihood ratio (mLR) method (De-
gryse & Moerkerke, under revision) and methods based on classical
significance testing (NHST) for functional localization. The former
two methods explicitly test for the presence of practically relevant
effects. Voxelwise consistency is evaluated by measuring both vox-
elwise overlap and stability. The findings show that voxels detected
with ABT and the mLR method show voxelwise overlap that is at
least as high as those detected with NHST, both whole-brain and
within an fROI, but are detected with more stability across runs.
Additionally, peaks that are defined using either ABT and the mLR
method are more stable across runs than those defined with NHST.
Combined, these results show that including a priori defined prac-
tically relevant effects when testing for activation leads to (fROI)
voxels that are more consistent.

This chapter is collaborative work of Jasper Degryse and Beatrijs Moerk-
erke.
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5.1 Introduction
Functional magnetic resonance imaging (fMRI) is a widely used technique
that supports cognitive, psychological and clinical research in mapping
and understanding the human brain. Since the brain of a subject is divided
into over 100,000 small voxels, the high dimensionality of fMRI data poses
a huge challenge. One solution to this test problem is to focus on one or
multiple regions of interest (ROI) instead of the whole brain. A reduction
in the number of statistical tests that have to be performed will result in an
increase in power and a better balance between false positives and false
negatives (Poldrack, 2007). Once the ROI is defined, only this region
is analyzed in the main experiment. The signal in the ROI voxels can
be measured through raw model parameter estimates or the observed
percentage of BOLD signal change (Poldrack et al., 2011). Defining these
ROIs on a single subject level forms the basis for further analyses such
as testing for or comparing activation of ROIs in group analyses that
combine measurements over participants.

Defining the ROI can be done either anatomically or functionally. The
former strategy uses anatomical masks, based on neuroanatomical land-
marks such as gyri and sulci. The main issue with this method is that a
certain ROI does not have the exact same anatomical location for every
subject (Duncan et al., 2009). As a result, it is possible that the region in
the anatomical mask does not represent the whole ROI or that it partly
consists of a region that supports a different brain function that is not of
interest in that subject (Amunts et al., 2000; Duncan et al., 2009; Duncan
and Devlin, 2011; Farrell et al., 2007; Uematsu et al., 1992). This can
lead to biased results in the main analysis and a loss of sensitivity when
combining ROIs across subjects in a group analysis. As an alternative, re-
searchers can define the ROI functionally based on the activation induced
by a localizer task, i.e. the so-called functional ROI (fROI). Typically, a
localizer task independent from the main task ensuring activation in the
ROI is used to define this fROI in each individual. The independence
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of the localizer and primary task is important to avoid circularity issues
(Poldrack et al., 2011). Two commonly used methods to define fROIs
are drawing a sphere around the peak voxel (Aleong and Paus, 2010;
Blankenburg et al., 2006; Kühn et al., 2011; Miller and D’Esposito, 2005;
Tibber et al., 2010) or selecting a cluster of active voxels in the expected
anatomical location (Axelrod and Yovel, 2010; Grill-Spector et al., 2004;
Kanwisher et al., 1999; Morris et al., 2008; Spiridon et al., 2006; Yovel
et al., 2008). Since the fROI is defined in each subject individually, it pro-
vides an elegant solution for the intersubject variability issues when using
anatomical ROIs (Nieto-Castañón and Fedorenko, 2012; Nieto-Castañón
et al., 2003; Saxe et al., 2006). This will lead to more sensitive group
analyses in the main experiment (Poldrack et al., 2011).

As the fROI will be the only part of the brain that is analyzed in
the main experiment, it is crucial that the fROI is defined with maximal
spatial accuracy to avoid biased results. To obtain this spatial accuracy
both false positives (FPs) and false negatives (FNs) should be avoided.
In addition to spatial accuracy, it is crucial that the detected fROI is
consistent as well. Functional localization is based on the assumption that
repeating the task should lead to activation in the same voxels within a
subject, regardless of differences in scanner or physiological noise (Aguirre
et al., 1998; Handwerker et al., 2004). If not, restricting the analysis of the
primary experiment to the fROI voxels could potentially lead to biased
results as well, since it will lead to the inclusion of both false positives and
negatives and will reduce sensitivity of the analysis of the main experiment
(Duncan and Devlin, 2011). However, consistency of fROIs across runs
within the same subject has only been examined in a few studies.

Peelen and Downing (2005) examined both within-session and between-
session consistency of fROIs through measuring the between-run distance
of peak voxels for six subjects in three regions: the extrastriate body area,
which is selectively active when seeing human bodies, the fusiform face
area (FFA) and the occipital face area, which are selectively active when
seeing faces, and the parahippocampal place area, which selectively re-



214 Chapter 5

sponds to places and scenes. They found a mean distance between peak
voxels of 1.5mm within-session and 2.9 mm between sessions, showing
that functional localization is relatively consistent. However, they did not
evaluate the consistency of defining an fROI as a cluster of active voxels
within a certain anatomical region. Kung et al. (2007) examined consis-
tency in fROI location of the FFA, i.e. distance between peak voxels both
within and between sessions as well as overlap between fROIs defined as
a cluster of active voxels. They found that the distance between peaks
was ranged between 2-10mm within-session and 2-12mm between session.
Furthermore, the overlap between fROIs defined as clusters of active vox-
els was around 40%, hereby showing that localization is less consistent
than expected.

Duncan et al. (2009) examined the influence of statistical thresholding
on the within-subject consistency of fROIs through measuring voxelwise
overlap in 45 subjects. Voxelwise overlap reached a maximum of approx-
imately 65% when lenient thresholds (p < 0.05 uncorrected) were used,
but decreased rapidly as statistical thresholding was more stringent (25%
overlap with p < 10−4 to 10−6). Duncan and Devlin (2011) showed that
within-subject voxelwise overlap between an fROI defined as a cluster
of active voxels and a ‘gold standard fROI’ defined using a random ef-
fects analysis based on data combined across runs was influenced both by
statistical thresholding and the number of scans. Overlap with the gold
standard as high as 70-80% was found with both lenient thresholding on
a modest amount of data or stringent thresholding on large amounts of
data. However, the typical situation for fROIs, stringent thresholding
with a small number of scans, resulted in an overlap of less than 20%.
Adjusting the threshold in order to detect a consistent fROI is not an
optimal strategy. By making the threshold more lenient, the number of
false positives will increase again, resulting in a less spatially accurate
fROI and potentially biased results. Furthermore, there are no theoreti-
cal guidelines on how to adjust the threshold, resulting in the possibility
of ad hoc adjustments until a cluster of active voxels is found, a strategy
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not so different from p-hacking which also leads to results that are less
replicable.

A remaining challenge is that statistical hypothesis testing with a focus
on evidence against no activation using p-values (null hypothesis signif-
icance testing, NSHT) might prove to be a sub-optimal method to de-
fine fROIs. Advantages and disadvantages with NHST have been a topic
for debate for decades, not only in fMRI but also in other research do-
mains (Berger and Sellke, 1987; Cohen, 1994; Cortina and Dunlap, 1997;
Cumming, 2008; Dienes, 2014; Dixon, 2003; Edwards et al., 1963; Frick,
1996; Gigerenzer, 1998; Hagen, 1997; Hubbard and Bayarri, 2003; Jo-
hansson, 2011; Kileen, 2006; Killeen, 2005; Lee and Wagenmakers, 2005;
Loftus, 1996; Nickerson, 2000; Rouder et al., 2016; Schmidt, 1996; Trafi-
mow, 2003; Wagenmakers, 2007; Wagenmakers et al., 2006; Wainer, 1999).
First, NHST only provides direct control of false positives (FPs), typ-
ically warranted by very conservative multiple comparisons corrections.
This leads to a huge decrease of power and a dramatic increase in false
negatives (Duncan and Devlin, 2011; Lieberman and Cunningham, 2009).
Secondly, rejecting the null does not necessarily imply evidence in favor
of a practically relevant effect. An effect of a certain task in a certain
voxel will almost always differ from zero due to noise during the scanning
or other factors (Iverson et al., 2010; Morey and Rouder, 2011; Rouder
et al., 2016). Under certain circumstances it is possible that even small
derivations from zero become statistically significant, for example with a
large number of scans and/or subjects. However, an fROI should only in-
clude practically relevant voxels. Third, with NHST one can never really
accept the null hypothesis. Absence of activation can only be interpreted
as not enough evidence to reject the null. As a consequence, using NHST
one can never claim a certain voxel was not active during scanning.

The recurring problem in all three issues is that using NHST does
not require the definition of a specific alternative hypothesis representing
practically relevant effects. Rouder et al. (2016) present the argument
that valid testing requires researchers to define a practically relevant al-
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ternative next to the null hypothesis. Concerning practical relevance of
results, there is growing awareness of the importance of effect sizes (Chen
et al., 2017). Using effect sizes to quantify practical relevance is logical,
since an effect size represents the amplitude of activation of the voxel dur-
ing the task. It is also directly linked with the underlying neurological
process of the BOLD signal. Finally, effect sizes can be standardized,
resulting in a transparent way to compare effects across experiments and
paradigms. By explicitly testing for practically relevant effects through
incorporating effect sizes in the statistical analysis of localizer data, the
defined fROI would include practically relevant voxels and avoid includ-
ing voxels with effect sizes that are not interesting, thus ensuring an fROI
that is spatially accurate concerning practical relevance. Additionally,
this could potentially lead to more consistent fROIs.

In this paper, we examine the consistency, both through fROI location
and overlap, of within-subject fROIs that are defined in multiple runs of
performing the same task. fROIs will be defined using voxelwise data
analysis methods for functional localization that include an effect size
into their hypothesis testing. Thus, practical relevance of the activation
of each voxel is also tested and both false positives and false negatives
can be controlled, resulting in maximal spatial accuracy and potentially
increased consistency. More specifically, we evaluate alternative-based
thresholding (ABT; Degryse et al., 2017; Durnez et al., 2013) and max-
imized likelihood ratio (mLR) testing (Bickel, 2012; Zhang, 2009). The
materials and methods for this study are discussed in Section 5.2 of the
article, while results are described in Section 5.3. A general discussion of
the results is provided in Section 5.4.
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5.2 Materials and Methods

5.2.1 Methods incorporating effect sizes for functional lo-
calization

Methods described and used in this paper proceed in a voxelwise manner,
i.e. evidence for activation is obtained for each voxel separately. Methods
that incorporate effect sizes are compared with results from voxelwise
classical null hypothesis testing (NHST).

Alternative-based thresholding

ABT requires the definition of two hypotheses (Degryse et al., 2017;
Durnez et al., 2013), a null hypothesis representing no activation in the
voxel during the localizer (H0 : ∆ = 0, with ∆ the true effect size of the
voxel) and an alternative hypothesis representing a practically relevant
effect through effect size ∆1 (H1 : ∆ = ∆1). A p-value can be computed
for both hypotheses: a p0-value, summarizing evidence against the null
(the traditional p-value) and the p1-value, summarizing evidence against
the alternative. For the former, the null distribution of the test statistic Ti
for a given voxel i is needed. This distribution is the same as the one used
with NHST. The latter is computed using the alternative distribution of
the test statistic under the alternative hypothesis. This distribution is
assumed normal:

Ti ∼ N

(
∆1

SE(∆̂i)
,
SE(∆̂i)2 + τ2

SE(∆̂i)2

)
, (5.1)

with τ the standard deviation of Gaussian variation on effect sizes of
task-related voxels representing inherent variation on effect sizes in voxels
across the brain. The practically relevant effect size ∆1 represents the
mean of the distribution. ∆̂i is the observed effect size of voxel i and
SE(∆̂i) its standard error. The values of ∆1 and τ are fixed for the entire
brain, based on prior knowledge, while SE(∆̂i) is not.
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The p0-value is subsequently thresholded by threshold α, the prob-
ability of a false positive, while the p1-value is thresholded by β, the
probability of a false negative. The alternative, α and β have to be de-
fined by the researcher prior to the data analysis. By thresholding both
p-values, direct control of both false positives and false negatives is guar-
anteed (Degryse et al., 2017). A visual representation of p0 and p1 can be
found in Figure 5.1.
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Figure 5.1 Visual representation of the null and alternative distribu-
tion and p0 and p1 of alternative-based thresholding.

The result of thresholding both p-values is a layered statistical para-
metric map in which combined evidence is categorized in four layers. Vox-
els in the active layer (p0 ≤ α and p1 ≥ β) are categorized as active with
a practically relevant effect size. This is a subset of the active voxels de-
tected by NHST. Its complement, the inactive layer, are voxels that show
no evidence of being statistically significantly active with a practically rel-
evant effect size (p0 > α and p1 < β). This a subset of the voxels that are
statistically non-significant with NHST. The uncertainty layer consists of
voxels for which we cannot confidently exclude practically relevant activa-
tion, but where the activation is not statistically significant (p0 > α and
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p1 ≥ β). These voxels would not have been detected by NHST. Finally,
the practically insignificant layer consists of voxels that have activation
that is statistically significant but their effect is not practically relevant
(p0 ≤ α and p1 < β). These voxels would be declared as active using
NHST.

Degryse et al. (2017) showed through simulations and a real data ex-
ample that ABT has desirable properties as a method for defining fROIs
(see Chapter 3). It directly controls both false positives and false nega-
tives, providing maximal spatial accuracy of the fROI. Voxels in the active
layer are practically relevant and should be included in the fROI, while
voxels in the inactive layer can be confidently excluded as part of the fROI.
Additionally, ABT ensures the possible exclusion of practically insignifi-
cant voxels that would be added through NHST, while it detects voxels
with a practically relevant effect size that would be ignored by NHST, re-
sulting in an fROI that is both spatially accurate and practically relevant.
For an in-depth description and discussion of ABT, we refer readers to
Durnez et al. (2013) and Degryse et al. (2017).

Maximized likelihood ratio testing

Both NHST and ABT are rooted in the frequentist framework that pro-
vides statistical evidence for activation while controlling false positive and
false negative error rates. In the likelihood framework, statistical evidence
of two hypotheses is compared through the use of likelihood ratios (LRs;
Bickel, 2012; Blume, 2002; Kang et al., 2015; Royall, 1997, 2000; Royall
and Tsou, 2003; Zhang, 2009). The likelihood of the data, i.e. the ob-
served effect, is computed under both hypotheses and compared through
their ratio. The LR can be thresholded using value k, representing how
large the relative evidence must be in order to decide the data supports
one hypothesis better than the other. Traditional values for k are 8 and
32, based on benchmarks for Bayes factors (Jeffreys, 1961). The empha-
sis of the likelihood framework is on providing relative statistical evidence
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based on the observed data and not on controlling certain error rates.
For an fMRI data set, a LR can be computed for each voxel univari-

ately. This LR compares evidence in favor of the alternative represent-
ing a practically relevant effect (H1 : ∆ = ∆1) as compared to the null
representing no activation (H0 : ∆ = 0). The likelihood under both hy-
potheses is computed using the obtained contrast estimate of that voxel.
Kang et al. (2015) introduced the LR paradigm for fMRI and suggested
to define the alternative using a percentile value of the observed contrast
estimates across the brain of a single subject. They showed that by thresh-
olding relative evidence provided through LRs, a decrease in the number
of false negatives and the mean error rate can be ensured, while at the
same time the false positives rate showed a minimal increase. Thus, the
likelihood paradigm provides a better balance between false positives and
false negatives than NHST methods.

In the LR approach, simple hypotheses are defined, which can result in
biased result if the practically relevant effect size is not correctly defined.
As a result, the LR does not provide cumulative evidence, i.e. supporting
the alternative over the null if the observed effect is larger than the a priori
defined practically relevant effect (∆̂ > ∆1, with ∆̂ the observed effect size
for that voxel). Degryse & Moerkerke (under revision) extended the LR
method to the maximized likelihood ratio (mLR) method for neuroimag-
ing data based on the methodology of Bickel (2012) and Zhang (2009).
Instead of computing evidence in favor of an exact alternative hypothesis,
the maximum LR for an interval of practically relevant alternatives (H1:
∆ ∈ [∆1, +∞[) and practically insignificant nulls (H0: ∆ ∈]- ∞, ∆1[)
is computed. Similar to the LR, the mLR is thresholded using k. For
a detailed description of the mLR method, see Bickel (2012), Degryse &
Moerkerke (under revision) and Zhang (2009).

Degryse & Moerkerke (under revision) show that the mLR method
provides cumulative evidence for practically relevant effects and that false
positive, false negative error rates and mean error rated converge to zero
as the number of brain scans increases. This is not the case for NHST,
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since false positives are controlled at α. The authors also show an optimal
balance of false positives and negatives when ∆1 is an underestimation
of the true effect and when smaller values for k are used compared to
typical values. Thus, the mLR method proves to have desirable properties
for defining fROIs. First, it includes practically relevant voxels while
maintaining a balance between false positives and negatives, which ensures
maximal spatial accuracy. Additionally, their results show that even with
a small number of scans, typical for functional localization, the mLR
method provides a substantial decrease in false negatives, with only a
small increase in false positives, resulting in a more optimal balance than
traditional NHST methods.

5.2.2 Whole-brain voxelwise consistency

To examine the consistency of detected voxels with different statistical
methods, we analyze an fMRI data set from Gonzalez-Castillo et al. (2012)
in which three subjects performed a visual stimulation task (a flickering
checkerboard) together with a letter/number discrimination task during
100 runs of 170 scans. For the analysis pipeline (in AFNI) of this data
set, please refer to Gonzalez-Castillo et al. (2012) and the accompanied
Supporting Information. Since 100 runs were obtained for each subject,
this data set enables the evaluation of whole-brain voxelwise consistency
between all possible pairs of two runs, of variability in the number of
detected voxels across runs and of voxelwise overlap between the detected
voxels in a single run and the ground truth for that subject. The latter is
important, since high between-run consistency does not necessarily mean
that these voxels are spatially accurate.

For each of the 100 runs of a subject the following analysis is per-
formed. First, one specific run is singled out. The contrast estimates of
the remaining 99 runs are combined in a fixed effects analysis using FSL
1, resulting in the true (averaged) effect size for each voxel of that subject.

1RRID:birnlex_2067
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This map of true effect sizes is then used to define the ground truth for
activation. Secondly, the singled out run is analyzed using three differ-
ent statistical procedures. First, NHST is performed, both uncorrected
with α = 0.001 and false discovery rate (FDR) corrected with q = 0.05.
Secondly, ABT is performed with α = 0.05 or 0.001 and β = 0.1, 0.2 or
0.3. The parameter τ is set to 0.005% BOLD signal change, to allow for
some assumed inherent intervoxel variability in effect sizes. Only voxels
categorized in the active layer (p0 ≤ α and p1 ≥ β) are retained. Finally,
the mLR method is used with k = 0.88, 1.5, 3.68 or 8. Smaller values for
k than those typically used to threshold LRs are used, because Degryse
& Moerkerke (under revision) have shown that the mLR performs better
with more lenient thresholding, since mLRs in general tend to be smaller
than LRs when ∆1 is close to ∆̂ (see Chapter 4). For both ABT and mLR
the practically relevant effect size defined in H1 (∆1) is computed based
on the ground truth of the 99 combined runs. This effect size is either
the 60th, 75th, 90th or 95th percentile value of the true effect sizes across
voxels. This is done to enable the evaluation of voxelwise consistency for
effect sizes ranging from small to large. The 60th percentile value is cho-
sen as a minimum, since lower percentile values tend to produce negative
effect sizes or effect sizes very close to 0 and we are interested in positive
effect sizes for this task.

Consistency of the thresholded maps is evaluated both by computing
overlap of detected voxels between two runs and by computing variability
in the number of detected voxels across all 100 runs. For the latter, both
the number of detected voxels in each of the 100 analyzed runs is computed
as well as the standard deviation on the detected number of voxels across
the 100 runs. To measure the overlap between two thresholded maps, all
possible unique pairs of two runs are considered, which results in 4,950
pairs. For each pair, the following two measures of overlap between the
two thresholded maps are computed. First, the Maitra similarity index
(MSI; Maitra, 2010) is calculated:
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Overlap = 2× Vij
Vi + Vj − Vij

, (5.2)

with Vij the number of overlapping detected voxels in both maps,
Vi the number of detected voxels in the first run and Vj the number of
detected voxels in the second run. Thus, the MSI measures the percent-
age of overlap of activation between two thresholded maps and has been
widely used in fMRI to study reproducibility of fMRI results. Secondly,
consistency of detected voxels is also evaluated through computing coher-
ence of the thresholded maps (Genovese et al., 1997; Liou et al., 2003;
Thirion et al., 2007). In a first step, the parameters of a mixture dis-
tribution consisting of a distribution representing the non-active voxels
and a distribution representing the active voxels are estimated trough
Expectation-Maximization (E-M). In a second step, coherence (Cohen’s
κ) is computed using both the probability that an (in)active is correctly
labeled as (in)active and the probability that an (in)active voxel is incor-
rectly labeled as (in)active across maps. Coherence lies between 0 and
1; the larger the coherence, the more agreement in categorizing voxels as
(in)active across the 100 runs. Coherence can be computed when compar-
ing ≥ 3 maps. Finally, voxelwise overlap of the thresholded run with the
practically relevant ground truth is evaluated using the truth detection
rate (TDR) as in Degryse et al. (2017)2. The practically relevant ground
truth that should be detected consists of all voxels in the combined re-
maining 99 maps that have an effect size equal to or larger than the 75th

percentile value of all average contrast estimates across all voxels. As a
result, ∆1 = 60th percentile of all averaged contrast estimates of the com-
bined results is an underestimation of the true practically relevant effect
size of interest in the ground truth. ∆1 = 75th percentile is a correct
estimation, ∆1 = 90th or 95th percentile is an overestimation. The TDR
is computed as follows:

2There, the TDR is called the reference detection rate (RDR).
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TDR = V ∗

Vtruth
, (5.3)

with V ∗ the number of voxels detected in run i that have an effect
size at least as large as the 75th percentile value of all average contrast
estimates across all voxels and Vtruth the number of voxels in the ground
truth with an effect size at least as large as the 75th percentile value of
all average contrast estimates across all voxels. The higher the TDR, the
more sensitivity to detect practically relevant activation. See Table 5.1
for an overview of the used measures as well as their purpose.

Consistency characteristic Measure
Voxelwise overlap Maitra similarity index between two runs
Voxelwise replication Coherence on all 100 runs
Variability SD on the number of detected voxels across all 100 runs
Variability Number of detected voxels in each run
Sensitivity Truth detection rate for each of the 100 runs

Table 5.1 Summary of the measures used to examine whole-brain vox-
elwise consistency.

5.2.3 fROI consistency

The data set of Gonzalez-Castillo et al. (2012) has the advantage that the
number of provided runs enables creating a practically relevant ground
truth for each subject. This ground truth can then be used to evaluate
voxelwise sensitivity of the methods. Furthermore, since more than two
runs are available, variability in the number of voxels detected by each
method in every run can be measured and evaluated as well as coherence or
concordance of the detected voxels (Genovese et al., 1997; Liou et al., 2003;
Thirion et al., 2007). However, the data set can only be used to examine
whole-brain voxelwise consistency, variability and sensitivity, since the
authors showed in the original paper that design-related signal changes
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in up to 95% of the brain can be detected with this task. Although the
data set has a number of scans per runs that is typical to that of localizer
tasks, a localizer is traditionally used to detect focal activation in specific
brain regions. To examine the performance of NHST, ABT and the mLR
method in the context of data that is more typical for the definition of
fROIs, we use data from 50 genetically unrelated subjects collected by the
Human Connectome Project (HCP; Van Essen et al., 2013).

We focus on the emotion task conducted by the HCP, which uses an
adaptation of the design from Hariri et al. (2002). In each trial of the
task, participants are presented with three pictures. They have to decide
which of the two pictures at the bottom matches the picture at the top.
These pictures can either be faces or shapes and the facial expressions
are either neutral or angry. For more information on the task and the
HCP preprocessing pipeline, see the Task-fMRI 3T Imaging Protocol ac-
companied with the data set. Both are available online. The contrast we
focus on is activation due to faces versus activation due to shapes. This
contrast is commonly used to localize the fusiform face area (FFA; e.g.,
Kanwisher et al., 1997). Additionally, we use the fully preprocessed scans
collected on the first level, where participants had to perform the task
during two runs of 176 scans each to localize the right FFA (rFFA). The
following two steps are carried out on both runs of the 50 subjects.

In the first step, both runs are analyzed with the three methods used
in the previous data example: 1) NHST, uncorrected with α = 0.001 and
FDR-corrected with q = 0.05, 2) ABT with α = 0.05 or 0.001, β = 0.1,
0.2 or 0.3 and τ = 0.005% BOLD signal change, and, 3) the mLR method
with k = 0.88, 1.5, 3.68 or 8. Both the ABT and the mLR method require
the a priori definition of an effect size of interest, ∆1. ∆1 for one run
is estimated on the data of the other run for each subject individually.
To obtain a value for ∆1, the following procedure is used. First, an
anatomical mask for the right fusiform gyrus is created following the steps
as described in Harris et al. (2015). Using the Harvard Oxford Atlas
in FSL, four masks are selected: 1) the right occipital fusiform, 2) the
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right occipital temporal fusiform, 3) the right posterior fusiform, and,
3) the right anterior fusiform. These four masks are combined into one
large right fusiform anatomical mask. The anatomical mask consists of
all voxels having a probability larger than 0 of belonging to each of the
four masks respectively. Secondly, an a priori functional mask for the
contrast is constructed as in Poldrack et al. (2017). A forward-inference
meta-analysis is performed in Neurosynth (Yarkoni et al., 2011) using
the search term ’face’ with the default FDR-controlled threshold of 0.01.
This mask consists of voxels that are consistently categorized as active
in studies that have the term ‘face’ in their abstract. Thirdly, a hybrid
mask representing overlap between the anatomical and functional mask is
created. This mask is then used to determine which voxels will contribute
to the estimation of the practically relevant effect size ∆1 in each of both
runs. ∆1 is the 60th, 75th, 85th or 95th percentile value of the estimated
contrast estimates of the voxels within the hybrid mask for the other run.
Here, the 85th instead of the 90th percentile value is used (as in the single
subject data set) to obtain a better range of effect sizes, because in the
context of fROIs we expect that most of the voxels within the hybrid
mask will be highly activated, which is not the case on the whole-brain
level. This estimation procedure using a (hybrid) mask is chosen because
fMRI studies typically suffer from low statistical power. Combined with
conservative thresholding procedures, this leads to inflation of estimated
effect sizes, since only the voxels with large effect sizes tend to survive
the threshold (Button et al., 2013; Ioannidis et al., 2011; Pollard and
Richardson, 1987; Szucs and Ioannidis, 2017). By using (hybrid) masks
to isolate the voxels of interest for effect size estimation, this potential
inflation can be reduced.

In the second step, the fROI representing the rFFA in each run for a
given subject is constructed by only including all voxels surviving thresh-
olding within the hybrid mask (as done in e.g. Tong et al., 2016). The
defined fROIs in each of the two runs of a subject are then compared.
First, the percentage voxelwise overlap between the two fROIs is com-



Improving consistency of fROIs 227

puted using the MSI (see above), but now only the voxels within the
hybrid mask for the rFFA are used here and no whole-brain MSI is com-
puted, since analyses for the localizer will be constricted to these voxels
alone. Secondly, fROI consistency is examined by computing the euclidean
distance between the two peak voxels in the fROI of each run. We define
these peak voxels differently for each analysis method used. For NHST
(both FDR- and uncorrected), the peaks are the voxels with the maximum
t-value under the null distribution in the fROI:

Ti = Bi
SE(Bi)

, (5.4)

with Bi the contrast estimator for voxel i in the fROI and SE(Bi) its
standard error. For ABT, the peaks are the voxels with the maximum
t1-value, the t-value under the alternative distribution representing H1:

T1i = Bi −∆1

SE(Bi)
, (5.5)

with ∆1 the practically relevant effect size defined in the alternative.
For the mLR, the peaks are the voxels with the maximum mLR within the
fROI. However, it is possible that multiple voxels in the fROI have an in-
finite value for the mLR (when the likelihood of the data is approximately
0 under the null). In that case, the voxel with the largest likelihood for
the data under the alternative (i.e., the numerator of the mLR) among
the voxels with an infinite value for the mLR is defined as the peak.

In a third step, we evaluate the consistency of an fROI that is not
defined by including all task-activated voxels within the hybrid mask, but
by including a (top activated) subset of them. Next to defining an fROI
based on all task-activated voxels within a mask, a widely used technique
is to draw a sphere around the peak voxel in an anatomically plausible lo-
cation. However, the radius of that sphere is completely arbitrary and not
based on activation. Additionally, peaks are not always reliable and stable
topological features (Roels et al., 2015). To counter this unreliability of
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peaks, Tong et al. (2016) evaluated several ROI summary measures that
not only rely on the contrast estimate of the peak voxel, but also on the
contrast estimates of the top most-activated voxels within the fROI. Once
these contrast estimates were selected, their mean was computed. This
was done for every subject in a group of patients and in a group of healthy
controls. They showed that these measures are more powerful to detect
a group difference between these populations, since they lead to larger
effect sizes than for example the mean or median value of the contrast
estimates within the total fROI. One of the examined summary measures
was based on activation of the peak voxel as well as the 50 contiguous
voxels around that peak with the highest t-value within the general fROI.
Since this is similar to drawing a sphere around the peak voxel, but now
based on activation and not on an arbitrary radius, we also evaluate the
consistency of this summary fROI. Again, the peak voxel and the top 50
contiguous voxels surrounding the peak are defined differently for each
of the three methods (see the description above for how peak voxels are
defined for each method). The percentage of voxelwise overlap is again
computed using the MSI of the two summary fROI maps.
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Consistency measures
1. Maitra similarity index

Methods
1. NHST: 50 largest t-values surrounding max(t-value)
2. ABT: 50 largest t1-values surrounding max(t1-value)
3. mLR: 50 largest mLR values surrounding max(mLR)

Figure 5.2 Overview of the study design for the analysis of the HCP
data.

For the HCP data, variability in the number of voxels surviving the
threshold within the hybrid mask as well as coherence cannot be com-
puted, since only two runs of images were collected for each subject.

5.2.4 Code

Example code for the analysis of both data sets as well as the anatomical,
functional and hybrid mask for the rFFA used for the HCP data can be
found on GitHub (https://github.com/jdgryse/fROI_consistency).
However, a toy data set is provided instead of the data set from Gonzalez-
Castillo et al. (2012), which is only available on request.

https://github.com/jdgryse/fROI_consistency
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5.3 Results

5.3.1 Whole-brain voxelwise consistency

For the evaluation of whole-brain voxelwise consistency, data from 3 sub-
jects are used. Here, results and trends of one of the three subjects are
discussed, since the trends are similar for the other two subjects. Figures
for the two other subjects can be found on GitHub.

Sensitivity

Results are shown in Figures 5.3, 5.4 and 5.5. With ABT at α = 0.001,
the TDR is equally large as that for both uncorrected and FDR-corrected
NHST when ∆1 is an underestimation (60th percentile), a correct es-
timation (75th percentile) or an overestimation (90th percentile) of the
practically relevant effect size of interest (75th percentile). The TDR of
ABT decreases with large overestimation of the practically relevant effect
size of interest. Only in this scenario, increasing β leads to a decrease in
the TDR. Since the active layer of ABT with α = 0.001 is a subset of the
statistically significant voxels of NHST with α = 0.001, losing the prac-
tically insignificant voxels detected with NHST does not result in a loss
of sensitivity (except when ∆1 is a large overestimation). By increasing
β, the p1-value of the statistically significant voxels needs to be larger to
be categorized as active, resulting in the exclusion of potentially practi-
cally relevant voxels and a decrease in sensitivity. With ABT at α=0.005,
the TDR doubles as compared to that of NHST with underestimation,
correct estimation and overestimation (90th percentile). When ∆1 is a
severe overestimation, the TDR decreases again, even more so when β in-
creases, i.e. the same trend when α = 0.001. The increase in TDR in the
first three scenarios is due to the larger number of statistically significant
voxels of which the subset of practically relevant voxels can be detected
as compared to α = 0.001. With severe overestimation of the practically
relevant effect size, the p1 must be very large to survive the β threshold,
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resulting in the detection of only a small number of practically relevant
voxels and a drop in TDR. These results replicate the findings of Degryse
et al. (2017).

In all scenarios for ∆1, the TDR of the mLR decreases as k increases,
since larger relative evidence in favor of the alternative compared to the
null is needed (i.e. larger mLR values). When ∆1 is an underestimation,
the TDR is always higher than that of NHST, regardless of k. With correct
estimation, this is only the case for smaller values for k (0.88 or 1.5). These
results replicate the findings of Chapter 4. As ∆1 increases further, the
TDR continues to decrease as well, showing that the mLR method does
not perform well when ∆1 is an overestimation of the practically relevant
effect size on interest.

Combined, these results show that when using ABT or mLR (with
small values for k), there is never a loss in sensitivity when the practi-
cally relevant effect is underestimated or correctly estimated as compared
to NHST. In other words, both methods provide cumulative evidence for
practically relevant effect sizes of interest. ABT can handle a slight over-
estimation when β is more lenient (smaller values for β) and when α is
larger.

For the remainder of this section, we do not use the ground truth
anymore to evaluate the performance of the methods, but we compare
defined fROIs across runs to examine consistency. In that context, we do
not relate the defined effect size to the ground truth.
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Figure 5.3 Truth detection rate for NHST and ABT with α = 0.05.
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Figure 5.4 Truth detection rate for NHST and ABT with α = 0.001.
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Figure 5.5 Truth detection rate for NHST and the mLR method.
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Small practically relevant effect sizes (∆1 = 60th percentile)

All results for whole-brain voxelwise consistency are presented in Figures
5.6 - 5.15.

Maitra similarity index. For ABT with α = 0.001 the MSI
is as large as that of NHST, regardless of β. Increasing α leads to a
small decrease of the MSI, but it remains as large as uncorrected NHST
and somewhat smaller than FDR-corrected NHST. As mentioned above,
the increase in α leads to more statistically significant voxels that are
potentially practically relevant. As compared to α = 0.001 this will result
in the inclusion of more noise voxels, leading to the detection of voxels
that will not necessarily be detected in the other run, since a lot of noise
components in fMRI data can be random. As a result, the consistency will
decrease, while the TDR will increase, because more practically relevant
voxels of the ground truth will be detected as described above (with ∆1

a correct estimation). For the mLR method, the MSI is somewhat larger
than that of NHST and ABT with α = 0.001. No substantial influence of
k is detected here.

Coherence. For ABT with α = 0.001, coherence is as large as for
uncorrected NHST (and higher than for FDR-corrected NHST). When α
increases, coherence decreases, which is likely due to noise voxels being
categorized in the active layer, resulting in inconsistency between runs.
No influence of β is detected here. This can be explained because the
alternative distribution representing the alternative of small practically
relevant effect sizes of interest is quite close to the null distribution. As
a result, increasing β will not require that much of an increase in p1

for a practically relevant voxel to be consistently detected in two runs.
Coherence for the mLR method is only lower than that of NHST and
ABT with the smallest value for k and increases as k increases.

Standard deviation on the number of detected voxels. For
ABT with α = 0.001 the standard deviation on the number of detected



236 Chapter 5

voxels across all 100 runs is smaller than that for FDR-corrected NHST
and as small as that for uncorrected NHST. As α increases, the standard
deviation increases too and becomes substantially larger than for NHST.
For the mLR, the standard deviation is largest of all methods for k =
0.88. As k decreases, the variability decreases too and is close to that
of uncorrected NHST (k = 1.5) or smaller. The reason for this is that
with α = 0.001 and larger values for k, less practically irrelevant voxels
survive thresholding, while the practically relevant still do. As a result,
the detected voxels are less variable.

Number of detected voxels. For ABT with α = 0.001, the same
number of voxels is detected as with NHST. This number cannot be larger
than that of NHST, since the latter uses the same value for α and the
active layer of ABT is a subset of the significant voxels detected by NHST,
based on the p1-value of these voxels and the threshold β. Increasing α
increases the number of detected voxels, as the threshold becomes less
stringent. In both scenarios, no influence of β is detected. This can be
explained because the alternative distribution representing the alternative
of small practically relevant effect sizes of interest is again close to the null
distribution (see Coherence). For mLR, the number of detected voxels is
largest (and larger than for ABT and NHST) with k = 8. As k increases
from 0.88 to 1.5, the number of detected voxels decreases due to the more
stringent threshold. From k = 1.5 on, the number of detected voxels
is somewhat larger than that for ABT and NHST, but is smaller as k
increases.

Medium practically relevant effect sizes (∆1 = 75th percentile)

Maitra similarity index. For ABT, there is an overall increase of
the MSI in all scenarios. Increasing α decreases the MSI again, while
increasing β now leads to higher MSI values for both values of α. Since
the alternative distribution is now located further to the right from the
null distribution as compared to small effect sizes, practically relevant
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voxels now need larger p1 values to survive more stringent values for β,
resulting in higher overlap between runs of practically relevant voxels that
survive this threshold. The increase in MSI as compared to small effect
sizes is also found for the mLR method, again with higher MSI values as
k increases. Now the MSI is higher than that for NHST for all values for
k, but lower than that for ABT with α = 0.001 regardless of β.

Coherence. Coherence increases in all scenarios for both the ABT
and mLR as ∆1 is now larger. For ABT, coherence again decreases as α
increases, but now coherence also increases as β increases, again due to
the more stringent thresholding under the alternative as explained before.
For the mLR method, coherence again increases as k increases, similar to
the trend found with small effect sizes.

Standard deviation on the number of detected voxels. For
ABT with either value for α, the standard deviation on the number of
detected voxels across all 100 runs is smaller than for small effect sizes
and smaller than that of NHST for all β values. As α increases, the
standard deviation increases too due to the less stringent thresholding
under the null. Now, we also see that the standard deviation decreases as
β increases, due to the more stringent thresholding under the alternative.
As β increases, the effect of changing α tends to become smaller. For the
mLR method, the standard deviation also decreases as ∆1 increases as
well as k increases. The standard deviation on the mLR method tends to
be smaller than that for ABT and is always smaller than that for NHST.

Number of detected voxels. The same trends as for the standard
deviation on the number of detected voxels can be found here.

Large practically relevant effect sizes (∆1 = 90th or 95th percentile)

Maitra similarity index. For ABT with both α values, the MSI
remains as high as that for medium effect sizes with β = 0.3. Again, the
MSI decreases as α increases. No influence of β can be detected. This
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shows that the alternative distribution representing the (large) practically
relevant effect sizes continues to locate further to the right from the null
distribution. As a result, a practically relevant voxel now needs a large
p1-value to survive the β threshold, regardless of the size of β. Now, only
the practically relevant voxels with high effect sizes are detected, and the
other voxels are not, resulting in high MSI values. As ∆1 increases even
more (95th percentile), the MSI for both values of α decreases again and
is lower than that for NHST. No effect of β is detected again as well. The
decrease of consistency can be explained as follows.

Effect sizes in fMRI are typically not large to very large, but rather
medium or small (Poldrack et al., 2017). As a result, only a few practically
relevant voxels will have an effect size that is large enough to produce large
p1 values under the alternative that is located far away from the null of no
effect. For those voxels, surviving the stringent threshold due to the large
practically relevant effect size of interest is probably a combination of both
being activated by the task as well as (random) noise due to scanning and
other noise sources. As a result, without that random boost (parallel to
the winner’s curse described in Button et al., 2013), some of the detected
voxels in one run will not be detected in the other run, resulting in lower
overlap and lower values for MSI. This can also be the result of the fact
that voxels will not always have an equally high effect size between runs,
because there can be intra-individual differences in baseline activation
over runs due to a number of reasons such as fatigue, physiology, etc. As
a result, task-related voxels will sometimes produce very large effect sizes
or sometimes just large effect sizes. In the former situation, they will
survive the stringent thresholding of the ABT method, in the latter they
will not, leading to less consistent detection.

Following the same reasoning, the MSI is not influenced by k for the
mLR method, but the overall MSI values decrease as compared to the MSI
for medium effect sizes and tend to decrease further as ∆1 becomes very
large. This large decrease starts earlier for the mLR method (∆1 = 90th

percentile) than for the ABT method (∆1 = 95th percentile). The MSI
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values for the mLR method with ∆1 = 90th percentile are comparable to
that of ABT with α = 0.05 and NHST, while they are lower than those
for ABT with α = 0.001. The MSI values for the mLR method with ∆1

= 95th percentile are lower than those for ABT with both α values and
NHST. With ∆1 = 90th percentile, the MSI values for ABT with both
values for α are higher than that for NHST, but not with ∆1 = 95th

percentile.

Coherence. For both percentile values, coherence of ABT with α

= 0.001 is somewhat higher than that for FDR-corrected coherence, and
similar to that for uncorrected NHST. As α increases, coherence decreases.
The same trend can be found for β, but especially with α = 0.001. As
∆1 further increases, coherence decreases below that of NHST. For mLR,
coherence again increases as k increases when ∆1 = 90th percentile (except
for k = 8), and decreases as ∆1 increases. For both percentile values,
coherence is lower than for medium effect sizes and lower than that for
NHST and all scenarios of ABT with large effect sizes. Explanations for
these trends have all been described in previous paragraphs.

Standard deviation on the number of detected voxels. For
ABT, the standard deviation decreases further as ∆1 increases and is
always lower than for smaller effect sizes and NHST. The trends of the
increase in α and the increase in β leading to a higher standard deviation
described with medium effect sizes are seen here as well, but in a less
pronounced manner. As fewer voxels have large effect sizes, less voxels
are detected, resulting in less variability. The same trends can be found
for mLR. Again, increasing k will lead to less variability, but the trend is
less visible than with small or medium effect sizes. In all scenarios, the
variability of the mLR is comparable to that of ABT, but smaller than
that of NHST.

Number of detected voxels. The exact same trends as those de-
scribed for the standard deviation on the number of detected voxels are
found here. The same explanations for these trends apply here as well.
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Figure 5.6 Maitra similarity index for NHST and ABT with α = 0.05.
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Figure 5.7 Maitra similarity index for NHST and ABT with α =
0.001.



242
C
hapter

5

0.0

0.2

0.4

0.6

0.8

FDR Uncorr.

Method

M
ai

tr
a 

si
m

ila
rit

y 
in

de
x

NHST

0.0

0.2

0.4

0.6

0.8

0.88 1.5 3.68 8

k

M
ai

tr
a 

si
m

ila
rit

y 
in

de
x

mLR + 60th

0.0

0.2

0.4

0.6

0.8

0.88 1.5 3.68 8

k

M
ai

tr
a 

si
m

ila
rit

y 
in

de
x

mLR + 75th

0.0

0.2

0.4

0.6

0.8

0.88 1.5 3.68 8

k
M

ai
tr

a 
si

m
ila

rit
y 

in
de

x

mLR + 90th

0.0

0.2

0.4

0.6

0.8

0.88 1.5 3.68 8

k

M
ai

tr
a 

si
m

ila
rit

y 
in

de
x

mLR + 95th

Figure 5.8 Maitra similarity index for NHST and the mLR method.
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Figure 5.9 Coherence for NHST and the ABT method.
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Figure 5.10 Coherence for NHST and the mLR method.
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Figure 5.11 Standard deviation on the number of detected voxels for
NHST and the mLR method.
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Figure 5.12 Standard deviation on the number of detected voxels for
NHST and the mLR method.
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Figure 5.13 The number of detected voxels for NHST and ABT with
α = 0.05.
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Figure 5.14 The number of detected voxels for NHST and ABT with
α = 0.001.
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Figure 5.15 The number of detected voxels for NHST and the mLR
method.
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Discussion

Up until now, the different characteristics of consistency measured in this
study were described separately. In what follows, optimal trade-offs of
these characteristics for the range of examined effect sizes will be discussed
for the ABT and the mLR method in comparison to the performance of
NHST.

Small practically relevant effect sizes. For the ABT method,
the optimal trade-off for whole-brain voxelwise consistency is obtained
with more stringent values for α (here 0.001), while β values can range
from 0.1 to 0.3. For this combination of parameters, whole-brain vox-
elwise overlap is as high as that of NHST, as well as the whole-brain
voxelwise replication (coherence) and voxelwise sensitivity (TDR). Addi-
tionally, this combination of parameters leads to approximately the same
number of voxels detected as with NHST and FDR correction, but with
less variability in these detected voxels. In other words, for the same
number of voxels and between-run overlap, the detected voxels are more
stable. That same optimal trade-off in consistency characteristics can be
obtained with the mLR method with values for k ranging from 1.5 to 8.
With larger values for k voxelwise coherence and overlap can be higher as
compared to NHST, while the number of detected of voxels will remain
approximately the same but more stable (i.e. less variable).

Medium practically relevant effect sizes. For ABT with α =
0.001 the trade-off between whole-brain voxelwise overlap, stability and
sensitivity is more optimal for all values of β (0.1 to 0.3) as compared to
NHST. In these scenarios, more overlap is found for the same or somewhat
smaller number of voxels that are less variable as compared to the voxels
detected by NHST. However, as β increases, overlap will increase with
a higher stability for only a minimal decrease in the number of voxels
that are detected. For the mLR method, the trade-off between overlap,
stability and sensitivity is found for k = 0.88 or 1.5, although the latter
will result in detecting less voxels than ABT or NHST and a decrease in
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sensitivity, but with in increase in stability.

Large practically relevant effect sizes. For ABT, the optimal
trade-off is found for α = 0.001 and small values for β. Sensitivity is as
high as that for NHST, but voxelwise replication and overlap are higher
as well as voxelwise stability but with a severe decrease in the number of
detected voxels. However, for very high effect sizes the trade-off between
whole-brain voxelwise sensitivity, overlap and stability is equal in almost
every scenario. For the mLR method, the optimal trade-off is found for
k = 0.88, since this will lead to voxelwise overlap that is as high as that
for NHST (but lower than ABT with α = 0.001), sensitivity is much
higher than that of NHST and ABT with α = 0.001, but with voxelwise
replication that is somewhat lower than that for NHST and ABT with
α = 0.001. Additionally, the detected voxels are far more stable and this
is associated with detecting less voxels than NHST. With very large effect
sizes, the trade-off is largely equal in each scenario. We would like to stress
that detecting less voxels than NHST is not detrimental in this situation.
Since the practically relevant effect size of interest is very large, the ABT
and mLR tend to end up with fewer voxels, because not many voxels
have an effect size as high as ∆1. What we show here is that the ABT
and mLR tend to detect these voxels with higher stability and sensitivity
and with a voxelwise replicability that is similar to that of NHST, while
ensuring that the detected voxels are also practically relevant given the
context. Although these voxels can be detected with NHST in a replicable,
sensitive and consistent way in some cases, the results of NHST will be
more variable since they also include voxels with effect sizes that are high
enough to survive thresholding under the null, but are not practically
relevant.
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5.3.2 fROI consistency

General rFFA fROI

All results are presented in Figures 5.16 - 5.21.

Maitra similarity index. For ABT, MSI values tend to decrease
as the practically relevant effect size of interest, ∆1, increases. The same
explanation as for the single subject data set can be given when ∆1 varies
from large to very large: as ∆1 increases, voxels are required to have larger
effect sizes (and p1-values) to survive thresholding, because the alternative
distribution is located far to the right from the null distribution. With
smaller effect sizes and α = 0.001, higher values for MSI are obtained
than with α = 0.05, regardless of ∆1. This effect is absent for higher
values for ∆1, where both values of α lead to similar MSI values. The
main reason for this is that in the context of the rFFA fROI, we only
look at voxels that are located within the hybrid mask of the rFFA. As
a result, most of these voxels will be active due to the task, since the
localizer is supposed to activate them. By making the α threshold more
lenient, voxels that are practically relevant with a small effect size, but
somehow do not survive the more stringent α threshold (for example due
to noise), will now be included in the subset (with α = 0.05) that is
potentially practically relevant, depending on their p1-value. Since the
hybrid mask will predominantly consist of active voxels, more practically
relevant voxels within the rFFA will be detected, resulting in higher MSI
values. This effect disappears for medium to large effect sizes, since only
the active voxels with larger effect sizes are now considered practically
relevant, and they will tend to have small p0-values that will survive the
more stringent α threshold. Furthermore, an increase in β again leads to
a decrease in the MSI in all scenarios, since the p1 value of practically
relevant voxels needs to be higher in order to survive thresholding under
the alternative, resulting in lower MSI values. With small effect sizes, the
MSI values are at least as high as those for both NHST methods, with
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medium effect sizes they are similar for both α values. As ∆1 increases,
the MSI values are lower than for NHST in all scenarios. For the mLR
method, MSI values also decrease as ∆1 and k increase, similar to the
trends found in the single subject data set. Only with small effect sizes
and k = 0.88 is the MSI larger than for both NHST methods. In all other
scenarios, it is lower than for NHST and ABT (in similar scenarios).

Euclidean distance between peaks (mm). For ABT, the eu-
clidean distance between peaks under the alternative distribution is smaller
in every scenario than the peaks defined with NHST (under the null dis-
tribution). α and β do not influence the distance, since peaks are voxels
that will have both very low p0-values and very high p1-values. Regard-
less of the value for both thresholds, they will survive thresholding. ∆1

influences the peak distance but the differences are very minimal, because
peaks will have high p1 values, regardless of how far the alternative distri-
bution is located from the null distribution. For the mLR method, peak
distance is smaller than that for NHST for small, medium and large prac-
tically relevant effect sizes, but equal to that of NHST for extremely large
practically relevant effect sizes. The between-run peak distance is small-
est for large practically relevant effect sizes, larger for small and medium
practically relevant effect sizes and largest for very large practically rele-
vant effect sizes. The reason that ∆1 influences the peak distance more
here as compared to ABT is that for ABT only the alternative distribu-
tion influences peak height. Here, the peak height is determined by the
mLR value, which compares H1 to H0. As a result, ∆1 will influence
both likelihoods, leading to the differences in peak location if ∆1 varies.
However, k will not influence peaks, since peaks have high mLR values
that will survive thresholding even when k = 8.
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Figure 5.16 Maitra similarity index for NHST and ABT with α =
0.05.
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Figure 5.17 Maitra similarity index for NHST and ABT with α =
0.001.
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Figure 5.18 Maitra similarity index for NHST and the mLR method.



Im
proving

consistency
of

fR
O
Is

257

0

10

20

30

40

50

FDR Uncorr.

Method

E
uc

lid
ea

n 
di

st
an

ce
 (

m
m

)

NHST

0

10

20

30

40

50

0.1 0.2 0.3

β

E
uc

lid
ea

n 
di

st
an

ce
 (

m
m

)

ABT + 60th

0

10

20

30

40

50

0.1 0.2 0.3

β

E
uc

lid
ea

n 
di

st
an

ce
 (

m
m

)

ABT + 75th

0

10

20

30

40

50

0.1 0.2 0.3

β

E
uc

lid
ea

n 
di

st
an

ce
 (

m
m

)

ABT + 85th

0

10

20

30

40

50

0.1 0.2 0.3

β

E
uc

lid
ea

n 
di

st
an

ce
 (

m
m

)

ABT + 95th

Figure 5.19 Euclidean distance in mm between peaks for NHST and
ABT with α = 0.05.
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Figure 5.20 Euclidean distance in mm between peaks for NHST and
ABT with α = 0.001.
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Figure 5.21 Euclidean distance in mm between peaks for NHST and
the mLR method.
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Summary rFFA fROI

All results are presented in Figures 5.22 - 5.24.

Maitra similarity index. For both ABT and the mLR method,
the MSI values are as high as those for NHST in the case of extremely large
practically relevant effect sizes, but larger than those for NHST for the
three other ∆1 values. The MSI values for each value for ∆1 respectively
are very similar for ABT and the mLR method. There is no influence of
α or β for ABT and no influence of k for the mLR method. Again, this is
probably due to to the fact that the top activated voxels surrounding the
peak for these methods will survive thresholding, however stringent those
thresholds may be. For both ABT and the mLR method, the small and
large values for ∆1 lead to the highest MSI values, while for medium effect
sizes, the MSI is lower. MSI is lowest for very large effect sizes. A possible
explanation is that the MSI values are a reflection of the between-run peak
distance as the top 50 contiguous voxels around the peak are used here.
For very large effect sizes, this peak distance is larger than for the other
values of ∆1, resulting in less voxelwise overlap. For the other values of
∆1, note that this is also the case for the differences in peak distance.
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Figure 5.22 Maitra similarity index for NHST and ABT with α =
0.05.
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Figure 5.23 Maitra similarity index for NHST and ABT with α =
0.001.
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Figure 5.24 Maitra similarity index for NHST and the mLR method.
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Discussion

The results of the fROI voxelwise overlap and peak stability enable us to
draw three important conclusions. First, peaks defined with both ABT
and the mLR method are more stable in location between runs for a
given subject than peaks defined with NHST. Since many researchers
define fROIs based on drawing a sphere of voxels around the peak in an
anatomical, functional or hybrid mask, it is shown here that it is better
to incorporate testing for practical relevance when defining these peaks.

Secondly, defining the fROI as all active voxels within a hybrid mask
as compared to the top 50 activated contiguous voxels surrounding the
peak leads to a loss in between-run voxelwise overlap for all three meth-
ods, except for ABT with a less stringent α and β threshold and the mLR
method for smaller values for k when the practically relevant effect size
is rather small within the brain region of interest. In other words, when
practically relevant effect sizes are expected to be small, it could be better
to include more voxels when defining the fROI while using more lenient
thresholding to increase voxelwise overlap. In this context, the (hybrid)
mask has already made sure that a lot of voxels that are no potentially
relevant candidates for being active voxels within the brain region of inter-
est are already excluded, justifying the use of more lenient thresholding.
When larger effect sizes are of interest, ABT and the mLR provide a more
consistent fROI (as compared to NHST and to the general fROIs defined
with ABT and NHST) if its definition relies on the peak voxel and the
50 top activated contiguous voxels surrounding that peak. Tong et al.
(2016) already showed that the mean of the contrast estimates obtained
for these voxels is an fROI summary measure that reliably detects group
differences. We corroborate the strength of this summary measure by
showing that voxels selected in this way are more consistently detected
across runs within the same subject, especially when including practical
relevance to test for activation. It can seem counter-intuitive that in-
creasing ∆1 within the general fROI will lead to less voxelwise overlap
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than relying on the top activated voxel within the general fROI. How-
ever, within the summary fROI, ∆1 primarily influences the location of
the peak and since these between-run peaks are close to each other, the
voxelwise overlap between their surroundings while be higher too. Within
the general fROI, there will be more voxels that will survive thresholding
in the one run, but not in the other for larger values of ∆1, resulting in
more variability in the location of the practically relevant voxels within
the total fROI.

Finally, we also see that the overall between-run voxelwise overlap is
very similar on the whole-brain and fROI level, but the trends found for
α, β, k and ∆1 in the former context are somewhat different here. Higher
values for β and k will lead to less voxelwise overlap for all values of ∆1.
This is a replication of the trends found for whole-brain voxelwise overlap
with large and very large values for ∆1, while the opposite trend is found
for small and medium practically relevant effect sizes on the whole-brain
level. Again, this can be explained by the fact that all voxels within the
fROI are expected to be activated (highly) by the localizer task, resulting
in already quite high effect sizes. On the whole-brain level, this cannot
be expected. As a result, the large to very large values for ∆1 in the
whole-brain example are more representative for all effect sizes found in
the fROI, leading to the replication of the trends for β and k detected
there. For the same reason the influence of α is less prominent when
comparing fROI voxels as opposed to voxels across the whole brain.

5.4 General Discussion
As a means to counter the huge loss of power accompanying the required
multiple testing corrections in the mass-univariate approach for the anal-
ysis of fMRI data, researchers increasingly focus on one (or multiple) re-
gions of interest. For this strategy to be valid, it is crucial that the defined
ROI is consistent across scanning runs in order to avoid potentially biased
results in the main experiment. In this study, we examine the influence
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of directly testing for practically relevant effect sizes when defining ROIs
functionally using localizer tasks, i.e. so-called functional ROIs (fROIs).
Both whole-brain voxelwise consistency as well as the consistency of a gen-
eral and a summary fROI representing the right fusiform face area (rFFA)
are evaluated for traditional null hypothesis significance testing (NHST),
alternative-based thresholding (ABT) and the maximized likelihood ratio
(mLR) method.

On the whole-brain level, we show that including testing for practical
relevance of activation leads to a more optimal trade-off for consistency
characteristics as compared to NHST. In multiple parameter combina-
tions, between-run voxelwise overlap, sensitivity and voxelwise replication
across runs is as high or higher than that for NHST with the same number
of voxels detected. Importantly, these voxels are detected with less vari-
ability across runs, resulting in more stable fROIs for a range of effect sizes
going from small to large. On fROI level, we show that defining peaks
using ABT or the mLR method results in more stable peaks and smaller
between-run distance between the defined peaks. When small practically
relevant effect sizes are of interest, defining the fROI using all practically
relevant voxels within the hybrid mask representing the rFFA will lead
to more consistent fROIs when thresholding is more lenient (lower values
for α and k for ABT and mLR respectively), while with higher practi-
cally relevant effect sizes summary fROIs containing the peak and the 50
contiguous top activated voxels surrounding the peak, all defined through
ABT or mLR, will lead to more consistent fROIs.

In this study, we chose to evaluate ABT and the mLR method for
the definition of consistent fROIs because they include practical relevance
through effect sizes when testing for activation. Multiple methods that
include effect sizes when testing for activation exist for the analysis of
fMRI data, such as amplitude thresholding (Gross and Binder, 2014),
regions in limbo (de Hollander et al., 2014), thresholding Bayesian poste-
rior probability maps (Friston and Penny, 2003; Friston et al., 2002), and
mixture modelling (Everitt and Bullmore, 1999) amongst others. ABT
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and the mLR method, however, are relatively fast and not computation-
ally intensive. Furthermore, Degryse et al. (2017) showed that within the
fROI context ABT is able to directly control both Type I and Type II
errors, resulting in fROIs that are spatially accurate and consist of prac-
tically relevant voxels when including the voxels categorized in the active
layer. Degryse & Moerkerke (under revision) also showed that the mLR
method provides an optimal balance between Type I and Type II errors
when defining fROIs. Additionally, both methods provide cumulative ev-
idence for practically relevant effect sizes, i.e. slight underestimation of
practically relevant effect sizes is not an issue. We show in this study
that next to providing fROIs consisting of spatially accurate practically
relevant voxels, a property NHST does not ensure, voxels detected whole-
brain or within the fROI context are overlapping at least as high with
the ground truth as voxels detected by NHST do. Additionally, in a lot
of parameter combinations, these voxels are more stable, and overlapping
between runs, which is crucial for the results of the main experiment to
be valid.

Considering the peak distance between runs within the same session,
we find approximately the same range as Kung et al. (2007) for the FFA
defined with NHST. The range found in Peelen and Downing (2005) was
much smaller and closer to the ranges found for ABT and mLR in this
study. The percentage overlap between fROIs with NHST in Kung et al.
(2007) was closer to that of the summary fROIs here, as they chose to de-
fine the fROI as all contiguously activated voxels within 8mm3 of the peak.
The percentage of voxelwise overlap found in Duncan et al. (2009) and
Duncan and Devlin (2011), where fROIs for word- and object-sensitive re-
gions of ventral and lateral occipito-temporal and the extrastriate cortex
were defined through NHST with lenient thresholds, are very similar to
those found here. However, we show that explicitly testing for practical
relevance does not require (ad hoc) interindividual adjustments in thresh-
olding to obtain similar consistency as they found when only a small num-
ber of scans are available. It should be noted, however, that the studies
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mentioned above used different measures to evaluate percentage of voxel-
wise overlap. The measure used to study overlap can of course influence
the results, as Kung et al. (2007) showed. However, Maitra (2010) has
shown that the Maitra similarity index used here is reliable in detecting
overlap of thresholded statistical parametric maps in multiple settings.
In a next step, it should be studied whether our results can be general-
ized to other tasks and contrasts used to define different ROIs such as
visual regions, e.g. motion-sensitive visual regions, or other higher order
processing regions instead of the FFA, e.g. parahippocampal regions.

Finally, ABT and the mLR method require the a priori definition of
a practically relevant effect size ∆1. Different strategies can be used to
define ∆1. These strategies can also be used to perform power analyses.
First, effect sizes can be defined based on published studies. Typically,
peak coordinates with their t-value are reported. These t-values can be
used to derive (standardized) practically relevant effect sizes if the sam-
ple size of the study is known as well (see Chapter 2). However, due
to low statistical power, small sample sizes and stringent thresholding,
these obtained effect sizes can be inflated as compared to the true effect
size (Button et al., 2013; Ioannidis et al., 2011; Pollard and Richardson,
1987; Szucs and Ioannidis, 2017). We show in our sensitivity analysis that
overestimating practically relevant effect sizes can lead to not detecting
the truly practically relevant voxels, which should be avoided. Secondly,
effect sizes can be defined based on published meta-analyses. Here, z-
values of peaks representing a weighted average effect size that survived
thresholding are typically reported, which can be used to again derive
(standardized) effect sizes. However, due to both selection bias (due to
thresholding and low statistical power) and publication bias, which is the
phenomenon where negative results are typically published less often than
positive results, these effect size estimates can again be inflated. Finally,
effect sizes can be estimated on available, either publicly or on request,
fMRI data sets that are comparable to the task of interest, e.g. the Hu-
man Connectome Project data like we used here, or data available on
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NeuroVault (Gorgolewski et al., 2015) or other platforms. Here, it is im-
portant that thresholding to decide on which voxels the effect estimation
should be based is not performed, but instead anatomical, functional of
hybrid masks (as is done here) are used to select those voxels to avoid
potential inflation of estimated effect sizes.
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6 General discussion and
conclusions

6.1 Introduction
In this dissertation, we focused on balancing sensitivity and specificity for
functional localization in fMRI. We studied including effect sizes which
represent practically relevant activation that one wants to detect in the
analysis of localizer data. We discussed three different frameworks for ob-
taining statistical evidence, i.e. the frequentist, Bayesian and likelihood
framework, and reviewed existing methods within each framework that
include practically relevant effect sizes for the analysis of fMRI data in
Chapter 2. Secondly, we introduced and examined the performance of
the alternative-based thresholding (ABT) method (Degryse et al., 2017;
Durnez et al., 2013) and the maximized likelihood ratio (mLR) method
(Bickel, 2012; Zhang, 2009) for functional localization in Chapters 3 and 4
respectively. These methods specifically test for practically relevant acti-
vation through the required a priori definition of practically relevant alter-
native hypotheses. We evaluated both the balance between false positives
and false negatives when defining functional regions of interest (fROIs)
with these methods as well as their ability to detect activation that is
considered practically relevant while disregarding activation that is not.
This performance was compared to that of traditional null hypothesis sig-
nificance testing (NHST) methods. In Chapter 5, the ABT and mLR
method were evaluated with regard to their ability to consistently define
fROIs using different measures that represent voxelwise overlap between
and voxelwise stability of the defined fROIs. Again, this performance was
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compared with traditional NHST methods. Since both ABT and mLR
involve the inclusion and direct testing of practically relevant effect sizes,
practical advice on how to define these effects was presented in Chapter
2.

In what follows, the main results of Chapters 2-5 will be integrated
in the existing literature concerning replicable and reproducible neuro-
science and multiple testing and power in fMRI. Thus, the added value of
the results from these chapters is discussed. The chapter closes with limi-
tations of the studies in this dissertation as well as multiple directions for
future research concerning the detection of practically relevant activation
in fMRI data.

6.2 Replication and reproducibility in neuroscience
A motivation for Chapter 2 was the recent replication crisis in fMRI,
where a large proportion of published findings cannot be reproduced or
replicated using a new sample (Bossier et al., 2018; Button et al., 2013;
Gelman and Loken, 2014; Ioannidis, 2005; Patil et al., 2016; Poldrack
et al., 2017; Simmons et al., 2011). Multiple causes have been offered:
flexibility in analysis pipelines, non-transparent reporting, low statistical
power, etc. (Carp, 2012; Ioannidis, 2005; Simmons et al., 2011). In the
second chapter, we focused on one of these multiple causes for the replica-
tion crisis: the misinterpretation of statistical evidence provided by NHST
methods. In order to reacquaint researchers in neuroscience with how the
statistical evidence provided by frequentist NHST methods should be in-
terpreted, we reviewed the three main frameworks for statistical evidence.
We showed how traditional NHST methods only provide evidence against
the null of no activation, but not in favor of a specific alternative of prac-
tically relevant activation. In other words, classical frequentist methods
do not provide relative evidence. However, the Bayesian framework and
the likelihood framework both provide relative statistical evidence, since
evidence in favor of a practically relevant effect is directly compared to
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that in favor of a null or an effect that is not relevant. As a result, detected
activation in the frequentist framework is not necessarily practically rel-
evant, while this claim can be made in the other two frameworks. By
reviewing the three frameworks, we hope that the failure of replication
because of misinterpretation of statistical evidence will diminish.

High replicability entails that one obtains only practically relevant ef-
fects within the specific context of the conducted research, while effects
that are not practically relevant should disappear over time. However, be-
cause of low statistical power, a lot of the published effects do not represent
true activation (Button et al., 2013; Turner et al., 2018) and in addition,
the detected effects do not necessarily represent practically relevant acti-
vation. We argue that in addition to low statistical power, the absence
of defining alternative hypotheses representing practically relevant effects
in NHST is a potential cause for low replication rates of published fMRI
findings. In Chapters 3 and 4, we showed the merits of including and
directly testing an alternative hypothesis in combination with a null hy-
pothesis when defining fROIs specifically and when analyzing fMRI data
in general. In Chapter 3, the results proved that ABT is able to detect
activation that is at least as large as a practically relevant effect defined
in an alternative hypothesis. This is achieved in the active layer of the
resulting layered statistical parametric map (LSPM). In addition, activa-
tion that is not practically relevant is not included in the fROI through
the delineation of the inactive layer and the practically insignificant layer
in the LSPM. Finally, ABT is able to detect practically relevant effects
that would not have been detected using NHST through the uncertainty
layer. In Chapter 4, we showed that the mLR method, embedded in the
likelihood framework, is also able to provide cumulative evidence for prac-
tically relevant effect sizes and that practically relevant voxels are indeed
included in the fROI defined by the mLR method. Combined, these results
prove that even in the presence of low statistical power, we can succeed
in detecting practically relevant effects and in ensuring that voxels with
these effects are included in the fROI. Detecting these practically relevant
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effects could lead to larger replication rates as well as less biased results
in the analysis of the main fMRI experiment for which the localizer was
performed.

In Chapter 5, we explicitly evaluated the ability to define more con-
sistent fROIs through the inclusion of practically relevant effect sizes in
the analysis of fMRI data. Here, we found that testing for practical rel-
evance of activation leads to between-run voxelwise overlap, sensitivity
and voxelwise replication that is as high or higher than that for NHST
with the same number of voxels detected, while these voxels are detected
with more stability. We also showed that defining peaks using ABT or
the mLR method results in more stable peaks and smaller between-run
distance between these defined peaks. These results show that including
practically relevant effect sizes in the testing procedure of fMRI data leads
to detected activation that is more stable or consistent and hence more
replicable.

In order to primarily increase the replication of practically relevant ef-
fects, one must be able to define what exactly is practically relevant. This
is very dependent on the research context. In pre-surgical planning with
fMRI for example, patients perform tasks to inform the surgeon of where
important brain functions are located. This information can then be taken
into account when resecting the brain tumor. In this context, even very
small effects should be considered practically relevant to avoid the risk
of resecting brain tissue that is essential for important brain functions,
which could lead to disastrous outcomes for the patient. In the context
of fundamental research, researchers could be interested solely in large ef-
fects while wanting to disregard the smaller effects, so smaller effects are
not practically relevant here. Again, this depends on what the researcher
wants to examine. In Chapter 2, we provided practical advice on how to
define practically relevant effect sizes for fMRI data. Strategies depending
on reported peak values of both single studies as well as meta-analyses
were discussed with careful attention for inflation of estimated effect sizes
due to the combination of stringent thresholding and low power in single
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studies and publication bias in meta-analyses. We stressed the advan-
tages of using unthresholded statistical parametric maps, e.g. the Human
Connectome Project data (Van Essen et al., 2013) or data on other plat-
forms (e.g., NeuroVault; Gorgolewski et al., 2015) to estimate practically
relevant effect sizes in an unbiased manner. Finally, we emphasized that
defining practically relevant alternative hypotheses should be done prior
to data analysis of the fMRI data to avoid circularity and biased results.
Additionally, the definition strategy should be reported transparently in
publications. It is our hope that this increased transparency will in turn
lead to more replicable and reproducible practically relevant neuroscien-
tific findings.

6.3 Multiple testing and power: imbalance of
specificity and sensitivity in fMRI

When defining fROIs specifically, but also when analyzing fMRI data in
general, simultaneous statistical testing has to be performed in (hundreds
of) thousands of elements. This leads to the multiple testing problem:
an inflation of false positives. Typically, statistical thresholding is made
more stringent in order to control the number of false positives. Multiple
strategies exist and were described in Chapter 1. The most conserva-
tive and less optimal method, since it does not take into account spatial
information, is the Bonferroni correction (Bonferroni, 1936). To include
spatial information when correcting for multiple testing, Friston et al.
(1991) and Worsley et al. (1996) introduced random field theory (Adler,
1981) to control for false positives. These procedures control the family-
wise Type I error rate (FWER), i.e. the probability of making at least
one Type I error and hence are very conservative. To address this, false
discovery rate control, the control of false positive discoveries out of all
discoveries that were statistically significant, was introduced for fMRI
(Benjamini and Hochberg, 1995; Genovese et al., 2002). Ever since multi-
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ple testing corrections for fMRI were available, a lot of research has been
done on comparing these procedures (Eklund et al., 2012,1; Logan and
Rowe, 2004; Marchini and Presanis, 2004; Nichols and Hayasaka, 2003).
Nowadays, nearly every fMRI publication performs and reports the use of
multiple testing procedures when analyzing fMRI data (Poldrack et al.,
2017).

The main problem with multiple testing corrections is that these pro-
cedures only control the false positive rate directly, but not the false neg-
ative rate. Furthermore, due to the stringent false positive rate control,
there is a huge decrease in statistical power to detect effects, resulting in
a disastrous number of false negatives. In other words, there is a huge
imbalance between sensitivity and specificity which has been repeatedly
addressed in the domain of neuroscience (e.g. Button et al., 2013; Carp,
2012; Cunningham and Koscik, 2017; Lieberman and Cunningham, 2009;
Poldrack et al., 2017). In neuroscientific research, this is justified by the
argument that false positives are false support for certain theories lead-
ing to more research on those theories. As fMRI studies are notoriously
expensive and time-consuming, these false positive findings could lead to
the loss of valuable time and money. Although this claim can be made
in certain contexts, in other situations the low power and high false neg-
ative rate can be disastrous, e.g. with pre-surgical planning. One way
to increase statistical power is to define fROIs, since only these voxels
need to be tested in the main experiment (Saxe et al., 2006). However,
in order to use fROIs, one first has to define them using functional lo-
calizer data. In the context of defining fROIs, both false positives and
false negatives should be directly controlled and avoided in order to ob-
tain maximal spatial accuracy for the fROI. The newly introduced ABT
and mLR method in Chapters 3 and 4 respectively contributed to this
challenge by specifically testing for practically relevant effects.

The ABT method controls both error types directly by defining both
a null and an alternative hypothesis. For both hypotheses p-values can
be computed, the p0- and p1-value respectively, summarizing evidence
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against the associated hypothesis. These p-values can then be thresholded
using a value that corresponds to directly controlling both the Type I er-
ror rate at α and the Type II error rate at β. This resulted in the LSPM
mentioned above. Results in this chapter showed that ABT is able to
detect practically relevant voxels, even in the context of functional local-
ization which is typically very low in power due to the small number of
scans in the localizer task. Furthermore, it can detect practically rele-
vant information in the uncertainty layer that traditional NHST methods
would not detect. Practically irrelevant activation is then categorized as
either inactivation or practically insignificant activation that is nonethe-
less statistically significant. Thus, the ABT method ensures direct control
of both error types and, as a result, maximal spatial accuracy of the fROI
since both error types are now balanced. Depending on the context and
the importance to avoid false negatives, the researcher can then decide to
either include voxels from the uncertainty layer or not.

The mLR method was able to detect practically relevant information
as well, even when the number of scans was low. Simulations in Chapter
4 showed that the mLR method provided an optimal trade-off between
false positives and false negatives, and that this trade-off was more opti-
mal compared to that of (FDR-corrected) NHST. To obtain this optimal
balance, practically relevant effect sizes are allowed to be underestimataed
and thresholding can be less stringent than that of traditional LR meth-
ods. Additionally, it was shown for the mLR method that the number
of false positives and false negatives converges to 0, a property that is
not shared by the frequentist methods discussed in this dissertation, since
Type I error control is fixed at the α level. This optimal balance between
false positives and false negatives ensures that the definition of the fROI
will be spatially accurate.
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6.4 Limitations and directions for future research
Next to the merits of the research carried out in this dissertation, limi-
tations can also be described. In what follows, these limitations will be
discussed as well as future directions for research to accommodate them.

6.4.1 Real data examples

Throughout Chapters 3-5, the same data set from Gonzalez-Castillo et al.
(2012) in which three subjects were scanned 100 times on different occa-
sions was used to evaluate the methods. Its main advantage was that it
was possible to create a ground truth of voxelwise effect sizes for a single
subject, which is ideal for the evaluation of the methods in the context
of functional localization. However, using this same data set in multiple
chapters may have some drawbacks. First, the data set was used to ex-
amine voxelwise spatial accuracy and consistency on the whole-brain level
as opposed to the fROI level, because the authors showed in the original
paper that 95% of all voxels were in some way related to the task. To
counter this, we added simulations resembling localizer data in Chapters 3
and 4 and added a contrast from the Human Connectome Project (HCP)
data (Van Essen et al., 2013) that is frequently used to define fusiform face
area (FFA) fROIs to evaluate the methods in an fROI setting. However,
it would be interesting to see whether the results found with this data set
can be corroborated with localizer data in which the ground truth can
be established. The HCP data used in Chapter 5 already showed that
the trends found for consistency in the single subject data set (Gonzalez-
Castillo et al., 2012) could be replicated in an fROI setting. However,
since only two runs were obtained for subjects in the latter, it was not
possible to create a ground truth.

Second, in Chapters 3 and 4, we only presented results from one subject
of the three subjects that were scanned in the data set. Chapter 5 showed
that the trends detected for consistency in the subject that was discussed
were similar for the other two subjects. However, these three subjects



General discussion and conclusions 287

were all scanned under the same circumstances, performing exactly the
same task in the same scanner. It could be that these scanner and task
parameters have an influence on consistency and spatial accuracy or even
primarily influence them. Therefore, it would be interesting to see if the
results obtained here could be generalized to other fMRI data sets as well,
in which for example different scanners were used. Again, in Chapter 5 we
showed that the trends for consistency found in the single subject data
set were similar to those found for the subjects in the HCP data set,
although a different scanner was used and a different task was performed.
Hence, we are hopeful that the results obtained in this dissertation can
be generalized to different scanning situations.

Third, the tasks used to evaluate both methods were designed to de-
tect voxels related to visual stimulation and attention control (Gonzalez-
Castillo et al., 2012) and face processing (HCP). Visual stimulation is
considered a basal process, while attention control and face processing are
of a higher order. Although the ABT and mLR method also performed
well in the simulations, it would be interesting to examine the consistency
and spatial accuracy of defined fROIs in data sets with a broader range
of tasks and contrasts. Thus, it could be examined whether the results
found here can be replicated with other brain regions that are involved
in higher order processing (e.g., brain regions involved in theory of mind
such as the bilateral temporal parietal junction).

6.4.2 Anatomical and functional validation

Chapters 3 and 4 evaluated the fROIs defined through ABT and the mLR
method on a statistical level, i.e. spatial accuracy of practically relevant
fROI voxels through direct control of both false positives and false neg-
atives. Aditionally, in Chapter 5, we showed that fROIs defined through
ABT and the mLR are less variable and show more overlap as compared
with fROIs defined through NHST. The promising results of ABT and
the mLR must now be corroborated through anatomical and functional
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validation. In this dissertation, the methods were either evaluated with
simulations resembling localizer data in which the ground truth was known
or with real data in which the ground truth could be constructed, but pri-
marily provided whole-brain voxelwise evaluation. Anatomical validation,
however, involves comparing fROIs to the underlying anatomical struc-
ture. The higher the overlap, the better defined the fROI is. To obtain an
anatomical measure for functionally distinct brain regions one could opt
for connectivity-based parcellation (Johansen-Berg et al., 2004; Johansen-
Berg and Rushworth, 2009) using non-invasive Diffusion Tensor Imaging
(DTI), a technique that measures diffusion of water molecules along white
matter fibers in the brain. DTI and task localizer fMRI measurements
within the same subjects enable to determine correspondence between the
location of an anatomical structure and an fROI. For this, the high quality
multimodal data made available in the HCP could be used.

Functional validation involves testing the information content of the
fROIs defined with ABT and the mLR method using Multi Voxel Pattern
Analysis (MVPA). MVPA employs machine learning techniques to calcu-
late the accuracy of a collection of voxels in predicting the functional task
in an independent data set (Pereira et al., 2009). If including effect sizes
in the hypothesis testing of fMRI data succeeds in including more infor-
mative voxels in the fROI, this will result in a higher prediction accuracy
compared to conventional methods to define an fROI.

6.4.3 Test criterion for ABT

One of the differences between the mLR method and the ABT method is
that the former is able to make a binary decision of practically relevant
activation or not for a certain voxel while the latter is not. The mLR
method provides a single test criterion, the mLR, that is subsequently
thresholded, resulting in either inclusion or exclusion of the voxel in the
fROI. However, the combination of thresholding the p0- and the p1-value
results in an LSPM with four layers, not two. Although this allows for
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flexibility in deciding whether one wants to include all practically relevant
voxels (active and uncertainty layer combined) or only those practically
relevant voxels that are also statistically significant (active layer alone),
most researchers prefer that a statistical method leads to a binary de-
cision. A test criterion was not created for the ABT method in this
dissertation, but could potentially be constructed by combining p0 and
p1 to decide on activation status to guide researchers in defining fROIs.
Different strategies can be used to achieve this. One strategy is to perform
weighted hypothesis testing, a technique that is used for the analysis of
genomics data and results in increased power when performing multiple
comparisons corrections (Genovese et al., 2006; Kang et al., 2009; Roeder
et al., 2006; Roquain et al., 2009). In these procedures, weights can be
either chosen a priori or using data. Following this reasoning, p0-values of
voxels could be weighed with a measure representing their p1-value under
the alternative distribution. This would result in a test criterion for ABT
in which both p-values are combined to decide on inclusion or exclusion
of the voxel in the fROI.

6.4.4 Extension to multivariate methods

In this dissertation, including and testing practically relevant effect sizes
in hypothesis testing of fMRI data has only been done for the mass uni-
variate approach for fMRI. However, several multivariate methods exist
that combine signals over all voxels and analyze patterns of brain acti-
vation resulting in a better distinction between task-related signals and
artifacts. e.g. MVPA and Independent Component Analysis (ICA Beck-
mann and Smith, 2004). ICA decomposes the data into components.
Spatial activation can be derived by detecting voxels with a time course
that relates to the temporal pattern of the components that encompass
task-related signal. Hence, we are again faced with a voxelwise test that
can greatly benefit from an optimal balance between Type I and Type
II error rates. Both the performance of the ABT method and the mLR
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method for defining fROIs using ICA could be evaluated. Both methods
require a meaningful effect size in percent BOLD signal change that needs
to be translated to the scale of the correlation between a component and a
voxel (Durnez et al., 2013). Directly relating the magnitude of the BOLD
signal to the tests in ICA can provide an important advantage over an
existing alternative hypothesis testing approach in ICA that is based on
mixture modeling (Beckmann and Smith, 2004). Based on p0 and p1 or
the mLR, we could again proceed to the construction of a test for defining
fROIs using ICA. As with the mass univariate approach, these fROIs could
again be both anatomically and functionally validated and they could be
compared to univariately defined fROIs.

6.4.5 Extension to other levels of inference

In Chapters 3-5, the performance of the ABT and mLR method was eval-
uated in the context of defining fROIs. As a consequence, inference was
performed on the single subject and voxel level, since fROIs are typically
defined in each subject individually and should be defined with maximal
spatial accuracy. Because voxels are the finest elements that can be an-
alyzed, the probability of reaching maximal spatial accuracy is largest
on the voxel level. Voxelwise fROIs are more optimal than fROIs based
on topological features such as peaks, since peaks are less stable both in
number and spatial location (Roels et al., 2015). As a result, the ABT
and mLR method were only evaluated on the voxel level in this disser-
tation. However, inference on both peaks and clusters in general could
also benefit from directly testing practical relevance and balancing false
positives and false negatives. The main advantage of peak and cluster
inference is that less tests have to be performed as compared to the voxel
level, leading to a less dramatic multiple testing problem.

First, since inference on peaks is based on peak heights, the same
effect sizes defined for voxels can be used, but now they will represent
practically relevant peak heights. In order to perform either ABT or
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the mLR method, the distribution or likelihood function of both non-
active peaks and active peaks should be known. The null distribution
of non-active peaks is considered exponential (Worsley, 2007), while the
alternative distribution can be defined as a truncated normal distribution
(Durnez et al., 2016). Consequently, both ABT and the mLR method
could be used to produce statistical evidence for practically relevant peaks.

With clusters, statistical decisions are based on the size of the clus-
ter, S. Although the null distribution for S is known (Worsley, 2007),
the alternative is not. This makes the application of the ABT and mLR
method not that straightforward, since the nature of the alternative dis-
tribution has to be defined first. Practically relevant values for the size of
the cluster S could again be based on published fMRI findings, as well as
on anatomical information on the size of certain regions of interest.

Finally, including practically relevant effect sizes can also be done on
the group level. This is pretty straightforward, since practically relevant
effect sizes can be defined using the same strategies described in Chapter
2. Depending on the topological feature of interest, the ABT method and
the mLR method can already be applied (voxels and peaks) or requires
additional research on the shape of the alternative distribution (clusters).
This was not done in this dissertation, since fROIs are typically defined
on the subject level. Future research can then evaluate whether the ABT
and the mLR method are indeed able to detect these practically relevant
topological features on both the single subject and group level, while being
capable of disregarding those that are not practically relevant.

6.4.6 What after the fROIs are defined?

This dissertation focused on the definition of practically relevant, spatially
accurate and consistent fROIs. However, defining fROIs is rarely the end
goal of an fMRI study. Typically, fROIs are defined individually and
are then analyzed on the group level. One strategy is summarizing the
signal in the defined fROI to perform the group analysis. The important
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question here is how to aggregate the activation in the fROI in a way
that is robust and powerful to detect real activation or a difference in
activation between two or more groups (Poldrack, 2007; Tong et al., 2016).
Typically, signals in fROIs are summarized either by the mean, median,
the first principal component of the signal or by the value of the peak
voxel within the fROI. Regarding the latter, Tong et al. (2016) reasoned
that a peak voxel does not necessarily represent the signal of the region
as a whole, since it can be the result of an artifact. A better strategy
is to aggregate the signal of the peak voxel combined with the signal of
the voxels surrounding that peak (Poldrack, 2007). In future research,
the potential of specific single-value summary measures that aggregate
information within an fROI could be evaluated. Both the influence of the
measure itself as well as the influence of the method used to define the
fROI on the sensitivity and the reliability of the group analysis could be
examined. This would be more statistical validation for methods including
practically relevance as well. Another strategy is to intentionally avoid
thresholding and summarizing when analyzing the defined fROI in the
main experiment altogether, but instead use the mLR or a combination
of the p0 and the p1 as a weight in the subsequent analyses (Gorgolewski
et al., 2013).

Furthermore, a large part of research in neuroscience does not exam-
ine the location of brain functions, but tries to discover brain networks
consisting of multiple regions that work together. In this research con-
text, the defined (f)ROIs are used as so-called nodes of a brain network
(Smith et al., 2011). Based on the time series of the nodes, functional
connectivity between them is examined. Smith et al. (2011) showed that
using spatially inaccurate (f)ROIs is extremely harmful for brain network
estimation and, as a result, can lead to incorrect conclusions concern-
ing functional connectivity. Future research could then examine whether
defining fROIs with methods that specifically test for practical relevance
leads to less biased results in connectivity analyses. This could be ex-
pected, since the ABT and mLR method lead to fROIs that are both
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more spatially accurate and consistent.
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7 English summary

When analyzing functional magnetic resonance imaging (fMRI) data, typ-
ically a statistical test to find evidence against the null hypothesis of no
activation is performed in each voxel. Due to the huge number of voxels,
this induces a multiple testing problem leading to an explosion of false
positives. In response, thresholding is typically made very conservative
to control the Type I error rate. However, power or the ability to detect
activation is then dramatically reduced, leading to a large number of Type
II errors. To counter this, fMRI localizer tasks are often used to define
and examine the activity of functional regions of interest (fROIs) that are
subsequently analyzed in the main experiment. Power is increased by re-
ducing the dimension of the test problem, since only the fROI is analyzed
instead of the whole brain. Furthermore, by localizing fROIs, one can ac-
count for the possibly large intersubject variability in the location of these
typically small ROIs. Often, only a small number of scans accompanied
with a high level of noise are available to define these fROIs. As men-
tioned above, statistical testing procedures focus on controlling the false
positive rate but it is equally important to avoid missing true activation
when defining these fROIs. As a result, fROIs often tend to be localized
inconsistently and can be spatially inaccurate, since there is no balance
between false positives (FPs) and false negatives (FNs). Both issues lead
to potential bias in the analysis of the main experiment.

In this thesis, we develop and evaluate inference methods that ex-
plicitly test for practical relevance of the observed effects in voxels. We
examine whether simultaneously testing both the hypothesis of no ac-
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tivation and the hypothesis of true activation with an a priori defined
magnitude leads to a better balance between FPs and FNs when defin-
ing fROIs. Next to spatial accuracy, consistency of the defined fROIs is
evaluated as well.

In Chapter 2, the frequentist framework, the Bayesian framework and
the likelihood framework for statistical evidence are discussed, together
with how evidence in favor of practically relevant effects can be obtained
and whether this evidence is relative (evidence in favor of one hypothesis
is compared to that in favor of another) or not. An overview is given of
current existing methods within the domain of fMRI data analysis that
explicitly include testing the presence of (practically relevant) activation
(de Hollander et al., 2014; Degryse et al., 2017; Durnez et al., 2013; Everitt
and Bullmore, 1999; Friston and Penny, 2003; Friston et al., 2002; Gross
and Binder, 2014; Kang et al., 2015) as compared to only testing whether
there is no activation, i.e. null hypothesis significance testing (NHST).
Finally, since these methods require the a priori definition of a practically
relevant effect size, we provide guidelines on how to obtain a minimum
effect size of interest.

In Chapter 3, the alternative-based thresholding (ABT) method (De-
gryse et al., 2017; Durnez et al., 2013) is evaluated for functional local-
ization. With ABT, both a null hypothesis representing no activation
and an alternative hypothesis representing a true effect with a predefined
magnitude are simultaneously tested, resulting in direct control of both
FPs and FNs. We show that ABT provides the means to declare that all
that is classified as active is practically relevant and all that is classified as
inactive is not. Additionally, ABT nuances the results of NHST by show-
ing which of the statistically significant voxels bear no practical relevance
(i.e. the practically insignificant voxels). Finally, it provides information
beyond the results of NHST by identifying voxels that have a practically
relevant effect that did not reach statistical significance due to high noise
levels for example. As a result, the ABT method proves to be optimal
for functional localization, since it balances FPs and FNs while providing
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relative evidence for practically relevant effects.
While ABT proves to be a valuable and flexible method to define

fROIs, it does not automatically imply a test criterion that binarizes all
voxels as active or inactive. In Chapter 4, we examine the merits of
likelihood ratio (LR) testing for functional localization. The LR weighs
evidence of the data in favor of a practically relevant alternative against
the null. As the LR increases, the evidence in favor of the alternative
outweighs the evidence in favor of the null. Ultimately, the LR is thresh-
olded, resulting in a binary decision for each voxel. However, the LR
does not provide cumulative evidence, i.e. the LR decreases when the
observed effect size grows larger than the one specified in the alternative.
As this is undesirable, we propose to replace the LR with the maximized
LR (mLR; Bickel, 2012; Zhang, 2009), which looks at the maximum LR
over an interval of practically relevant alternatives instead of only one
simple alternative hypothesis. We show that the mLR method is able to
provide cumulative evidence for practically relevant effect sizes and that
practically relevant voxels are indeed included in the fROI defined by the
mLR method. Additionally, analogous measures of the Type I and Type
II error rate within the likelihood framework converge to 0 as the amount
of data increases.

Finally, next to maximal spatial accuracy of the fROIs, it is crucial that
the voxels included in the fROI are consistent across the localizer run(s)
and the main experiment run(s). Violating this assumption can lead to
biased results for the main experiment and increase both Type I and Type
II errors (Duncan et al., 2009; Duncan and Devlin, 2011). In Chapter 5, we
examine both whole-brain and fROI voxelwise consistency across runs on
real data analyzed with the ABT method, the mLR method and NHST.
Consistency is evaluated using multiple measures for voxelwise overlap
and stability. We show that voxels detected with ABT and the mLR
method show voxelwise overlap that is at least as high as those detected
with NHST, both whole-brain and within an fROI, but are detected with
more stability across runs. Additionally, peaks that are defined using
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either ABT and the mLR method are more stable across runs than those
defined with NHST.

Combined, these results show that including a priori defined practi-
cally relevant effects when testing for activation leads to (fROI) voxels
that are more spatially accurate. This is obtained through a better bal-
ance between FPs and FNs. Furthermore, the methods evaluated in this
thesis also lead to fROIs that are defined more consistently. Results show
that these methods provide an increase in (voxelwise) overlap of fROIs
between runs as well as voxels that are detected with increased stability.
Consequently, biased results in the main experiment are less probable.
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8 Nederlandstalige
samenvatting

Functionele magnetische resonantie imaging (fMRI) is een techniek die
dikwijls gebruikt wordt om op een niet-invasieve manier hersenactiviteit
te bestuderen. Terwijl mensen een cognitieve taak uitvoeren in de scan-
ner, wordt de hersenactiviteit gedurende een bepaalde tijdspanne geme-
ten. Bij het analyseren van fMRI data wordt het brein onderverdeeld in
kleine elementen, de voxels. Er wordt doorgaans een statistische toets in
elk voxel uitgevoerd om bewijs te vinden tegen de nulhypothese die zegt
dat er geen activatie was in dat voxel tijdens het uitvoeren van de cogni-
tieve taak. Aangezien er een groot aantal voxels simultaan getoetst moet
worden, leidt dit tot het probleem dat typisch geassocieerd is met het
uitvoeren van een groot aantal toetsen: een explosie aan vals positieven
of het verkeerdelijk oppikken van activatie die er eigenlijk niet is. Om dit
tegen te gaan, zijn er procedures ontwikkeld die de kans op vals positieven
of Type I fouten onder controle houden door strenger te zijn bij elke sta-
tistische toets die uitgevoerd wordt. Een gevolg hiervan is dat de power,
het vermogen om activatie te detecteren als die daadwerkelijk aanwezig
is, drastisch verlaagt. Dit leidt tot een groot aantal vals negatieven (Type
II fouten), waarbij activatie verkeerdelijk niet opgepikt wordt.

Een manier om dit probleem te omzeilen, is het definiëren van functi-
onele regions of interest (fROIs) via localizer taken. Eenmaal deze fROIs
gedefinieerd zijn, worden enkel deze voxels in plaats van het volledige
brein geanalyseerd in het hoofdexperiment van het onderzoek. Deze loca-
lizer taken worden gebruikt, net omdat er duidelijk aangetoond is dat ze
de regio(’s) waarin de onderzoeker geïnteresseerd is, activeren. Dit wordt
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typisch gedaan aan de hand van een klein aantal hersenscans waarin veel
ruis aanwezig is. Het definiëren van fROIs biedt meerdere voordelen.
Statistische toetsen worden zo in deze doorgaans veel kleinere specifieke
hersenregio’s uitgevoerd, waardoor de power om activatie te detecteren
stijgt. Daarenboven kan er rekening gehouden worden met de grote inter-
individuele variabiliteit in de locatie van specifieke hersenregio’s, omdat
de fROI in elk individu afzonderlijk gedefinieerd wordt.

Om de fROI te definiëren, moeten er eerst statistische toetsen in elk
voxel van het volledige brein uitgevoerd worden. Bij het definiëren van
deze fROIs wordt er, zoals hierboven vermeld, echter typisch een strenge
focus gelegd op het controleren van vals positieven, maar in deze context
is het controleren van vals negatieven minstens even belangrijk. Bijgevolg
worden fROIs met de huidige methodes op een inconsistente manier gelo-
kaliseerd, omdat ze spatiaal inaccuraat kunnen zijn door het onevenwicht
tussen vals positieven en vals negatieven. Vals positieven leiden tot het
analyseren van niet-informatieve voxels in het hoofdexperiment, terwijl
de vals negatieven leiden tot het verlies van belangrijke informatie. Beide
types fouten kunnen leiden tot potentiële vertekening van de resultaten
in het hoofdexperiment en moeten vermeden worden. Een manier om
voor een betere balans tussen beide fouten te zorgen is om niet enkel te
toetsen of er activatie is in een voxel (nulhypothese significantie toetsen
of NHST), maar ook om te toetsen of die activatie praktisch relevant is.

In deze doctoraatsthesis ontwikkelen en evalueren we statistische me-
thodes die expliciet toetsen of er praktisch relevante activatie aanwezig
is in voxels binnen de context van het definiëren van fROIs. We gaan
na of het simultaan toetsen van de hypothese van geen activatie en de
hypothese van de aanwezigheid van ware activatie met een bepaalde ef-
fectgrootte leidt tot een beter evenwicht tussen vals positieven en vals
negatieven. Naast spatiale accuraatheid van de fROIs gaan we ook na
of de fROIs consistent over scanmomenten heen gedefinieerd worden via
deze statistische methodes.

In Hoofdstuk 2 worden de drie grote kaders besproken die gebruikt
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worden voor het verkrijgen van statistisch bewijs voor activatie: het fre-
quentistisch kader, het Bayesiaans kader en het kader waarin de likelihood
centraal staat. We focussen op hun manier om bewijs voor een praktisch
relevant effect te verkrijgen en gaan na of dit bewijs relatief is. Relatief
bewijs wordt verkregen wanneer bewijs in het voordeel van een praktisch
relevant effect vergeleken wordt met bewijs voor de afwezigheid van een
effect. Daarnaast wordt een opsomming van de verschillende methodes
die expliciet testen voor praktisch relevante effecten en momenteel ook al
ontwikkeld zijn voor fMRI data binnen elk van de drie kaders besproken
(de Hollander et al., 2014; Degryse et al., 2017; Durnez et al., 2013; Everitt
and Bullmore, 1999; Friston and Penny, 2003; Friston et al., 2002; Gross
and Binder, 2014; Kang et al., 2015). Deze methodes worden vergeleken
met NHST, waarbij enkel een hypothese van afwezigheid van activatie
getoetst wordt. Aangezien deze methodes een a priori definitie van prak-
tisch relevante effectgroottes veronderstellen, bespreken we ook manieren
om deze effectgroottes te bepalen.

In Hoofdstuk 3 evalueren we de alternative-based thresholding (ABT)
methode (Degryse et al., 2017; Durnez et al., 2013) binnen de context van
het definiëren van fROIs. Bij ABT worden de hypothese die stelt dat er
geen activatie is en de hypothese die stelt dat er praktische relevante acti-
vatie is expliciet opgesteld en simultaan getoetst. Op die manier verkrijgt
men niet enkel directe controle over het aantal vals positieven, maar ook
over het aantal vals negatieven. We tonen aan dat ABT het daadwerke-
lijk mogelijk maakt dat alle voxels die als actief gecategoriseerd worden
ook praktisch relevant zijn en alle voxels die als niet actief gecategoriseerd
zijn ook niet praktisch relevant zijn. Daarenboven wordt er ook infor-
matie bovenop NHST methodes gegeven. ABT maakt het mogelijk om
te zien welke statistisch significante voxels niet praktisch relevant zijn en
welke voxels die niet statistisch significant zijn wel een praktisch relevant
effect tonen. Gecombineerd leidt dit tot een optimale methode om fROIs
te definiëren, want ABT biedt een evenwicht tussen vals positieven en
vals negatieven en waarborgt de praktische relevantie van de fROI via het
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aanbieden van relatief bewijs voor praktisch relevante effecten.
Hoewel ABT een waardevolle en flexibele methode is om fROIs te de-

finiëren, heeft ze toch een nadeel. Er is namelijk geen testcriterium dat
een binaire beslissing maakt voor elk voxel (actief versus niet actief). In
Hoofdstuk 4 onderzoeken we daarom de meerwaarde van het gebruik van
likelihood ratio’s (LRs) in de context van het definiëren van fROIs. De
LR weegt bewijs op basis van de data in het voordeel van praktische re-
levante activatie tegenover het bewijs in het voordeel van geen activatie.
De LR wordt uiteindelijk vergeleken met een bepaalde waarde om te be-
slissen of het voxel (relatief) bewijs toont voor activatie en zorgt zo voor
een binaire beslissing. Het probleem met de standaard LR is echter dat
er geen cumulatief bewijs gegeven wordt: als een voxel een effect vertoont
dat groter is dan wat als praktisch relevant beschouwd wordt, zal de LR
toch dalen naarmate de afstand tussen het geobserveerde en verwachte
effect groter wordt. Om dit probleem te omzeilen, stellen we het gebruik
van de gemaximaliseerde LR (mLR) voor (Bickel, 2012; Zhang, 2009).
Deze methode berekent de maximum LR over een interval van praktische
relevante alternatieve hypotheses in plaats van één praktisch relevante al-
ternatieve hypothese. We tonen aan dat de mLR methode wel degelijk
cumulatief bewijs geeft en dat praktisch relevante voxels daadwerkelijk als
deel van de fROI gecategoriseerd worden. Daarenboven convergeren ma-
ten die analoog zijn voor vals positieven en vals negatieven naar 0 als het
aantal hersenscans groot wordt. NHST heeft deze eigenschap niet. Samen
leidt dit tot de conclusie dat de mLR methode een optimale methode is
voor het definiëren van fROIs.

Zoals hierboven vermeld moet een fROI niet enkel spatiaal accuraat
zijn, maar is het ook cruciaal dat de voxels die deel uitmaken van de fROI
consistent gedetecteerd worden over scanmomenten heen. Wanneer deze
assumptie geschonden is, kunnen de resultaten van het hoofdexperiment
opnieuw vertekend zijn, omdat er naar verkeerde voxels wordt gekeken en
omdat er een stijging in vals positieven en negatieven kan zijn (Duncan
et al., 2009; Duncan and Devlin, 2011). In Hoofdstuk 5 onderzoeken
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we de consistentie van voxels zowel over het ganse brein als binnen een
gedefinieerde fROI na analyse via de ABT methode, de mLR methode
en NHST. Consistentie wordt geëvalueerd via maten voor de overlap van
voxels en maten voor stabiliteit van de gedetecteerde voxels. We tonen
dat voxels die gedetecteerd zijn via de ABT en de mLR methode minstens
evenveel overlappen over scanmomenten heen als voxels gedetecteerd via
NHST. Dit zowel op het niveau van het ganse brein als binnen een fROI.
Ze worden echter veel stabieler gedetecteerd in vergelijking met NHST.
Daarenboven liggen pieken (locale maxima) die gedetecteerd worden via
de ABT en de mLR methode dichter bij elkaar over scanmomenten heen
dan deze gedetecteerd via NHST.

Gecombineerd tonen alle resultaten aan dat het expliciet toetsen voor
praktisch relevante activatie en niet enkel voor de afwezigheid van activa-
tie zorgt voor fROIs die spatiaal accurater zijn. Dit is het gevolg van een
beter evenwicht tussen vals positieven en vals negatieven. Bovendien zor-
gen de methodes die geëvalueerd werden in deze thesis ook voor fROIs die
consistenter gedefinieerd worden: er is een grotere overlap tussen fROIs
over scanmomenten heen en de geselecteerde voxels zijn ook stabieler. Bij-
gevolg is de kans op vertekende resultaten in het hoofdexperiment kleiner.
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Data Storage Fact Sheets Chapter 3 - Simula-
tions
% Name/identifier study: Introducing alternative-based thresholding for
% defining functional regions of interest in fMRI.
% Author: Jasper Degryse
% Date: 08/05/2019

1. Contact details
===========================================================

1a. Main researcher
-----------------------------------------------------------
- name: Jasper Degryse
- address: Henri Dunantlaan 2, 9000 Gent
- e-mail: Jasper.Degryse@UGent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Prof. dr. Beatrijs Moerkerke
- address: Miriam Makebaplein 1, 9000 Gent
- e-mail: Beatrijs.Moerkerke@UGent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:

Degryse, J., Seurinck, R., Durnez, J., Gonzalez-Castillo, J., Bandettini, P. A.,
& Moerkerke, B. (2017). Introducing alternative-based thresholding for defining
functional regions of interest in fMRI. Frontiers in neuroscience, 11, 222.

* Which datasets in that publication does this sheet apply to?:
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Scripts for data generation and analysis used in the simulations.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [X] researcher PC
- [ ] research group file server
- [X] other (specify): hard disk responsible ZAP and

on GitHub: https://github.com/jdgryse/ABT_for_localizing_fROIs

* Who has direct access to the raw data
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [ ] file(s) describing the transition from raw data to reported results.

Specify: ...
- [ ] file(s) containing processed data. Specify: ...
- [X] file(s) containing analyses. Specify: Scripts to generate the data,

scripts to analyze generated data.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and
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how this content should be interpreted. Specify: ...
- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: GitHub: https://github.com/jdgryse/ABT_for_localizing_fROIs

* Who has direct access to these other files
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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Data Storage Fact Sheets Chapter 3 - Real Data
% Name/identifier study: Introducing alternative-based thresholding for
% defining functional regions of interest in fMRI.
% Author: Jasper Degryse
% Date: 08/05/2019

1. Contact details
===========================================================

1a. Main researcher
-----------------------------------------------------------
- name: Jasper Degryse
- address: Henri Dunantlaan 2, 9000 Gent
- e-mail: Jasper.Degryse@UGent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Prof. dr. Beatrijs Moerkerke
- address: Miriam Makebaplein 1, 9000 Gent
- e-mail: Beatrijs.Moerkerke@UGent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:

Degryse, J., Seurinck, R., Durnez, J., Gonzalez-Castillo, J., Bandettini, P. A., &
Moerkerke, B. (2017). Introducing alternative-based thresholding for defining
functional regions of interest in fMRI. Frontiers in neuroscience, 11, 222.

* Which datasets in that publication does this sheet apply to?:

Data for the real data example and scripts to analyze the data.
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Data were first published in Gonzalez-Castillo et al. (2012) and
were obtained by contacting the authors. Data are not publicly available,
but can be used on request.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [X] researcher PC
- [ ] research group file server
- [X] other (specify): hard disk responsible ZAP

* Who has direct access to the raw data
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [] all members of the research group
- [] all members of UGent
- [X] other (specify): the authors of the original paper

where the data were used.

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [ ] file(s) describing the transition from raw data to reported results.

Specify: ...
- [ ] file(s) containing processed data. Specify: ...
- [X] file(s) containing analyses. Specify: Scripts to analyze the raw data.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and
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how this content should be interpreted. Specify: ...
- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: GitHub: https://github.com/jdgryse/ABT_for_localizing_fROIs

* Who has direct access to these other files
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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Data Storage Fact Sheets Chapter 4 - Simula-
tions
% Name/identifier study: A likelihood ratio approach

for functional localization in fMRI.
% Author: Jasper Degryse
% Date: 08/05/2019

1. Contact details
===========================================================

1a. Main researcher
-----------------------------------------------------------
- name: Jasper Degryse
- address: Henri Dunantlaan 2, 9000 Gent
- e-mail: Jasper.Degryse@UGent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Prof. dr. Beatrijs Moerkerke
- address: Miriam Makebaplein 1, 9000 Gent
- e-mail: Beatrijs.Moerkerke@UGent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:

At the time of the submission of the PhD dissertation,
this chapter was submitted but not yet published.

* Which datasets in that publication does this sheet apply to?:



Data Storage Fact Sheets 321

Scripts for data generation and analysis used in the simulations.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [X] researcher PC
- [ ] research group file server
- [X] other (specify): hard disk responsible ZAP and

on GitHub: https://github.com/jdgryse/mLR_for_localizing_fROIs

* Who has direct access to the raw data
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [ ] file(s) describing the transition from raw data to reported results.

Specify: ...
- [ ] file(s) containing processed data. Specify: ...
- [X] file(s) containing analyses. Specify: Scripts to generate the data,

scripts to analyze generated data.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and

how this content should be interpreted. Specify: ...
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- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: GitHub: https://github.com/jdgryse/ABT_for_localizing_fROIs

* Who has direct access to these other files
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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Data Storage Fact Sheets Chapter 4 - Real Data
% Name/identifier study: A likelihood ratio approach
% for functional localization in fMRI.
% Author: Jasper Degryse
% Date: 08/05/2019

1. Contact details
===========================================================

1a. Main researcher
-----------------------------------------------------------
- name: Jasper Degryse
- address: Henri Dunantlaan 2, 9000 Gent
- e-mail: Jasper.Degryse@UGent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Prof. dr. Beatrijs Moerkerke
- address: Miriam Makebaplein 1, 9000 Gent
- e-mail: Beatrijs.Moerkerke@UGent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:

At the time of the submission of the PhD dissertation,
this chapter was not yet published.

* Which datasets in that publication does this sheet apply to?:

Data for the real data example and scripts to analyze the data.
Data were first published in Gonzalez-Castillo et al. (2012) and
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were obtained by contacting the authors.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [X] researcher PC
- [ ] research group file server
- [X] other (specify): hard disk responsible ZAP

* Who has direct access to the raw data
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [] all members of the research group
- [] all members of UGent
- [X] other (specify): the authors of the original paper

where the data were used.

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [ ] file(s) describing the transition from raw data to reported results.

Specify: ...
- [ ] file(s) containing processed data. Specify: ...
- [X] file(s) containing analyses. Specify: Scripts to analyze the raw data.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and

how this content should be interpreted. Specify: ...
- [ ] other files. Specify: ...
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* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: GitHub: https://github.com/jdgryse/mLR_for_localizing_fROIs

* Who has direct access to these other files
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:



326

Data Storage Fact Sheets Chapter 5 - Single sub-
ject data
% Name/identifier study: Improving consistency of
% functional regions of interest in fMRI.
% Author: Jasper Degryse
% Date: 08/05/2019

1. Contact details
===========================================================

1a. Main researcher
-----------------------------------------------------------
- name: Jasper Degryse
- address: Henri Dunantlaan 2, 9000 Gent
- e-mail: Jasper.Degryse@UGent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Prof. dr. Beatrijs Moerkerke
- address: Miriam Makebaplein 1, 9000 Gent
- e-mail: Beatrijs.Moerkerke@UGent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:

At the time of the submission of the PhD dissertation,
this chapter was not yet published.

* Which datasets in that publication does this sheet apply to?:
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Data for the real data example and scripts to analyze the data.
Data were first published in Gonzalez-Castillo et al. (2012) and
were obtained by contacting the authors.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [X] researcher PC
- [ ] research group file server
- [X] other (specify): hard disk responsible ZAP

* Who has direct access to the raw data
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [] all members of the research group
- [] all members of UGent
- [X] other (specify): the authors of the original paper

where the data were used.

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [ ] file(s) describing the transition from raw data to reported results.

Specify: ...
- [ ] file(s) containing processed data. Specify: ...
- [X] file(s) containing analyses. Specify: Scripts to analyze the raw data.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and
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how this content should be interpreted. Specify: ...
- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: GitHub: https://github.com/jdgryse/fROI_consistency

* Who has direct access to these other files
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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Data Storage Fact Sheets Chapter 5 - HCP data
% Name/identifier study: Improving consistency of
% functional regions of interest in fMRI.
% Author: Jasper Degryse
% Date: 08/05/2019

1. Contact details
===========================================================

1a. Main researcher
-----------------------------------------------------------
- name: Jasper Degryse
- address: Henri Dunantlaan 2, 9000 Gent
- e-mail: Jasper.Degryse@UGent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Prof. dr. Beatrijs Moerkerke
- address: Miriam Makebaplein 1, 9000 Gent
- e-mail: Beatrijs.Moerkerke@UGent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:

At the time of the submission of the PhD dissertation,
this chapter was not yet published.

* Which datasets in that publication does this sheet apply to?:

Data for the real data example and scripts to analyze the data.
Data were obtained from the Human Connectome Project,
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which collects data and makes it publicly available.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [X] researcher PC
- [ ] research group file server
- [X] other (specify): hard disk responsible ZAP,

online (https://www.humanconnectome.org)

* Who has direct access to the raw data
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): all data files are publicly

available on https://www.humanconnectome.org

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [ ] file(s) describing the transition from raw data to reported results.

Specify: ...
- [ ] file(s) containing processed data. Specify: ...
- [X] file(s) containing analyses. Specify: Scripts to analyze the raw data.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and

how this content should be interpreted. Specify: ...
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- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: GitHub: https://github.com/jdgryse/fROI_consistency

* Who has direct access to these other files
(i.e., without intervention of another person)?
- [X] main researcher
- [X] responsible ZAP
- [X] all members of the research group
- [X] all members of UGent
- [X] other (specify): scripts are publicly available for everyone on GitHub

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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