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1 Introduction

The human brain has been fascinating people for centuries. In the past,
theories about the anatomy and function were developed using crude
methods such as dissection or introspection. Today, we use sophisticated
and complex tools based on fundamental principles within physics to mea-
sure a signal which we term brain activation. Unfortunately, with this
complexity comes noise - random patterns observed in data.
In this dissertation, we focus on the statistical methodology within neuro-
science. This entails a research domain aimed at developing scientific tools
that can be used to maximize the separation between signal and noise.
Or written otherwise to decide whether a pattern in data is consistent
or observed purely at random. The central topic of this dissertation con-
sists of two parts: first we investigate the replicability of scientific results
obtained using functional magnetic resonance imaging (fMRI). Then, we
evaluate tools to aggregate (combine) fMRI data from different studies.
The aim of this chapter is to introduce the two parts using a not too
technical and non-exhaustive overview. There are two sections. The first
is a concise introduction into functional magnetic resonance imaging. The
second is an overview on statistical methods used for data aggregation
(termed meta-analysis). We end the introduction with a motivation on
the chosen title and an outline of this dissertation.

1.1 functional Magnetic Resonance Imaging

Originally developed in 1992 by Ogawa et al. (1992) and Kwong et al.
(1992), functional Magnetic Resonance (fMRI) has proven to be a valu-
able tool to study the human brain within neuroscience. Reason be its
non-invasive and safe nature yet providing fine spatial precision in local-
ising brain activity. Due to its rise in popularity, research on statistical
data-analysis of fMRI data emerged with it. Indeed, early methodological
papers date back to the early 1990s (e.g. Friston et al., 1994). Moreover,

1



2 Chapter 1

it remains an important research area due to the complex structure of the
data. We will introduce the basic principles behind data acquisition using
magnetic resonance imaging, its usage when studying cognitive functions
within humans, some general pre-processing steps and a brief course into
data-analysis principles.

Data Acquisition
To appreciate the complexities of fMRI data-analysis, one should acquire
a notion of the physics behind data acquisition. An exhaustive overview is
given in Huettel, Song, and McCarthy (2004) and Lindquist (2008), which
we summarise here. The basic principle is based on magnetization prop-
erties of atoms in the brain. More particularly, the subject is placed into
a large electromagnetic field. Typically its strength is between 1.5 - 7 (or
even 11) tesla. This field is used to align the hydrogen atoms in the brain.
Then to acquire one 2D slice, a radio frequency pulse is given to tip over
the nuclei. After removing the pulse, the nuclei return to their original
aligned position. This induces a current which is measured in a receiver
coil. It is the basic signal obtained through magnetic resonance imaging.
The standard practice to obtain a 3D image of the brain is then to stack
several 2D images in quick succession. This can take several seconds.
Our goal is to study the functional characterisation of the brain (hence
functional MRI). In its early adoption and its current basic application,
fMRI is used to localise cognitive functions such as language processing,
memory tasks, visual representations etc. in the brain1. The breakthrough
which made it possible to measure brain activity using MRI in response
to functional processes came from Ogawa et al. (1992). First it is known
that metabolic processes require energy, supplied by hemogoblin within
red blood cells. Ogawa et al. (1992) then hypothesized that blood flow
could be used as a marker for neurological activity. More particularly, they
took advantage of magnetic differences between oxygenated (i.e. contain-
ing oxygen) and deoxygenated hemoglobin. Written otherwise, neurons
require energy which is supplied by blood flow. Due to the release of oxy-
gen within red blood cells, local changes in the brain can be measured
using magnetic differences. This is known as the blood-oxygenation-level
dependent contrast and is abbreviated as the BOLD response.
Remarkably, we are not directly measuring neurological events. Instead

1Currently, fMRI can also be used to answer more sophisticated research ques-
tions such as discovering brain networks. We will not go into detail here, but refer to
(Lindquist, 2008) for an overview.
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we acquire images of physiological activity that are (hopefully) correlated
with neurological activity. Moreover this BOLD response takes place over
several seconds. A time course of a BOLD response is given in Figure 1.1,
adapted from Barth and Poser (2011).

Figure 1.1 Illustration of a BOLD hemodynamic response after pre-
senting one stimulus. As blood flow is a slow process, the entire response
takes place over several seconds. Figure from Barth and Poser (2011).

1.2 The Analysis of Single Study fMRI Data

1.2.1 An fMRI Study

1.2.2 Example: Localising the Math Brain
Suppose we are interested to know which part of the brain is associated
with solving math equations. We could design an experiment where we
present simple math exercises to subjects placed in the MRI and mea-
sure the BOLD response. However, we will not only find activation in
brain regions related to math. We will also obtain regions that process
visual information or auditory information as the MRI scanner is not a
silent machine. How could we locate brain regions only associated with
solving math equations? The solution is to present a second condition
that is similar, but not related to math. For instance, we could present
sentences which subject have to read in silence. If we later on (e.g. dur-
ing data-analysis) contrast these conditions, we will retain the brain areas
only related to solving math equations. We denote this as MATH > LAN-
GUAGE. To set up an experiment, we keep matter as simple as possible
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by using a block design. That is, we present either the math or the lan-
guage stimuli in alternating blocks of a certain duration. We encode the
timing of the experiment using variables that can take a value of 1 if that
particular condition is presented and 0 otherwise. An illustration of the
variable associated with the math condition is given in Figure 1.2.

Figure 1.2 Over time, participants are presented with math equations
which are encoded using a binary valued variable.

A block design, such as presented here, takes advantage of evoking a
response during a longer period. This is a powerful design to detect acti-
vation if there is any. The disadvantage is a lack of flexibility while it may
also induce fatigue within the participants. Furthermore, it is not suitable
to model the natural BOLD response observed after one stimulus. The
alternative is an event-related design where a single stimulus is presented.
Then follows an interval where no stimulus is presented after which the
next one can be presented. Combinations between both designs are also
possible.

1.2.3 The Brain as a Grid of Voxels

In order to precisely locate brain activation, the brain is divided into
artificially created cubicles called voxels. The BOLD response as a time
series is measured within each voxel (note that we skip mathematical
fundamentals on acquiring a signal in the time domain). Depending on
the hardware infrastructure, the size of these voxels can vary between 1
to 3 mm3. This results in a number of voxels well over 100, 000. Brain
images are essentially three-dimensional matrices. An example of a 2D
slice corresponding to a brain image is given in Figure 1.3.
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Figure 1.3 Slice in 2D of a brain image as obtained after model fitting
(see below). The numbers within each cell could correspond to multiple
measurements/values. Image adapted from Huettel et al. (2004).

1.2.4 Pre-processing the Data

To correlate neural activity with an experimental design, we assume that
each voxel contains data corresponding to a single brain region. Moreover
we presume the time series to be sampled at regular intervals. Unfortu-
nately, this is not a straightforward assumption using MRI. To achieve, we
will first pre-process the data, which is basically a series of computer al-
gorithms. There are two main goals for running a pre-processing pipeline.
The first is to remove unwanted variability from the data. The second is to
prepare the data for statistical analysis (Huettel et al., 2004). We will not
discuss the various pre-processing steps in detail, but refer to Huettel et
al. (2004) for more information. In general, we can identify the following
steps (not presented in order).

Slice Timing Correction As mentioned above, (most) fMRI data are
acquired using 2-dimensional pulses. One slice in the x- and y-dimension
at a time. Within a time-span of one sequence, multiple slices along the
z-axis are registered. Moreover this is (usually) done using an interleaved
acquisition where first odd slices are collected and then the even slices
(Huettel et al., 2004). The result is a slight timing difference between
the neighbouring slices of one 3D volume. Via slice-timing correction, the
signal between time points is interpolated.
Head Motion Serious artefacts could arise when participants move (even
slightly) their head inside the MRI scanner. Measurements are taken at
an absolute spatial location within the scanner, not relative to the brain.
The time course of one voxel could interfere with a neighbouring voxel
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if the subject moves their head for even 5 mm. Head motion correction
refers to estimating head movement and correcting for it. This can be
done by registering each slice to one reference slice and then resample the
original data. An alternative is to remove variability associated with head
movement in the statistical analysis (discussed below).
Coregistration and Normalisation The set of volumes taken during
the course of an fMRI sequence are termed the functional images. During
this sequence, some spatial resolution is sacrificed (i.e. images are more
blurry) in order to attain higher temporal resolution (i.e. scan faster).
To compensate, a structural image of the participant is acquired in the
beginning of a scanning session. This takes longer, but is of higher spatial
resolution. The process of mapping the functional images to the structural
image is called coregistration. Next, there is a high variability between
brain shapes of humans. In order to combine images over participants,
each subject’s brain is mapped onto a common template. This is termed
normalisation.
Temporal and Spatial Filtering The goal of filtering is to improve the
signal-to-noise ratio. First, looking at the time series of a single BOLD
response, it is possible to remove uninteresting frequencies (i.e. tempo-
ral filtering). Examples of these are low frequencies due to physiological
artefacts (such as breathing) or scanner drift. By applying band-pass fil-
ters, we can retain the frequencies related to the experiment, while re-
moving the others. Next, we can improve the signal-to-noise ratio using
spatial smoothing (i.e. spatial filtering). A common technique is to apply
a Gaussian kernel on the grid of voxels. As noise contributes heavily to
the BOLD response, values between neighbouring voxels can vary sub-
stantial. Smoothing (or blurring) removes the noise and thus maximizes
the signal. Furthermore, some statistical methods rely on the assumption
of a smooth 3D field (see section 1.2.6).

1.2.5 Modelling the Data

After pre-processing, the statistical analysis of the BOLD response can
be carried out. A popular technique is the massive univariate general lin-
ear model (GLM) approach (Friston et al., 1994). This corresponds to
fitting a GLM (explained below) relating the experimental paradigm to
the observed BOLD response in each voxel separately. While alternative
approaches such as multivariate models exist (Haxby, Connolly, & Guntu-
palli, 2014; Haxby, Ida Gobbini, Furey, Ishai, & Pietrini, 2001), we focus



Introduction 7

on the univariate GLM. Furthermore, due to computational limitations,
we split the analysis of a single fMRI experiment into two stages/levels.
In the first, we model the BOLD response within each subject separately.
In the second level, we combine multiple subjects.

First level

To begin with, we correlate the expected BOLD signal under the ex-
perimental condition with the observed signal within each subject. The
expected signal is constructed by combining the onsets and durations
of experimental stimuli with a biologically plausible hemodynamic re-
sponse function (HRF) (Henson & Friston, 2007). This function mimics
the BOLD response. Figure 1.4 illustrates this principle where we plot an
expected and observed signal for two voxels (one where true activation is
present on the left and one without on the right).
Written mathematically, we have a vector Ys for subject s of length T

(i.e. timepoints) containing the BOLD signal. Consider a single voxel (no
subscript used) in which we build the following model:

Ys = Xsβs + εs, s = 1, . . . , N. (1.1)

The process of obtaining the best possible solution (according to some
mathematical criteria) where we break down the observed data in the left
hand side of equation 1.1 into the different components at the right hand
side, is termed the model fitting procedure. In our model, Xs is the design
matrix containing the signal convoluted with the HRF. Furthermore, we
can add control variables within Xs to elegantly remove unwanted effects
(such as the measured head movement of the participant). Next, βs is a
vector containing parameter estimates. In general, an estimate is the value
deemed most likely for a particular unknown parameter. In our case, one
of the parameters represents the effect of an experimental condition. For
instance in the left panel of Figure 1.4, representing an active voxel, this
value will be high as we need to multiply it with the expected time series
to recreate the observed signal. In contrast, this value will be near zero for
an inactive voxel where all is left is noise (see right panel of Figure 1.4).
Finally, we have εs which is a vector of length T containing within-subject
measurement error (i.e. noise).

While the GLM presented so far is straightforward, we note three re-
marks. First, we constructed the expected time series using a predefined
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Figure 1.4 Illustration of an active voxel (left) versus non-active voxel
(right). The green dashed line represents the block design in which stim-
uli are presented corresponding to an experimental condition. The red
solid line corresponds to the biologically plausible predicted signal using
a double-gamma HRF.

hemodynamic response function. We choose a popular combination of two
gamma functions to define the shape of this function. However, there are
multiple options available. Moreover it is possible to obtain HRFs that are
estimated from the data (see e.g. Pedregosa, Eickenberg, Ciuciu, Thirion,
& Gramfort, 2015) and are possibly more accurate at the expense of com-
putational time and stability of results as many parameters need to be
estimated. Obviously, the validity of the model presented in equation 1.1
depends on the specification of the HRF (Lindquist, Meng Loh, Atlas, &
Wager, 2009).
Second, there is a time dependency in the BOLD signal as it is sampled
over time (Woolrich, Ripley, Brady, & Smith, 2001; Worsley et al., 2002).
However one often relies on assumptions when doing statistical inference
(more particularly parametric inference, discussed below). One of these
assumptions corresponds to the noise estimates in equation 1.1 being in-
dependent from each other. As this is not the case, different strategies
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exist to deal with this issue (see e.g. Lenoski, Baxter, Karam, Maisog,
& Debbins, 2008). Most software packages apply a technique called pre-
whitening. The temporal dependency (or temporal correlation) between
time-points is first estimated, then this estimate is used to remove the
temporal correlation from the data. More details can be found in Chapter
3. Note however, the validity of the statistical analysis again depends on
the ability to deal with this time dependency (Eklund, Andersson, Joseph-
son, Johannesson, & Knutsson, 2012).
Finally, the design matrix in equation 1.1 is usually extended with multiple
conditions according to the design of the experiment. As discussed earlier,
brain activation is mainly detected by contrasting (or subtracting) condi-
tions. To achieve, a contrast forming vector (denoted by c) is constructed
which creates a linear combination of parameter estimates corresponding
to each condition (Mumford & Nichols, 2009). In our example, we want
MATH > LANGUAGE. Now if column 1 in Xs represents a baseline
value for the signal. Then if column 2 and 3 represent the participant
solving math equations or reading sentences respectively and column 4-
9 represent movement parameters which we control for. We would have
c = (0, 1,−1, 0, 0, 0, 0, 0, 0) which we then multiply with βs.

Second level

In the second level, we have for each voxel a vector of contrast of parameter
estimates (denoted using a ˆ ), passed from the first level:

b = {cβ̂1, . . . , cβ̂N}T . (1.2)

Assuming we have for each subject one scanning session, this stage corre-
sponds to a group (or multi-subject) analysis. We also use a general linear
model (e.g. Beckmann, Jenkinson, & Smith, 2003; Mumford & Nichols,
2006). Formally, we have:

b = XGγ + η. (1.3)

In this model, XG represents a group design matrix. This matrix may
contain subject specific covariates such as age, gender, ... or used to indi-
cate whether the subject belongs to a patient or healthy control group. If
a researcher is interested in localising cognitive functions within one pop-
ulation only, then this matrix corresponds to a vector of 1’s with length
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N . The vector η is the error term in the second level model.
There are several procedures available to estimate γ (e.g. Beckmann et
al., 2003; Chen, Saad, Britton, Pine, & Cox, 2013; Mumford & Nichols,
2009) and more details are given in Chapter 3.

1.2.6 Statistical Inference
Now we arrive at the point where we have an estimate for the parameter
(γ) in our group level model. We thus quantified the effect of an experi-
mental condition on the BOLD response within a group of participants.
However, is this effect relevant? Is it likely to observe this estimate purely
by chance? Or would it be extremely unlikely to observe this value, if
we assumed in the beginning there will be no effect of the experimental
condition? Written otherwise, would we declare the effect statistically sig-
nificant? Basic stat courses will teach the following steps to answer this
question:

1. Formulate a null and alternative hypothesis.

2. Choose and calculate the appropriate test statistic.

3. Use a probability density function to specify the likelihood of observ-
ing test statistics under the null hypothesis over a range of values.

4. Make an informed decision. Note that by the nature of probabilities,
one can always make a wrong decision (e.g. the null hypothesis is
rejected while in fact it is true).

Note that these steps correspond to the frequentists framework of null
hypothesis significance testing. Let us translate these steps to our analysis
of fMRI data. For now, we focus on the analysis in just one voxel.
Null and alternative hypothesis. A null hypothesis is a statement
saying there is no relation between the predictor and the observed response
variable. Translated to our fMRI study: it does not matter which time
point you take in the time course of the experiment, the expected value for
the BOLD response remains the same. Note that if our fMRI experiment
consists of one group of participants (e.g. healthy adults) undergoing the
same experiment, we would just take the average of the first-level contrasts
of parameter estimates. The null hypothesis associated with model 3.18
can therefore be written as:H0 : γ = 0 (one for each parameter we test). In
addition, the alternative hypothesis states that there is an effect. We could
specify in advance whether we seek voxels that are active (Ha : γ > 0),
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deactivated (Ha : γ < 0) or any of the two (Ha : γ 6= 0). The next steps
can be used to make a decision about these hypotheses.
Test statistic. A test statistic is essentially a random variable used
to summarise the data. In most cases, they follow a certain probability
density function which can be proven mathematically. This property will
be used in the next step. The appropriate test statistic for the parameters
in model 3.18 is a T -statistic (Kutner, Nachtsheim, Neter, & Li, 2005):

T = γ̂ − γ0√
Var(γ̂)

, (1.4)

where γ0 corresponds to the value under the null hypothesis. In our case:
γ0 = 0.
Probability density function. We know from theory that a T -value
under the null hypothesis follows a t-distribution with N − 1 degrees of
freedom. This is a probability density function that can be visualized as
a bell-shaped curve. Furthermore, it can be used to specify the likelihood
or probability of obtaining a new random T -value within a particular
range of values. This probability is calculated by taking the integral under
the curve over that range. In addition, the t-distribution is constructed
under the null hypothesis (hence γ0 in equation 1.4). It is thus possible
to calculate the probability of observing our T -value or one that is more
extreme in a new sample, given that the null hypothesis is true. This is
exact the probability we needed in the beginning of this section. It is called
a p-value.
Make an informed decision. The decision to either accept H0 or
reject it, in favor of Ha, depends on the significance level α. If the p-
value is smaller than α, we reject the null hypothesis. We then claim to
observe a statistically significant effect. If the p-value is larger, we accept
H0 which then means there is no statistically significant effect. Note that
by the nature of probabilities, we can never be 100% confident in our
decision to either accept or reject H0. In fact, we may indeed make the
wrong conclusion. Moreover, say we run the analysis for a single voxel
and all assumptions which we rely on (but did not discuss here) during
inference hold. Then α also represents the probability of rejecting the null
hypothesis, while in fact this hypothesis is true. This corresponds to a
false positive claim or is termed a type I error. Usually, scientists agree to
set the type I error rate at 5%2. The alternative is also possible in which

2Repeatedly, this agreement is a topic of debate. See for instance Benjamin et al.
(2018), Ioannidis (2018) and Lakens et al. (2018).
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there is a failure to reject the null hypothesis, while it should have been
rejected. This is termed a type II error.

Multiple Testing

So far, we presented statistical inference for one voxel only. However, as
mentioned above, the brain consists of thousands of voxels. Moreover,
when analyzing the data using a massive univariate GLM approach, we
effectively run the same analysis over and over (one for each voxel). This
creates a specific problem termed the multiple testing problem. Stated
differently, the greater the number of statistical tests that are conducted
simultaneously, the greater the probability of observing a type I error.
Assuming the null hypothesis is true in every test, then the probability of
observing no single false positive result is given by the following equation:

P (no single type I error) = (1− α)M , (1.5)

where α denotes the significance threshold and M the number of inde-
pendent tests. The problem described here is one where the type I error
rate will be inflated. There are a number of solutions to control the type
I error within this multiple testing context. These range from simple so-
lutions such as lowering α, ignoring correlations between neighbouring
voxels to more complex ones where a collection of voxels is considered as
a 3-dimensional smooth field, behaving with certain properties (Worsley,
Evans, Marrett, & Neelin, 1992). We refer to Huettel et al. (2004), Nichols
(2012) and Lindquist (2008) for a more detailed overview.

Finally, we conclude our (fictional) fMRI analysis with data visualiza-
tion. In Figure 1.5, we plot the Statistical Parametric Map (SPM) on the
left. This image contains for each voxel the t-value (equation 1.4) obtained
after fitting the group model (equation 3.18) with N subjects. The right
image shows the SPM after thresholding for statistical significance whilst
controlling for multiple testing. We have localized the math brain.
Now that we have results of a single fMRI study, we are ready to introduce
research synthesis which aims to combine results from multiple studies.
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Figure 1.5 Left: the statistical parametric map (SPM) for the contrast
MATH > LANGUAGE with a test-statistic in each voxel. Right: the
result of thresholding the SPM using statistical inference where we retain
the voxels declared active. These results are plotted on a high resolution
structural image. Note: results are fictional.

1.3 Meta-analysis

Inherent to scientific progress is the need to aggregate and summarise sets
of findings obtained by independent researchers. Indeed, early records on
research synthesis date back to the 18th century (Chalmers, Hedges, &
Cooper, 2002). In conjunction with the challenge of aggregating findings,
grew the development of research synthesis as a scientific domain. For
instance, in 1904, Karl Pearson published one of the first papers with a
statistical synthesis of 11 studies on the effects of a vaccine in reducing
mortality within the army (Pearson, 1904). Notably, he observed irreg-
ular variability between the outcome of the studies, concluding it is un-
likely them representing one uniform effect. He thereby discusses some fac-
tors that may explain the heterogeneity. Indeed, measuring and discussing
between-study heterogeneity is now standard practice in a research syn-
thesis (Borenstein, Hedges, Higgins, & Rothstein, 2009).
Moving forward, we currently observe other research areas under rapid
development with new and complex data structures. For instance, we plot
the number of studies using fMRI published each year in Figure 1.6.
As can be seen, this technique is growing in popularity. As a result, the
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need to aggregate and summarise different fMRI studies also follows. As
discussed in Wager, Lindquist, and Kaplan (2007), research synthesis be-
comes a valuable tool for human fMRI studies. For one it can be used
to establish a consensus and secondly it can be used to develop new hy-
potheses.
In addition, research synthesis within neuroscience as a scientific domain
emerged as well. We identify two approaches within this field. The first is
the development of new methods that are adapted to the nature of fMRI
data (Wager et al., 2007). The second is the adaptation of existing meth-
ods for research synthesis used in other research domains (such as clinical
trials, behavioural sciences,...) to neuroscience. In this dissertation, we
will focus on both.
We continue the introduction with a brief overview of meta-analysis as de-
veloped in other scientific fields. We will then give an overview of methods
for meta-analysis for fMRI data.

Figure 1.6 Count of the number of publications using fMRI as
searched in Web of Science.
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1.3.1 Meta-analysis of behavioural data

To begin with, we define meta-analysis as is given in Borenstein et al.
(2009). Meta-analysis refers to the systematically synthesis of research
data obtained from a series of primary studies, each addressing a com-
mon research question. Running a meta-analysis consists of multiple steps.
However, we can identify two main stages: data collection and data ag-
gregation. Prior to the 1990s, the first stage would correspond to a non-
systematic process. For instance, a limited number of studies would be
read and summarised by an expert in a narrative review. There would
be no explicit formulation of criteria used to search and include particu-
lar studies. The result is lack of transparency and increased subjectivity.
More particularly, the analyst might not be aware of the relation between
its own decision-making process and the outcome of the meta-analysis
(Borenstein et al., 2009). For this reason, an international group of re-
searchers in 1996 developed guidelines (Moher et al., 1999) to promote
the usage of systematic reviews. In these, a clear set of rules is first for-
mulated to search and decide which sources of evidence will be used. Later
on these guidelines were revised in Moher, Liberati, Tetzlaff, and Altman
(2009) and are now known as the PRISMA3 statement.
The second stage of a meta-analysis takes place after data collection and
consists of aggregating the observed results. The goal of this stage is
twofold. The first is to identify and/or reduce (any source of) bias asso-
ciated with the data collection. Bias is defined as a systematic difference
between calculated estimates for a particular parameter and its corre-
sponding true value in the population. Note that by definition, the latter
is not known. Population effects are inferred based on representative sam-
ples taken at random from the population of interest. One well known
example of bias in a meta-analysis is called publication bias (Rosenthal,
1979). This occurs when the outcome of the meta-analysis based on the
set of studies in the database differs systematically from the outcome if all
studies would be available. A plausible cause is when primary studies do
not find a statistically significant effect and are therefore not published as
the study is considered not interesting. This results in an overestimation
of the true effect as null results are excluded.
The second goal of data aggregation in a meta-analysis will be the fo-
cus of this dissertation. It corresponds to removing statistical imprecision
when calculating an estimate for the population effect (Borenstein et al.,

3http://www.prisma-statement.org/

http://www.prisma-statement.org/
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2009). To do so, the analyst ideally uses the most optimal statistical tools
to summarise and combine obtained research data. These tools can be
simple calculations such as an arithmetic average or more advanced by
fitting a regression model where multiple variables are used as additional
information. Throughout all of the methods discussed in this dissertation,
we identify one common methodology. This is to weight the evidence (i.e.
mostly every primary study) by the precision in which each of these mea-
sured the effect under interest. Evidently, studies with more precision cary
more weight in combining the evidence.
Consider again the research topic of math processing within humans. In
the same lab, a researcher is interested in dyscalculia. An important ques-
tion is to know whether individualized instructions results in improved
math scores for children with dyscalculia in primary education. Assume
the researcher uses a systematic review and obtains results for 5 stud-
ies. In these, specialized accommodations for children with dyscalculia
were developed. Furthermore, each study reported the difference between
scores on a math test with equal difficulty taken before and after the in-
tervention. The (fictional) average difference score (after - before) for each
study is visualized in Figure (1.7). Surrounding each average effect, is a
confidence interval reflecting the amount of imprecision associated with
the measurement of the average effect. The definition of such an inter-
val is based on the premise of repeatedly sampling new sets of subjects
participating in the same experiment. In this case, such an interval is con-
structed with a predefined probability (e.g. 95%) so that the fraction of
calculated confidence intervals associated with each sample, encompasses
the true parameter value with this set probability. Study E in the review
of dyscalculia reports a substantial improvement of 1 point on the math
test. However, its corresponding 95% confidence interval equals [0.2; 1.8]
which suggest the improvement could well be only 0.2 points or even more
1.8. This interval indicates less precision. The opposite is true for study
B and therefore we would assign more weight to study B than E when
aggregating the studies.

Before we formally introduce statistical models underlying data ag-
gregation, we have to introduce the notion of standardized effects. The
effect size is the strength (or magnitude) of a relationship between two
variables. Unless each primary study measures an effect on a meaningful
and common scale, there is a need to standardize effect sizes in order to
facilitate comparison. Depending on the type of data, there are multiple
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Figure 1.7 Illustration on the precision associated with measuring an
average effect. For each study, we plot the 95% confidence interval around
the average improvement in math score. Note: results are fictional.

versions of standardized effect sizes possible (for an overview, see Grissom
& Kim, 2011). In this dissertation, we will mainly focus on an average
effect in one group. Consider a true population effect defined as µ and σ2

the true within-study variance. A standardized effect (δ) is then defined
as:

δ = µ

σ
. (1.6)

The effect is now expressed in terms of standard deviations (i.e. the square
root of σ2) rather than on the original scale. This δ can be estimated using
Cohen’s d (Cohen, 1988):

d = Y

S
, (1.7)

where Y is the observed average (treatment) effect and S corresponds
to the square root of the unbiased estimator for the sampling variability.
In 1981, Hedges showed that this estimator is biased especially for stud-
ies with a low number of participants (denoted as N) and provided the
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following adaptation (Hedges, 1981):

g = d× J, (1.8)

where

J =
(

1− 3
4(N − 1)− 1

)
. (1.9)

We now introduce two models that can be used to aggregate stan-
dardized effect sizes: a fixed-effects model and a random-effects model.
Although the two models seem similar, there are important differences in
the assumptions and interpretations underlying both models.
We begin with the fixed-effects model. In this model, we assume there is
one common true effect that is shared by all the primary studies. Written
otherwise, we say that every variable or factor that influences the effect
size in each study is the same (Borenstein et al., 2009). This implies that
observed dispersion between the reported effect sizes results only from the
imprecision associated with measurement error from each study. Written
mathematically, we have for each effect size Y from study i, two compo-
nents:

Yi = δ + εi i = 1, . . .K. (1.10)

That is: the true effect δ and within-study sampling error ε. Furthermore,
we assume that ε is normally distributed around 0 with a study-specific
variance component. The goal of this model is to estimate one common
effect size as precisely as possible. An important implication is the lack of
generalizability when computing a summary effect. The analyst can only
draw conclusions that apply to the set of studies included in the meta-
analysis.
The second model is termed a random-effects model. In this model, we
assume that the (unobserved) true effect sizes from all primary studies
are normally distributed. Stated otherwise, the true effect size from each
study is not necessarily the same value as the average true effect size in
the population. Furthermore, the goal is not to compute a common effect
size, but to estimate the mean of a distribution. Referring to mathematical
notation, we now have:

Yi = δ + ζi + εi i = 1, . . .K, (1.11)
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Figure 1.8 Illustration of the assumptions for a fixed-effects model
(left) versus a random-effects model (right). For each study, the under-
lying distribution of the observed effect size is plotted. The dashed line
represents the estimated population effect. In the fixed-effects model,
one assumes there is only within-study variability. In the random-effects
model on the other hand, both within- and between-study variability is
accounted for. Also note the difference in the summary (bottom row).

where ζ is true dispersion between effect sizes. In general, we now assume
ε to be normally distributed around the true effect size from each study
with a study-specific within-study variance component. Furthermore, we
assume ζ to be normally distributed around 0 with variance τ2. The latter
is termed the between-study variance component. A variety of methods
exists to estimate this parameter (for an overview, see Viechtbauer, 2005).
An illustration of both a fixed- versus random-effects model is given in
Figure 1.8.

To end this section, we introduce the basic approach to calculate a
summary effect4. Given a weight W for each study, an estimate for the
summary effect (denoted as µ̂) is calculated using a weighted average

4Note that a more generalized approach is given in Raudenbush (2009) or Viecht-
bauer, López-López, Sánchez-Meca, and Marín-Martínez (2015) using a general linear
model notation.
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(Borenstein et al., 2009):

µ̂ =
∑K
i=1WiYi∑K
i=1Wi

. (1.12)

The weights depend on the model used. For the fixed-effects model, they
correspond to the inverse of the estimate for the within-study variability.
For the random-effects model, the weights correspond to the inverse of the
sum of both the estimate of within-study and between-study variability.
Finally, it is possible to calculate a Z-statistic to test the null hypothesis
that µ = 0 using:

Vµ̂ = 1∑K
i=1Wi

(1.13)

Z = µ̂√
Vµ̂

(1.14)

1.3.2 Meta-analysis of fMRI data

As discussed earlier, data-analysis of fMRI studies is possible by dividing
the brain into a large number of artificially created voxels. This creates
a specific challenge when publishing fMRI results. Until recently, stan-
dard practice was to report a table of coordinates in 3D space of the
location of the peaks of activation. In this case, a meta-analysis is lim-
ited to those voxels where at least one peak is reported. This is termed a
coordinate-based meta-analysis (CBMA). Examples of published methods
for CBMA include Activation Likelihood Estimation (Turkeltaub, Eden,
Jones, & Zeffiro, 2002; Turkeltaub et al., 2012), Multilevel Kernel Density
Analysis (Wager et al., 2007; Wager, Lindquist, Nichols, Kober, & Van
Snellenberg, 2009), seed based d-mapping (Radua et al., 2012) and Clus-
terZ (Tench, Tanasescu, Constantinescu, Auer, & Cottam, 2017).
Within this set of methods for CMBA, we identify two classes. In the
first, the method restricts the input data to the location of the peak and
only uses a binary value to indicate whether peak activation is present
(YES/NO). The goal of these methods is to assess convergence (in con-
trast to random clustering) of the location of brain activation. The basic
idea of the algorithm behind these methods is to consider each peak as the
center of a spatial probability distribution. More specifically, the peaks are
modelled using some kernel which reflects the spatial uncertainty associ-
ated with reporting a peak location. The width of these kernels depends
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on the sample size of each study. Larger sample sizes result in more pre-
cision and are therefore modelled using smaller kernels. Examples of this
class of methods for CBMA are the Activation Likelihood Estimation tech-
nique and Multilevel Kernel Density Analysis. Differences between both
are found in the type of kernel used, the formula used to aggregate mod-
elled peaks over studies and the techniques used in statistical inference.
A second approach within CBMA consists of modelling the test statistics
reported with the peaks of activation - also found in tables of primary
studies. As with the first class of methods for CBMA, the peak location is
first modelled using a kernel to reflect the spatial uncertainty of the exact
location. However, rather than using only the peak location, the value of
the test statistic is now placed at the center of the probability distribu-
tion function. For each primary study, we then have a masked brain image
with one (or more) spheres containing the most likely values for the test
statistics observed in that specific study. Next, these test statistic can be
transformed to standardized effect sizes. The brain images can then be
averaged as discussed in the section above. More weight is given to stud-
ies with higher sample sizes. The goal of this class of methods is not to
assess convergence, but to estimate a population effect in the voxels (and
those surrounding) where at least one peak is reported. Examples of these
methods are seed-based d-mapping and ClusterZ.

While fMRI studies are still being published containing tables with
the locations of peak activation, a gradual shift emerges where full brain
images are being uploaded (Poline et al., 2012) to online repositories such
as NeuroVault5 or Openneuro6. This enables the synthesis of full brain
images, rather than those containing a limited number of voxels with
information. This is termed an intensity- or image-based meta-analysis
(Radua et al., 2012; Salimi-Khorshidi, Smith, Keltner, Wager, & Nichols,
2009), abbreviated as IBMA. As information in each voxel is available,
there is no need to model locations of peak activity. Instead, a model is
fitted in each voxel separately. The type of model depends on the amount
of information available. In some cases, the analyst has access to the pa-
rameter estimates of the group level models fitted in each study, together
with their estimated variances and meta-data (such as mean intensity of
the signal or scanning parameters). In this case it is possible to model
study-level data on the original BOLD response scale. This can be done

5https://neurovault.org/
6https://openneuro.org/

https://neurovault.org/
https://openneuro.org/
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by using a third level general linear model, which is an extension of the
group level model (i.e. second level) discussed in equation 3.18, section
1.2.5. Another (more common) case occurs when the analyst has access
to the statistical parametric map, containing in each voxel the test statis-
tic of each study. Here, it is again possible to transform the test statistic
to standardized effect sizes and proceed as discussed earlier.
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1.4 Motivation to Study Replicability and Meth-
ods for fMRI Data Aggregation

An essential feature of science is the ability to generate knowledge where
(key) observations can be confirmed by researchers independent from each
other. As a consequence, a great deal of attention in the scientific literature
is given to the notion of reproducibility and replicability (see e.g. Begley
& Ioannidis, 2015; Munafò et al., 2017; Peng, 2011). Unfortunately these
terms are used repeatedly to denote different concepts (Plesser, 2018). In
this dissertation, we will focus on replicability only. Furthermore we use
the following definition: replicability entails obtaining consistent parame-
ter estimates when repeating the exact same experimental paradigm/pro-
cedure using the same data analysis plan, based on a new (i.e. indepen-
dent) dataset obtained by another group of researchers (Patil, Peng, &
Leek, 2016).
Specifically for fMRI, there are some challenges related to the nature
of the data with regard to replicability. First, scanning subjects is time
consuming and quite costly. Second, the data are characterized by a low
signal to noise ratio (Button et al., 2013) and due to the subdivision into
thousands of voxels of a high dimensionality. Moreover, even though we
only briefly summarised pre-processing, there is a high flexibility in the
analysis and reporting of results (Carp, 2012). This results in substantial
variability associated with the choice of analysis pipeline in the strength
and location of activation. Due to these challenges, it has been observed
that statistical power (i.e. the probability of discovering a significant ef-
fect if it should have been so) to detect reasonable effect sizes in the fMRI
literature is low (Poldrack et al., 2017). This could result in an increased
prevalence of false positive published effects (Ioannidis, 2005). An impor-
tant question remains whether we can achieve a reasonable replicability to
localize brain activity using fMRI. An illustration for this problem is given
in Figure 1.9 where we plot the result of running 10 analyses of the same
experiment. For each analysis, we sample 200 subjects at random from
a database of 1400 subjects7 and then plot the number of times a voxel
is declared significant out of these 10 analyses. As can be seen, there are
some regions that show consistent activation, though many brain regions
do not. In this dissertation, we will provide a more rigorous and empirical
assessment of the replicability of task-related fMRI results.

7Note, the sets of subjects are not independent of each other (i.e. they are not
disjoint). It thus merely represents an illustration.
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Figure 1.9 Number of times (out of 10) each voxel is declared statisti-
cally significant in a typical fMRI experiment when running an analysis
with each time N = 200 subjects (sampled from a database of 1400).

The first task is to assess whether one can replicate earlier obtained re-
sults. The second is to evaluate solutions that aim to increase replicability.
As argued above, meta-analysis can be used as a tool to synthesize results
and therefore increase the statistical power within a literature domain. In
other cases, it can be used to distinguish results that cannot be replicated
from those that are observed more consistently. However in order to do
so, it is useful to know whether a statistical method is valid. In the sec-
ond part of this dissertation, we will focus on methods for meta-analysis
within fMRI. In the end, our goal is to increase awareness on research
synthesis (with a particular focus on standardized effect size estimates)
within neuroscience through the validation of existing methods.

In what follows, we outline the structure of this dissertation.

1.4.1 Outline

Chapter 2 In this chapter, we provide an empirical assessment of task-
based fMRI results. The question whether fMRI results can be replicated
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using an independent dataset is important as it can raise awareness on
statistical power calculations. In this contribution, we use a large database
of 1400 subjects performing different cognitive tasks. We run a subsam-
pling procedure where we create a series of independent samples and then
increase the sample size (from N = 10 to N = 700). Moreover we con-
ceptualize replicability using a multi-dimensional framework consisting of
3 type of measurements: (un)conditional test-retest reliability, coherence
and stability. Results are discussed with regard to previous assessments
of replicability of task-based fMRI results.

Chapter 3 An important requirement for research synthesis is the abil-
ity to directly compare results. In part one of this chapter, we give an
overview of standardized effect sizes and its application to fMRI studies.
We contrast these with a non-standardized effect size estimate termed the
percent BOLD signal change. Moreover, due to the two-stage approach in
modelling the BOLD response, there is a direct effect of both the number
of scans taken during a scanning sequence and the number of subjects on
statistical properties of standardized effect sizes. In the second part, we
give an overview of models to aggregate fMRI data both on the original
scale as in standardized effect sizes. In addition we discuss methods to
estimate between-study heterogeneity. Finally, we also assess the degree
of between-study heterogeneity that can be expected based on an fMRI
meta-analysis of 33 studies.

Chapter 4 As fMRI studies were typically published containing tables
of 3D coordinates of peak activation, a class of methods is developed to
aggregate studies using only these coordinates. This is termed coordinate-
based meta-analysis. In this chapter, we investigate the influence of group
level models used in the primary studies and the number of studies in
a meta-analysis on 2 outcome measurements. The first is the balance
between false and true positive results and the second the conditional
(activation) test-retest reliability. We discuss our findings where we for-
mulate some guidelines and general remarks regarding coordinate-based
meta-analyses.

Chapter 5 In this chapter, we measure the performance of methods for
image-based meta-analyses. We set up a Monte Carlo simulation study to
compare two approaches to aggregate full brain images. The first corre-
sponds to fitting a third level GLM on top of the two levels used in primary
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studies. The second is by means of transforming the test statistics of each
primary study to standardized effect sizes. We check the performance of
both approaches by measuring the standardized bias and the empirical
coverage of 95% confidence intervals around the estimate of the effect at
the meta-analysis level.

Chapter 6 In this chapter we give an English summary of this disserta-
tion.

Chapter 7 In this chapter we provide a general discussion of the find-
ings of this dissertation, rank some limitations of the current research and
provide some perspectives for future research.

Chapter 8 The final chapter provides a Dutch summary of this disserta-
tion.

In Chapters 2 to 5 there might be some overlap since these chapters have
been written as standalone papers. As a consequence we introduce for
each chapter notation, which might not be identical over the chapters.
Chapter 4 is published in Frontiers in Neuroscience (Bossier et al., 2018).
Chapter 2 is under revision in NeuroImage. Full bibliographic details are
provided in the respective chapters.
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2 The Empirical Replicability
of Task-based fMRI as a
Function of Sample Size.

Replicating results (i.e. obtaining consistent results using a
new independent dataset) is an essential part of good sci-
ence. As replicability has consequences for theories derived
from empirical studies, it is of utmost importance to better
understand the underlying mechanisms influencing it. A pop-
ular tool for non-invasive neuroimaging studies is functional
magnetic resonance imaging (fMRI). While the effect of un-
derpowered studies is well documented, the empirical assess-
ment of the interplay between sample size and replicability of
results for task-based fMRI studies remains limited. In this
work, we extend existing work on this assessment in two ways.
Firstly, we use a large database of 1400 subjects performing
four types of tasks from the IMAGEN project to subsample
a series of independent samples of increasing size. Secondly,
replicability is evaluated using a multi-dimensional framework
consisting of 3 different measures: (un)conditional test-retest
reliability, coherence and stability. We demonstrate not only
a positive effect of sample size, but also a trade-off between
spatial resolution and replicability. When replicability is as-
sessed voxelwise, a larger sample size than typically used in
fMRI is required to replicate results. On the other hand, when
focussing on clusters of voxels, we observe a higher replicabil-
ity. In addition, we observe variability in the size of clusters
of activation between experimental paradigms. Moreover we
observe that more subjects are needed to replicate small areas
of activation.

This chapter is currently under revision to be published in Human Brain
Mapping in collaboration with dr. S. Roels, dr. R. Seurinck, Prof. dr. B.
Moerkerke and members of the Imagen Consortium.

33



34 Chapter 2

2.1 Introduction

In recent years, challenges related to replicability and reproducibility of
scientific findings have been heavily debated in the literature (see for ex-
ample Baker, 2016; Begley & Ioannidis, 2015; Collins & Tabak, 2014; Mu-
nafò et al., 2017). In this paper, we focus on replicability of results from
an fMRI data-analysis. While several different definitions exist (Plesser,
2018), we use the definition of replicability given by (Patil, Peng, & Leek,
2016). A successful replication of an experiment entails obtaining consis-
tent results when repeating the exact same experimental procedure and
data analysis plan, using a new (independent) dataset obtained by a dif-
ferent experimenter. The topic of replicating scientific results has been ad-
dressed in several fields such as psychology (Open Science Collaboration
et al., 2015), biomedical sciences (Baker, 2015) or neurosciences (Poldrack
et al., 2017). In general, there are many factors which can lead to scientific
results that cannot be replicated (Munafò et al., 2017). Examples include
poor study designs, low power due to small sample sizes (Ioannidis, 2005),
questionable research practices (John, Loewenstein, & Prelec, 2012) and
specific for neurosciences an inherently low signal-to-noise ratio (Button
et al., 2013; Poldrack et al., 2017) in combination with a high variability
in the analysis pipelines and the reporting of results (Carp, 2012). The
inability to replicate experimental results has major consequences for the-
ories derived from these results.
Increased awareness of these problems has led to new initiatives that have
been put forward in neuroscience literature. These include pre-registration
(see e.g. Munafò et al., 2017) and incentives to share raw data instead
of results summarized by (thresholded) statistical maps or coordinates of
peaks of activation (Pernet & Poline, 2015; Poline et al., 2012). In case of
pre-registration, authors are requested to register the study design, pro-
posed methods and data analysis before data collection takes place. The
manuscript is then reviewed and either rejected or accepted in principle
(for example see Cortex1 which accepts registered reports). This reduces
analytical flexibility and prohibits questionable ad hoc research practices
in the phase of data-analysis. Sharing data not only promotes open science
but it also creates the opportunity for other researchers to use previous
data as pilot data in an a priori power analysis (Durnez et al., 2016;
Mumford & Nichols, 2008) or in a meta-analysis (Costafreda, 2009; Wa-

1https://www.elsevier.com/editors-update/story/peer-review/cortexs
-registered-reports

https://www.elsevier.com/editors-update/story/peer-review/cortexs-registered-reports
https://www.elsevier.com/editors-update/story/peer-review/cortexs-registered-reports
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ger, Lindquist, & Kaplan, 2007).
Although the importance of replicability is widely recognized, insight into
the effect of (low) statistical power on the replicability of fMRI results is
limited (Mumford, 2012; Thirion et al., 2007; Turner, Paul, Miller, & Bar-
bey, 2018). The relation between underpowered studies and the prevalence
of false positive effects is theoretically well documented (see for example
Ioannidis, 2005). However, an empirical assessment of the relation between
sample size and replicability in neuroimaging studies remains challenging.
We identify three main causes. First, an extensive number of individual
subjects are needed to effectively study the effect of sample size. Previ-
ous studies relied on subsampling from databases with a relatively limited
number of subjects. For instance, in Thirion et al. (2007) and Pajula and
Tohka (2016) the sample size (N) was equal to 81 and 130 subjects re-
spectively. More recently, large collaborations have been set up and have
gathered large amount of data. Examples include the Human Connectome
Project (Van Essen et al., 2013) with N ≈ 1200, the UK Biobank (Sudlow
et al., 2015) with N ≈ 500.000 and the IMAGEN consortium (Schumann
et al., 2010) with N ≈ 2000. Second, an empirical assessment of the re-
lation between replicability and sample size based on a single database
is not conclusive. Therefore, independent empirical assessments using dif-
ferent databases and different investigators are necessary. Finally, lack of
agreement on an exact definition for replicability (Peng, 2011; Pernet &
Poline, 2015; Plesser, 2018) complicates conceptualization on how to mea-
sure replicability of fMRI data.
In this paper, we aim to extend the empirical assessment of task-based
fMRI replicability. To this end, we aim not only to replicate results ob-
tained by Thirion et al. (2007) and Turner et al. (2018) who studied repli-
cability of fMRI results and its relation to sample size (amongst other
predictors) but also extend the sample sizes under consideration using a
subsampling method. This approach consists of sampling at random inde-
pendent sets of subjects from the entire database and then incrementally
increase the sample size. These groups are subsequently compared to mea-
sure replicability of fMRI results. Thirion et al. (2007) collected data on 81
subjects and observed reasonable replicability for a simple left-right but-
ton press contrast. In their work, replicability was conceptualized twofold.
The first measurement used was voxelwise coherence/concordance (Gen-
ovese, Noll, & Eddy, 1997; Liou et al., 2006, 2003) between several replica-
tions. Coherence is defined as the agreement over independent replications
in classifying voxels as either active or inactive. Their second measure was
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the average distance between statistically significant clusters of voxels.
Turner et al. (2018) on the other hand used approximately 500 subjects
from the Human Connectome Project utilizing various contrasts. They
studied test-retest reliability in a replication context. A study is reliable if
the deviance between the outcome of the study and a replication is small.
The outcome can be a test statistic such as a t-value (i.e. unconditional
reliability) or the result of thresholding for statistical significance (i.e. con-
ditional reliability). Among other measurements, Turner et al. (2018) used
the Pearson correlation coefficient between the test statistics of indepen-
dent replications to measure unconditional reliability and a Jaccard index
to measure conditional reliability. The latter is a measurement of spatial
overlap between thresholded images. Interestingly, the authors observed
only a low to modest degree of reliability. In this paper, we study how
generalizable the set of findings regarding coherence and (un)conditional
test-retest reliability are. To do so, we use a different data set from the IM-
AGEN project (with N = 1400). As this database contains more subjects
than those previously used, we can assess replicability in larger sample
sizes. Second, we further extend the empirical assessment by studying
an additional measure of replicability (i.e. stability) for task-based fMRI.
This is needed as results of an fMRI data-analysis can be summarized
by features such as peaks or clusters of activation. Furthermore, Roels,
Bossier, Loeys, and Moerkerke (2015) demonstrate the need to extend
methodological research with measurements regarding the variability of
the main characteristics of these features (see also Qiu, Xiao, Gordon,
& Yakovlev, 2006, for a similar argumentation in gene selection). Main
characteristics could be the size or the number of the selected clusters of
voxels. Methods where the results show high variability regarding these
characteristics are less stable indicating a lower replicability. For example,
a specific cluster could be selected in different replications though its size
may vary substantial. To assess stability, we focus on clusters of voxels as
the main feature of interest.
To summarize, we conceptualize replicability by measuring
(un)conditional test-retest reliability, coherence and stability between in-
dependent replications created through a subsampling approach, using a
large database.
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2.2 Methods

To study the interplay between sample size and replicability, we repeatedly
subsample subjects from a large database to create sets of independent
groups with a given sample size. Results of the analysis of these groups
are then compared to assess replicability.
In this section, we first describe the database and the various single-
subject pre-processing steps that are performed to obtain the data from
which to subsample. We use four contrasts based on the following exper-
imental paradigms: perform a cognitive task, watch angry faces, partici-
pate in a monetary incentive delay task and in a Stop and Signal task. We
then focus on the subsampling scheme which is used to create independent
pairs of group analyses. Next, we discuss these analyses and finally de-
scribe our measurements to quantify the replicability of fMRI results. In
order of discussion, these are test-retest reliability, coherence and stabil-
ity. Within these, we distinguish between two categories of measurements.
The first one is not conditional on any particular threshold chosen for sta-
tistical significance. We use the term “unconditional” here to stress that
our measurement does not depend on a chosen criterion for thresholding.
The second is a conditional assessment, during which thresholded images
are used to measure replicability. In this case, results potentially depend
on the criteria chosen to threshold the images. Within the latter, we also
focus on both voxels and clusters.
The code of the sampling procedure, analysis and figures of this pa-
per together with the processed results (as R objects) to reproduce fig-
ures are available at: https://github.com/NeuroStat/replicability
_fmri. Note that the database used in this paper is not publicly avail-
able.

2.2.1 Data and pre-processing

In this section, we first discuss the description of the four tasks and then
the pre-processing. The pre-processed data (i.e. contrast of parameter es-
timates and their variances) are provided by the IMAGEN consortium
(Schumann et al., 2010). This is a European multi-center project to in-
vestigate the association between reinforcement-related behaviour in ado-
lescents and the development of frequent psychiatric disorders. For this
paper, we used fMRI data of adolescents aged between 13 and 15 years,
acquired across several research centers on 3 tesla scanners from multi-

https://github.com/NeuroStat/replicability_fmri
https://github.com/NeuroStat/replicability_fmri
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ple manufactures. The data are stored centrally at the Neurospin2 center
(Paris).
Pre-processing and single subject statistical analyses were performed by
the consortium using SPM83 (Statistical Parametric Mapping: Wellcome
Department of Cognitive Neurology, London, UK) for the cognitive task
and SPM124 for the other tasks.

Cognitive task

For the first contrast, we use the same data and hence identical scan-
ning protocol and pre-processing steps as those described in Bossier et
al. (2018). For each participant, a total of 160 volumes were acquired.
The scanning session involved a global cognitive assessment. In this as-
sessment, participants had to perform a series of cognitive tasks. The
total series contained up to 10 type of tasks. We restrict our analysis to
two tasks: reading sentences in silence (LANGUAGE) and solving math
subtractions (MATH). In the latter, single digits (0-9) were presented and
had to be subtracted from a double digit between 11-20. The design of the
experiment was a fast-event related design where each of these two type
of trials were presented for 10 times with a probabilistic inter-stimulus
interval of on average 3 seconds (see Pinel et al., 2007). Our contrast of
interest is MATH > LANGUAGE.
Due to scanning errors or artefacts, sections of the brain images may be
missing in some participants. As the total sample size per study will be
up to 700 subjects (more details below), we assured the data quality via
a qualitative visual check and a quantitative check on the number of vox-
els with a measured response value. Subjects who had no data in more
than 4% of the median number of voxels over all subjects were excluded
from further analysis. This resulted in 87 subjects being removed from
the database for this contrast (the total number of available subjects is
1400).

Faces task

In this task, participants were instructed to watch 18-seconds blocs of ei-
ther a face or control stimulus. The faces could be angry or neutral. The
fMRI sequence of 160 volumes contained 10 faces and 9 control stimuli.

2http://joliot.cea.fr/drf/joliot/en/Pages/research_entities/NeuroSpin
.aspx

3http://www.fil.ion.ucl.ac.uk/spm/software/spm8/
4https://www.fil.ion.ucl.ac.uk/spm/software/spm12/

http://joliot.cea.fr/drf/joliot/en/Pages/research_entities/NeuroSpin.aspx
http://joliot.cea.fr/drf/joliot/en/Pages/research_entities/NeuroSpin.aspx
http://www.fil.ion.ucl.ac.uk/spm/software/spm8/
https://www.fil.ion.ucl.ac.uk/spm/software/spm12/
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The inter-stimulus interval was 2.2 seconds. The chosen contrast of inter-
est is ANGRY FACE > CONTROL. After quality control and removing
subjects where data was missing, we retain 1400 of the 1890 participants
doing this task in the database to sample from.

Monetary incentive delay (MID) task

In this task, participants were presented with sequences of clues, targets
and a feedback phase. The clue indicated a possible amount of gain the
subjects could win. This could be a small, big or no win. They were in-
structed to respond when the target was presented (approx. 4 sec. after
the clue) after which they received feedback (approx. 1.5 sec later) about
the win or loss of the trial. The fMRI sequence of 300 volumes contained
144 trials with an inter-stimulus interval of 2.2 seconds. Our chosen con-
trast of interest is the average effect of participants receiving feedback of a
success without a gain. After quality control and removing subjects where
data was missing, we retain 1608 of the 1955 participants included in the
database to sample from.

Stop and Signal task

In this task, participants were presented with either a stop/go stimulus
where the motor response speed was measured after the go (i.e. Signal)
stimulus. An event was considered successful if either a motor response
was recorded (go) or inhibited (stop). Furthermore, the stop signal delay
increased on the next stop by 50 milliseconds if a successful stop was
recorded and decreased by 50 milliseconds if participant failed to inhibit on
the previous stop trial. The entire fMRI sequence of 444 volumes contained
300 go trials and 80 stop trials. The average inter-stimulus interval was
2.2 seconds. The chosen contrast of interest is STOP FAILURE > STOP
SUCCESS. After quality control and removing subjects where data was
missing, we retain 1450 of the 2026 participants included in the database
to sample from.

Pre-processing

BOLD time series for each participant were recorded using echoplanar
imaging with an isotropic voxel size of 3.4 mm and a repetition time of
2.2 seconds. For each participant, a number of volumes (depending on the
task) were obtained, together with a T1-weighted structural image used



40 Chapter 2

for registration. The parameters of the latter were based on the ADNI-
protocols5.
The pre-processing carried out at the Neurospin center included slice-
timing correction, movement correction, coregistration of the functional
images to the segmented T1-weighted structural images, non-linear warp-
ing of the images into MNI space using a custom EPI template and spa-
tial smoothing of the signal with a 5 mm Gaussian kernel to improve the
signal-to-noise ratio, reduce the effects of residual misalignment and meet
the conditions for the use of parametric statistics such as those in SPM
(Imagen fMRI data analysis methods, revision2, July 2010).
Single subject statistical analyses were performed at each voxel using uni-
variate general linear models (GLM) with all experimental tasks (depend-
ing on the four paradigms). For the cognitive task, 18 estimated movement
parameters were included as covariates in the design matrix (these cor-
respond to 3 rotations, 3 regular, 3 quadratic and 3 cubic translations, 3
translations shifted 1 TR before, and 3 translations shifted 1 TR later).
For the other three tasks, 21 additional columns (corresponding to short
and long term movement effects) were added to account for estimated
movements. A standard autoregressive [AR(1)] noise model was estimated
to account for temporal correlation in the time series.

2.2.2 Sampling procedure and group analyses

We use two general sampling procedures to assess replicability: the first
to measure test-retest reliability and stability and the second to measure
coherence.
The first is obtained through pairwise comparisons of the results of group
analyses. Note that results for group analyses are based on statistical
parametric maps (SPMs) containing the test statistic (e.g. t-values) in
each voxel. Thresholded SPMs are binary images where 1 corresponds to
a voxel being statistically declared significant and 0 otherwise.
To obtain the independent replications, we start by sampling subjects at
random from the entire database into set A. Next, we sample from the
remaining (1400 − 10) subjects at random into set B. We fit the group
level models and perform statistical inference as described below. The re-
sulting non-thresholded SPMs, together with the thresholded SPMs, are
saved and this sampling process is repeated for a total of 50 times. In
a next step, we repeat the sampling process, but increase the number of

5http://adni.loni.usc.edu/methods/documents/mri-protocols/

http://adni.loni.usc.edu/methods/documents/mri-protocols/
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participants in each set by 10. This process continues until we reach a
maximum of N = 700 subjects per set. In total, we thus generate 3500
comparisons between two independent replications (A & B).
To measure coherence, results for more than 2 group analyses are com-
pared. Therefore, we obtain as many independent subsets of subjects as
possible from the total database within each sample size. For instance,
we create 140 disjoint sets each of 10 subjects for N = 10, 70 sets of 20
subjects for N = 20, etc. We continue in steps of N = 10 until we obtain 3
disjoint subsets of N = 460 subjects. This is the maximum sample size for
this measurement as we need at least 3 subsets. We iterate the sampling
procedure at each sample size 50 times.
The second level group analysis for each sampled group of subjects con-
sists of fitting a linear mixed model in each voxel. This allows us to model
within- and between-subject variability separately and was performed us-
ing FLAME1 (Woolrich et al., 2009) from the FSL (RRID:SCR_002823)
package (Smith et al., 2004). After estimating the parameters of interest
in the group model, we obtain the SPMs. These t-images are used for
assessing unconditional replicability.
To measure conditional replicability, we threshold the image while ap-
ply a correction for multiple testing. The choice depends on our feature
of selection. When focusing on voxels, we apply a voxelwise correction
where the false discovery rate is controlled at level 0.05 using the Ben-
jamini and Hochberg approach (Benjamini & Hochberg, 1995). When fea-
tures of interest are clusters, we first define a cluster forming threshold
at Z = 2.3, then use a 26-voxel neighbourhood search algorithm (default
values) and finally control the family wise error rate at 0.05 using the
Gaussian Random Field theory (Friston, Worsley, Frackowiak, Mazziotta,
& Evans, 1994). Note however that in prior work, Woo, Krishnan, and
Wager (2014) argue to use more conservative cluster forming thresholds
to ensure valid family-wise error rate control.

2.2.3 Measures for assessing replicability
(Un)conditional test-retest reliability

To assess unconditional test-retest reliability, we measure the similarity
between two non-thresholded SPMs using the Pearson product-moment
correlation coefficient (ρ) for the correlation between the t-images of study
A and study B.
Conditional test-retest reliability is measured using the percent overlap
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of activation (Maitra, 2010). This measure is an adaptation of the Dice
similarity index (Dice, 1945) or Sørensen similarity coefficient (Sørensen,
1948). Let VA,B represent the number of statistically significant voxels
from the intersection between image A and B, VA the amount of statis-
tically significant voxels in image A and VB the amount of statistically
significant voxels in image B. The proportion of overlap ωA,B in two im-
ages is then defined as:

ωA,B = VA,B
VA + VB − VA,B

.

This measure focusses on the spatial pattern of activation in thresholded
SPMs and ranges from 0 (no overlap of activation) to 1 (perfect overlap).
Furthermore, ωA,B may be confounded by the proportion of voxels de-
clared active in both images. In one extreme, if all voxels from both im-
age A and B are declared statistically significant, then the overlap will
be perfect. Hence, the effect of the sample size on ωA,B may be different
depending on the threshold for significance. A demonstration of this ef-
fect is given in a numerical simulation in the appendix (section 2.5.1). To
deal with this possible confounding effect, we also apply different criteria
to determine statistical significance of the voxels, using a FDR control
at 0.001, 0.01, 0.1 and 0.2 for the cognitive contrast. Furthermore, we
stress that results obtained by this measure are conditional on the chosen
threshold for significance.
In addition, one can also expect the effect of sample size to be different
depending on the amount of true activation. Furthermore, as N increases,
so does the proportion of voxels classified as significant. To circumvent
this issue, we run a second procedure for the cognitive contrast (as an ad-
ditional check) to calculate ωA,B in which we condition on the proportion
of voxels being classified as active as opposed to the chosen threshold for
significance. This is referred to as adaptive thresholding. In this proce-
dure, the total number of voxels to be classified as statistically significant
is set a-priori, in this case as 20% of the total number of masked vox-
els. We then adapt the significance thresholding level for each group level
analysis so that the percentage of significant voxels matches this target
percentage. The variable of interest remains the overlap between images
(ωA,B) while increasing the sample size. By adapting the level of thresh-
old for significance within each group analysis, we can check whether we
obtain similar response curves as the regular analysis. Although this is
not a valid inference procedure (the type I error rate will be higher than
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DECLARED

Active Inactive

TRULY Active π1
A π0

A λ

Inactive π1
I π0

I 1− λ

Table 2.1 Parameters of a mixture distribution where voxels corre-
spond either to the distribution characterized by the inactive or active
state. A high coherence of independent replications is indicated by a sep-
aration of the mixture distribution into the diagonal parameters com-
pared to the off diagonal parameters.

5%), this procedure allows us to remove the effect of the proportion of
significant voxels (which increases with sample size). In other words, this
strategy allows us to assess the effect of the sample size on the delineation
of spatial activation in replication contexts, irrespective of the varying
proportion of voxels classified as significant.

Coherence

The second measure of interest is coherence (or concordance) of the thresh-
olded SPMs (Genovese et al., 1997; Liou et al., 2006, 2003; Thirion et al.,
2007). Coherence is estimated based on Cohen’s kappa (κ). It is a mea-
sure that considers agreement over replications based on the proportion
of voxels that are correctly labelled as active or inactive, corrected for the
probability of being correctly classified by chance alone. Starting from
a binary label per voxel (1/0; active/non-active respectively), we calcu-
late coherence from R independent replications. Adapting the notation
from Thirion et al. (2007), we obtain over the R replications per voxel
v = 1, . . . , V an R-dimensional binary vector: [g1(v), . . . , gR(v)]. The sum
in each voxel over all replications is denoted as G(v) =

∑R
r=1 gr(v). Over

all voxels, we assume G(v) to be a mixture distribution of two binomials
- corresponding to either the inactive or active state of voxels.
We define π1

A as the probability of a true active voxel correctly being de-
clared statistically significant. Conversely, we define π1

I as the probability
of a true inactive voxel incorrectly being classified as active. The comple-
ments are defined as π0

A = 1− π1
A and π0

I = 1− π1
I . Finally, let λ denote

the proportion of truly active voxels. An overview of these parameters is
given in Table 2.1.
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Let p0 = λπ1
A + (1− λ)π0

I represent the proportion of correctly classified
voxels. To adjust p0 for correct classification by chance, we first define the
probability of a voxel being declared active: π1 = λπ1

A + (1− λ)π1
I . Then

we have pc = λπ1 + (1− λ)(1− π1). The values p0 and pc naturally fit in
the formula of Cohen’s κ:

κ = p0 − pc
1− pc

(2.1)

with kappa lying between 0 (no coherence) and 1 (perfect coherence).
To estimate the parameters λ, π1

A and π1
I , we assume G to be independent

and identically distributed with the following density function

f(G,R, λ, π1
A, π

1
I ) = λP1(G;R, π1

A) + (1− λ)P2(G;R, π1
I ),

where P1 and P2 are characterized by the probability mass function of a
binomial distribution.
The E(xpectation) M(aximisation) algorithm is used to estimate λ, π1

A

and π1
I . Full details are given in the appendix (section 2.5.2), while the

NeuRRoStat package6 provides an implementation in R. After running
the EM-algorithm, we plug the obtained estimates into equation (2.1) to
calculate κ. An illustration of coherence is given in Figure 2.1.

Stability

Our third measure of interest probes the stability of fMRI results (Roels
et al., 2015). In this paper, we focus on clusters of voxels as the main fea-
ture of interest to describe the relation between sample size and stability.
The latter is expressed in terms of variability of outcome metrics, where
an increased variability indicates less stable results and is therefore an
indication for lower replicability.
We describe and quantify stability using several metrics. First, we measure
the size (in absolute number of voxels) of the clusters that are classified as
significant. We do the same for the largest cluster in each study expressed
as the proportion of total masked voxels. These metrics are obtained from
the same sampling framework as described above (section 2.2.2).
Next, we measure the count of total, unique and overlapping clusters when
comparing two independent replications. We use two definitions of over-
lapping cluster: a lenient and a conservative one. In the first, a cluster is
replicated as soon as one voxel from a given cluster overlaps with a voxel

6See:https://github.com/NeuroStat/NeuRRoStat

See:https://github.com/NeuroStat/NeuRRoStat
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Measurement Calculation Category Feature

Test-retest reliability
Pearson’s Product-
Moment Correlation
Coefficient (ρ)

Unconditional Voxel

Test-retest reliability ωA,B =
VA,B

VA + VB − VA,B
Conditional Voxel

Coherence κ =
p0 − pc

1 − pc
Conditional Voxel

Stability

(Absolute/relative)
average cluster size

Conditional Cluster

Number of (unique)
clusters

Conditional Cluster

Proportion of
overlapping voxels
in a cluster

Conditional Cluster

Variability of cluster
count

Conditional Cluster

Variability of cluster
size

Conditional Cluster

Table 2.2 Overview of the measurements for test-retest reliability, sta-
bility and the coherence of results of an fMRI data analysis. It is also
indicated whether the measurement depends on a threshold for statisti-
cal significance and whether it is used for voxel- or clusterwise inference

from a cluster in the corresponding replication. In the second, a cluster is
replicated if at least 50% of the voxels in a given cluster overlaps with a
cluster in the corresponding replication. To see how much overlap there
is between clusters, we also calculate the proportion of overlapping clus-
tered voxels in both replications. Finally, we measure the variability of the
number of clusters that are declared significant as well as the variability of
the cluster size (in number of connected voxels). Results are more stable
when the variability is low.
An overview of all measurements, their category, and the corresponding
feature selection for fMRI results, is given in Table 2.2.
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Figure 2.1 Illustration of R = 10 thresholded SPMs with on the X-
axis the result of summing the binary images (range 0− 10) and on the
Y-axis the number of voxels. The illustration is shown for brain images
with any dimension and therefore no values are plotted on the Y-axis.
The left panel shows a perfect agreement over the labels of each state of
the voxel (active/inactive, κ = 1). A more likely scenario is shown in the
right panel where a mixture two binomial distributions can be fitted to
the observed data (κ = 0.21). Annotated parameter values correspond
to the likelihood function.

2.3 Results
To begin with, we stress that the relationship between sample size and
our measurements of replicability depends on the experimental paradigm.
We observe better replicability for tasks such as solving math equations,
watching angry faces and the monetary incentive delay task. A lower repli-
cability is associated with the Stop and Signal paradigm. For the latter,
a higher statistical power (i.e. sample size) is needed. It is therefore im-
possible to provide an absolute description of the replicability of fMRI
results. The results presented here will inevitable depend on the exper-
imental paradigm. Our results do demonstrate that replicability for any
experimental paradigm generally increases with sample size.
In Figure 2.2, we present the unconditional test-retest reliability of vox-
elwise inference of independent replications of fMRI results against in-



The Empirical Replicability of Task-based fMRI as a Function
of Sample Size. 47

creasing sample size for all four paradigms. We observe a median (over all
resampling iterations) ρ between [0.304; 0.80] over all tasks when N = 50.
Furthermore, the maximum median value of ρ for the cognitive, faces and
MID contrast equals 0.976 (N = 690), 0.982 (N = 700) & 0.974 (N = 700)
respectively suggesting ρ asymptotically approaching 1 for these tasks.
However, for the Stop & Signal task, we observe a maximum median
value of the correlation of 0.86 (N = 700), suggesting a higher sample size
is needed.
In Figure 2.3 (all contrasts) and 2.4 (only for the MATH > LANGUAGE
contrast), we plot test-retest reliability conditional on the chosen thresh-
old for significance against increasing sample size. First, we fix the false
discovery rate at 0.05 and retain that rate over all sample sizes (Figure
2.3). As expected, the overlap increases with the sample size. However, we
need at least N = 200 to observe a range of [0.250; 0.744] corresponding
to the median (over all resampling iterations) overlap between two repli-
cations over all tasks. Furthermore, we only reach a maximum percentage
of overlap between [0.549; 0.893] with N ∈ [430; 700]. Note that the vari-
ability of the overlap estimates decreases as the sample size increases.
Furthermore, since the overlap is conditional on the chosen threshold for
significance, we also investigated the same measurement when controlling
the FDR at 0.001, 0.01, 0.1 and 0.2 using the MATH > LANGUAGE
contrast. We observe a main effect where liberal thresholds correspond to
slightly higher values for the overlap over the entire range of N . Figure
2.8 in the appendix shows the effect of varying FDR thresholds, with the
overall trends being very similar to those in of the cognitive task in Figure
2.3.
Figure 2.4 shows results for the adaptive thresholding strategy (focussing
on the cognitive task), where the number of significant voxels in each test
is restricted to 20% of the total number of masked voxels. As expected,
the overlap at the lowest sample sizes is higher compared to the previ-
ous setting. For instance, the median omega equals 0.303 for N = 20
(with a median uncorrected threshold of P ≤ 0.156). Again, we observe a
gradually increasing overlap with increasing sample size and a maximum
median of ω = 0.794 at N = 700 (median threshold P ≤ 0.00001). These
results suggest that a high number of subjects is needed to replicate the
voxelwise spatial shape of activation.
The final measurement to assess replicability of voxelwise inference is the
coherence (κ) of fMRI results (Figure 2.5). We compare results of differ-
ent images that are all thresholded such that the FDR remains constant
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at 0.05. As with the previous measurements, κ increases with increas-
ing sample size. We observe a median coherence ≥ 0.80 when N = 180
for both the cognitive and faces task. The maximum median κ for the
faces task, the Stop & Signal task and MID task equals 0.865 (N = 460),
0.774 (N = 460) & 0.864 (N = 460) respectively. The highest median κ
(0.894) is observed at N = 460 for the cognitive task.
Note that we observe a considerable gain in κ when N is low. Indeed,
it is possible to fit a continuous piecewise linear regression model where
break-points can be estimated using an iterative optimization technique
(Muggeo, 2003). Fitting this model on the observed values for κ for the
cognitive task yields a break-point at N ≈ 60. Under 60, an increase of 10
subjects in the group analysis is associated with an average improvement
of 0.129κ, while above 60 this becomes 0.005κ per 10 subjects. Note that
for the cognitive, faces and MID task, the effect of sample size seems to
reach a plateau below 1. Also, we observe a low variability between the
different estimates of κ from all the resampling runs for each sample size.
Moving from the voxelwise dimension to the cluster dimension, Figure 2.6
shows the stability of fMRI results for the MATH > LANGUAGE con-
trast. To condense the amount of results, we refer to the appendix (section
2.5.4) for figures containing the results of the other contrasts. Generally,
the sample size to response curves are similar. Differences are mainly ob-
served in the absolute values.
First, we observe a convergence in the size and number of clusters as
the sample size increases. This is shown in panel A and E of Figure
2.6. The average size (in number of voxels) of the significant clusters in
a given fMRI data-analysis stabilizes or increases only marginally with
sample size. Furthermore, we observe on average 1.02 significant clusters
at N = 700 (in only two analyses out of 100, we found an additional small
significant cluster). Moreover, this single cluster corresponds on average to
31% of the masked brain (panel B from Figure 2.6). Interestingly, in some
analyses at N = 100 it is already possible to observe these large clusters.
This is reflected in the gap in panel A and B of Figure 2.6. Second, the
variability on the number of clusters and their corresponding size at first
increases with the sample size (panel C andD of Figure 2.6). However, for
N ≥ 100 in case of the number of clusters and N ≥ 200 in case of the size
of clusters, the variability then decreases again, which corresponds to a
higher stability. The same trend is observed in the other contrasts. Third,
as sample size increases, the average number of clusters that are observed
in both the replications increases at first. It then converges to the average
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total number of significant clusters as the latter decreases to 1 significant
cluster per analysis. This is true for both definitions of replicated clusters.
When comparing these definitions, we observe that a higher sample size
is needed to replicate clusters if at least 50% of a cluster has to be ob-
served at the same location in a given replication. Furthermore, only for
N ≥ 50 do we observe a higher number of replicated versus non-replicated
clusters. This is not the case when using a lenient definition of replicated
clusters. In contrast to the individual voxel results, we observe a better
reliability when reporting clusters of activation when using the lenient
definition. For instance, once N ≥ 180, it is possible to replicate almost
every cluster (there are no unique clusters). When using a conservative
definition, we need N ≥ 570 to replicate almost every cluster. Note, if
we calculate the proportion of clustered voxels that overlap in both the
replications (panel F in Figure 2.6), we observe values similar to the vox-
elwise percent overlap of activation. The median proportion overlapping
clustered voxels equals 0.645 when N = 200 and the maximum median
proportion equals 0.799 at N = 700.
With respect to the other tasks, we observe higher values for stability
when the experimental paradigm results in larger areas of activation. For
instance, the MID contrasts results in clusters with a size over 60% of the
masked brain at the highest sample size. Moreover, there are close to zero
non-overlapping clusters over N = 100. The Stop and Signal contrast on
the other hand results in a high number of smaller clusters (the largest
cluster entails approximately 10% of the masked brain at N = 700) which
results in lower values for the stability.
Finally, we provide the range of the values over all contrasts for each
measurement at N = 30. This corresponds roughly to the median sam-
ple size of single-group fMRI studies in 2015 (Poldrack et al., 2017).
For N = 30, we observe a median (over all sampling iterations) cor-
relation ρ ∈ [0.203; 0.709], a median percent overlap of activation ω ∈
[0; 0.302] when the FDR is controlled at 0.05 and a median coherence
κ ∈ [1.63e − 08; 0.504]. Averaged between both independent replications
in each task, we observe a median total number between [1.5; 45.8] sig-
nificant clusters. The lower bound is observed in the Stop and Signal
task, while the upper bound is observed in the faces task. When using
a lenient definition of overlapping clusters (i.e. only voxel found in both
clusters), then we observe a median between [0; 11.5] overlapping clusters
and a median between [0; 34.8] non-overlapping clusters (lower bound is
the MID task). When using a conservative definition (i.e. at least 50% of
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the voxels within a cluster overlap with the corresponding replication),
then we observe a median between [0; 6.5] overlapping clusters and a me-
dian between [1.5; 38.8] non-overlapping clusters. The observed median
proportions of overlapping voxels in a cluster between both replications
are between [0; 0.33].

Figure 2.2 Pearson product-moment correlation coefficient between
two independent replications of non-thresholded fMRI statistical para-
metric maps under increasing sample size. Solid line represents the me-
dian value over all resampling iterations. The height of the boxes repre-
sents the distance between the third and first quantile over all iterations.
Results indicate a median correlation higher than 0.8 between replica-
tions at sample sizes starting from N = 80 for the cognitive, faces and
MID task. We observe a maximum value for the Stop and Signal of
0.860 (N = 690).
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Figure 2.3 Overlap under increasing sample size between two inde-
pendent replications of thresholded fMRI studies. Control for multiple
testing is done at the voxelwise False Discovery Rate of 0.05. Solid line
represents the median value over all resampling iterations. The height
of the boxes represents the distance between the third and first quantile
over all iterations. Results indicate moderate variability between exper-
imental paradigms.
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Figure 2.4 Overlap (in triangles) under increasing sample size while
keeping the number of significant voxels fixed at 20%. The overall pat-
tern is similar to applying the same significance thresholding level over
all sample sizes (MATH > LANGUAGE). The dashed lines represent
the median overlap when the average significance level equals P ≤ 0.001,
uncorrected for multiple testing. Thus, we observe in this database a me-
dian ω = 0.73 when we have N = 390 and apply a (non-recommended)
conventional significance thresholding level of P ≤ 0.001.
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Figure 2.5 Coherence in categorizing voxels into true active or true
inactive states over R independent replication studies while increas-
ing the sample size. The number of independent studies ranges from
140 (N = 10) to 3 (N = 460). Solid line represents the median value
over all resampling iterations. The height of the boxes represents the
distance between the third and first quantile over all iterations. We ob-
serve a median value for κ equal to 0.80 when N = 180 for the cognitive
and faces task and N = 250 for the MID task. The maximum value for
the Stop and Signal task equals 0.774 (N = 460).
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Figure 2.6 Results on stability of fMRI data analysis inference on cluster-level (MATH
> LANGUAGE). Panel A shows the average cluster size for a given fMRI group analysis at
each sample size. Panel B shows the proportion out of the total number of masked voxels of
the largest cluster (separated for both replications for visualization purpose). Panel C and
D display the standard deviation respectively on the number of clusters and on the size of
the largest cluster. The top 4 panels show how the number and size of significant clusters
stabilize as the sample size increases. Note that in panel A to D, we do not explicitly compare
independent replications of group analyses. In panel E and F, replications are compared
pairwise. For panel E, we calculate the total number of clusters and then split between the
number of overlapping versus non-overlapping clusters. We separate between two definitions
of overlapping clusters: at least one voxel is overlapping between both clusters (A) or at least
50% of both clusters are overlapping (B). Counts are averaged over the two replications. The
curves are obtained by fitting a generalized additive model with cubic splines. In panel F,
we look at the proportion of overlapping voxels in a cluster. Clusters of voxels converge to
the same spatial location and shape as the sample size increases.
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2.4 Discussion

The primary aim of this paper was to replicate and extend previous em-
pirical assessments of replicability of fMRI results. We used data from
1400 subjects from the IMAGEN project in a subsampling approach to
investigate the role of sample size (i.e. essential to obtain sufficient sta-
tistical power). Participants were involved in four types of experimental
paradigms (i.e. a cognitive task, watching angry faces, a monetary incen-
tive delay task and a Stop and Signal paradigm). We used independent
replications to assess replicability in multidimensional quantify. Further-
more, we quantified replicability using three evaluation measurements:
(un)conditional test-retest reliability, coherence and stability of fMRI re-
sults.
First we observe variability in terms of the degree of replicability de-
pending on the experimental paradigms. An fMRI task resulting in larger
areas of activation is associated with higher values on our measurements
of replicability. We hypothesize that more subjects are needed to obtain
replicable results for experimental paradigms associated with small effect
sizes and/or small areas of activation.
With respect to our various measurements of replicability, we note the fol-
lowing key observations. First, we show that the correlation between two
images containing the test statistics from a test and independent replica-
tion can be relatively high even at small sample sizes (e.g. lower than 70
subjects). This is consistent with earlier results of Turner et al. (2018) who
observed values in the same range. Note that Sochat, Gorgolewski, Koyejo,
Durnez, and Poldrack (2015) also demonstrate relatively high correlations
between test statistics of thresholded SPMs. In this work, we thus extend
this observation to complete images.
A high test-retest reliability between full (i.e. non-thresholded) images
is important for several applications in neuroimaging. In decoding stud-
ies using for instance multivariate pattern classifiers (Haxby, Connolly, &
Guntupalli, 2014), the goal is not only to achieve a high prediction accu-
racy but also to evaluate the spatial patterns underlying the classification
accuracy (Conroy, Walz, & Sajda, 2013; Poldrack, Halchenko, & Hanson,
2009). Our results suggest that replicability of these spatial patterns is
likely to be acceptable.
Interestingly, the replicability of thresholded images, using only binary
values (i.e. activated or not) can be poor at common fMRI sample sizes
(N ≈ 30). This is indicated by the low overlap of activation between
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replications for the contrasts considered in our study. Furthermore, when
enforcing the same proportion of active voxels across analyses by means
of adaptive thresholding, we demonstrate the same poor relation between
sample size and the delineation of the approximated true spatial pattern of
activation. Multiple factors could explain this pattern including the effect
size of interest, characteristics of the studied population (13-15 years old
adolescents), design of the experiments (e.g. the cognitive task is based on
a limited number of trials), difficulties with quality control when working
with a large database, the signal-to-noise ratio of fMRI data, etc. More
details regarding these factors are given in the paragraph discussion limi-
tations of this study below. Note though that we observe the same range
of overlap values as in Turner et al. (2018) who used subjects from the
Human Connectome Project. While they relied on a release where sub-
jects can be genetically related to each other which potentially influences
replicability, the participants in the IMAGEN database are independent
from each other.
Next, even though the overlap between thresholded images can be poor,
we observe a better performance in terms of coherence between indepen-
dent replications. This is expected as coherence is measured using more
than 2 replications (i.e. from 3 to 140), while overlap is measured using
only pairs of images. Furthermore, the coherence is measured using both
active and inactive voxels. Note that we observe lower values for the co-
herence than Thirion et al. (2007). For instance, at N ≈ 30 the median
value κ = 0.80 in the latter, while we observe only a median κ = 0.504 at
best at the same sample size. This difference may be due to the difference
in type of cognitive task, experimental paradigms or statistical analysis.
For instance, Thirion et al. (2007) show how the coherence declines with
more conservative thresholding. Indeed, while Thirion et al. (2007) used
an uncorrected P ≤ 0.001 level for statistical significance, we corrected
for multiple comparison at a false discovery rate of 0.05. For larger sam-
ple sizes, this is substantially more conservative than thresholding at an
uncorrected P ≤ 0.001.
Finally, while replicability of individual voxels can be low at typical sample
sizes, we observe a better performance when looking at clusters of vox-
els. Although initially, the variability of the number and size of clusters
increases with increasing sample sizes, we have shown that it stabilizes
for higher sample sizes. As can be expected, the number of non-replicable
clusters is low if one uses a lenient definition of non-replicable clusters.
That is when at least one voxel from the cluster overlaps with a clus-
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ter in a given replication. If one considers a cluster only replicated if at
least half of it is observed in a given replication, then more subjects are
needed. This is true for any experimental paradigm. Moreover, these re-
sults potentially depend on the number and size of selected clusters. Small
clusters of activation (or highly variable cluster sizes) are more prone to be
non-replicable. Furthermore, it has been shown that parametric statistical
methods relying on cluster-wise inference are associated with an inflated
false positive rate (Eklund, Nichols, & Knutsson, 2016). For this reason,
Eklund et al. (2016) suggest using non-parametric methods such as per-
mutation testing (Brammer et al., 1997; Bullmore et al., 1999; Nichols &
Holmes, 2002; Winkler, Ridgway, Webster, Smith, & Nichols, 2014). We
have not investigated the effect of using these methods.

In this paper, we focused on the relation between replicability and sta-
tistical power and demonstrate potentially low voxelwise replicability due
to low statistical power. However, a lack of replicability is not the only
problem associated with low statistical power. There is (1) an increased
probability of a positive research claim being false (Ioannidis, 2005), (2)
an overestimation of the reported effect sizes compared to the true ef-
fect size (Cremers, Wager, & Yarkoni, 2017) and (3) an increased risk of
missed effects (i.e. false negatives) which potentially induces publication
bias (Acar, Seurinck, Eickhoff, & Moerkerke, 2018; Rosenthal, 1979; Ster-
ling, 1959). Note that the most optimistic rate of missing contrasts in the
fMRI literature is estimated to be 6/100 (Samartsidis et al., 2017). How-
ever, this estimate is (1) based on one database which does not necessarily
contain every fMRI study and (2) corresponds to missing studies where no
single effect in the entire masked brain is observed. Another consequence
of underpowered studies is the detection of some but not all true positive
voxels within a single fMRI study. In other words, even with low power
one is likely to find at least one significant voxel (Cremers et al., 2017)
which is not sufficient for fMRI studies to be replicable.
Several solutions to increase the sample size have been suggested (Cre-
mers et al., 2017; Poldrack et al., 2017). To begin with, it is advised to
run power analyses at the design phase of fMRI studies. Some tools exist
to calculate either the power to detect a true effect in a region of inter-
est (Mumford & Nichols, 2008) or when designing a whole brain analysis
(Durnez et al., 2016). Second, data sharing initiatives such as NeuroVault7
(Gorgolewski et al., 2015) create the opportunity to pool data into meta-

7www.neurovault.org

www.neurovault.org
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analyses (see Salimi-Khorshidi, Smith, Keltner, Wager, & Nichols, 2009;
Wager et al., 2007) or mega-analyses. By sharing data, it might be possi-
ble to increase the power of subsequent studies. Finally, if increasing the
sample size is infeasible, it is possible to complement statistical analyses
with sensitivity analyses (Wilke, 2012). The idea here is to iterate the
statistical analysis but systematically remove and replace r subjects. The
sensitivity can then be calculated using the percent overlap of activation.
Another approach presented by Liou et al. (2003) and Liou et al. (2006) is
to create so called “reproducibility maps” using multiple sessions or runs
of the same participants in an experiment.
Note that our definition of replicability concerns the generalizability of sci-
entific claims as different data are used to answer the same research ques-
tion. A vast number of studies (e.g. Gorgolewski, Storkey, Bastin, Whittle,
& Pernet, 2013; Lee et al., 2010; Machielsen, Rombouts, Barkhof, Schel-
tens, & Witter, 2000) have investigated the reliability of fMRI results over
repeated measurements using a small number of subjects (N ∈ [1, . . . , 18]).
The research question in this case corresponds to the ratio of within- ver-
sus between-subject variability where one is interested in partitioning and
quantifying the total observed variability into both components. We have
not addressed this issue in the current paper. Another related research
question is to investigate whether individual differences in behaviour can
be used as a predictor for replicability in task-based fMRI results.

To end the discussion, we mention some important limitations of this
study. First only a limited number of trials are used in the design of
the experiments contained in the IMAGEN database. The inter-subject
variability of such a fast paced experiment was investigated in (Pinel et
al., 2007). Although these researchers could reliably detect most peaks of
activation when compared to longer scanning sequences, improved mea-
surements of replicability can be expected with longer scanning sequences.
This has been demonstrated in recent work by Nee (2018) who reported
an increase of replicability of fMRI results with the duration (i.e. number
of time points ) of the scanning sequence. An important research question
is therefore the interaction between number of time points in the scanning
sequence and sample size on replicability of fMRI results. Furthermore,
the replicability of fMRI results will also depend on other factors such
as the studied population, type of (cognitive) task etc. It is not unlikely
to observe even more different response curves between the sample size
and our measurements of replicability. For instance, there may be a higher
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replicability when using college-aged participants rather than adolescents.
Potentially, adolescents are associated with a greater variability in terms
of brain development. This in turn could influence replicability between
sets of participants from the same age. In addition, as we only use the pre-
processed data, we are not able to investigate the effect of design choices
or various pre-processing steps on fMRI replicability. For these reasons,
we are unable to provide an absolute number as a required sample size
for task-based fMRI replicability.
Second, as data are anonymized before the start of our analysis we are
unable to investigate the proportion of between-site variability. In the lit-
erature, there are mixed results regarding the influence of the scanner/site.
In some studies, substantial between-site variability is observed (Rath et
al., 2016) while in others only marginal variability is observed (Costafreda
et al., 2007). Furthermore, it has been shown that between-site reliability
increases as the number of sessions increases (Friedman et al., 2008). It
should be noted that the influence of inter-site variability will be averaged
out in our study as we sample subjects over all scanning sites. Therefore,
our measurements of replicability could also change depending on the ef-
fect of between-site variability on the ability to replicate results.
Third, our results are based on only four experimental paradigms. Ad-
ditional variability can be expected with more experimental paradigms
(Thirion et al., 2007; Turner et al., 2018). Furthermore, Thirion et al.
(2007) observe variability in their reliability analysis related to the sta-
tistical model used in the group analysis. However, we compared current
results to those obtained using ordinary least squares and did not observe
substantial differences (results not shown).

In conclusion, we observe over four experimental paradigms an effect of
sample size and differences between voxel and cluster level analyses in
the ability to replicate fMRI results. To our knowledge, the latter has not
been demonstrated before. We hope these results further foster designing
fMRI studies with appropriate sample sizes and ultimately lead to more
replicable scientific findings.
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2.5 Appendix

2.5.1 Effect of the proportion of truly active voxels and
statistical significance criterion on percent overlap
of activation

To illustrate both the potential effect of the proportion of voxels that
are truly active in an image as well as the chosen criterion for statistical
significance in relation to ωA,B , we set up a numerical simulation. We
create independent pairs of 2D images of 50×50 voxels with either 0, 5, 20,
80 or 100% truly activated voxels. For each voxel, we generate N normally
distributed values with a mean equal to 0 or 1 depending on the true state
of the voxel and a standard deviation of 2. We perform a one-sample t-
test in each voxel and save the obtained P -values. Furthermore, we let
N increase from 10 to 100 and let the criterion for significance testing
increase within P ∈ [0.0001, . . . , 0.1]. After binarizing the two images, we
calculate ωA,B as presented in the main text and average over the 1000
pairs. The results are shown in Figure 2.5.1. For images without true
activation, the overlap is independent of the sample size and characterized
only by the amount of false positive hits. As would be expected, overlap
is very small in this case. Where truly activated voxels are present, there
is a substantial effect of the proportion of such voxels on the measure of
overlap, with higher values for the proportion of truly activated voxels
associated with higher values for ωA,B . Moreover, we observe a different
effect of the sample size on ωA,B depending on both the proportion of truly
activated voxels and the chosen criterion for significance testing. When
this proportion is low, liberal thresholds result in a higher overlap for low
N compared to conservative thresholds. The opposite is true at higher
sample sizes. However, when the proportion of truly activated voxels is
high, liberal thresholds (compared to conservative) are associated with
higher values for ωA,B over the entire range of N .
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Figure 2.7 Results of a numerical simulation where normally dis-
tributed data (mean = 0 or 1 depending on the true state of the voxel
and standard deviation = 2) are generated for 1000 independent pairs
of 2D images of size 50 × 50. Various proportions of true active voxels
are considered as well as various criteria for determining statistical sig-
nificance. The influence of sample size (N) is measured on the overlap
of activation (ω). Only for high proportions of true active voxels, we
observe a main effect of the criterion of statistical significance testing on
ω. Liberal thresholds result in higher values for ω over the entire range
of N .

2.5.2 EM algorithm for estimating a mixture of two bi-
nomials

Consider a general setting with V independent observations. Each obser-
vation is a realization of either one or another binomial data generating
process. The probability of success (out of R trials) is denoted as either π1
or π2. However, it is unknown to which of these processes each observation
belongs. Denote the sum of the number of successes for each observation
(v = 1, . . . , V ) as G(v) and define Zv as an unobserved Bernouilli random
variable. If the observation corresponds to the fist class, then Zv = 1 with
0 otherwise. The distribution of G(v) corresponds to a mixture of two
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binomial distributions. Hence, we assume G to be i.i.d. given by:

f(G,R, λ, π1, π2) = λP1(G;R, π1) + (1− λ)P2(G;R, π2),

where P (Zv = 1) = λ and P (Zv = 0) = 1− λ.

The joint density of G and Z is given by:

{λP1(G;R, π1)}Z{(1− λ)P2(G;R, π2)}(1−Z).

For convenience, we denote the set of free parameters as θT = (λ, π1, π2).
The log likelihood of the complete data is then given by:

L(θ|G,Z) =
V∑
v=1

[
Zvlog(λ) + Zvlog

(
P (G;R, π1)

)
+

(1− Zv) log
(
P (Gv;R, π2)

)]
.

The EM-algorithm is used to estimate θ. Define the following weighting
function:

w(s)
v = Eθ(s) (Zv|Gv)

=
λ(s)P1

(
Gv;R, π(s)

1

)
λ(s)P1

(
Gv;R, π(s)

1

)
+
(
1− λ(s)

)
P2

(
Gv;R, π(s)

2

) ,
where (s) denotes the current step in the iterative algorithm.
Note that the probability mass functions of P1 and P2 are given by:

P1 (G;R, π1) = R!
G! (R−G)!π

G
1 (1− π1)R−G

P2 (G;R, π2) = R!
G! (R−G)!π

G
2 (1− π2)R−G .

The algorithm proceeds by first performing the conditional expectation,
evaluated using the current estimates at step (s). Next the expected log-
likelihood function is maximised and hence provides updated parameter
estimates which are used in the next iteration. After choosing starting
values for θ, one can update its parameters using the following updating
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equations:

π
(s+1)
1 =

∑V
v=1 w

(s)
v Gv∑V

v=1 w
(s)
v R

π
(s+1)
2 =

∑V
v=1
(
1− w(s)

v

)
Gv∑V

v=1
(
1− w(s)

v

)
R

λ(s+1) =
∑V
v=1 w

(s)
v

V
.

Convergence is assumed when the difference between the current and up-
dated estimates is smaller than the tolerance level. In this paper, we set
the tolerance level to 0.001.
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2.5.3 Conditional test-retest reliability in function of the
FDR and sample size

Figure 2.8 Percent overlap of activation between independent repli-
cations for increasing sample size (x-axis) when the voxelwise false dis-
covery rate is controlled at either 0.001, 0.01, 0.05, 0.1 or 0.2. Liberal
thresholds result in a higher overlap over the entire range of the sample
size. Results only shown for the MATH > LANGUAGE contrast.
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2.5.4 Results of stability for remaining contrasts

Faces contrast

Figure 2.9 Results on stability of fMRI data analysis inference on
cluster-level (ANGRY FACE > CONTROL). Clusters of voxels converge
to the same spatial location and shape as the sample size increases. How-
ever, we observe more non-overlapping clusters than overlapping clusters
even for high sample sizes. This may be due to the high variability on
cluster sizes which does not seem to converge.
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Monetary incentive delay contrast

Figure 2.10 Results on stability of fMRI data analysis inference on
cluster-level (average effect of feedback of a success without a gain).
Clusters of voxels converge to the same spatial location and shape as
the sample size increases.
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Stop and Signal contrast

Figure 2.11 Results on stability of fMRI data analysis inference on
cluster-level (STOP FAILURE > STOP SUCCESS). Note the high
amount of small clusters of activation resulting in a higher number of
unique clusters.
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3
Chapter Three:

Standardized Effect Sizes
and Image-Based
Meta-Analytical

Approaches for fMRI Data

Data aggregation has become a valuable tool within neuro-
science. It can be used to develop new hypotheses and cre-
ate consensus among existing ones thereby increasing repli-
cability. An important prerequisite is the ability to directly
compare fMRI results over studies. In this paper, we discuss
how an observed effect size in an fMRI data-analysis can be
transformed into a standardized effect size. We demonstrate
how these enable direct comparison and data aggregation over
studies. Furthermore, we also discuss the influence of key pa-
rameters in the design of an fMRI experiment (such as number
of scans and the sample size) on (statistical) properties of stan-
dardized effect sizes. In the second part of the paper, we give
an overview of two approaches to aggregate fMRI results over
studies. The first corresponds to extending the two-level gen-
eral linear model approach as is typically used in individual
fMRI studies with a third level. This requires the parameter
estimates corresponding to the group models from each study
together with estimated variances and meta-data. Unfortu-
nately, there is a risk of running into unit mismatches when
the primary studies use different scales to measure the BOLD
response. To circumvent, it is possible to aggregate (unitless)
standardized effect sizes which can be derived from summary
statistics. We discuss a general model to aggregate these and
different approaches to deal with between-study heterogeneity.
Furthermore, we hope to further promote the usage of stan-
dardized effect sizes in fMRI research.

This chapter is written in collaboration with Prof. dr. T. Nichols and Prof.
dr. B. Moerkerke.

75



76 Chapter 3

3.1 Introduction

The analysis of neuroimaging data such as those obtained by functional
magnetic resonance imaging (fMRI) is a complex endeavour. There are
several challenges that need to be addressed. First there is a high cost
to scan subjects. Second the data are typical of a high dimensionality
and are characterized by a low signal to noise ratio (Button et al., 2013).
Moreover, due to its complexity there is a high flexibility in the analy-
sis and reporting of results (Carp, 2012). Given these challenges, it has
been pointed out in literature that statistical power to detect common
effect sizes in the neuroscience literature is rather low (Poldrack et al.,
2017), resulting in an increased prevalence of false positive published ef-
fects (Ioannidis, 2005) and results that cannot be replicated (Patil, Peng,
& Leek, 2016) using an independent sample of new data (Bossier et al.,
2019; Turner, Paul, Miller, & Barbey, 2018).
Several initiatives to address these issues have been proposed in litera-
ture. The first is the development of open source tools and standardiza-
tion protocols to facilitate good research practices (Poldrack & Poline,
2015). For instance NeuroPower from the NeuroPowerTools1 can be used
to calculate a minimal sample size to obtain sufficient statistical power
when planning whole brain fMRI analyses (Durnez et al., 2016). Next the
design of an fMRI experiment can be optimized (in terms of statistical
efficiency) using NeuroDesign from the same software library. While these
tools focus on planning an experiment, there is also an increased effort
to standardize the organization and storage of obtained fMRI data. Ex-
amples are the Brain Imaging Data Structure (Gorgolewski et al., 2016)
or the Neuroimaging Data Model (Maumet et al., 2016) which facilitates
representation of meta-data. Combined, these protocols enable easy shar-
ing of data between research groups.
A second solution directly addresses insufficient power by collecting data
of thousands of individuals through large scale collaborations. Examples
are the Human Connectome Project (Van Essen et al., 2013) or the UK
Biobank (Sudlow et al., 2015). Finally, as an individual researcher it is
possible to increase a sample size by aggregating data collected earlier
(either published or not). Scientifically, this can be done using different
meta-analytical techniques (Costafreda, 2009; Wager, Lindquist, & Ka-
plan, 2007). The general idea is to synthesize results while weighting the
different studies by reliability (e.g. studies with a larger sample size typi-

1http://neuropowertools.org

http://neuropowertools.org
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cally have a higher weight in a meta-analysis). Note that such initiatives
are only possible when researchers engage in a data sharing culture (Poline
et al., 2012).

In common between these solutions is the need to compare results
over fMRI studies. This is not only an obvious prerequisite in order to
combine results in a meta-analysis (Borenstein, Hedges, Higgins, & Roth-
stein, 2009; Bowman, 2012) but also to gain insight into the magnitude
of an effect. Most studies focus on null hypothesis significance testing,
where the null hypothesis corresponds to the absence of an effect (Friston
et al., 1995), and only report on the statistical significance. In case of
fMRI data, an effect reflects the amplitude of the blood-oxygenated-level
dependent (BOLD) signal obtained by contrasting (several) experimental
conditions. The strength of the evidence in favor of the alternative hy-
pothesis depends on the sample size as precision increases monotonically
with the latter. Mathematically, it is true that any real effect (small or
large) can be declared statistically significant as long as the sample size
is large enough (Bzdok & Yeo, 2017; Friston, 2012). For this reason, the
appropriate question is not only whether there is a true effect (and the di-
rection of the effect) but also what the magnitude of the underlying effect
is. This is termed practical significance (Kirk, 1996) and can be quantified
by a (voxelwise) point estimate for the effect as well as an estimate of its
precision. If effects are measured on a meaningful scale, then there is no
need to standardize these (Cummings, 2011) before comparing or when
combining over studies. However, the BOLD signal has an arbitrary unit
(Chen, Taylor, & Cox, 2017) which creates a need to standardize fMRI
effect sizes.

To our knowledge, the description of standardized effect sizes and an
overview of methods to combine these estimates have not yet been fully
documented in the field of neuroimaging. The goals of this paper are (1) to
describe the advantages of standardized effect sizes, (2) to give an overview
of the calculations and statistical properties of standardized effect sizes
specifically related to fMRI data and (3) to discuss several methods to
pool data across studies while dealing with heterogeneity between stud-
ies.
Note that several papers in literature describe various methods and tools
to aggregate neuroimaging data (see for an overview: Wager et al., 2007)
or provide specific guidelines on how to perform a meta-analysis with
neuroimaging data (Müller et al., 2017). Most of these methods and
diagnostic tools focus on coordinate-based meta-analyses that combine
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results over studies using only the 3D coordinates of peak activation
from the individual studies (Acar, Seurinck, Eickhoff, & Moerkerke, 2018;
Albajes-Eizagirre & Radua, 2018; Eickhoff, Bzdok, Laird, Kurth, & Fox,
2012; Eickhoff et al., 2009; Radua et al., 2012; Tench, Tanasescu, Con-
stantinescu, Auer, & Cottam, 2017; Turkeltaub, Eden, Jones, & Zeffiro,
2002; Turkeltaub et al., 2012; Wager, Jonides, & Reading, 2004; Wager,
Lindquist, Nichols, Kober, & Van Snellenberg, 2009). In this paper, we
focus on the context where full brain images are available and hence where
information for each voxel is combined over studies. This is termed image-
based meta-analysis. For a detailed comparison between both, see: Salimi-
Khorshidi, Smith, Keltner, Wager, and Nichols (2009).

3.2 Effect sizes

We start this section with a more detailed argumentation to incorpo-
rate standardizing effect size estimates for fMRI data. We will contrast
these estimates with the BOLD percent signal change. Thereafter, we will
discuss the computations underlying standardized effect sizes and third,
describe its relationship with fMRI data.

3.2.1 Why standardize?

The BOLD percent signal change is a frequently used measure of the
magnitude of an effect (Chen et al., 2017). It is measured in response to
an experimental condition and corresponds to the peak amplitude of the
fMRI time series in relation to a baseline signal. The latter represents an
average signal within each voxel over all time points. However, an average
fMRI signal can vary between subjects or scanning sessions due to various
external factors (e.g. caffeine level of the subject). Therefore, a normal-
ization step is executed where the entire signal in each voxel within each
subject and session is scaled to a target value. Written otherwise, if we
denote Y as the observed signal, then the normalization corresponds to:

Y
mean(Y ) × target value. The target value ensures different sessions and/or
participants are comparable within an analysis. The main issue is that
there are incompatibilities between various software libraries for the anal-
ysis of fMRI data. More specifically, there are differences in 1) techniques
to calculate an average signal (i.e. mean(Y )) and 2) the target values
chosen to scale the signal. AFNI (Cox, 1996) for instance calculates the
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average signal within each voxel separately while SPM2(Statistical Para-
metric Mapping: Wellcome Department of Cognitive Neurology, London,
UK) and FSL3 (Smith et al., 2004) perform a grand mean scaling where
the average signal is calculated over all masked voxels (Chen et al., 2017).
With respect to scaling, SPM for instance sets the target value to ap-
proximately 100 while FSL (Smith et al., 2004) scales to ±10.000 due to
historical differences in the implementation of the software4. Given that
the BOLD percent signal change is calculated with respect to the baseline,
the value depends on the technique to calculate the latter (i.e. software
dependent) prohibiting direct comparison across studies using different
software. In other words, consider two related studies that report a 3%
BOLD signal change within an area of activation. The researchers of the
first study relied on AFNI while the others on FSL. Unfortunately, the
reported effects will be slightly different due to differences in the calcu-
lation of the average signal. Therefore, the BOLD percent signal change
should be regarded as a non-standardized effect size. One of the solutions
is to report standardized effect sizes (that are comparable across studies)
next to the BOLD percent signal change.

To continue, we discuss the calculation of these standardized effect
sizes and its relation to fMRI in section 3.2.3.

3.2.2 Standardized effect sizes

While standardized effect size calculations for a mean difference between
two populations are well described (Borenstein et al., 2009; Zakzanis,
2001), this is not the case for a one sample average effect. In a group
analysis of an fMRI study however, this is often of interest when pooling
results over subjects. Therefore, we provide a general description for this
specific effect size measure.
Assume that the observed response variable Y for a given study i with
i = 1, . . . , k is distributed as Y ∼ N (µi, σ2

i ). Here, µi is the true popu-
lation effect of study i and σ2

i the corresponding within-study variance.
The true standardized mean effect, δi, is defined as:

δi = µi
σi
. (3.1)

2http://www.fil.ion.ucl.ac.uk/spm
3https://fsl.fmrib.ox.ac.uk/fsl/fslwiki
4https://blog.nisox.org/2012/07/31/spm-plot-units/

http://www.fil.ion.ucl.ac.uk/spm
https://fsl.fmrib.ox.ac.uk/fsl/fslwiki
https://blog.nisox.org/2012/07/31/spm-plot-units/
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For ease of notation, we will drop the subscript i. Usually, δ is estimated
using Glass’s estimator (Glass, 1976) or similarly for a one-sample case
using Cohen’s d (Cohen, 1988):

d = Y

S
, (3.2)

where S corresponds to the square root of the unbiased estimator for the
sampling variability. Using equation (3.2) results in an expression of the
observed effect (Y ) in units of S, which is a standardization procedure.
However as shown in Hedges (1981) and demonstrated in section (3.5.1)
of the Appendix, equation (3.2) is a biased estimator for δ. Relying on d
results in an overestimation of δ, especially for small sample sizes. Using
the derivations in Hedges (1981), the exact unbiased estimator (ge) is
defined as:

ge = Y

S
× h, (3.3)

where

h =
Γ
(
N − 1

2

)
√

(N − 1)
2 Γ

(
N − 2

2

) , (3.4)

Γ represents the gamma function and N equals the sample size of the
study.
Due to historical limitations in computing h, Hedges (1981) suggested an
approximation (ga):

ga = Y

S
× J, (3.5)

where

J =
(

1− 3
4(N − 1)− 1

)
. (3.6)

Note that for N ≥ 10, we have ga−ge < 0.001. Even though the difference
between both effect size calculations is small, computational resources
nowadays enable calculating ge instead of ga. The induced overestimation
using Cohen’s d for small sample sizes and the difference between ge and
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Figure 3.1 Left panel: ratio of the true effect size (δ) versus the ex-
pected value of Cohen’s d. Estimating an effect size with d thus results
in an overestimation of δ for small sample sizes. The ratio equals the
correction factor h used in the exact unbiased estimator (i.e. ge). The
right panel shows the difference between the exact expression and the
approximation (i.e. ga using correction factor J) when the df ≤ 7. To
summarize: h = δ

E(d) and J ≈ δ
E(d) .

ga is illustrated in Figure 3.1. On the y-axis we plot the ratio between
the true effect size (i.e. δ) over the expected value of d (i.e. E(d)) hence
demonstrating the overestimation.
Finally the expectation of ge and its variance are given as:

E(ge) = µ

σ
(3.7)

= δ (3.8)
Var(ge) = Var(d)× h2 (3.9)

=
[

(N − 1)(1 +Nδ2)
N(N − 3) − δ2

h2

]
× h2. (3.10)

To estimate the within-study variability of the standardized effect, we
plug in the estimate for δ using equation (3.2). We refer to the Appendix,
section 3.5.1 for derivations.
For completeness, we provide the estimator for a standardized mean dif-
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ference (g∆) between a control group with Nc subjects and an experi-
mental group with Ne subjects together with its expectation and variance
(Borenstein et al., 2009; Hedges, 1984).

g∆ = Ye − Yc
Spooled

× h∆, (3.11)

where

S2
pooled = (Ne − 1)S2

e + (Nc − 1)S2
c

Ne +Nc − 2 (3.12)

h∆ =
Γ
(
Ne +Nc − 2

2

)
√

(Ne +Nc − 2)
2 Γ

(
Ne +Nc − 3

2

) (3.13)

And then:

E(g∆) = µe − µc
σ

(3.14)

Var(g∆) = (Ne +Nc − 2)
(Ne +Nc − 4) NeNc

Ne+Nc

[
1 + NeNc

Ne +Nc
δ2
]
−

δ2

h2
∆
× h2

∆ (3.15)

3.2.3 Standardized effect sizes for fMRI data
To discuss the relation between ge and fMRI data, we need to give a brief
overview of the general model fitting procedure that is typically used in
a mass univariate fMRI data analysis.

Statistical analysis of fMRI data

Due to computational limitations, the statistical analysis of fMRI data is
split-up in two stages/levels. The first stage consists of fitting a general
linear model (GLM) with the expected time series under the experimental
condition and possible nuisance parameters to the observed BOLD signal.
This is done for each voxel and subject separately. We will not use a
subscript to denote the voxel for ease of notation. For a single subject s,
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we have (Friston, Jezzard, & Turner, 1994):

Ys = Xsβs + εs, s = 1, . . . , N, (3.16)

where Ys is a vector of length T containing the BOLD signal on T mea-
surements, Xs is the design matrix containing a convolution of the stimu-
lus onset function with a hemodynamic response function (HRF) (Henson
& Friston, 2007) as well as nuisance covariates, βs is a vector with the pa-
rameters and εs is a vector of length T containing within-subject random
error. Note that due to low-frequency drift, the within-subject error is not
independently distributed but given by εs ∼ N (0, σ2

sVs), where V is the
temporal autocorrelation (Mumford & Nichols, 2006). To obtain efficient
estimators, we assume that the data, model and errors are decorrelated
(whitened). This is usually done by premultiplying Ys and Xs with a ma-
trix Ks such that KsVsKT

s = I (Poline & Brett, 2012). By doing so, we
have Var(εs) = σ2

sI for each subject. Furthermore, note that for a fixed
true βs, we have

Varβ(cβ̂s) = c(Xs
TVs

−1Xs)−1cTσ2
s , (3.17)

with β̂s the vector of parameter estimators and where c represents a con-
trast vector forming a linear combination of parameter estimates (Mum-
ford & Nichols, 2009).
The second stage, denoted with subscript G, is used to estimate a pop-
ulation effect by combining all participants. The response variable is the
vector of estimated first level contrasts YG = {cβ̂1, . . . , cβ̂N}T . We now
get

YG = XGβG + εG, (3.18)

where XG is a group design matrix and εG a group error vector. In the
simplest case, XG corresponds to the group average which is a vector
of length N with ones. Importantly, εG is a mixed effects error compo-
nent as it contains both variability of the imperfect intra-subject fit at
the first stage (i.e. cβ̂s) and between-subject variability, denoted as σ2

G

(Mumford & Nichols, 2009, 2006). To simplify the notation here, we look
at the unusual case where each participant has the same design matrix
X and we assume there is no temporal autocorrelation in the time se-
ries of each subject (or we work with pre-whitened data). We thus have(

Xj
TXj

)−1
=
(

Xl
TXl

)−1
for all j, l after which we drop the subscript



84 Chapter 3

in X. The variance of the error component in model (3.18) becomes:

VarG(εG) = Varβ(YG) + σ2
GIN . (3.19)

with

V̂arβ(YG) =
diag{σ̂2

1c(XTX)−1cT , . . . , σ̂2
Nc(XTX)−1cT } (3.20)

where diag indicates the diagonal operator and β denoting this is an intra-
subject variance.
Next we assume that the within-subject variance is homogeneous over
all subjects (i.e. σ2

j = σ2
l for all j, l). This simplifies our discussion on

standardized effect sizes in the following section. Furthermore, by doing so
we are able to rely on the ordinary least squares (OLS) approach (Holmes
& Friston, 1998) to estimate the parameters of equation (3.18). Finally,
we get for a fixed true βG:

VarG(YG) =
[
c(XTX)−1cTσ2 + σ2

G

]
IN . (3.21)

We only need to estimate a single (combined within- and between-subject)
variance term. We shall denote S2

G as the sample variance of Y at the
group level (i.e. S2

G = V̂arG(YG)). Inference for the simple group average
case proceeds with a one sample t-test. The test statistic (i.e. a t-value)
of a parameter of interest (i.e. a specific βG) corresponds to t = β̂G

SG/
√
N

and is compared to a t-distribution with N − 1 degrees of freedom. The
result is a statistical parametric map (SPM) containing a test statistic for
each voxel.

Model fitting procedure and effect size estimation

While it is possible to calculate a voxelwise standardized effect for each
subject in an fMRI experiment, the general interest is to measure a stan-
dardized group effect. Specifically for fMRI, the one-sample standardized
mean effect (i.e. XG = a column vector of 1) is obtained by combining
equations (5.9), (3.18) and (3.21) as:

ge = β̂G
SG
× h. (3.22)
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Note that it is also possible to obtain an effect size using the t-value in
each voxel. More particularly, we have ge = t√

N
× h.

Due to the two-stage procedure when fitting the GLM, there are some
characteristics/effects on the standardized effect size worth noting. To
start with, consider the expression of δ which contains both an estimate
of the average effect as well as one of the sampling variability. Therefore,
both estimators for µ and σ need to be unbiased. For instance, we make
the assumption that the individual time series are effectively decorrelated.
Furthermore we need to assume the correct statistical model is used to
estimate the parameters of the GLM (e.g. movement parameters are in-
cluded if necessary). In other words, we assume researchers are measuring
a relevant effect instead of an artefact.
Second, the derivations for the distributional properties of the standard-
ized effect sizes are obtained using the assumption of a normally dis-
tributed outcome variable. In the case of fMRI, we thus assume normally
distributed βG’s, which follows from the central limit theorem if N is suf-
ficiently large.
Next, there is an effect of both the length of the individual time series (T )
and the number of participants (N) on the standardized effect size and
its variance. First note that the sampling variability (S2

G) will decrease as
T increases. This is the case as the intra-subject variability due to esti-
mating the single-subject parameters in the fist stage (i.e. the first part in
equation 3.21) decreases. In turn, δ will increase. Thus one obtains larger
effect sizes using longer scanning sequences. However note that larger ef-
fect sizes are associated with larger variances of the effect size estimator as
can be seen in equation (5.14). Secondly, while the effect size is indepen-
dent of the sample size, the precision to estimate δ will increase with N .
To demonstrate both the effect of T and N , we set up a small Monte-Carlo
simulation study. The code for this simulation and to obtain the result-
ing figures can be found at: https://github.com/NeuroStat/ESfMRI.
Using the neuRosim package (Welvaert, Rosseel, Durnez, Moerkerke, &
Verdoolaege, 2011) in R, we generate individual fMRI BOLD time series
by convoluting a block design experiment with a canonical HRF and add
white random noise to the signal. Within-subject variability is homoge-
neous across all subjects and a small amount of between-subject variabil-
ity is added. We then vary the length of the individual time series with
T ∈ [100, . . . , 500] and let N = 20 or N = 100. A standard two-stage GLM
is fitted and we estimate the group level standardized effect size with its
variance using the formula provided above. Results are shown in Figures

https://github.com/NeuroStat/ESfMRI
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3.2 and 3.3. First we visualize standard properties of the OLS estimator
for the parameters of interest in the second level GLM. The estimator for
βG is unbiased and its precision increases with both T and N (i.e. lower
variability over the simulations). Second we observe higher values for ge
as T increases and a higher precision as N increases. Furthermore, the
variance of ge increases with T . This can be seen in panel D of Figure
3.5.3 where the red line indicates the expected value for the variance. Note
that the increase is rather small. Indeed, the empirical variance (i.e. over
Monte-Carlo simulations) of the estimator for ge increases, albeit this is
too small to be detected in panel C of Figure 3.5.3. A demonstration of
the increase in the empirical variance is given in Appendix, section 3.5.2,
where we calculate the variance over the simulations of the estimates for
ge marginally over the number of subjects. Note that even though the
empirical distribution of Var(ge) is skewed (see panel D of Figure 3.5.3),
the estimator is unbiased. A demonstration of this property is given in
the Appendix, section 3.5.3. Furthermore, note how the variance for ge
decreases with the number of subjects. This can be seen in both panel C
and D of Figure 3.5.3 and is calculated explicitly in the Appendix, sec-
tion 3.5.2. This effect is more substantial than the increase in the variance
associated with the number of scans.
Finally, there will be an effect of spatial smoothing in the pre-processing
on the estimated standardized effect size. As smoothing directly influences
the signal and noise of within-subject time series, the smoothed standard-
ized effect size will be different from the raw standardized effect.

An important remark is the distinction between effect size estimation
and null hypothesis significance testing for fMRI. Both procedures are
mainly used within a massive univariate context (Lindquist, 2008). How-
ever, inference procedures for the parameters of the GLM critically relies
on correcting for multiple testing (Nichols, 2012; Nichols & Hayasaka,
2003). While effect sizes can be calculated on thresholded maps, the re-
sulting estimates will be over-optimistic as the amount of tests increases.
This is true as only voxels with the smallest amount of noise will survive
the threshold for significance, irrespective of the underlying true effect size
(Reddan et al., 2017). Therefore, we suggest to complement significance
testing with estimating the standardized effect sizes on non-thresholded
images.
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Figure 3.2 Empirical distributions over 1000 Monte-Carlo simulations
of the estimated group level parameters in a typical two-stage fMRI
general linear model (see equation (3.18)). The length of the individual
time series and the total sample size increases to demonstrate its effect
on the parameter estimates. Panel A depicts the estimated group level
parameters, while panel B gives S2

G.
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Figure 3.3 Empirical distributions over 1000 Monte-Carlo simulations
of the estimated ge (panel C) and its variance (panel D) using equation
(5.14). The length of the individual time series and the total sample size
increases to demonstrate its effect on the parameter estimates. The solid
red line in panel D corresponds to the expected value.
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3.3 Meta-analysis
There are several methods available to aggregate fMRI data. However,
the amount of information available to the analyst will largely determine
which method can be used. We discuss two strategies aggregating results
when full brain images are available (i.e. image-based meta-analysis). In
an fMRI meta-analysis, three levels can be distinguished: subjects, stud-
ies/groups and the meta-analytical level.
In the first method, full brain images from different studies are modeled
by extending the two-stage hierarchical general linear model presented in
section (3.2.3). To do so, the analyst needs the parameter estimates of
the GLM of each study (equation 3.18) together with an image contain-
ing the estimate of its variance. Furthermore, depending on the software
used within each study, meta-data will be required to scale data in order
to avoid unit mismatches between studies. The second method relies on
a transformation of the estimates from each study to standardized effect
sizes (discussed in section 3.2.3). This approach can be used if only images
containing the test-statistic of each study are available.

3.3.1 Extending the GLM

We start with the case where most information is available. It is possible
to extend the two-stage hierarchical GLM presented in equation (3.18)
with a third level. To do so, we need at least the following information
from each study i with i = 1, . . . , k: the estimated contrast parameters
of interest from the GLM β̂G,i together with their estimated variances,
the sample size or preferably the effective degrees of freedom for each
voxel and finally meta-data such as the mean intensity of each study
image. If we use M to denote the third (meta-analytical) level and cG
as a contrast forming vector at group level (e.g. contrasting patients with
controls) in each study, then we have YM = {cGβ̂G,1, . . . , cGβ̂G,k}T .
The corresponding GLM can be written as:

YM = XMβM + εM , (3.23)

where XM represents the meta-analytical design matrix used to aggregate
data. Similar to the two-stage model presented earlier, the error term
consists of two parts. In this case: within-study variability and between-
study variability (σ2

M ). Note however that within-study variability on its
own consists of the intra-subject and between-subject variability. Written
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formally, we thus have:

Var(εM ) = VarG(YM) + σ2
MIk, (3.24)

with

V̂arG(YM) =
diag{σ̂2

1cG(XT
G,1XG,1)−1cT

G, . . . , σ̂
2
kcG(XT

G,kXG,k)−1cT
G}

and diag again indicating the diagonal operator and for each study i

(i = 1, . . . , k), σ2
i = VarG(εG,i) as in expression 3.19. Note that dif-

ferences in sample sizes may cause within-study variability being non-
homogeneous. In turn, this violates an assumption underlying the OLS
approach to estimate the parameters of model 3.23. As explained in Mum-
ford and Nichols (2009), it is possible to relax the assumption of homo-
geneous within-study variances by using a generalized least squares ap-
proach. Since this requires an estimation of multiple variance terms, we
need to use iterative algorithms such as restricted maximum likelihood.
For fMRI, it is possible to use a general linear mixed model implemented as
FLAME1 or FLAME1+2 in FSL (Woolrich, Behrens, Beckmann, Jenkin-
son, & Smith, 2004) or the approach implemented in fMRIstat (Worsley,
Liao, Aston, & Worsley, 2013). Note that if the assumption of within-
study homogeneity is violated, one should avoid the summary statistic
approach in SPM125. However, it is possible to use a full general linear
mixed model implemented as spm_mfx.m in SPM12 and described in
(Friston, Stephan, Lund, Morcom, & Kiebel, 2005).

While modeling the subject- or study-level data using a hierarchi-
cal three-stage GLM seems straightforward, special attention needs to
be given to the units of the data. Ideally, the effect of an experimental
paradigm (i.e. the β parameters in the GLM) is expressed in the same
unit for each study before going into model (3.23). However as mentioned
in section 3.2.1, the BOLD signal has an arbitrary unit. This will not
only depend on the scaling technique used when normalizing the time
series (as discussed earlier), but also on the scale of the design matrix
and the scaling of the contrast of interest at the first level of the GLM
in each study (Maumet & Nichols, 2015). With respect to the design
matrix, ideally predictors have a peak amplitude (height) of 1 ensuring
the effect is expressed in the same unit as the data. This is usually the

5https://www.fil.ion.ucl.ac.uk/spm/software/spm12/

https://www.fil.ion.ucl.ac.uk/spm/software/spm12/
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case for block event designs, but rarely for event related designs with
short inter-trial intervals. With respect to the scaling of the contrast,
ideally the positive part sums to 1 and the negative part sums to -1 (see
also https://blog.nisox.org/2012/07/31/spm-plot-units/). In most
cases, the analyst will not be able to change these parameters. Avoiding
unit mismatches between studies will therefore become challenging.
To demonstrate this, assume that two individual fMRI studies rely on
the same technique to calculate an average signal and both studies are
interested in the same experimental contrast, measuring a relevant effect.
As discussed above, a typical data analysis consists of fitting a general
linear model (GLM) in each voxel. Even though both studies could mea-
sure the same BOLD percent signal change, the parameter estimates in
the GLM will differ if the target value of the normalization step differs.
To compare these parameter estimates over both studies (possibly with
the aim to aggregate them in a meta-analysis), one then needs to use an
extra parameter to scale the design matrix from one study to another.
An illustration of this problem is given in Figure 3.4. Using R (R Core
Team, 2015), we run a simulation6 where we generate 1000 time series
for N = 50 subjects each. We design two scenarios. These correspond to
the signal being normalized with a target value in the normalization step
corresponding to either 10.000 (option A) or 100 (option B). We demon-
strate how a difference in normalization results in parameter estimates
that cannot be combined unless the analyst knows how to scale data be-
tween studies (using a scaling parameter c on Figure 3.4).

If raw data (i.e. subjects) are available, one could re-run the entire
analysis within one software library thus avoiding differences in scaling
techniques between software libraries and with the ability to re-code con-
trasts vectors. Furthermore, one could obtain for each study the effective
peak height of the predictors in the design matrix and use this value to
scale the parameter estimates accordingly before fitting the second-level
GLM.
If only the second-level group data are available (i.e. parameter estimates
and their estimated variances), the analyst will need to rely on meta-
data (e.g. software library used, type of experiment, the chosen contrast
of interest,...) to scale the estimates accordingly before running a third-
level. Standardization protocols such as the Neuroimaging Data Model
(Maumet et al., 2016) attempt to provide machine-readable descriptions

6The code can be found at: https://github.com/NeuroStat/ESfMRI

https://blog.nisox.org/2012/07/31/spm-plot-units/
https://github.com/NeuroStat/ESfMRI
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Figure 3.4 Illustration of pooling two studies (A and B) where each
have a different target value in the normalization step. This results in
regression coefficients (i.e. βA1 and βB1) that cannot be compared di-
rectly. Two solutions are possible: 1) one can scale the design matrix
(i.e. X) of one study to the other (resulting in βC1) or 2) one could
standardize the observed effect size (i.e. sES). To generate the observed
time series, we first create a true signal by convoluting a block design
experiment (20 sec ON/OFF) with a canonical hemodynamic response
function (HRF) (Henson & Friston, 2007). The true signal is scaled so
that it corresponds to 3% BOLD signal change relative to the baseline.
We then add white random noise to the true signal and a small amount
of homogeneous between-subject variability. Note: c corresponds to the
scaling parameter needed to combine study A and B.

of studies together with the necessary meta-data to overcome these is-
sues.
If no meta-data is available or only a limited amount of information is
available (e.g. only the statistical parametric map), then the analyst has
to rely on techniques that do not depend on the unit of the data. We will
discuss these now.
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3.3.2 Aggregating standardized effect sizes

An alternative method to aggregate fMRI studies relies on transforming
the data beforehand. As discussed in section 3.2.3, it is possible to trans-
form a test-statistic to standardized effect sizes. Furthermore, note that
the non-systematic variability of standardized effect sizes is proportional
to the inverse of the sample size

( 1
n

)
of the study (see equation 5.14).

Moreover, the variance is completely determined by the estimate of the
effect size and the sample size. This has three important implications.
First, effect size estimates have a different error variance due to different
sample sizes between studies (Hedges, 1984). These differences are ac-
counted for when aggregating effect sizes by using a weighting approach
(discussed below). Second, aggregating studies is more feasible as one only
needs the estimate of the effect magnitude (obtained using a test statistic)
and the corresponding study sample size. For fMRI it is thus possible to
do a meta-analysis using the statistical parametric maps in conjunction
with the sample sizes. Finally, it is possible to use all degrees of freedom
between the different effect size estimates to estimate systematic differ-
ences between studies (Hedges, 1984). In other words: there is no need to
iteratively estimate within-study and between-study variance components
as could be the case in the three-stage GLM from equation (3.24).

Models for aggregating effect sizes

In the past, it was custom to ignore any possible between-study variability
(i.e. fixed-effects models) when aggregating effect sizes. However there is
a growing consensus that more complex models are preferred over these
simple fixed-effects models (Hunter & Schmidt, 2000; Viechtbauer, 2005).
Similar to the three-stage hierarchical model, variability of effect sizes are
then decomposed into two parts. The first is the sampling variance (i.e.
within-study variability) determined by the sample size and the second
equals heterogeneity between studies due to observed effect sizes being
drawn from a population of effect sizes (i.e. between-study variability).
Typically, models incorporating the latter are denoted as a random ef-
fects model. However we will discuss a more general case which allows for
moderator variables to be added. We introduce new notation to differen-
tiate models for standardized effects from those in BOLD percent signal
change discussed earlier (section 3.3.1). We can write a meta-analysis
for all i = 1, . . . , k studies as a linear mixed-effects model (e.g. Rauden-
bush, 2009; Viechtbauer, López-López, Sánchez-Meca, & Marín-Martínez,
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2015):

Y∗ = X∗β∗ + u + ε∗, (3.25)

where Y∗ denotes the (k × 1) vector of observed (standardized) effect
sizes and X∗ is the k × (p+ 1) meta-analysis design matrix with p possi-
ble moderator variables. Next, β∗ is the column vector of length (p + 1)
with parameters, u is the vector of random effects distributed as N (0, τ2).
Then ε∗ is the within-study error with the individual terms distributed
as ε∗i ∼ N (0, σ∗2i ). The mentioned random effects model without modera-
tor variables corresponds to the case where X∗ is a column vector of 1’s.
The intercept in β∗ then corresponds to the population average. Further-
more τ2 reflects all between-study heterogeneity not accounted for by the
moderators. A weighted least squares approach is used to estimate the
parameters in β∗. The usual estimator for β∗ is denoted by B∗ and is
expressed as:

B∗ = (X∗T ŴX∗)−1X∗T ŴY ∗. (3.26)

In this, Ŵ denotes a diagonal weight matrix with elements wi = 1/(σ∗2i +
τ̂2). We thus give less weight to studies with a lower sample size (i.e. lower
precision).
A great deal of attention in the literature deals with methods to estimate
τ2, the between-study heterogeneity (Higgins & Thompson, 2002; Veroniki
et al., 2016; Viechtbauer, 2005). Choosing an appropriate method to esti-
mate τ2 is important for two reasons. First, a biased estimator leads to an
over- or underestimation of β∗. Second, the variance-covariance matrix of
B∗ used in a standard Wald-type test can be expressed as (X∗TŴX∗)−1

(Viechtbauer et al., 2015) and hence, the precision to estimate the param-
eters is also a function of τ2.
In the following section, we will discuss three methods that are worth men-
tioning to estimate τ2 for fMRI data. These are the popular DerSimonian
and Laird estimator (DerSimonian & Laird, 1986), the Hedges estimator
and the restricted maximum likelihood estimator. Moreover, we will dis-
cuss these using an empirical assessment of the amount of between-study
heterogeneity that one can expect in an fMRI meta-analysis. Obtaining
such an estimate has three benefits. First it can be used in subsequent
Monte-Carlo simulation studies by providing sensible values for simula-
tion parameters. Second, results of these assessments challenge the analyst
to think ahead about potential between-study heterogeneity when plan-
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ning a meta-analysis. Finally, the expression for τ2 can attain negative
values at which they are usually truncated at zero. This leads to biased
estimates (Bohning, 2002). Hence it is interesting to know whether one
can encounter this situation in an fMRI meta-analysis. We collect a real
data set of 33 studies to discuss the estimators for τ2 and the observed
distribution of between-study heterogeneity within a region of interest.

Between-study heterogeneity in fMRI studies.

We collect a database of whole-brain fMRI studies involving a general
experience of pain versus no pain. We obtain 33 studies using NeuroVault
where we transform the SPMs to standardized effect sizes. We then es-
timate between-study heterogeneity using 3 possible estimators for τ2

(discussed below). Furthermore we add two measurements that quantify
the degree of between-study heterogeneity. We plot all the observed values
over all voxels within a region of interest in Figure 3.5. The different steps
are detailed below and the code is available at our GitHub repository.

Step 1: collecting studies
All studies are collected using the search term pain in NeuroVault (last
search dates from January 2017). The contrast of interest is the effect of
experiencing pain versus a baseline or versus experiencing no pain. We ap-
ply a lenient definition of the experience of pain to obtain upper bounds on
the observed between-study heterogeneity. The database contains multi-
ple stimuli, ranging from auditory, thermal to mechanical stimuli. Results
are manually checked for content and/or errors. If needed, images are re-
sampled to MNI space with a voxel size of 2 × 2 × 2 mm. Note that we
do not explicitly follow guidelines (such as the PRISMA statement7) on
how to collect/report studies for a meta-analysis/systematic review. Nor
do we aim to assess whether publication bias known as the ‘file drawer
problem’ (Rosenthal, 1979) is present. Hence the research question is not
necessarily on the mapping of the experience of pain in the human brain.
The database contains 33 studies from which 21 correspond to the work of
one research group. Furthermore, 6 studies provide individual subject data
containing only the beta estimates of the fitted GLM. We re-create the
studies for these by fitting group level models using a standard ordinary
least squares approach (Holmes & Friston, 1998), assuming homogeneous
within-subject variability. The total sample size equals 659 subjects.

7http://www.prisma-statement.org/

http://www.prisma-statement.org/
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Step 2: defining a region of interest
As is done in Poldrack et al. (2017), we restrict our analysis to regions
that are functionally relevant to the experience of pain. To obtain a re-
gion of interest (ROI), we run an automated meta-analysis using Neu-
roSynth8 (Yarkoni, Poldrack, Nichols, Van Essen, & Wager, 2011). This
tool automatically extracts the coordinates of foci of activation from pub-
lished papers. Out of the entire database of published fMRI studies,
420 studies reported activation associated with pain. For each voxel, a
cross table mentioned pain in a study (YES/NO) × reported activation
(YES/NO) can then be constructed. Next the probability that activation
in a given brain voxel is associated with the term pain is calculated (i.e.
P(activation|pain)). The Pearson χ2 test is used to test the null hypoth-
esis of independence between each brain voxel and pain. A binary mask
(i.e. functionally relevant: 1/0) is then created by controlling the false
discovery rate at level 0.01.

Step 3: estimating between-study heterogeneity
Using the NeuRRoStat package9 in R, we first transform the t-values
within the ROI to standardized effect sizes (i.e. ge) based on equation
(5.9). Within-study variability is calculated using equation (5.14). Next
we use the metafor package (Viechtbauer, 2010) in R to fit a mixed-effects
model as given in equation (3.25) where a fixed moderator variable is
added to control for the 21 studies corresponding to the same research
group. The weighted least squares approach requires an estimation of τ2 -
the between-study variability. To condense the amount of formula in the
text, we refer to the appendix section 5.5 for the mathematical description
of the three estimators for τ2.
The first is the popular DerSimonian and Laird (DL) estimator (DerSi-
monian & Laird, 1986). This method of moments estimator has the ad-
vantage of being very quick to calculate. However, as discussed in Viecht-
bauer (2005), the estimator is only unbiased assuming that within-study
variances (σ∗2) are known (i.e. not estimated). Obviously this assump-
tion does not hold and becomes especially problematic if the sample sizes
of individual studies are small. Furthermore, even though the estimator
does not require an assumption of normality for the random effects, it
has been shown in a simulation study how other methods are preferred
when the amount of studies in the meta-analysis is small (Jackson, Bow-

8http://neurosynth.org/
9https://github.com/NeuroStat/NeuRRoStat

http://neurosynth.org/
https://github.com/NeuroStat/NeuRRoStat
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den, & Baker, 2010). A small adaptation of the DL estimator is given by
the Hedges estimator (HE) (Viechtbauer, 2005). This estimator is proven
to be unbiased when assuming the within-study variances are estimated
rather than being known and has the same computational advantage as
the DL estimator. However as shown in Viechtbauer (2005), the HE esti-
mator is the least efficient, meaning the variance of the estimates is the
highest among the three estimators. A final alternative is an iterative ap-
proach using the restricted maximum likelihood (REML). This estimator
benefits from a good compromise between efficiency and being unbiased.
The disadvantage is the increased computational time and possible con-
vergence problems. We estimate τ2 using all three approaches presented
above.

Step 4: visualizing between-study heterogeneity
To complement the analysis, we add two commonly used estimates of
between-study heterogeneity. The first one being H2 which is defined as
Q
k−1 , where Q is the amount of observed dispersion between studies. Note
that Q on itself depends on the estimator for τ2 and H2 should therefore
not be considered as an independent check of heterogeneity. The expected
value of dispersion under the assumption of homogeneous effects (i.e. there
is no between-study heterogeneity) equals df = k − 1 (i.e. equal to the
degrees of freedom). Therefore, H2 is a measure of the ratio of observed
dispersion over the expected amount of dispersion. We also add I2 which
is defined as Q−df

Q × 100% and thus the ratio between excess dispersion
over the total (observed) dispersion. We visualize the distributions for
these various parameters within the ROI in Figure 3.5. We observe val-
ues for H2 and I2 that indicate substantial between-study heterogeneity.
For instance, the maximum values for H2 and I2 using the Hedges esti-
mators equal 8.52 and 88.3% respectively. There is no rule of thumb to
describe the observed heterogeneity as either low, mild or severe (Higgins
& Thompson, 2002). However, we believe the observed dispersion can be
considered substantial. With respect to the different estimators for τ2 (i.e.
DL, HE and REML), we note the following observations. First, the HE
estimator is associated with more outlying estimates of τ2, followed by
the REML estimator. However, this does not seem to affect the estima-
tion of β∗ as these distributions are nearly identical. The range of B∗
over the three estimators is between −0.573 and 1.24 (panel C of Figure
3.5). Note that τ2 is estimated on the same scale. Furthermore, we can
construct a 95% credibility interval of the estimated B∗’s (for each esti-
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mator of τ2) using the assumption of normally distributed effects around
B∗ (i.e. indicating the amount of variability one can expect). For instance,
using the HE estimator, the interval associated with the voxel with the
largest estimated B∗ (i.e. 1.24) in the ROI is equal to [0.385; 2.09]. The
interval for the lowest observed B∗ (i.e. −0.573) equals [−1.36; 0.218]. As
a reference, the interval for the voxel with the highest value for τ̂2 (i.e.
0.48) using HE equals [−0.891; 1.82]. Written otherwise, there is at least
some between-study heterogeneity present that cannot be explained by
the moderator variables included in the analysis. Moreover, we observe
only a few number of zero-valued estimates. This implies we do not need
to worry about bias induced to truncating the variance estimates to zero.
Finally we plot the observed effects together with the estimates for τ2

DL

on an 2×2×2 MNI template in Figure (3.6). We can see how larger values
for B∗ are associated with larger values for τ2

DL.
To conclude, we show how a typical fMRI meta-analysis will need to deal
with a substantial amount of between-study heterogeneity.

Alternative methods

While transforming a test statistic to standardized effect sizes before ag-
gregating is one way to avoid differences in the unit between studies,
alternative methods are possible. These focus on combining test statis-
tics as these have no unit either. For instance, Fisher’s combined prob-
ability method (Fisher, 1925) converts Z-values from independent tests
(i.e. the different studies) to P -values and then combines these into a χ2

test-statistic. Another approach is Stouffer’s method and can be used to
average Z-statistics while also weight studies by their sample size (Liptak,
1958). Furthermore, it is also possible to avoid distributional assumptions
when performing statistical inference using non-parametric methods such
as permutation testing. An overview of these methods together with sim-
ulation results tailored to fMRI data are given in (Maumet & Nichols,
2016).

3.4 Conclusion
In this paper, we first demonstrate the main benefit of standardizing effect
size estimates when reporting single fMRI studies. As standardized effect
magnitudes have no unit, it becomes possible to compare the reported
estimates over studies. In contrast, the BOLD percent signal change de-
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Figure 3.5 Empirical distributions for various parameters obtained
after fitting a moderator meta-analysis for the contrast PAIN > NO
PAIN within a ROI. Panel A and B visualize two measurements for
the amount of between-study heterogeneity based on Hedges estimator.
Panel C shows the estimated effect in standardized units. Panel D de-
picts the estimated between-study variability. To estimate the latter,
we use the DerSimonian and Laird (LD) estimator, the Hedges (HE)
estimator and an approach using the Restricted Maximum Likelihood
(REML).

pends on the technique to calculate an average (i.e. baseline) signal which
varies with software packages. We then discuss two main techniques to ag-
gregate fMRI data over studies (i.e. a meta-analysis). The first one is the
extension of the two-stage GLM approach (typically used in the analysis of
single fMRI studies) with a third level. Ideally, the data is modelled using
a mixed-effects approach (incorporating both within- and between-study
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Figure 3.6 Estimated weighted effect (B∗) for the PAIN > NO PAIN
meta-analysis on the left and corresponding between-study variability (τ2)
using the DerSimonian and Laird estimator on the right for voxels within
the ROI. The MNI coordinates of the slices correspond to x = 0, y = 0 and
z = 0. Larger estimates for B∗ are associated with higher between-study
heterogeneity.

variability). One benefit here is the usage of the original data. No transfor-
mation of the original data is needed before the meta-analysis. However,
the analyst needs to be careful for unit mismatches in the model between
studies in the database. This might occur when pre-processing of the in-
dividual studies is done using different software packages. An alternative
technique avoids this problem by first transforming the reported study-
level effect sizes to standardized effect sizes. These are then modelled again
using a mixed-effects approach, incorporating both within- and between-
study variability. Studies with small sample sizes (i.e. higher within-study
variability) are down-weighted when estimating the population effect. Fi-
nally, we show that considerable between-study heterogeneity (which is
not explained by moderator variables) can be expected in whole-brain
fMRI meta-analyses.
We hope to further encourage data sharing practices so that complete
fMRI images can be aggregated using appropriate methods.
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3.5 Appendix

3.5.1 Distribution of a standardized mean effect

In this section, we provide the expectation and variance of a standard-
ized mean effect. The derivations are obtained using Hedges (1981) which
provides the expectation and variance of a standardized mean difference
between an experimental and control group. The following can be used
for estimating a standardized mean effect in one sample.

First consider a response variable Y of study i with i = 1, . . . , k and
sample size ni. We assume Yi ∼ N (µi, σ2

i ). Furthermore, we are interested
in estimating the mean effect δi = µi

σi
using di = Yi/Si, where Si is the

square root of the unbiased sample variance of study i. Note the following
property of the sample variance, S2:

(n− 1)S2

σ2 ∼ χ2
n−1, (3.27)

where χ2 is a Chi-squared random variable with n− 1 degrees of freedom
(df).

Before we derive the expectation and variance of d, consider the ex-
pression of a non-central t-distributed random variable:

T = Z + θ√
V

ν

, (3.28)

where Z ∼ N (0, 1), V is a Chi-squared distributed random variable with
n− 1 degrees of freedom and θ is the non-centrality parameter.
Now we re-write the expression for d where we drop the subscript i for
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ease of notation.

d = Y

S
= (σ/

√
n)−1Y

(σ/
√
n)−1S

= (σ/
√
n)−1Y√

n− 1√
n− 1

(σ/
√
n)−1S

=

Y − µ
σ/
√
n

+ µ

σ/
√
n

√
n

√
S2(n− 1)
σ2(n− 1)

.

Denote Z again as a standard normal distributed random variable. Fur-

thermore using property (3.27), we write V = (n− 1)S2

σ2 and ν = n − 1.
Hence we get:

d = Z +
√
nδ

√
n

√
V

ν

= 1√
n

Z +
√
nδ√

V
ν

 . (3.29)

Using equation (3.28), it follows that d equals 1√
n

times a non-central
t-distributed random variable with n− 1 degrees of freedom and

√
nδ as

the non-centrality parameter.

Using expression (3.29) and the first moment of the non-central t-
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distribution (Johnson & Welch, 1940), we have for ν > 1:

E(d) = δ ×


Γ
(
n− 1

2

)
√

(n− 1)
2 Γ

(
n− 2

2

)

−1

(3.30)

≈ δ ×
(

1− 3
4(n− 1)− 1

)−1
, (3.31)

where Γ is the gamma function: Γ(x) = (x− 1)!
Furthermore, we define:

J =
(

1− 3
4(n− 1)− 1

)
, (3.32)

which is an approximation for
Γ
(
n−1

2
)√

(n−1)
2 Γ

(
n−2

2
) in equation (3.30) (Hedges,

1981).
When n ≥ 10, then δ

J − E(d) < 0.001.

For ν > 2, the second moment of the non-central t-distribution, gives:

Var(d) = 1
n

[
n2δ2 − nδ2 + n− 1

n− 3

]
− δ2

h2

= (N − 1)(1 +Nδ2)
N(N − 3) − δ2

h2 , (3.33)

where

h =
Γ
(
n− 1

2

)
√

(n− 1)
2 Γ

(
n− 2

2

) (3.34)

Note that it is again possible to replace h with J . Finally we plug in the
estimate for δ in both equations (3.31) and (3.33).

As is clear from expression (3.31), d = Y
S is a biased estimator for δ.



104 Chapter 3

For this reason, Hedges (1981) suggested to use:

g = Y

S
× J (3.35)

as an unbiased estimator. The variance then simply becomes:

Var(g) = Var(d)× J2. (3.36)

An alternative is the exact expression:

g = Y

S
× h (3.37)

Var(g) = Var(d)× h2 (3.38)
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3.5.2 Empirical variance of estimator for ge

Figure 3.7 Empirical variances of the estimator for ge. Variance is
calculated on the estimates of ge obtained in the 1000 Monte-Carlo sim-
ulation runs. In panel A, we calculate the variance marginally over the
number of subjects. In panel B, we calculate the variance marginally
over the number of scans.
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3.5.3 Unbiased standardized effect size estimator

Figure 3.8 Empirical assessment of bias when estimating Hedges’ ge
and its variance. Results are obtained using 1000 Monte-Carlo simula-
tions. Individual fMRI time series are generated with Gaussian noise
and homogeneous within-subject variability. Group level model param-
eters are estimated using the OLS estimators. Both the average over all
simulations and the expected values are plotted for different time series
lengths and sample sizes.
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3.5.4 Estimators for τ 2

To begin with, we have Y ∗i , the (standardized) effect size from study i

with i = 1, . . . , k. Next, σ∗2i is the corresponding within-study sampling
variance and a weight (w∗i ) for each study is defined as w∗i = 1/σ∗2i . The
weighted average, Y ∗, is defined as

Y
∗ =

∑k
i=1 w

∗
i Y
∗
i∑k

i=1 w
∗
i

. (3.39)

The first estimator for τ2 is the DerSimonian and Laird estimator
(DerSimonian & Laird, 1986):

τ̂2
DL =

∑k
i=1

(
Y ∗i − Y

∗)− (k − 1)

c
(3.40)

with

c =
k∑
i=1

w∗i −
∑k
i=1 w

∗2
i∑k

i=1 w
∗
i

.

The second estimator for τ2 is the Hedges estimator.

τ̂2
HE =

∑k
i=1

(
Y ∗i − Y

∗)2

k − 1 − 1
k

k∑
i=1

σ∗2i . (3.41)

It has been shown that the Hedges estimator in equation (5.20) is un-
biased, even when substituting unbiased estimates for the σ∗2i values
(Viechtbauer, 2005).

The final estimator is based on the Restricted Maximum Likelihood
approach (REML). In the approach presented here, the weights w∗i are
first defined as w∗i = 1/σ∗2i , but after estimating τ2

REML updated to w∗i =
1/(σ∗2i + τ2

REML). The estimator is given by

τ̂2
REML =

∑k
i=1 w

2
i

[(
Y ∗i − δ̂∗ML

)
− σ∗2i

]
∑k
i=1 w

∗2
i

+ 1∑k
i=1 w

∗
i

, (3.42)

where δ∗ML is the maximum likelihood estimator equal to expression (5.12).
The estimator for τ2

REML is obtained by iterating between δ̂∗ML and
τ̂2
REML until convergence.
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4
Chapter Four: The

Influence of Study-Level
Inference Models and

Study Set Size on
Coordinate-Based fMRI

Meta-Analyses.

Given the increasing amount of neuroimaging studies, there is
a growing need to summarize published results. Coordinate-
based meta-analyses use the locations of statistically signif-
icant local maxima with possibly the associated effect sizes
to aggregate studies. In this paper, we investigate the influ-
ence of key characteristics of a coordinate-based meta-analysis
on (1) the balance between false and true positives and (2)
the activation reliability of the outcome from a coordinate-
based meta-analysis. More particularly, we consider the influ-
ence of the chosen group level model at the study level [fixed
effects, ordinary least squares (OLS), or mixed effects mod-
els], the type of coordinate-based meta-analysis [Activation
Likelihood Estimation (ALE) that only uses peak locations,
fixed effects, and random effects meta-analysis that take into
account both peak location and height] and the amount of
studies included in the analysis (from 10 to 35). To do this,
we apply a resampling scheme on a large dataset (N = 1, 400)
to create a test condition and compare this with an indepen-
dent evaluation condition. The test condition corresponds to
subsampling participants into studies and combine these us-
ing meta-analyses. The evaluation condition corresponds to
a high-powered group analysis. We observe the best perfor-
mance when using mixed effects models in individual studies
combined with a random effects meta-analysis. Moreover the
performance increases with the number of studies included in
the meta-analysis. When peak height is not taken into consid-
eration, we show that the popular ALE procedure is a good al-
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ternative in terms of the balance between type I and II errors.
However, it requires more studies compared to other proce-
dures in terms of activation reliability. Finally, we discuss the
differences, interpretations, and limitations of our results.

This chapter has been published in Frontiers in Neuroscience. Bossier,
H., Seurinck, R., ..., Moerkerke, B. (2018). The Influence of Study-Level
Inference Models and Study Set Size on Coordinate-Based fMRI Meta-
Analyses. Frontiers in Neuroscience, 11, 1-22.
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4.1 Introduction

Over the past two decades, there has been a substantial increase in the
number of functional Magnetic Resonance Imaging (fMRI) studies, go-
ing from 20 publications in 1994 to over 5000 in 2015. Despite this vast
amount of fMRI literature, it remains challenging to establish scientific
truth.
First, fMRI studies tend to have small sample sizes to detect realistic ef-
fect sizes (median estimated sample size in 2015 = 28.5; Poldrack et al.
(2017)) as among other causes scanning participants is costly and time
consuming. The large multiple testing problem and ensuing corrections
make statistical testing in fMRI conservative, thereby further reducing
statistical power or probability to detect true activation (Durnez, Mo-
erkerke, & Nichols, 2014; Lieberman & Cunningham, 2009). As a conse-
quence, the probability that a statistically significant effect reflects true
activation is reduced (Button et al., 2013). This can lead to more false
negatives (missing true activation) as well as more false positives (detect-
ing activation where there is none) in published fMRI studies. Second,
the diversity of pre-processing steps and analysis pipelines have made
fMRI studies challenging to replicate (Carp, 2012a, 2012b) even though
researchers recognize the value of both reproducibility (obtaining identical
parameter estimates compared to the original experiment using the same
analysis and data; Poldrack & Poline, 2015) and replicability (the ability
of an entire experiment to be replicated by gathering new data using the
exact same materials and methods; Patil, Peng, & Leek, 2016). Roels,
Bossier, Loeys, and Moerkerke (2015) also showed there is variability in
the number of significant features (i.e., peaks or clusters of activity) de-
pending on the data-analytical methods used. Several approaches have
been offered to overcome these challenges. A first remediating step is to
promote transparency, pre-registration and open science initiatives such as
data sharing or using standardized protocols in organizing and managing
data (Gorgolewski et al., 2016; Gorgolewski & Poldrack, 2016; Pernet &
Poline, 2015; Poldrack et al., 2017; Poline et al., 2012). A second approach
to establish scientific truth across studies, is to accumulate knowledge by
scientifically combining previous results using meta-analysis (Lieberman
& Cunningham, 2009; Yarkoni, Poldrack, Van Essen, & Wager, 2010).
Combining findings across studies increases power to detect true effects,
while false positives are not expected to replicate across studies, given
a representative set of unbiased results. Furthermore, meta-analyses can



118 Chapter 4

generate new scientific questions (Wager, Lindquist, Nichols, Kober, &
Van Snellenberg, 2009).
Originally, meta-analyses were developed to aggregate single univariate
effect sizes (Borenstein, Hedges, Higgins, & Rothstein, 2009). In an in-
dividual fMRI study however, the brain is divided in a large amount of
artificially created cubes (voxels). Until recently, the standard approach
was to only report coordinates in 3D space of peaks of activity that survive
a statistical threshold. These are called foci, peaks, or local maxima. While
guidelines are shifting toward making statistical maps or full data sets of a
study available, many findings in the literature only consist of locations of
activation. In these cases, an fMRI meta-analysis is limited to those vox-
els for which information is at hand. This is termed a coordinate-based
meta-analysis (CBMA, see e.g. Paus, 1996; Paus, Koski, Caramanos, &
Westbury, 1998). When full images (and hence information in all voxels)
are available, methods designed for image-based meta-analysis (IBMA)
can be used (Radua & Mataix-Cols, 2012; Salimi-Khorshidi, Smith, Kelt-
ner, Wager, & Nichols, 2009).
In this study, we focus on CBMA for which different algorithms exist
(Radua & Mataix-Cols, 2012; Wager, Lindquist, & Kaplan, 2007). In par-
ticular, we consider the popular Activation Likelihood Estimation (ALE)
(Turkeltaub, Eden, Jones, & Zeffiro, 2002; Turkeltaub et al., 2012) and
effect size based methods such as seed based d-mapping (SBdM, formerly
called effect size-signed differential mapping, RRID:SCR_002554) (Radua
et al., 2012). The ALE algorithm considers a reported local maximum as
a center of a spatial probability distribution. As such, the method only
requires the location of the peak and then searches for brain regions where
spatial convergence can be distinguished from random clustering of peaks.
Effect size based methods on the other hand transform t-values of re-
ported local maxima into effect size estimates and calculate a weighted
average of the reported evidence. The weights determine the underlying
meta-analysis model. For instance, the weights in seed based d-mapping
include within-study and between-study variability which corresponds to
a random effects model. If the weights ignore the between-study variabil-
ity one obtains a fixed effects model.
In this paper, we evaluate the influence of study characteristics on the
statistical properties of CBMA techniques for fMRI. Previous work by
Eickhoff et al. (2016) and Radua et al. (2012) already evaluated statisti-
cal properties of CBMA algorithms or tested software for implementation
errors (Eickhoff, Laird, Fox, Lancaster, & Fox, 2017). However, these stud-
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ies did not study the effect of input characteristics at the individual study
level on the performance of these CBMA algorithms. We investigate the
influence of the group level model on the performance of various CBMA
procedures. More specifically, we test the effect of pooling subjects at the
individual study level using either a fixed effects, ordinary least squares
(OLS) or mixed effects group level model on the outcome of the meta-
analyses methods mentioned above. As in Eickhoff et al. (2016) we also
evaluate the effect of the number of studies in the meta-analysis (K ). Ex-
tending on their work, we consider the case for K = 10, 12, 14, 16, 18,
20, 30, and 35 when using ALE as well as effect size based CBMA using a
fixed and random effects model. We consider two performance measures:
the balance between false positives and true positives and the activation
reliability as a proxy for replicability.
We approach this problem by applying a resampling scheme on a large
dataset from the IMAGEN project (Schumann et al., 2010) and create
meta-analyses (i.e., test conditions) which we compare against a high pow-
ered large sample size study as a reference (i.e. an evaluation condition).
In the following section, we discuss the dataset, give a theoretical overview
of the three models to pool subjects at study level and discuss the three
models for coordinate-based meta-analysis. In the sections thereafter, we
present the design of the study with the chosen performance measures
and discuss our findings.

4.2 Materials and Methods

The code containing the design and analysis of the results in this paper are
available at: https://github.com/NeuroStat/PaperStudyCharCBMA.

4.2.1 Data

We use preprocessed data from the IMAGEN project (Schumann et al.,
2010). This is a large genetic-neuroimaging study on reinforcement-related
behavior in adolescents with the goal to identify its predictive value for
the development of frequent psychiatric disorders across Europe. The
database contains fMRI data from 1,487 adolescents aged between 13
and 15 years, acquired across several research centers on 3 Tesla scan-
ners from different manufactures. The data are stored and preprocessed

https://github.com/NeuroStat/PaperStudyCharCBMA
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at the Neurospin1 center (France) using SPM82 (Statistical Parametric
Mapping: Wellcome Department of Cognitive Neurology, London, UK).
The scanning sessions of interest involved a global cognitive assessment.
In a fast-event related design, participants had to do a series of alternating
cognitive/motor tasks. While the total series contains 10 types of tasks,
we restrict our analysis to one contrast of two types. These are (1) read-
ing sentences in silence and (2) solving math subtractions in silence. The
math questions were single digits (0-9) that had to be subtracted from a
digit between 11 and 20. Each of these two type of trials were presented
for 10 times with a probabilistic inter-stimulus interval of on average 3s
(see also Pinel et al., 2007). We use the contrast MATH > LANGUAGE
(2− 1) for this study.
A BOLD time series was recorded for each participant using echoplanar
imaging with an isotropic voxel size of 3.4mm, and temporal resolutions of
2.2 s. A total of 160 volumes were obtained. For each participant, a struc-
tural T1-weighted image (based on the ADNI protocols3 was acquired for
registration.
Preprocessing included slice-timing correction, movement correction,
coregistration to the segmented structural T1-weighted images, non-linear
warping on the MNI space using a custom EPI template and spatial
smoothing of the signal with a 5 mm Gaussian Kernel (Imagen fMRI
data analysis methods, revision2, July 2010).
In the first level analysis, all experimental manipulations were modeled us-
ing a general linear model (GLM) with a standard autoregressive [AR(1)]
noise model and 18 estimated movement parameters as nuisance terms.
This resulted in a statistical map for each parameter estimate and a map
reflecting the residual variance of the model fit. In this study, we use for
each participant (1) the contrast map or the difference between the pa-
rameter estimate maps for MATH and LANGUAGE and (2) a variance
(squared standard error) image for that contrast derived from the residual
variance map. After visual inspection for errors or artifacts we removed
87 participants from which parts of the brain were missing. To automate,
we used a cut-off corresponding to 96% of the median number of masked
voxels over all subjects in the database.

1http://i2bm.cea.fr/drf/i2bm/english/Pages/NeuroSpin/Presentation.aspx
2http://www.fil.ion.ucl.ac.uk/spm/software/spm8/
3http://adni.loni.usc.edu/methods/documents/mri-protocols/

http://i2bm.cea.fr/drf/i2bm/english/Pages/NeuroSpin/Presentation.aspx
http://www.fil.ion.ucl.ac.uk/spm/software/spm8/
http://adni.loni.usc.edu/methods/documents/mri-protocols/
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4.2.2 Group Level Models

Localizing significant brain activity in an fMRI data-analysis is based on
the statistical parametric map of contrasting conditions associated with
all participants involved in an experiment. In this study, we focus on the
univariate approach in which activation is tested in a voxelwise manner
through GLMs. Due to computational constraints, the analysis is typi-
cally executed in a two stage GLM procedure (Beckmann, Jenkinson, &
Smith, 2003). In a first step, the measured time series (BOLD signal) of
each subject is modeled by a linear combination of nuisance terms and the
expected time series under the experimental design (Friston et al., 1994).
Note that such a model is fitted for each voxel v(v = 1, . . . , S) separately.
In a second step, parameter estimates obtained at the first stage are com-
bined over N subjects to obtain group level estimates. More particularly,
we use the vector of estimated first level contrasts YG =

[
cβ̂1, . . . , cβ̂N

]t
,

where c represents a contrast vector. Ignoring the subscript v for voxels,
we estimate the following model:

YG = XGβG + εG, (4.1)

in which XG is a group design matrix and εG a mixed-effects zero mean
error component containing between subject variability and within subject
variability. In the simplest case, we are interested in the average group
activation. Therefore, when testing the null hypothesis H0 of no group
activation (βG = 0), XG is a column vector of length N with all elements
equal to 1 and the test statistic is identical to a one-sample t-test:

T = β̂G√
V̂ar(β̂G)

. (4.2)

Under the assumption that εG ∼ N(0, σ2
GI), this test statistic follows

a t-distribution under H0. Alternatively, it is possible to test differences
between groups of subjects (e.g., patients vs. controls) by incorporating
additional regressors in the group design matrix. As statistical tests are
performed in all voxels simultaneously, adjustments for multiple testing
need to be imposed.
Several models are available to estimate βG and Var(βG) in model 4.1.
We consider the Ordinary Least Squares (OLS), Fixed Effects (FE) and
Mixed Effects (ME) approaches. In this study, we use the FSL
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(RRID:SCR_002823) software library (Smith et al., 2004) and therefore
only outline the implementation of these methods as described in Wool-
rich, Behrens, Beckmann, Jenkinson, and Smith (2004). For a discussion
of different implementations in other software packages, see Mumford and
Nichols (2006).

4.2.3 Ordinary Least Squares

In the OLS procedure (Holmes & Friston, 1998), one assumes that within
subject variability is equal across all subjects (resulting in homogeneous
residual variance). In the simple case of seeking group average activation,
and as shown in Mumford and Nichols (2009), βG in model (4.1) can be
estimated as β̂OLS = X−GYG where − denotes the pseudo inverse. The
residual error variance σ2

OLS is estimated as(
YG −XGβ̂OLS

)t (
YG −XGβ̂OLS

)
/ (N − 1)

and therefore Var(βOLS) can be estimated as
(
XtX

)−1
σ̂2
OLS. Under the

assumption of Gaussian distributed error terms, the resulting test is equal
to a one-sample t-test with N−1 degrees of freedom (dof) on the contrast
of parameter estimates YG obtained at the first level.
In FSL, this model is termed mixed effects: simple OLS.

4.2.4 Fixed and Mixed Effects

Both for the fixed and mixed effects models, βG in model (4.1) and
Var(βG) are estimated as follows:

β̂G =
(
Xt
GŴ

−1
XG

)−1
Xt
GŴ

−1
YG (4.3)

Var(β̂G) =
(
Xt
GŴ

−1
XG

)−1
(4.4)

with W a weighting matrix. As is the case for OLS, the error terms in
model (4.1) are typically assumed to follow a Gaussian distribution. In
the fixed effects model, the weights in W correspond to the within subject
variability only (ignoring between subject variability). Hence W is an N×
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N matrix equal to:

Ŵ =

σ̂
2
1 0 0

0
. . . 0

0 0 σ̂2
N

 . (4.5)

Thus, βG is equal to a weighted average of the first level contrast param-
eters with the weights corresponding to the inverse of the within subject
variances. These variances are easily estimated at the first level of the
GLM procedure. The number of degrees of freedom in the fixed effects
model equals the number of scans per subject times the sample size at
the second level minus the number of estimated parameters. Note, FSL
restricts the number of dof to a maximum of 1, 000 and is set equal to 999
when no information on the number of scans at the first level is provided.
In FSL, this model is termed fixed effects.
For the mixed effects model, between subject variability (σ2

η) is incorpo-
rated into the weighting matrix:

Ŵ =


(
σ̂2

1 + σ̂2
η

)
0 0

0
. . . 0

0 0
(
σ̂2
N + σ̂2

η

)
 . (4.6)

Estimating the variance components of the mixed effects model is com-
plicated as (1) multiple components need to be estimated and (2) there
are typically only a few measurements on the second level to estimate σ2

η.
FSL relies on a fully Bayesian framework with reference priors (Woolrich
et al., 2004). Inference on βG in model (4.1) then depends on its poste-
rior distribution, conditional on the observed data (Mumford & Nichols,
2006). As suggested in Woolrich et al. (2004), a fast approximation is used
first and then on voxels close to significance thresholding a slower Markov
chain Monte Carlo sampling framework is applied to estimate all param-
eters of interest. The posterior marginal distribution of βG is assumed to
approximate a multivariate t-distribution with non-centrality parameter
β̂G. A lower bound on the number of degrees of freedom (i.e. N −pG with
pG the amount of parameters in the group design matrix XG) is used for
the voxels with a test statistic close to zero and an EM algorithm (Demp-
ster, Laird, & Rubin, 1977) is employed to estimate the effective degrees
of freedom in voxels that are close to the significance threshold. In FSL,
this model is termed mixed effects: FLAME1+2.
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4.2.5 Coordinate-Based Meta-Analyses

ALE

Coordinate based meta-analyses combine coordinates from several stud-
ies to assess convergence of the location of brain activation. The ALE
algorithm (Turkeltaub et al., 2002, 2012) starts by creating an activa-
tion probability map for each study in the meta-analysis. The location
of each reported peak in a study is modeled using a Gaussian kernel to
reflect the spatial uncertainty of the peak activation. Voxels where ker-
nels overlap due to multiple nearby peaks take the maximum probability.
Next an ALE map is calculated by taking the voxelwise union of the
probabilities over all studies. If pvm is the probability of a peak at voxel
v (v = 1, . . . , S) in a study m (m = 1, . . . ,K), then the union is de-
fined as: 1−

∏K
m=1(1− pvm). A null distribution created with non-linear

histogram integration is used for uncorrected voxel-level inference under
the assumption of spatial independence (Eickhoff, Bzdok, Laird, Kurth,
& Fox, 2012). Various corrections for multiple comparisons are available
in ALE, but based on the large-scale simulation study in Eickhoff et al.
(2016), cluster- level family-wise error (cFWE) correction is preferred as
it provides the highest power to detect a true underlying effect while be-
ing less susceptible to spurious activation in the meta-analysis. All ALE
calculations were implemented using MATLAB scripts which corresponds
to the ALE algorithm as described in Eickhoff et al. (2012, 2009, 2016)
and Turkeltaub et al. (2012) provided to us by Prof. dr. Simon Eickhoff
(personal communication).

Random Effects CBMA

An alternative approach is to use the associated t-values of reported peaks
to estimate corresponding effect sizes, enabling a weighted average of these
effect sizes. Depending on the weights, this results in a random or fixed
effects meta-analysis model. To evaluate the performance of these effect
size based methods, we use the seed based d-mapping algorithm (SBdM),
as described in Radua et al. (2012). However, we have carefully repli-
cated this algorithm in R (R Development Core Team, 2015) to efficiently
develop a fixed effects meta-analysis implementation (see below). The in-
terested reader can find this implementation in the GitHub repository
mentioned above. As we cannot exclude slightly divergent results com-
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pared to the standalone version of SBdM4, we choose to refer to this
implementation as random effects CBMA. We follow the guidelines for
significance testing as described in Radua et al. (2012). Unlike ALE, the
method assigns effect sizes to voxels. These correspond to the standard-
ized mean (for a one sample design) known as Hedges’ g (Hedges, 1981)
obtained from the peak height tvm in study m (m = 1, . . . ,K) and voxel
v (v = 1, . . . , S). For a given peak with height tvm stemming from a one-
sample t-test and Nm subjects, the effect size gvm and a correction factor
Jm is given by:

gvm = tvm√
Nm
× Jm (4.7)

Jm = 1−
(

3
(4× (Nm − 1))− 1

)
(4.8)

First, all coordinates of local maxima are smoothed using an unnormal-
ized Gaussian kernel. The resulting map represents for each voxel the
distance to a nearby peak. Effect sizes in voxels surrounding a peak are
then obtained through multiplication of the peak effect size calculated us-
ing Equation (4.7) and the smoothed map. The effect size in voxels where
kernels overlap is an average weighted by the square of the distance to
each nearby peak. Once an effect size g∗vm (i.e. the smoothed standardized
effect size) is obtained in each voxel (which will be zero for voxels that
are not near a peak), the variance of this effect size is obtained as follows
(Hedges & Olkin, 1985):

Var(g∗vm) = 1
Nm

+

1−

Γ
(

(Nm−2)
2

)
Γ
(

(Nm−1)
2

)
2

× (Nm − 3)
2

× g∗2. (4.9)

Combining all studies proceeds by calculating the weighted average θ

through a random effects model:

θv =
∑K
m=1 Uvm × g∗vm∑K

m=1 Uvm
(4.10)

with the weights in Uvm being the inverse the sum of both the within
study variability (estimated using Equation 4.9) and the between study
variability (τ2). The latter is estimated through the DerSimonian and

4http://www.sdmproject.com

http://www.sdmproject.com
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Laird estimator (DerSimonian & Laird, 1986).
In a final step, the null hypothesis H0 : θv = 0 is calculated with the

following Z-test: Zv = θv/

√
1/
(∑K

m=1 Uvm

)
(Borenstein et al., 2009). A

permutation approach with 20 iterations is used to create a combined null-
distribution, in which each iteration is a whole brain permutation with
close to 100, 000 values. To optimally balance sensitivity and specificity,
a threshold of P = 0.005 and Z > 1 is recommended, instead of classical
multiple comparisons corrections (Radua et al., 2012). Since the effect size
is imputed as 0 in voxels far from any peak, Z > 1 is a lot more unlikely
under the empirical null distribution.

Fixed Effects CBMA

Finally, we also evaluate the performance of a fixed effects CBMA. This
procedure only differs from the random effects CBMA with respect to the
weights. A fixed effects model ignores heterogeneity across studies and
only uses the within study variability to calculate the weights, Uvm. An
illustration of ALE and an effect size based CBMA prior to thresholding
can be seen in Figure 4.1.

4.2.6 Design
In this section, we describe the set-up of our study to test the effect of
pooling subjects at the individual study level on the outcome of methods
for CBMA.

Resampling Scheme

The general study design is depicted in Figure 4.2. To assess the acti-
vation reliability of the outcome of the methods for CBMA, we need to
start with creating independent subsets of subjects called folds. In one-
fold l (l = 1, . . . , I), Nl subjects are sampled without replacement into an
evaluation condition while Nl different subjects go into a test condition.
Next, the subjects in the test condition are subsampled into K smaller
studies with varying sample sizes (mean = 20, SD = 5). No subsampling
restriction into the K studies is imposed. Each fold is used once as a test
condition and once as an evaluation condition. No fold can simultaneously
be the test and evaluation condition.
Note that our design results in a trade-off between the number of inde-
pendent folds (I) and the number of subjects per fold (Nl). Moreover, we
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Figure 4.1 Illustration of ALE and an effect size based CBMA. Re-
ported coordinates are first modeled by applying a Gaussian kernel.
These are then combined either through calculating probabilities or by
transforming the test statistics to effect sizes and calculate a weighted
average. Note that for illustration purpose, we only plot the values > 0
in the histograms. Illustration is prior to thresholding.
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also vary the number of studies in the meta-analysis. In Table 4.1, we list
the several scenarios of the resampling scheme. It contains the number of
studies (K), the corresponding number of maximum independent folds (I)
and the corresponding sample size (Nl). Note that the maximum amount
of studies equals K = 35 as we then use all subjects in the database to
construct an independent test and evaluation condition.

Figure 4.2 Design of the study illustrating the calculation of false
positives and true positives and reliability using an evaluation condition
(EVAL) and test condition (TEST).

Test Condition

The K studies in the test condition are all analyzed using FSL, version
5.0.6. Every second level GLM model (FE, OLS, and ME) is fitted to
each of the K studies with the FLAME 1 + 2 option for the mixed effects
models. We only test for average group activation.
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To obtain local maxima, we search for clusters of significant activity in the
K studies of the test condition because clusters provide an intuitive way
of defining local maxima (i.e., the highest peak within each cluster). To
control for multiple testing, we first determine a threshold such that the
voxelwise false discovery rate (FDR) is controlled at level 0.05. Then, we
determine clusters using a 26-voxel neighborhood algorithm. By doing so,
we obtain local maxima, but avoid clusterwise inference which is shown
to be conservative (Eklund, Nichols, & Knutsson, 2016) for event-related
designs and FSL’s mixed effects group level models. The average observed
FDR threshold in this study equals Z = 3.18. The resulting coordinates of
the foci from each study with the number of subjects are then used as input
for the ALE meta-analysis. The corresponding t-values (peak heights) are
added for the fixed and random effects coordinate-based meta-analyses.
To identify significant voxels in the resulting meta-analyses, we apply the
recommended procedures as described in the section Coordinate-Based
Meta-Analyses (4.2.5). For ALE, a voxelwise threshold uncorrected for
multiple testing is used at level 0.001, as well as a cluster-level family-
wise error (cFWE) correction for multiple testing at level 0.05. For the
fixed and random effects CBMA we use a threshold at Z > 1 and at P =
0.005, uncorrected for multiple testing. To complement the comparison
between the different methods for CBMA, we include an analysis with
fixed and random effects CBMA with a threshold at P = 0.001. Since this
thresholding procedure for the fixed and random effects CBMA has not
yet been validated (Radua et al., 2012), we refer to this analysis in the
Supplementary Material, section 4.6.6.

Overview of the different designs considered.
Studies (K) Folds (I) Sample size (Nl)
10 7 200
12 5 240
14 5 280
16 4 320
18 3 360
20 3 400
30 2 600
35 2 700

Table 4.1 The number of studies in the meta-analysis
determines the number of independent folds and subse-
quent total sample size in the test and evaluation con-
dition.
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Evaluation Condition

Finally, the Nl subjects in the evaluation condition are combined in one
large, high powered study, using a mixed effects model. To control for mul-
tiple testing and balance sensitivity and specificity in this large sample,
we apply a more conservative threshold such that the voxelwise FDR is
controlled at level 0.001. The resulting map serves as a reference/bench-
mark image for the meta-analysis results obtained in the test condition.
Note that a threshold for the sample in the evaluation condition could be
chosen in different ways so deviations from the benchmark image should
not be interpreted in an absolute manner but compared between methods
in a relative manner. To this extent, we also compare the test condition
with two evaluation conditions using different thresholds. One using a
voxelwise FDR at level 0.05 and a second using an uncorrected threshold
at level 0.001. For sparseness, we include these results in the Supplemen-
tary Material. Furthermore, we do not model all available subjects into
the evaluation condition, but a set of Nl different subjects with respect
to the test condition. This ensures that the evaluation condition is based
on independent data. Next, by having an equal sample size in both con-
ditions one can consider the evaluation condition as a perfect scenario in
which all data is available for aggregation, while the test condition is the
scenario in which we need to aggregate censored summary results in the
form of peak coordinates.

4.2.7 Performance Measures

To assess the performance of the different procedures for CBMA, we use
two different measures: the balance between false positives and true pos-
itives in receiver operator characteristic (ROC) curves and activation re-
liability as a proxy for replicability.

ROC Curves

Statistical tests are often evaluated based on the extent to which they
are able to minimize the number of false positives (detecting signal where
there is none) while maximizing the amount of true positive hits (detect-
ing true signal). Receiver operator characteristic (ROC) curves plot the
observed true positive rate (TPR) against the observed false positive rate
(FPR) as the threshold for significance (α) is gradually incremented. To
calculate true and false positives, we compare the results from the meta-



The Influence of Study-Level Inference Models and Study Set
Size on Coordinate-Based fMRI Meta-Analyses. 131

analysis in the test condition with the reference image in the evaluation
condition (EVAL on Figure 4.2). The TPR or sensitivity is calculated as
the number of voxels that are statistically significant in both the meta-
analysis map and the reference map divided by the total number of voxels
that is statistically significant in the reference map. The FPR or fall-out
is calculated as the number of voxels that is statistically significant in the
meta-analysis map but not in the reference map divided by the total num-
ber of voxels that is NOT statistically significant in the reference map.
Because the TPR and FPR are calculated voxelwise, we construct the
ROC curves based on uncorrected p-values for the meta-analyses by in-
crementing the significance level, alpha, from 0 to 1. Finally, we average
over the I folds the individual ROC curves and additionally use the area
under the curve (AUC) as a summary measure. Higher AUC values in-
dicate a better balance in discriminating between false positive and true
positive voxels.
Since the ALE algorithm uses an MNI brain template with a higher reso-
lution (2 mm voxels, dimensions 91× 109× 91) than the (pre-processed)
IMAGEN data (3mm voxels, dimensions 53×63×46), the reference image
is also resampled to a higher resolution so that it matches the resolution of
the ALE images. We apply a linear affine transformation with 12 degrees
of freedom from the EPI template of the IMAGEN dataset to the MNI
brain template, using a correlation ratio cost function (Jenkinson et al.,
2002) and trilinear interpolation in FSL. As the fixed and random effects
meta-analyses model the local maxima using the same brain template as
the IMAGEN data, no such transformation is needed here to calculate the
ROC curves.

Reliability

We consider activation reliability as an indicator for the success of repli-
cating results. We define replicability as the ability to repeat the results of
an experiment using the exact same materials, procedures and methods,
but with a different set of subjects. There is no consensus in the literature
on this definition as other authors use terms such as strong replicable
results or direct reproduction to indicate the same concept (Pernet and
Poline, 2015; Patil et al., 2016). We quantify reliability in two ways. First,
we measure the overlap of results between folds. We calculate the percent
overlap of activation (Maitra, 2010) between all I×(I−1)

2 pairwise combi-
nations of the I unique folds of the design (Figure 4.2). Let Va,b represent
the intersection of statistically significant voxels in image a and b, Va the
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amount of statistically significant voxels in image a and Vb the amount of
statistically significant voxels in image b. The overlap ωa,b is then defined
as:

ωa,b = Va,b
Va + Vb − Va,b

. (4.11)

This measure ranges from 0 (no overlap) to 1 (perfect overlap). Note that
this is an adaptation of the Dice (1945) or the Sørensen (1948) similarity
coefficient.
As a second method to quantify reliability, we describe the amount of
unique information captured in each fold. We first quantify the number
of times out of the I folds a voxel is declared significant and visualize
this on a heatmap. We do the same for the I reference images from the
evaluation condition. As a comparison, we include the average effect size
map obtained using again the reference images. Next, we run a 26-point
search neighboring algorithm on each thresholded meta-analysis to calcu-
late the frequency of clusters of at least one statistically significant voxel.
We record the average cluster size expressed in number of voxels. We
then assess the number of unique clusters across the pairwise combina-
tions. A cluster of statistically significant voxels in image a is unique if no
single voxel from this cluster overlaps with a cluster of statistically sig-
nificant voxels in the paired image b. We finally determine the amount of
these unique clusters that are large (we have set the threshold for large at
50 voxels) and divide this by the total amount of statistically significant
clusters to obtain the proportion of large unique clusters. Additionally, we
study the number of clusters and cluster sizes for both unique and over-
lapping clusters to get an overview, independent of the chosen threshold
on the cluster size. Given a sample size, smaller amounts of (large) unique
clusters imply a higher pairwise reliability. For sparseness, we limit these
calculations to K = 10, 20, and 35.

4.3 Results

4.3.1 ROC Curves
In Figures 4.3−4.5 we present the average ROC curves (over folds) that
show the observed true positive rate against the observed false positive
rate for selected values of K = 10, 20, and 35 over the entire range of α.
ROC curves for all values of K are included in the Supplementary Mate-
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rial, section 4.6.1. Some readers might prefer to look at ROC curves for
which α ∈ [0, 0.1] and the standardized partial AUC (McClish, 1989). We
include these figures in the Supplementary Material, section 4.6.2. We ob-
serve the same patterns when α ∈ [0, 0.1]. Recall that given comparisons
are made with the reference image, all values should be used for relative
comparisons as the absolute AUC will depend on how the reference image
is determined. We refer to section 4.6.3 and 4.6.4 in the Supplementary
Material for ROC curves based on reference images with different levels
of statistical thresholding. In general, these curves show similar relative
results as those presented below. Finally, we plot the average AUC for
each K in Figure 4.6.
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Figure 4.3 ROC curves (±1 standard deviation), averaged over I = 7 folds plotting
the observed true positive rate against the observed false positive rate for K = 10.
The columns correspond to the coordinate-based meta-analyses (left, ALE uncorrected
procedure; middle, fixed effects meta-analysis; right, random effects meta-analysis).
The rows correspond to the second level GLM pooling models (top, OLS; middle, fixed
effects; bottom, mixed effects). For each of those, the area under the curve (AUC) is
calculated and shown within the plot. The drop-down lines correspond to the point at
which the pre-specified nominal level is set at an uncorrected α level of 0.05.
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Figure 4.4 ROC curves (±1 standard deviation), averaged over I = 3 folds plotting
the observed true positive rate against the observed false positive rate for K = 20.
The columns correspond to the coordinate-based meta-analyses (left, ALE uncorrected
procedure; middle, fixed effects meta-analysis; right, random effects meta-analysis).
The rows correspond to the second level GLM pooling models (top, OLS; middle, fixed
effects; bottom, mixed effects). For each of those, the area under the curve (AUC) is
calculated and shown within the plot. The drop-down lines correspond to the point at
which the pre-specified nominal level is set at an uncorrected α level of 0.05.
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To formally test the effect of the group level models, the methods for
CBMA and K on the AUC, we also fit a linear mixed model with a ran-
dom intercept for group level models. We use Wald statistical tests for
the main effects and the interaction effect between group level models
and the methods for CBMA. Results reveal significant main effects for
the group level model (χ2

2 = 28.68, P < 0.001), the methods for CBMA
(χ2

2 = 155.00, P < 0.001) and K (χ2
1 = 36.01, P < 0.001). Furthermore,

we observe a significant interaction effect between the group level mod-
els and the models for meta-analysis (χ2

4 = 48.10, P < 0.001). No other
two-way or three-way interaction effects are significant. These terms are
subsequently excluded from the model. The fitted regression lines are also
shown in Figure 4.6.
We observe higher values for the AUC using fixed and random effects mod-
els compared to ALE. The only exception is observed for the combination
of OLS and ALE for K = 18 and 35. Only small differences are observed
between the fixed and random effects meta-analysis. The observed TPR at
an uncorrected threshold of 0.05 never exceeds 0.5 for ALE in any of the
scenarios, while the TPR of the fixed and random effects CBMA methods
approaches 0.6 when combining mixed or fixed effects group level models
with a higher amount of studies in the meta-analysis.



The Influence of Study-Level Inference Models and Study Set
Size on Coordinate-Based fMRI Meta-Analyses. 137

Figure 4.5 ROC curves (±1 standard deviation), averaged over I = 2 folds plotting
the observed true positive rate against the observed false positive rate for K = 35.
The columns correspond to the coordinate-based meta-analyses (left, ALE uncorrected
procedure; middle, fixed effects meta-analysis; right, random effects meta-analysis).
The rows correspond to the second level GLM pooling models (top, OLS; middle, fixed
effects; bottom, mixed effects). For each of those, the area under the curve (AUC) is
calculated and shown within the plot. The drop-down lines correspond to the point at
which the pre-specified nominal level is set at an uncorrected α level of 0.05.
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As can be seen in Figure 4.6, the OLS model (compared to fixed and
mixed effects group models) is associated with lower values of the AUC in
the fixed and random effects meta-analysis. Using ALE on the other hand,
we observe consistently low values using fixed effects group level models.
The mixed effects group models outperform the fixed effects models. For
two cases (K = 18 and 35, ALE) does an OLS group model outperform
the mixed effects model.
Finally, for all CBMA methods, increasing the number of studies in the
meta-analysis results in a higher AUC. The average AUC of the meta-
analyses, regardless of the group level models, increases for K = 10 from
0.82 (ALE), 0.86 (fixed effects MA) and 0.87 (random effects MA) to
respectively 0.85, 0.89, and 0.89 in K = 20. Adding even more studies
(K = 35) is associated with a further increase to 0.86 of the average
AUC for ALE, but not for the fixed (0.89) and random effects (0.89)
meta-analyses. Also note the ceiling effect when K ≥ 20 for the fixed and
random effects meta-analyses using mixed effects group models.
Overall, the best balance between TPR and FPR detection is observed
when using mixed effects group level models together with a fixed or
random effects meta-analysis.
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Figure 4.6 Values of the area under the curve averaged over all folds for allK.
The 3 panes correspond to the methods of CBMA while the 3 colors correspond
to the group models. Solid lines are the observed values of the AUC. The dashed
lines correspond to the fitted regression lines.

Reliability

Figures 4.7 − 4.9 display the percent overlap of activation for K = 10, 20,
and 35. We refer to the Supplementary Material, section 4.6.5 for other
values of K. We plot the average overlap between independent folds for
all values of K in Figure 4.10. Furthermore, we compare the thresholded
outcome images of the methods for CBMA at P = 0.001. However, we do
not observe differences from the results using the recommended procedures
for statistical inference. Hence, the average overlap for all values of K
using the (uncorrected) statistical threshold is given in the Supplementary
Material, section 4.6.6.
Noticeably, the overlap values have a wide range from 0.07 (OLS, ALE
cFWE, K = 10) to a moderate 0.69 (fixed effects group level model,
random effects MA, K = 35). Average overlap values over I folds and the
group level models/CBMA methods can be found in Table 4.2. Again, as
the overlap between thresholded maps depends on the chosen threshold,
it is better to focus on the relative performances of the group level models
and methods for CBMA.
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Figure 4.7 Percent overlap of activation (ωa,b) from all pairwise comparisons for
K = 10. The rows represent the group level models (top to bottom: fixed effects,
mixed effects and OLS). The columns represent the thresholded meta-analyses. From
left to right: ALE cFWE at 0.05, ALE uncorrected at 0.001 and fixed and random
effects CBMA at 0.005 with Z > 1.
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Figure 4.8 Percent overlap of activation (ωa,b) from all pairwise comparisons for
K = 20. The rows represent the group level models (top to bottom: fixed effects,
mixed effects and OLS). The columns represent the thresholded meta-analyses. From
left to right: ALE cFWE at 0.05, ALE uncorrected at 0.001 and fixed and random
effects CBMA at 0.005 with Z > 1.
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Figure 4.9 Percent overlap of activation (ωa,b) from all pairwise comparisons for
K = 35. The rows represent the group level models (top to bottom: fixed effects,
mixed effects and OLS). The columns represent the thresholded meta-analyses. From
left to right: ALE cFWE at 0.05, ALE uncorrected at 0.001 and fixed and random
effects CBMA at 0.005 with Z > 1.

As with the AUC, we fit a linear mixed model with a random intercept
for group level models on the measured overlap between folds. Results
reveal significant main effects for the group level model (χ2

2 = 1199.84,
P < 0.001), the methods for CBMA (χ2

3 = 3547.68, P < 0.001) and
K (χ2

1 = 1010.09, P < 0.001). Furthermore, we observe a significant
interaction effect between the group level models and the models for meta-
analysis (χ2

6 = 45.95, P < 0.001) and a significant 3-way interaction
effect between the group level models, models for CBMA and K (χ2

6 =
15.88, P = 0.014). No other interaction terms are significant. The fitted
regression line is plotted in Figure 4.10.
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Figure 4.10 Values of the percent overlap of activation, averaged over all folds for
all K. The 4 panes correspond to the methods of CBMA (after significance testing)
while the three colors correspond to the group models. Solid lines are the observed
values of overlap. The dashed lines correspond to the fitted regression lines.

Similar to the ROC curves, we observe higher overlap when more stud-
ies are added to the meta-analysis. Furthermore, both ALE thresholding
methods are associated with lower values of overlap compared to the fixed
and random effects meta-analysis. In contrast to the ROC curves, the max-
imum overlap value observed in ALE is low and does not approach the
performance of the fixed and random effects meta-analysis. We only ob-
serve small differences between the fixed and random effects meta-analysis.
For K = 10, we observe mostly higher values using a random effects meta-
analysis.
Regarding the group level models, OLS models are associated with lower
coefficients of overlap than fixed and mixed effects models. In general,
we observe higher values using fixed effects models compared to mixed
effects models, though these differences are much smaller. These patterns
are similar regardless of the CBMA method and study set size K.

Given the results on the overlap values, we look for similar patterns
using the heatmaps at MNI z-coordinate 50 for K = 10 (Figure 4.11A),
K = 20 (Figure 4.12A), and K = 35 (Figure 4.13A) and in the results
detailing the amount of unique information in each iteration (Table 4.3).
Regarding ALE, we clearly observe smaller regions of activation with
a higher percentage of large unique clusters compared to the fixed and
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random effects meta-analysis, especially in small K. However, we do ob-
serve convergence in the ALE results to the brain regions characterized
by (1) consistent statistically significant declared voxels (Figures 4.11B,
4.12B, 4.13B) and (2) high effect sizes in the reference images (Figures
4.11C, 4.12C, 4.13C). The fixed and random effects meta-analyses do de-
tect larger regions, but are not necessarily constrained to the exact spatial
shape of activated regions observed in the reference images.
The difference in the degree of unique information between uncorrected
ALE and ALE cFWE is more detailed than the observed overlap values.
Uncorrected ALE is associated with the highest (out of any meta-analysis)
detection rate of small clusters. This in turn leads to an inflated number
of (small and large) unique clusters. However, we observe the highest per-
centages of large unique clusters using ALE cFWE. Only small differences
between the fixed and random effects meta-analyses are observed.
Regarding the group level models, we see on average less and smaller clus-
ters of statistically significant voxels associated with the OLS group level
models compared to the fixed and mixed effects models. This is true for
every study set size K. However, for small study set sizes such as K = 10
and 20, the OLS model is associated with a higher percentage of large
unique clusters. For K = 35, this is the opposite as the OLS model has
on average the lowest percentage of large unique clusters. The fixed and
mixed effects group level models show in most cases similar values. We in-
clude the distributions of the number of overlapping and unique detected
clusters as well as the cluster sizes in section 4.6.7 in the Supplementary
Material. These distributions show the same patterns as depicted in Table
4.3.

K Fixed effects Mixed effects OLS

AVERAGED OVER I and CBMA METHODS
10 0.29 0.26 0.15
20 0.48 0.43 0.28
35 0.54 0.52 0.46

K Fixed Effects MA Random Effects MA ALE Unc. ALE cFWE

AVERAGED OVER I AND GROUP LEVEL MODELS
10 0.34 0.35 0.13 0.11
20 0.52 0.52 0.27 0.28
35 0.64 0.64 0.38 0.39

Table 4.2 Averaged overlap values over the I folds and the CBMA methods
(top) and over the I folds and the group level models (bottom) for each K.
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To conclude, models such as the OLS group level model (for K = 10 and
20) and the ALE meta-analyses that are characterized with low overlap
values are either associated with smaller clusters of statistically significant
voxels or higher percentages of large unique clusters.
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Figure 4.11 Heatmaps of MNI z-coordinate 50 for K = 10. (A) The number of folds
in which each voxel has been declared statistically significant for each combination of a
group level model (row-wise) and thresholded meta-analysis (column-wise). Note that
the resolution of the images corresponding to the analyses within either ALE or the
fixed and random effects CBMA is different (see main text). (B) The number of folds
in which each voxel of the reference images has been declared statistically significant.
Areas of interest involve the supramarginal gyrus (posterior division), superior parietal
lobule and angular gyrus. (C) Average effect size of the reference images over the folds.
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Figure 4.12 Heatmaps of MNI z-coordinate 50 for K = 20. (A) The number of folds
in which each voxel has been declared statistically significant for each combination of a
group level model (row-wise) and thresholded meta-analysis (column-wise). Note that
the resolution of the images corresponding to the analyses within either ALE or the
fixed and random effects CBMA is different (see main text). (B) The number of folds
in which each voxel of the reference images has been declared statistically significant.
Areas of interest involve the supramarginal gyrus (posterior division), superior parietal
lobule and angular gyrus. (C) Average effect size of the reference images over the folds.
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Figure 4.13 Heatmaps of MNI z-coordinate 50 for K = 35. (A) The number of folds
in which each voxel has been declared statistically significant for each combination of a
group level model (row-wise) and thresholded meta-analysis (column-wise). Note that
the resolution of the images corresponding to the analyses within either ALE or the
fixed and random effects CBMA is different (see main text). (B) The number of folds
in which each voxel of the reference images has been declared statistically significant.
Areas of interest involve the supramarginal gyrus (posterior division), superior parietal
lobule and angular gyrus. (C) Average effect size of the reference images over the folds.
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Between Study Variability

We observe no substantial differences between the fixed and random ef-
fects meta-analysis in most results. Since we are working with one large
database of a homogeneous sample executing the same paradigm, between-
study variability is limited. To illustrate, we refer to section 4.6.8 in the
Supplementary Material depicting the distributions across all voxels of
between- study variability and within-study variability, averaged over all
folds.
To investigate this further, we look at the between study variability, esti-
mated by τ2 in the weights (Uvm in Equation 5.12) of the random-effects
meta-analysis for K = 10. In Figure 4.14, we display the average t-map
(over 7-folds) of the reference images over 4 slices along the z-axis. We
then plot the estimated τ2 from the random effects meta-analyses com-
bined with the statistically significant voxels depicting the weighted aver-
ages of the random effects meta-analysis.
We observe the higher levels of between study heterogeneity mostly in the
same regions that are statistically significant in the random (and fixed)
effects meta-analysis (Figure 4.14). OLS pooling generates less between
study heterogeneity compared to fixed and mixed effects pooling. This cor-
responds to the overall smaller differences in performance between fixed
and random effects meta-analysis we observe when using OLS pooling
(e.g., see Figures 4.6, 4.10).

4.4 Discussion

In this paper, we studied how (1) the balance between false and true
positives and (2) activation reliability for various coordinate-based meta-
analysis (CBMA) methods in fMRI is influenced by an analytic choice at
the study level. We applied a resampling scheme on a large existing dataset
(N = 1, 400) to create a test condition and an independent evaluation con-
dition. Each test condition corresponds to a combination of (a) a method
for pooling subjects within studies and (b) a meta-analytic method for
pooling studies. For (a), we considered OLS, fixed effects and mixed effects
modeling in FSL and for (b) we considered an activation likelihood estima-
tion (ALE), a fixed effects coordinate-based meta-analysis and a random
effects coordinate-based meta-analysis. We generated meta-analyses con-
sisting of 10 − 35 studies. The evaluation condition corresponded to a
high-powered image that was used as a reference outcome for comparison



The Influence of Study-Level Inference Models and Study Set
Size on Coordinate-Based fMRI Meta-Analyses. 151

Figure 4.14 Slices (MNI z-coordinates from left to right: −44, −4, 26, and 58)
showing the average t-map of the reference images, the estimated variance between
studies and the weighted average of the random effects meta-analysis (statistically
significant voxels only) using the 3 pooling models for K = 10. The contour lines
represent the average t-map of the reference images shown as illustration.

with the meta-analytical results.
Comparing the test and evaluation condition enabled to calculate false
and true positive hits of the meta-analyses depicted in ROC curves for
each specific combination. By resampling within test conditions, we ex-
plored various measures of reliability.
In our study, we found the most optimal balance between false and true
positives when combining a mixed effects group level model with a ran-
dom effects meta-analysis. For < 20 studies in the meta-analyses, adding
more studies lead to a better balance for this analysis pipeline. When the
meta-analysis contained at least 20 studies, there was no further consid-
erable improvement by adding studies. Our results further indicate that
the combination of a random effects meta-analysis performed better with
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respect to activation reliability when combined with a fixed or mixed ef-
fects group level model. There are however two disadvantages when using
fixed effects group level models. First, inference is restricted to the par-
ticipants included in the study (Mumford & Nichols, 2006). Second, it
has been shown that fixed effects models tend to be liberal (Mumford
& Nichols, 2006). Hence, comparing two images with a large amount of
positive hits (either be true or false positives) likely corresponds with an
increased overlap.
Noticeably, the ROC curves demonstrate a worse balance between false
and true positives when OLS group level models are used to pool subjects
within studies, regardless of the meta-analysis. As shown in Mumford and
Nichols (2009), OLS models tend to be associated with conservative hy-
pothesis testing and a loss of power depending on the sample size and
the extent to which the assumption of homogeneous within subject vari-
ability is violated (see also Friston, Stephan, Lund, Morcom, & Kiebel,
2005). Our results are in line with Roels, Loeys, and Moerkerke (2016)
who show favorable ROC curves in parametric testing of the mixed effects
group level model compared to OLS.
Regarding the methods for CBMA, it can be noted that even though
ALE only includes peak location and not peak height (effect size), results
converge to the same brain regions associated with high effect sizes in
the reference images. Subsequently, the ALE results tend to involve brain
regions that correspond to the detected regions in the reference images.
Eickhoff et al. (2016) demonstrate that ALE meta-analyses require at least
20 studies to achieve a reasonable power. On the other hand, our results
already indicate a relatively good balance between type I and II errors
across the entire range of α when K = 10, using mixed effects group mod-
els. We do observe mostly higher values for the AUC using meta-analysis
models relying on (standardized) effect sizes. As this difference is small,
our findings differ from Radua et al. (2012), who observe much lower val-
ues for sensitivity when comparing ALE to seed based d-mapping. Their
study was limited however to 10 studies per meta-analysis. Furthermore,
these authors applied a FDR correction in ALE (at level 0.05) which is
shown to be relatively low in sensitivity and susceptible to spurious acti-
vation for ALE maps (Eickhoff et al., 2016). We on the other hand looked
at a range of false positive rates given a significance level α which enables
to study the power of procedures at an observed false positive rate.
However, we observed a considerably lower activation reliability when us-
ing ALE compared with the fixed and random effects methods for CBMA,
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even when 35 studies were included in the meta-analysis. We propose the
following explanations. First in low study set sizes and as shown in (Eick-
hoff et al., 2016), ALE results that include only 10 studies are more likely
to be driven by one single experiment. Second, the two approaches differ
in the kernel sizes when modeling the foci. As described in Radua et al.
(2012) and Eickhoff et al. (2009), the ALE algorithm relies on kernels
with a smaller full-width at half maximum (FWHM) than the fixed and
random effects meta-analyses. For the latter, the FWHM is validated at
20 mm (Radua et al., 2012). While for ALE, the FWHM is validated at
10 mm at most and decreases for studies with more subjects. This re-
sults in a greater number of small clusters of activation when using ALE.
These images are more prone to be a hit or miss in a replication setting,
depending on the sample size and the observed effect size. Furthermore,
one expects to observe higher values of activation overlap between images
with a higher amount of significantly activated voxels. Note that users
can manually increase the FWHM. Third, the various methods use dif-
ferent approaches to correct for the multiple testing problem. For ALE
we used the cFWE correction that was extensively validated in Eickhoff
et al. (2016). The fixed and random effects CBMA was implemented us-
ing the recommended thresholding of seed based d-mapping that relies on
two (uncorrected) thresholds rather than explicitly correcting P -values.
It remains unclear how this two-step thresholding procedure behaves in
a range of scenarios where both the amount and location of peaks with
respect to the true effect varies strongly.

We conclude with discussing some shortcomings of this paper. First,
we did not investigate adaptive smoothing kernels such as the anisotropic
kernel described in Radua et al. (2014). This type of kernel incorporates
spatial information of the brain structure. These kernels are promising
as they potentially result in a better delineation of the activated brain
regions in a meta-analysis rather than the Gaussian spheres we observed
in our results.
Second, our results are characterized by low between-study heterogene-
ity since each study is created by sampling from the same dataset. In a
real meta-analysis, we expect higher between study variability as it will
include studies with a range of different scanner settings, paradigm op-
erationalizations, pre-processing pipelines (such as differences in normal-
ization) and sample populations. In previous versions of this manuscript,
we tested (1) sampling subjects in Figure 4.2 according to the scanning
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site involved in the IMAGEN project and (2) clustering subjects based on
their individual effect size maps into individual studies to achieve higher
between-study variability. However, these design adaptations did not yield
substantial higher between-study heterogeneity. It should be noted that
inference for fixed effects meta-analyses is restricted to the studies in-
cluded in the meta-analysis. Random effects meta-analyses on the other
hand allow for generalizations to the population (Borenstein et al., 2009).
Furthermore the algorithm of ALE is developed in the spirit of random
effects meta-analyses (Eickhoff et al., 2009).
Third, we limited our comparison to a fixed and random effects model im-
plementation of an effect size based CBMA method with ALE, the most
used CBMA method that only uses peak location. There are alternatives
for ALE that also only use the location of local maxima such as Multilevel
Kernel Density Analysis (Wager et al., 2007, 2009).
Fourth, we did not explicitly investigate the influence of the sample size
of individual studies on the outcome of a meta-analysis. However, Tah-
masebi et al. (2012) used the same IMAGEN dataset (though with a
different contrast) to measure the effect of the sample size on the variabil-
ity of the locations of peak activity in group analyses (study level). Their
results indicate that 30 participants or more are needed so that locations
of peak activity stabilize around a reference point. For similar results, see
Thirion et al. (2007) who recommend at least 20 participants in a group
analysis to achieve acceptable classification agreement. This was defined
as the concordance between group analyses containing different subjects
performing the same experimental design on declaring which voxels are
truly active.
Finally, it should be stressed that our study does not reveal which com-
binations are more robust against the presence of bias. This bias could
include (1) publication bias (Sutton, 2005), (2) bias due to missing infor-
mation since only statistically significant peak coordinates and/or peak
effect sizes are used within studies and not the entire image, (3) or in the
case of effect size based CBMA bias due to missing data if peak effect sizes
for some studies are not reported (Costafreda, 2009; Wager et al., 2009).
Seed based d-mapping, uses imputations to solve this latter missing data
problem. As we did not have any missing data in our simulations, we did
not evaluate the influence of these missing data on the performance of the
various CBMA methods.
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4.5 Conclusion
There is a clear loss of information when fMRI meta-analyses are re-
stricted to coordinates of peak activation. However, if complete statistical
parametric maps are unavailable, then coordinate based meta-analyses
provide a way to aggregate results. We have investigated the trajectory
of fMRI results from the choice of statistical group models at the study
level to different coordinate-based meta-analysis methods. Our results fa-
vor the combination of mixed effects models in the second stage of the
GLM procedure combined with random effects meta-analyses which rely
on both the coordinates and effect sizes of the local maxima. Our results
indicated (1) a higher balance between the false and true positive rate
when compared to a high-powered reference image and (2) a higher relia-
bility if the meta-analysis contains at least 20 or 35 studies. The popular
ALE method for coordinate-based meta-analysis provides a slightly lower
but still comparable balance between false and true positives. However,
it needs at least 35 studies to approach the higher levels of activation
reliability associated with a random effects model for coordinate-based
meta-analysis. The main advantage of our work consists of using a large
database, while the main limitation is the restriction to only one dataset.
We argue that this work provides substantial insight into the performance
of coordinate based meta-analyses for fMRI.
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4.6 Supplementary Material

4.6.1 ROC curves for all values of K
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4.6.2 Partial ROC plots when α ∈ [0,0.1].

For K = 10, 20 and 35, we plot partial ROC curves between α ∈ [0, 0.1].
The values in each pane correspond to the partial Area Under the Curves.
The drop-down lines correspond to the point at which the pre-specified
nominal level is set at an uncorrected α level of 0.05.
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4.6.3 ROC plots using reference images with FDR control
at level 0.05
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4.6.4 ROC plots using reference images with FDR control
at level 0.001
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4.6.5 Percent overlap between thresholded meta-analyses
with K = 12, 14, 16, 18 and 30
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4.6.6 Percent overlap for thresholded meta-analysis at
P = 0.001.

In the following figure, we plot the average percent overlap between in-
dependent folds for ALE, the fixed and random effects CBMA while in-
creasing K. For each method, we use a statistical threshold at P = 0.001,
uncorrected for multiple testing.
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4.6.7 Distributions of amount and cluster sizes.
For K = 10, 20 and 35, we plot the amount of overlapping and unique
clusters with the cluster sizes (expressed in number of voxels) next to it.
This is calculated on the pairwise comparisons of the I unique folds. We
plot the results for each group level model and CBMA.

K = 10
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K = 20
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K = 35
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4.6.8 Distributions of within- and between-study variabil-
ity.

In the following figure, we plot the distributions of estimated within- and
between-study variability in the random effects coordinate-based meta-
analyses. Estimates for within-study variability are subdivided into the
studies corresponding sample sizes. The x-axis is the cube root of variance,
to aid visualization in the presence of large outlying values. Horizontal
panes are the different group level models.
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5 Pooling fMRI Results
Across Studies: a

Comparison of Two
Hierarchical Methods

A common suggested solution to increase the probability of de-
tecting true effects in functional Magnetic Imaging research,
is to aggregate data over studies. This requires researchers
to share complete brain images. Two approaches are possible:
sharing an entire experiment in a standardized data storage
format or only sharing the statistical parametric map which
entails sharing one brain image per contrast. Under the first
approach, data can be aggregated using a general linear mixed
model (GLM), taking into account within- and between-study
variability. For the second approach, a weighted average of
the standardized effect sizes can be used. We consider three
different estimators for the between-study variability in the
latter approach. In this work, we set up a simulation study to
compare both approaches. Our results demonstrate that both
approaches have in general average empirical coverages of the
confidence intervals for the effect of interest close to the nomi-
nal confidence level. In the second approach using standardized
effect sizes, the true effect sizes are slightly underestimated
when effect sizes are high. When there is no between-study
variability in the data however, the average coverage based
on the first approach converges to the nominal level only by
increasing the number of studies. In the same setting, the sec-
ond approach using a weighted average should be used with
caution if the number of studies is large and there is little
between-subject variability in the data.

This chapter is written in collaboration with dr. R. Seurinck and Prof. dr.
B. Moerkerke.
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5.1 Introduction

Challenges in detecting activation when analyzing functional Magnetic
Resonance Imaging (fMRI) data are the low signal-to-noise ratio (But-
ton et al., 2013), the high dimensionality as the brain is divided into
thousands of artificially created cubicles (i.e. voxels), a high cost to scan
subjects and a high flexibility in the pre-processing and analysis of the
data (Carp, 2012). Substantial effort has been done to develop and eval-
uate methods that control the risk of obtaining false positive results (i.e.
type I errors), while maintaining an adequate probability of declaring a
true positive effect as statistically significant (i.e. statistical power). The
prevalence of underpowered fMRI studies and its consequences have ex-
tensively been discussed ((Button et al., 2013; Ioannidis, 2005; Poldrack
et al., 2017)) and the ensuing difficulty to replicate results has been em-
pirically demonstrated in literature (Bossier, Roels, et al., 2019; Thirion
et al., 2007; Turner, Paul, Miller, & Barbey, 2018).
As the cost to scan subjects is high, aggregating data over studies and labs
in a meta-analysis is a cost-effective alternative to increasing power by us-
ing larger samples (Cohn & Becker, 2003). The goal of a meta-analysis is
to systematically synthesize evidence for a common research question by
weighting studies according to their precision.
Availability of study-specific data is necessary to perform meta-analyses.
Even if these data are made available, combining them is not trivial as
fMRI data are typically stored in non-standardized formats due to its
complexity and size. As a result from growing concerns on replicability
(Patil, Peng, & Leek, 2016) and transparency of neuroimaging results
(Pernet & Poline, 2015; Poline et al., 2012), initiatives have been devel-
oped that enable storing both raw data measured in its original units as
well as meta-data in standardized, machine-readable formats. Two well
known examples are NIDM (Maumet et al., 2016) or the BIDS format
(Gorgolewski et al., 2016). The latter is embedded in a platform to up-
load entire fMRI experiments and results such as OpenNeuro1. A second
frequently used approach to share data is to provide only the complete
Statistical Parametric Map (SPM) of an fMRI study. Such SPM contains
for every voxel a test statistic for the model parameter of interest. These
maps are automatically obtained after running standard software pack-
ages for the analysis of fMRI data. A well known platform to upload

1https://openneuro.org/

https://openneuro.org/
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these images is NeuroVault2. The advantage of the second approach is the
higher adoption rate by researchers as they only need to upload one image
per contrast. The main disadvantage is the fact that not all study-specific
information needs to be made available.

It is possible to perform a meta-analysis with either the raw data
(or derived data in conjunction with meta-data) from different studies
(thereby preserving the original units of the fMRI signal) or with only
a transformation of the SPMs from individual fMRI studies (Bossier,
Nichols, & Moerkerke, 2019). In the first approach, data can be aggre-
gated using a general linear mixed model (GLM), taking into account
within- and between-study variability. In the second approach, one can
rely on a transformation of the test statistic to a standardized effect size,
Hedges’g (Hedges, 1981). These standardized effect sizes can then be mod-
eled using a weighted average (Borenstein, Hedges, Higgins, & Rothstein,
2009). A more detailed description of both approaches is given in Bossier,
Nichols, and Moerkerke (2019). Furthermore, note that we are not eval-
uating methods developed to aggregate studies where only the 3D coor-
dinates of peak activation are reported (Radua et al., 2012; Turkeltaub,
Eden, Jones, & Zeffiro, 2002; Wager, Lindquist, Nichols, Kober, & Van
Snellenberg, 2009), as is done in Bossier et al. (2018). Instead, we focus
on the case where information for each voxel is available.

One concern is whether the condensed representation of results through
SPMs has an impact on the accuracy of a meta-analysis in comparison to
using raw data. In this paper, we compare both approaches using Monte-
Carlo simulation studies in which we generate fMRI time series in response
to a simple block design experiment using a hierarchical data generating
model. This corresponds to generating data for individual subjects (i.e.
level 1) in different studies (i.e. level 2) within a meta-analysis (level 3).
We assess performance of the two approaches under a variety of settings.
These correspond to the strength of the raw fMRI signal, the amount of
within-study variability, the ratio of between- over within subject vari-
ability, the number of studies included in the meta-analysis, the amount
of unexplained heterogeneity between studies and differences between es-
timators for between-study variability (only applicable to the approach
based on a weighted average). Our criteria to measure the performance of
both approaches are 1) the standardized bias when estimating the popula-
tion effect at the meta-analysis level and 2) the average empirical coverage

2https://neurovault.org/

https://neurovault.org/
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of 95% confidence intervals (CIs) around the estimate for the population
effect.

5.2 Methods
Using Monte-Carlo simulations, we compare results following the aggre-
gation of data either on the original BOLD scale or by means of trans-
forming an SPM to standardized effect sizes. Simulations are run in R (R
Core Team, 2015). Scripts to run the simulations and obtain the figures
are available at https://github.com/NeuroStat/IBMAvsGLM.
We first describe the data generating procedure for the simulations and
subsequently discuss the two modeling approaches. Finally, we define the
statistical criteria that are used to assess performance of the modeling
procedures at the meta-analysis level. An overview of our simulation con-
figuration is given in Table 5.1, at the end of the Methods section.

5.2.1 Data generating procedure
We generate voxelwise data using the following three stage approach:

βG = βMXM + εM (5.1)
βS,k = βG,kXG,k + εG for each βG,k ∈ βG (5.2)

Ys = β0 + βS,k,sXs + ε for each βS,k,s ∈ βS,k. (5.3)

The subscripts M , G and S respectively denote the meta-analysis level,
the group (i.e. study) level and subject level. We start by generating βG

which is a vector ofK effects, one effect corresponding to each study k with
k = 1, . . . ,K. In addition, we choose XM to be a vector of length K with
all elements equal to 1. This implies that βM represents the average pop-
ulation effect. The vector εM corresponds to a random effects component
with each term in εM being distributed as N

(
0, σ2

M

)
. Next we generate

βS,k which is the vector of true underlying effects corresponding to each
subject s = 1, . . . Nk within study k (k = 1, . . . ,K). XG,k represents the
second level design matrix which equals a vector of length Nk with again
all elements equal to 1, assuming the interest lies in averaging over sub-
jects (and not contrasting between groups of subjects). Note that we use
the simulated effects at the meta-analysis level (i.e. βG) to generate effects
for βS,k. We denote the kth term corresponding to study k in βG as βG,k.
In addition, εG corresponds to a random effects component where each

https://github.com/NeuroStat/IBMAvsGLM
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term is distributed as N(0, σ2
G). Finally, for each subject s, we generate Ys

which is the observed time series of length T for a given subject within a
study. The time series consists of an intercept (β0), βS,k,s ∈ βS,k which is
the effect from the second level, Xs (i.e. the predictor) being the vector of
length T containing the convoluted design of the experimental procedure
(see next paragraph) and where ε represents the within-subject specific
measurement noise with each term normally distributed (N(0, σ2)) and
corresponding to the error at a specific time point. Note that we use Gaus-
sian white noise for the time series (i.e. independent over time) and that
we generate data with homogeneous within-study variability across sub-
jects and homogeneous between-subject variability across studies.
The true signal in Xs is constant over subjects and studies and is further
denoted by X. In addition, X is obtained by convoluting a double-gamma
hemodynamic response function (Henson & Friston, 2007) with a block
design (ON/OFF) experiment. Each block lasts for 20 seconds and there
are 10 blocks of each condition which yields a time series of 400 seconds.
The scanning sequence consists of 200 scans with a TR of 2 seconds. On
top of the true signal, we add the Gaussian noise. For each subject, we
generate a time-series in every voxel on a grid of dimension 9× 9× 9. The
design and time series are generated using neuRosim (Welvaert, Rosseel,
Durnez, Moerkerke, & Verdoolaege, 2011).

To choose sensible parameter values for generating the data, we rely on
empirical estimates observed in Poldrack et al. (2017). In their paper,
these researchers used fMRI data from the Human Connectome Project
(HCP) (Van Essen et al., 2013). Group models of 186 subjects were fitted
where various cognitive tasks were related to observed BOLD responses.
Distributions of the parameter estimates within region of interests (ROIs)
are obtained from their Github repository3 and used in this simulation
study. More particularly, we obtain values for standardized effect sizes
expressed as Cohen’s d (Cohen, 1988). These are estimated as d = β̂

SW
,

where SW is the square root of the estimated within-study sampling vari-
ance. Using our data generating strategy and under the assumption of a
multistage mixed GLM where σ2

G is estimated using restricted maximum
likelihood (more details about the estimation of the generated data are
given in section 5.2.2), it can be shown that the within-study sampling

3https://github.com/poldracklab/ScanningTheHorizon/tree/master/
Box2_EffectSize

https://github.com/poldracklab/ScanningTheHorizon/tree/master/Box2_EffectSize
https://github.com/poldracklab/ScanningTheHorizon/tree/master/Box2_EffectSize
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variance equals (Mumford & Nichols, 2009):

VarG(β̂S,k,s) = (X′X)−1σ2 + σ2
G

for all s in each k.
As the HCP is a large-scale collaborative effort containing multiple scan-
ning sites, we consider the distribution of d representative for effects at
a meta-analysis level. We take the 10th, 50th and 90th percentile of the
observed distribution over all voxels within multiple ROIs and over mul-
tiple cognitive tasks. These correspond to d = {0.14, 0.55, 1.02}. We set
β0 = 100 and βM = 3, termed the active condition. In a second condition
(termed the null condition), we set βM = 0 and therefore d becomes 0.
Note that the expected time series at the first level equals β0 + βMX.
Hence, if we set the peak amplitude of the convoluted design vector X
equal to 1, then βM corresponds to a 3% BOLD signal change in the active
condition. This corresponds to the 59th percentile in the HCP database.
Furthermore, note that the expression of Cohen’s d contains the square
root of within-study variability. This variance component is a combination
of both within- and between-subject variability. By setting d and βM = 3,
we know the value for the within-study variability, but not the ratio of
within- versus between-subject variability. To solve this, we define R as
the ratio of between- over within-subject variability. That is

R = σ2
G

(X′X)−1σ2 .

We then choose three settings where R corresponds to
R ∈ {0.25, 0.50, 0.75}. For the null condition, we use the same values for
the within- and between-subject variability as those in the active condi-
tion. In addition, we sample for each study a number of subjects from a
normal distribution with mean N = 29 and SD = 5 (rounded to integers
with a minimal sample size of 3). This mean corresponds roughly to the
observed median sample size in the fMRI literature in 2015 (Poldrack et
al., 2017).
To study the influence of between-study variability, we define H as the ra-
tio of between-study variability over the sum of between- and within-study
variability. That is

H = σ2
M

(X′X)−1σ2 + σ2
G + σ2

M

.
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We let H increase in H ∈ {0, 0.5, 0.9}. In recent work, Bossier, Nichols,
and Moerkerke (2019) measured between-study heterogeneity not
accounted for by moderators in a whole-brain fMRI meta-analysis of 33
studies involving the experience of pain. They used the DerSimonian &
Laird estimator (DerSimonian & Laird, 1986) to estimate between-study
heterogeneity when measuring effects on a standardized scale. Within a
functionally relevant ROI, the maximum value for the ratio of between-
study variability over the sum of within- and between-study variability
was equal to 0.82. This suggests that substantial between-study variabil-
ity can be observed in an fMRI meta-analysis.
Finally, to investigate the effect of the number of studies in the meta-
analysis, we let K increase between {5, . . . , 50} in steps of 5. We cross
the different values for βM , d, the ratio of between- over within-subject
variability, H and K in both the active and null condition which results in
540 parameter combinations. An overview of the various data generating
parameters is given in Table 5.1. For each of the combinations, we run
1000 Monte-Carlo simulations.

5.2.2 Modeling procedure

Our comparison between methods to aggregate data entails a compar-
ison at the meta-analysis level. As we generate data at the first level
(i.e. within-subjects), the modeling procedure at level 1 and 2 is identical
between both modeling approaches under consideration. We will first de-
scribe these two levels before discussing the modeling procedures at the
meta-analysis level.
As is done in a typical fMRI data analysis, the model fitting procedure
is split into separate stages due to computational limitations (Beckmann,
Jenkinson, & Smith, 2003). At the first level, a general linear model is
fitted in each voxel where the experimental procedure (i.e. the block de-
sign) is related to the observed BOLD response for each subject (Friston
et al., 1995). The parameter estimates of interest (e.g. an average effect)
together with their estimated variances are then passed to the second level
where subjects within a study are combined into a group analysis. As we
generate time series with Gaussian white noise, we use a simple ordinary
least squares to fit the convoluted predictor at the first level. Next we use
the general linear mixed model approach implemented as FLAME1 in
FSL, version 5.0.9 (Woolrich, Behrens, Beckmann, Jenkinson, & Smith,
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2004) to combine subjects within a study at the second level. This means
that in a first step, we fit the parameters in model (5.3) for each voxel
and each subject s. These parameter estimates and estimated standard
errors are then passed on to the second level in each study k to estimate
the parameters in the following model:

YG = β∗G,kXG,k + ε∗G

with YG = (β̂S,k,1, . . . , β̂S,k,Nk
). We use ∗ to denote the parameters corre-

spond to the modeling procedure (in contrast to those in the data gener-
ating procedure). We then have for each study k = 1, . . . ,K the estimated
group average effect (i.e. β̂∗G,k) and V̂arG(β̂∗G,k). These are used as input
for the meta-analysis.

Aggregating study-level data using a mixed effects GLM approach

The first approach consists of voxelwise modeling the original data ob-
tained at the second level. For ease of notation, we do not use a subscript
for the voxels. It should be understood that the approach below is applied
for every voxel.

Let the vector {YM,1, . . . , YM,K} denote the estimated effects at the
second level, i.e. YM,k = β̂∗G,k for each k. We now model these responses
by estimating the parameters of the following model:

YM = β∗MXM + εM

Due to the presence of different variance components for each study, we
model these responses using a weighted least squares approach (Mumford
& Nichols, 2009; Roels, Loeys, &Moerkerke, 2016). Consider the weighting
matrix W:

W =

(σ2
1 + σ2

M ) · · · 0
...

. . .
...

0 · · · (σ2
K + σ2

M )

 , (5.4)

where σ2
1 , . . . σ

2
K correspond to the within-study variances (containing

both within- and between-subject variability) and σ2
M the between-study

variability. An estimator for β∗M is as follows:(
X′MŴ−1XM

)−1
X′MŴ−1YM, (5.5)
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where we use FLAME1 from FSL to estimate W. Note that FSL simply
sets the within-study variances in Ŵ to the estimates obtained at the
second level (Mumford & Nichols, 2009). Furthermore, we have:

V̂arM
(
β̂∗M

)
=
(

X′MV̂−1
M XM

)−1
(5.6)

V̂M = V̂arG(YM) + σ̂2
MIK (5.7)

with

V̂arG(YM) =
diag{σ̂2

1(X′G,1XG,1)−1, . . . , σ̂2
K(X′G,KXG,K)−1}

and diag representing the diagonal operator.
Assuming a t-distributed estimator, a 95% confidence interval (CI) is ob-
tained as follows: [

β̂∗M ± tK−1;0.975 × ŜE(β̂∗M )
]
. (5.8)

with ŜE(β̂∗M ) =
√

V̂arM
(
β̂∗M

)
.

Random effects meta-analysis using standardized effect sizes

The second approach at the meta-analysis level consists of standardizing
the effect magnitudes at the study-level before aggregating. We use an
unbiased estimator for a standardized effect size, Hedges’ g (Hedges, 1981),
for each study k (k = 1, . . . ,K) defined as:

gk =
β̂∗G,k
SW

× h = YG,k
SW

× h (5.9)

where

h =
Γ
(
N − 1

2

)
√

(N − 1)
2 Γ

(
N − 2

2

) , (5.10)

Γ represents the gamma function and N equals the sample size of the
study. The estimated sample standard deviation (SW ) corresponds to the
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square root of the estimated variance of the data at the second level which
is equal to

S2
W = (X′X)−1σ̂2 + σ̂2

G, (5.11)

To combine effect sizes from each study (k), we use a weighted average
where studies reporting an effect with a low precision (i.e. higher within-
study variability) are down weighted. More precisely, define the true pop-
ulation effect as µ. The estimator for µ is given by (Borenstein et al.,
2009):

µ̂ =
∑K
k=1 W+

k,kgk∑K
k=1 W+

k,k

. (5.12)

Here, W+ equals a weight matrix (where we use + to denote the stan-
dardized units) and is given by:

W+ =

(σ+2
1 + τ2) · · · 0

...
. . .

...
0 · · · (σ+2

K + τ2)

 (5.13)

where σ+2
k denotes the variability in estimating the standardized effect

size in study k. In this case, this is determined by the effect size and
sample size of the study. More particularly, we have (Hedges, 1981):

σ+2
k = Var(gk) =

[
(N − 1)(1 +Nδ2

k)
N(N − 3) − δ2

k

h2

]
× h2, (5.14)

where we plug the value for the estimated standardized effect size into δk
to obtain σ̂+2

k .
The second variance component in W+ is the between-study variability
measured on a standardized scale (i.e. τ2). We use three estimators to
obtain τ̂2. The first is the popular DerSimonian & Laird estimator (Der-
Simonian & Laird, 1986). This is a method of moments estimator and thus
easy to compute. Unfortunately, it does not account for the fact that each
σ2+
k is estimated and assumes these components are known. To solve this,

Hedges proposed an alternative estimator (Viechtbauer, 2005). Finally,
we also use an approach based on the Restricted Maximum Likelihood.
This estimator is based on an iterating scheme which results in an in-
creased computational time. However, it has been shown to offer a good



Pooling fMRI Results Across Studies: a Comparison of Two
Hierarchical Methods. 193

compromise between efficiency and being unbiased (Viechtbauer, 2005).
To condense the amount of formula, we refer to the appendix for the ex-
pressions of the three estimators. Furthermore, we will refer to these (in
order of discussion) as DL, HE and REML.
Finally, we also construct a 95% confidence interval around µ̂. Sánchez-
Meca and Marín-Martínez (2008) demonstrate in their work the best per-
formance among various options to construct a 95% CI using a weighted
variance approach. The performance was quantified using 1) the empiri-
cal coverage of 95% confidence intervals around the weighted average for
a difference between experimental and control group and 2) robustness
against the choice of the estimator for τ2 (i.e. less dependent on the type
of estimator). Written mathematically, a 95% CI around µ̂ can be con-
structed using the following (Hartung, 1999):[

µ̂± tK−1;0.975 ×
√
V̂arW (µ̂)

]
, (5.15)

where V̂arW (µ̂) is given by:

V̂arW (µ̂) =
∑K
k=1 Ŵ+

k,k(gk − µ̂)2

(K − 1)
∑K
k=1 Ŵ+

k,k
. (5.16)

This approach takes into account that the variance is estimated. Further-
more, as shown in (Hartung, 1999; Sidik & Jonkman, 2002), the statistic
(µ̂ − µ)/

√
V̂ar(µ̂) follows approximately a t-distribution with K − 1 de-

grees of freedom.

5.2.3 Criteria to assess performance of meta-analytical
approaches

To evaluate the performance of the methods for aggregating study-level
data, we calculate two metrics. The first one is based on the observed bias
(Q) in each simulation b = 1, . . . , B, which is defined as:

Qb = θ̂b − θ. (5.17)

θ̂b corresponds to the estimated value in simulation b for the parameter
θ. The standardized bias over all simulations is calculated on one random
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voxel using: [∑B
b=1Qb
B

× B − 1∑B
b=1(Qb −Q)2

]
. (5.18)

We calculate the bias on one voxel to speed up computations (otherwise
the standardized bias needs to be calculated for each voxel separately
after which an average can be calculated). A value close to 0 indicates
low bias. Note how the true parameter value for θ is different depend-
ing on the model used. In case of aggregating data on the original scale:
θ = βM = β∗M = {0, 3} depending on the condition (active/null data).
However, when the effect size in each study is standardized before aggre-
gating at the meta-analysis level, then θ = µ which is determined by the
sample variance (S2

W ) given in equation (5.11). Using the true parameter
values from the data generating model, we have µ = {0, 0.14, 0.54, 0.99}.
Our second metric is the coverage of the 95% confidence intervals around
θ. This is defined as the proportion over all simulations in which the true
value for θ is contained within the observed confidence intervals. Values
close to 0.95 indicate a good performance. Note that we calculate the CI
using (5.8) for the first method while using (5.15) for the method based
on standardized effect sizes.
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data generating parameters β d R H K
3 0.14 0.25 0 5

0.55 0.5 0.5 ...active condition
1.02 0.75 0.9 50

0 0 0.25 0 5
0.5 0.5 ...null condition
0.75 0.9 50

original unit: weighted least squares
DL
HE

modeling procedures standardized
unit

weighted average
with estimator
for τ2 being REML

standardized biasstatistical criteria empirical coverage of 95% CIs

Table 5.1 Overview of the Monte-Carlo simulation. The top row shows
all data generating parameters that are crossed (once for the active con-
dition and once for the null condition). β corresponds to the % BOLD
signal change of the fMRI time series, d equals the standardized effect
size, R is the ratio of between- over within-subject variability within each
study,H equals the proportion of between-study variability over the sum
of within- and between-study variability and K is the number of studies
in the meta-analysis. The middle row summarizes the two modeling pro-
cedures considered. The bottom row contains our two chosen statistical
criteria to measure the performance of both modeling procedures.
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5.3 Results

We start with the evaluation of both procedures using the standardized
bias. We compare the performance of the mixed effects GLM approach
subsequently with the random effects models based on standardized effect
sizes. In Figure 5.1, we plot the average (over all simulations) standardized
bias where between-study heterogeneity is estimated using the DL estima-
tor. The procedure using the GLM is generally unbiased. Variability on
the average bias increases as the ratio of between- over within-subject vari-
ability increases. There is no systematic difference when comparing null
data with activation or when increasing the between-study variability (for
the GLM approach). For models for standardized effect size estimates and
when looking at the data with activation on the other hand, we observe an
effect of the number of studies, the magnitude of the effect (or the magni-
tude of within-study variability), the ratio of between- over within-subject
variability and the amount of between-study variability. By increasing the
number of studies, we observe an increasing amount of bias which does
not converge. Moreover this effect is amplified when the contribution of
between- over within-subject variability is low (i.e. R = 0.25) and when
measuring larger effect sizes (i.e. lower within- and between-subject vari-
ability) with up to −0.103 bias using the DL estimator. In most cases,
the bias is negative indicating an underestimation of the true parameter
value. Hence, we observe an interaction between the number of studies,
the ratio of between- over within-subject variability and the effect size.
When measuring low effect sizes, we observe less bias. Finally, when look-
ing at null the data, the results show slight to no bias.
Next we look at models using the HE estimator for between-study vari-
ability. In Figure 5.2, we also plot the comparison of the GLM approach
compared to the weighted average of the effect sizes. Compared to the DL
estimator, we observe less bias (although the highest value of bias is also
−0.103). Again, there is an effect of the number of studies, the magnitude
of the effect and the amount of between-study variability. The amount
of bias is small for a low number of studies, increases with the number
of studies but only when measuring high effect sizes and in absence of
between-study variability. Furthermore, we observe the same effect of the
ratio of between- over within-subject variability (i.e. increased bias for
R = 0.25 compared to R = 0.75). Again, most values for the bias are neg-
ative indicating underestimation. Finally, when no activation is present in
the signal, we seem to observe slight to no systematic bias.
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Interestingly, there is close to no difference between the HE and the REML
estimator in terms of standardized bias. We plot the comparison between
the GLM approach and the REML estimator in Figure 5.3.
For all 3 estimators, the standardized bias in some settings is decreasing
while increasing the number of studies without the bias converging to some
value. This is due to the standard deviation (over the simulations) on the
estimates for the bias (i.e. Q, see equation 5.17) which increases with the
number of studies. On the other hand, the average (i.e. non-standardized)
bias over simulations does converge as the number of studies increases
(results not shown).

We now turn to the empirical coverage of the 95% confidence inter-
vals. To begin with, the GLM procedure is generally associated with an
average coverage close to the nominal value of 0.95 (i.e. 95 %). There are
two exceptions: first when no between-study variability is present and the
number of studies is low. Second when the amount of within-study vari-
ability is high, the between-study variability is moderate and the number
of studies is low (K = 5). In these cases, the average coverage exceeds
0.95 due to the estimated confidence intervals being too wide. Moreover,
we observe the same pattern when no activation in the data is present.
Written otherwise, the GLM procedure is too conservative as 0 (i.e. the
value corresponding to the null hypothesis) is included in the confidence
interval more often than expected. On the other hand, while increasing
the number of studies, the coverage seems to converge to 0.95.
The comparison with the DL estimator is depicted in Figure 5.4. The
average coverage of the latter generally exceeds the nominal confidence
level of 0.95. Moreover, looking at the null condition, we observe the same
trend indicating the coverage is generally too conservative. In addition,
the coverage seems to converge to values above 0.95 while increasing the
number of studies when measuring a small effect size. Interestingly, we
only observe this trend when between-study variability is present in the
data. On the other hand, the coverage does seem to converge to 0.95 again
as the number of studies increases when measuring high effect sizes (and
there is activation in the data). For high true underlying effect sizes, we
observe values for the coverage below 0.95 in the absence of between-study
variability (σ2

M = 0) . This becomes more pronounced 1) when the num-
ber of studies increases and 2) when the contribution of between-subject
variability is low compared to within-subject variability.
The comparisons of the GLM approach versus using standardized effect
sizes with HE or REML estimators for the between-study variability are
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depicted in figures 5.5 and 5.6 respectively. We observe nearly identical
empirical coverages comparing the HE and REML estimators. Moreover,
we observe a better performance compared to the DL estimator. The av-
erage coverage is close to 0.95, though slightly too high both for the active
and null condition. The latter reflects slight conservative values. As with
the other approaches presented earlier, both the DL and REML estimator
have difficulties when there is no between-study variability present in the
data. We observe values below 0.95 for the empirical coverages. Again,
this effect is mainly observed when measuring high effect sizes (if activa-
tion is present), increases with the number of studies and is more distinct
when the contribution of the between-subject variability is low. In other
cases, we observe only minor differences between the scenario where no
activation is present versus the one with activation.
As an illustration, we also calculate the empirical standard deviation (i.e.
the standard deviation over all Monte-Carlo simulations) of the estima-
tor for the population effect in the standardized scale (i.e. ŜD(µ̂B)) using
the three estimators for between-study variability. We plot the values for
K ∈ {5, 50} in Figure 5.7 for the data containing activation and in Figure
5.8 for the null data. As expected, we observe an increased variability on
the estimates as the between-study variability increases and when mea-
suring higher effect sizes (i.e. lower within-study variability). There is
no influence of the ratio of between-subject over within-subject variabil-
ity. The variability decreases with the number of studies included in the
third level. The DL estimator is consistently associated with a lower stan-
dard deviation compared to the HE and REML estimator. This effect is
more visible for more extreme values of the between-study variability. To
demonstrate, we plot the same calculations for σM ∈ {0, 28, 45}, shown
in the appendix (Figure 5.10). These are obtained by running the same
code in R as presented above in this paper, but contain unrealistic high
between-study variability and merely serve as an illustration.
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Figure 5.1 Results for the average (over simulations) standardized
bias for the GLM approach compared to aggregating standardized ef-
fect sizes using random effects model with the DL estimator. Panel
A, B and C correspond to the ratios of between- over within-subject
variability within each study. Columns within each panel correspond to
the amount of between-study variability. Rows within each panel to the
within-subject variability (and therefore the within-study variability).
Note that low values for the latter result in higher effect sizes. The GLM
approach generally produces unbiased estimates. The approach using
DL is associated with negative bias when measuring high effect sizes
and increases with the number of studies.
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Figure 5.2 Results for the average (over simulations) standardized
bias for the GLM approach compared to aggregating standardized effect
sizes using random effects model with the HE estimator. The latter is
associated with a small amount of negative bias when estimating the
population effect, especially for higher effect sizes. Note that we plot the
same graph for the GLM procedure as in Figure 5.1.
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Figure 5.3 Results for the average (over simulations) standardized
bias for the GLM approach compared to aggregating standardized effect
sizes using random effects model with the REML estimator. We obtain
similar values compared to the HE estimator. Note that we plot the same
graph for the GLM procedure as in Figure 5.1.
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Figure 5.4 Results for the average (over voxels and simulations) em-
pirical coverages of the 95% CIs for the GLM approach compared to
aggregating standardized effect sizes using the DL estimator. Panel A,
B and C correspond to the ratios of between- over within-subject vari-
ability within each study. Columns within each panel correspond to the
amount of between-study variability. Rows within each panel to the
within-subject variability (and therefore the within-study variability).
Note that low values for the latter result in higher effect sizes. Overall,
the GLM approach outperforms the DL estimator. The opposite is true
when there is a small number of studies and σM = 0.
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Figure 5.5 Results for the average (over voxels and simulations) em-
pirical coverages of the 95% CIs for the GLM approach compared to
aggregating standardized effect sizes using the HE estimator. Overall,
the performance of the HE estimator is preferred over the DL estimator.
Note that we plot the same graph for the GLM procedure as in Figure
5.4.
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Figure 5.6 Results for the average (over voxels and simulations) em-
pirical coverages of the 95% CIs for the GLM approach compared to ag-
gregating standardized effect sizes using the REML estimator. Overall,
the performance of the REML estimator is similar to the HE estimator.
Note that we plot the same graph for the GLM procedure as in Figure
5.4.
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Figure 5.7 Empirical standard deviation of the estimator for the pop-
ulation effect (in standardized units) using the three estimators for the
between-study variability for the data with activation.
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Figure 5.8 Empirical standard deviation of the estimator for the pop-
ulation effect (in standardized units) using the three estimators for the
between-study variability for the data without activation.
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5.4 Discussion

In this simulation study, we compare results of a meta-analysis using a
transformation of the test statistic to data aggregation where we have
the full data available and observe a similar performance between both
in a most settings. However, the transformation to standardized effect
sizes results in a slight underestimation of the true effect size. This effect
increases when measuring high effect sizes and no between-study vari-
ability is present in the data. The Hedges (HE) and REML estimators
are preferred over the DerSimonian & Laird (DL) estimator in terms of
the standardized bias. The average empirical coverage using the same DL
estimator is above the nominal coverage level, while the GLM generally
results in values close to the nominal level. On the other hand, the Hedges
(HE) and REML estimators approach the same performance as the GLM
regarding the average coverage.

We will now discuss the four key observations in more detail. First, the
average empirical coverages using the DL estimator are generally too high.
When activation is present in the data, we observe higher values for the
bias when comparing the DL estimator versus the HE or REML estimator.
Potentially this influences our observations for the empirical coverage. On
the other hand, we observe close to no bias when looking at the null data,
yet the coverage in this case is again above 0.95 using the DL estimator.
The observed difference between the coverages from the different estima-
tors thus results from the estimation of τ2 itself. By looking at Figure 5.7
and 5.8, we see how the empirical variability on the estimator for µ using
the DL estimator for τ2 is somewhat lower than for the other estimators
(especially when between-study variability increases). Note that the esti-
mator for the variance of µ̂ contains the estimators for both within- and
between-study variability4 (Viechtbauer, 2005). The estimated between-
study variability using the DL estimator is lower than the other two ap-
proaches (results not shown). Cornell et al. (2014) also observe more nar-
row confidence intervals for µ when using the DL estimator, although only
when the number of studies is low. We observe in this setting a somewhat
slight bias for the estimator for µ using the DL approach. Combined with
a smaller standard error, this results in a more narrow distribution for the
estimator close to the true value of µ. This might explain the difference

4We can also see this in the Cramér-Rao lower bound for the variance of an unbiased
estimator for µ given in the appendix
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in coverage when there is between-study variability.
As mentioned in Viechtbauer (2005), the induced bias in the estimation of
the between-study variability using the DL estimator stems from within-
study variability not being estimated properly (see also Veroniki et al.,
2016). A possible solution would be to increase the study sample sizes
in order to achieve a better estimate of within-study variability. Another
solution is to use estimators that do not rely on the assumption of within-
study variability being known. Indeed, the HE and REML estimators
share this property and are associated with average empirical coverages
more closely to the nominal level. This is illustrated in Figure 5.9, panel
A where we select the first 100 simulations and plot the CI for a given
voxel, comparing the DL estimator versus the HE estimator.
Remarkably, the approach using standardized effect sizes seems to break
down when no between-study variability is present in the data, high effect
sizes are observed and increases when there is only a small amount of
between-subject variability compared to within-subject variability. This
becomes more pronounced with an increasing number of studies in the
meta-analysis. We observe for all 3 methods a coverage that is too low.
These results are driven by the amount of bias in the same setting. This is
illustrated in panel B of Figure 5.9. Presumably, there are multiple factors
explaining this pattern. First, note that in most settings of our simula-
tion, the true effect sizes are underestimated for the three approaches
using different estimators for the between-study variability. Next, these
estimators for between-study variability are known to be positively biased
when negative variance estimates need to be truncated to zero (Rukhin,
2013; Viechtbauer, 2005). This occurs more often when simulating data
without between-study variability. We do not observe this problem using
the GLM approach, where multiple variance components are estimated
separately in the model fitting procedure. On the other hand, the within-
study sample variance (equation 5.11), which is used to standardize the
effect size estimates, is a composite variance component. We hypothesize
the performance would decrease even further when there is no between-
subject variability. On the other hand, if there would be no within-subject
variability, the performance would be similar as a two-level context (in
contrast to the three-level context in an fMRI meta-analyis). Moreover,
we hypothesize this effect to be more distinct for lager effect sizes as the
composite within-study variability increases with the effect magnitude
(see also equation 5.14).
Thirdly, the underestimation of the true effect size is also observed in
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Sánchez-Meca and Marín-Martínez (2008). Presumably, the amount of
subjects in each study will need to be larger in order to decrease the
amount of bias (see also Jackson, Bowden, & Baker, 2010).
Finally, we also observe average empirical coverages above the nominal
level using the GLM procedure when there is no between-study variabil-
ity and the number of studies is low. As the null data show the same
pattern, we know the modeling procedure is too conservative in this case.
The same performance of the mixed model GLM procedure used in FSL
is also observed in Maumet and Nichols (2016). When the true between-
study variance component equals zero, positive bias is observed due to the
parameter being at the boundary of the parameter space. This presum-
ably results in too wide confidence intervals. Note that the bias decreases
with the number of studies.

Our simulation results demonstrate the importance of between-study vari-
ability. The potential presence of between-study variability is an impor-
tant consideration for an fMRI meta-analysis. The lack of between-study
heterogeneity results in sub-optimal performances for both the GLM (when
the number of studies is low) and the methods using standardized effect
sizes (when the number of studies is high).
As demonstrated in Bossier, Nichols, and Moerkerke (2019), researchers
can expect substantial between-study heterogeneity in a typical fMRI
meta-analysis. Furthermore, the magnitude of between-study variability
tends to increase with the effect size estimate. However, due to the high-
dimensionality, there are plenty of zero-valued estimates for the between-
study variability. To solve, the analyst might fit a fixed-effects model (see
e.g. Borenstein et al., 2009) for these voxels, which assumes there is no
between-study variability to begin with. We have not investigated the per-
formance of this approach. However, it should be noted that fixed-effects
models are entirely different than random-effects models. For the first,
one estimates a common effect in the set of studies. Using the second,
one estimates an average effect of a distribution of effect sizes. Moreover,
whether one should fit different models in different voxels is a research
topic not yet explored for fMRI data analysis (Razavi et al., 2003).

To end the discussion, we mention some limitations of our current study.
First, we have not detailed any problem that can occur using the GLM
approach when unit mismatches are present. As demonstrated in Maumet
and Nichols (2015), the raw BOLD signal has an arbitrary unit which can
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differ between fMRI studies due to a difference in the chosen baseline or
scaling algorithm. When modeling data using a GLM, one assumes the
same unit for each observation. If so the parameter estimates and their
estimated variances from each study can be used at the third level. If
not, the analyst needs to scale the data from each primary study before
aggregating. This requires extra information which is not always available
or could potentially lead to unknown mismatches. In these cases, it could
be useful to standardize the effect size estimates and proceed using the
methods presented here.
Second, we have not validated our simulation results on real fMRI data.
While it is not straightforward to validate methods on real data (as one
does not know the true value), a potential technique is used in Eklund,
Nichols, and Knutsson (2016). In their work, resting state fMRI data from
a large publicly available database was used. This is data obtained by in-
structing participants to do nothing within the MRI scanner. Usually,
this is done to discover brain networks during rest. However, Eklund et
al. (2016) used these data to model task-based fMRI experiments such as
block designs or event-related designs. As these designs have no connec-
tion with the actual instructions during scanning, the assumption is that
one obtains real null fMRI data. It is possible to use such an approach,
then create single fMRI studies and aggregate these using the procedures
presented in this work (focussing on null data only).
Third, we have not mentioned or discussed inference strategies to deter-
mine whether an average effect is statistically significant from zero in the
presence of a multiple testing problem (as is the case for IBMA). It is
possible to calculate p-values for both the parameter estimates obtained
using the GLM or standardized effect size procedure (see also Borenstein
et al., 2009). Furthermore, the need to adjust p-values in the context
of a multiple testing problem is well documented in the fMRI literature
(Nichols, 2012). However, we focused on confidence intervals as one of the
tools to evaluate methods for data aggregation. Furthermore, the expres-
sions given in this paper correspond to confidence intervals for a single
test. It is possible to construct confidence intervals that offer simultaneous
coverage, in the sense that all CIs cover the true parameter with probabil-
ity 1− α (corresponding to the confidence level) (Benjamini & Yekutieli,
2005; Chen & Hoppe, 2005). This can be done by adjusting the α’s of the
individual CIs according to the number of tests.
Fourth, we argue it is useful to calculate confidence intervals for the aver-
age effect in a meta-analysis. However, we have not presented a technique
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to visualize CIs for an image-based meta-analysis. One possibility is to
use a colour code to indicate whether the value corresponding to a null
hypothesis is contained within the interval and the brightness or contrast
to indicate the width of the confidence interval. An alternative is to use
two colour scales: one corresponding to values above zero and one below.
Two brain images then need to be presented corresponding to the lower
and upper bound of the CI. A discussion of the visualization of CIs for
fMRI data is given in Engel and Burton (2013).
Finally to our knowledge, standardized effect size estimators using 3-level
hierarchical data have not been studied in the literature before. Stan-
dardized effect size estimators are usually studied in a two-level context
(corresponding to study and meta-analysis). In fMRI we add an additional
level for the subject-level which influences the estimator for the within-
study variance. As seen in our simulation results, the ratio of the different
variance components has an influence on the outcome of the procedure.
Future research could focus on designing optimal standardized effect size
estimators taking this into account.
To conclude, we demonstrate that methods for data aggregation of fMRI
results based on standardized effect sizes provide (in most cases) a valu-
able alternative to the procedure based on a general linear model using the
original data. Note that there is slight underestimation of the true effect
sizes using the standardized effect sizes. Furthermore, the Hedges or Re-
stricted Maximum Likelihood estimator for between-study variability are
preferred over the DerSimonian & Laird estimator. The GLM procedure
(using a weighted least squares approach) requires at least some studies
when there is no between-study variability. Moreover, when the ratio of
between- over within-subject variability is low and there is no between-
study variability, then methods for meta-analysis using standardized effect
sizes produce biased estimates and average empirical coverages of the con-
fidence intervals for high effect sizes below the nominal confidence level.
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Figure 5.9 Illustration of the performance of the empirical coverage
for the CIs using the DL and HE estimator. We select the first 100
simulations for d = 0.55 (panel A), d = 1.02 (panel B) and K = 50.
Panel A: H = 0.9, panel B: H = 0. We plot the CIs for one voxel. The
vertical line indicates the true parameter value. Depicted in panel A,
the coverage of the DL estimator for τ2 is > 0.95 than the one using
the HE estimator for τ2. Panel B: we see the coverage < 0.95 due to
underestimation of the true effect size. Note: significance level = 5%.
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5.5 Appendix

Estimators for τ 2

Assume we have for each study k = 1, . . . ,K an observed standardized
effect size gk. Next, σ+2

k is the corresponding within-study sampling vari-
ance and a weight (w+

k ) for each study is defined as w+
k = 1/σ+2

k .
A popular estimator for τ2 is the DerSimonian and Laird estimator

(DerSimonian & Laird, 1986), defined as:

τ̂2
DL =

∑K
k=1 (gk − g)− (K − 1)

c
(5.19)

with

c =
K∑
k=1

w+
k −

∑K
k=1 w

+2
k∑K

k=1 w
+
k

.

An alternative to estimate τ2 is the Hedges estimator, given by:

τ̂2
HE =

∑K
k=1 (gk − g)2

K − 1 − 1
K

K∑
k=1

σ+2
k . (5.20)

Viechtbauer (2005) shows that this estimator is unbiased, taking into ac-
count the fact that σ+2

k is estimated rather than assumed to be known.
Finally, another approach is based on the Restricted Maximum Likeli-

hood approach (REML). In the method presented below, the weights w+
k

are first defined as w+
k = 1/σ+2

k , but after estimating τ2
REML updated to

w+
k = 1/(σ+2

k + τ2
REML). The estimator is given by

τ̂2
REML =

∑K
k=1 w

+2
k

[
(gk − µ̂ML)− σ+2

k

]∑K
k=1 w

+2
k

+ 1∑K
k=1 w

+
k

, (5.21)

with

µ̂ML =
∑K
k=1 w

+
k gk∑K

k=1 w
+
k

. (5.22)

The final estimate for τ2
REML is obtained by iterating between µ̂ML and

τ̂2
REML until convergence.
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Extreme between-study variability

Figure 5.10 Empirical standard deviation of the estimator for the
population effect using the three estimators for τ2. More extreme values
for between-study variability are used in this case.
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Cramér-Rao lower bound
The Cramér-Rao lower bound for the variance of the unbiased estimator
for µ equals (Viechtbauer, 2005):(

K∑
k=1

1
σ+2
k + τ2

)−1

. (5.23)

The variance of µ̂ (i.e. the weighted average in equation 5.12) achieves
these bounds if the weights W+ are known.
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6 English Summary

The replicability of scientific results is essential for the progress of a sci-
entific field. In addition, as a domain advances, the need to synthesize
(aggregate) studies increases. In this dissertation, we focussed on an as-
sessment of replicability of task-based fMRI results. Next, we evaluated
methods for meta-analysis of fMRI data which are methods used to ag-
gregate data.
In the first study (Chapter 2), our aim was to assess the replicability of
the results of a statistical analysis of fMRI data in relation to the sample
size. Some work already exists both on the theoretical relationship be-
tween sample size and the prevalence of false positive results as well as an
empirical assessment of this relation. We have extended this work in two
ways. First we used a database of 1400 subjects performing several tasks.
Secondly, we defined replicability using a multi-dimensional framework
(i.e. (un)conditional reliability, coherence and stability). We observed a
positive effect of sample size on the ability to replicate results. Moreover,
we also observed variability between experimental paradigms in terms of
the amount of voxels declared significant. In turn more subjects are needed
to replicate small areas of activation. Moreover, when focussing on voxels,
a larger sample size than typically used in fMRI is needed. Using clusters
of activation, we observed a higher replicability.
In the following chapter (3), we discussed standardized effect sizes for
fMRI data as an alternative to % BOLD signal changes. We demonstrated
the effect of modelling data in a two-stage framework on (statistical) prop-
erties of standardized effect sizes such as Hedges’ g. Next we discussed
methods to aggregate standardized effect sizes and compared these with
aggregation techniques for data in the original unit (i.e. the BOLD signal)
using a mixed-effects GLM approach.
In the next study (Chapter 4), we investigated the performance of
coordinate-based meta-analyses. These methods only use the coordinates
of peak activation in 3D space from each primary study to assess con-
vergence of reported activation. There is a clear loss of information when
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fMRI meta-analyses are restricted to the coordinates of peak activation.
However, we observed a reasonable performance in terms of the balance
between type I and II errors and in terms of conditional reliability when
comparing the outcome with the case where full data would be avail-
able. Moreover, we investigated the influence of different group level mod-
els within each study and different versions of coordinate-based meta-
analyses. We observed the best performance using a mixed-effects model
at the study level together with a random-effects model at the meta-
analysis level.
In the final Chapter (5), we compared two models to aggregate full brain
images at the meta-analysis level. Either we extended the standard two-
stage GLM with a third level (i.e. aggregating data in the original BOLD
unit). Or we standardized effect size estimates at the second level and
used the models discussed in Chapter 3 to aggregate these. We measured
the standardized bias for the estimator of the population effect as well as
empirical coverages of confidence intervals in a Monte-Carlo simulation
study. We varied a range of parameters: whether activation is present, the
effect magnitude, the ratio of between- over within-subject variability, the
amount of between-study variability and the number of studies included
in the meta-analysis. Overall, we showed how the GLM approach is associ-
ated with a better perfomance. However, potential mismatches in the unit
between different studies (in case of missing meta-data) potentially com-
plicates the analysis. To this extend, transforming results to standardized
effect sizes is a valid alternative as shown in our simulation results.



7 General Discussion

In this discussion we will further elaborate on factors contributing to the
replicability of an fMRI study. Next we discuss an important assumption
related to missing data when aggregating fMRI results. Furthermore, we
discuss some limitations of the current work and directions for future
research.

7.1 Replicability

In the first part of this dissertation, we estimated replicability of task-
based fMRI studies. We observed limited replicability depending on the
cognitive task under interest. In turn, this will (partially) depend on the
magnitude of the underlying effect. Smaller effect sizes require more sta-
tistical power (i.e. a higher sample size) to be detected which results in a
lower replicability to sample size curve. In addition, as a scientific domain
progresses, there is an increased interest to measure small (more detailed)
effect sizes. Therefore, it becomes even more important to focus on sta-
tistical power (or replicability in general).
Unfortunately, power calculations are often limited due to insufficient re-
search budget or when grants need to be written before data collection
takes place. One possible solution could be to include power calculations
as a skill into the curriculum of master students. Trainees are often in-
structed to design new small scale studies. An alternative is to pool stu-
dents and run a replication study or design experiments that can be used
to estimate effect sizes in a pilot study. Subsequently, these can be used
in a power calculation for an ongoing line of research in the lab. Note
however, as discussed in (Poldrack et al., 2017), designing fMRI studies
with adequate statistical power potentially limits the number of studies
that can be run within the funding of the project.
While low statistical power mainly contributes to the limited replicability,
other factors are also identified. As discussed in Poldrack et al. (2017), the
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high flexibility in the pre-processing and analysis pipeline leads to an in-
flation of the type I error rate (i.e. effects that cannot be replicated). First
researchers might (without realising) participate in P-hacking behaviour,
where different analysis strategies are tested until significant results are
obtained. However even when running a single analysis, there is a risk
of inflating the type I error rate as analysis strategies are often formu-
lated while looking at the data (Gelman & Loken, 2016). A solution is
to engage in pre-registration where manuscripts are submitted containing
a detailed description of the research question, the hypotheses, design of
the experiment and analysis plan. These manuscripts are then reviewed
(stage 1) and if appropriate accepted in-principle. In turn, data collection
and analysis takes place after which the manuscripts are updated with the
obtained findings. A second review (stage 2) is done to check whether the
analysis was executed as planned (i.e. confirmatory analysis). Note that
exploratory analyses can still be done if these are tagged accordingly.
Related to flexibility in the analysis are issues due to non-transparent re-
porting of findings or lack of standardized protocols for the description or
storage of fMRI data. Effort has been done to create reporting guidelines
(Poldrack et al., 2017) or develop standardization protocols to store fMRI
data (Gorgolewski et al., 2016; Maumet et al., 2016). Finally, due to the
complexity of the data, there are various software packages available with
different implementations of data-analysis strategies. Indeed, Bowring,
Maumet, and Nichols (2018) observe substantial variability in the location
and value of the test statistics when comparing analysis pipelines across
software packages. Moreover, these software packages (and in extension
analysis scripts) are not bug-free. While it might be impossible to train
any researcher as an expert software developer, coding fundamentals such
as version control and continuous testing should become standard prac-
tice. In addition, research teams might consider creating fixed positions
for software developers and statisticians.
To conclude the first part of this discussion, we mention some important
limitations and directions for future research on the replicability for fMRI
data. First, while we used a large database, we only investigated a limited
number of cognitive tasks. This limits the generalizibilty of our assessment.
On the other hand, similar results have been observed by other research
teams using different databases (and thus different cognitive tasks). Sec-
ond, we have not calculated the statistical power for the cognitive tasks
under each sample size nor the effect size. This would increase the under-
standing of our assessment as we do not know whether we measured low
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or high effect sizes. Furthermore, working with a large database creates
specific challenges on quality control both for the data used as well as the
scripts containing the analysis pipelines.
Future research could focus on some of these limitations. First it would
be possible to estimate task-to-task variability in databases with less sub-
jects. Using realistic within- and between-subject variability, it is possible
to run a simulation study where the estimated task-to-task variability is
added and replicability is measured under increasing sample size. These
results could help generalize our observations. Alternatively, one could
run a simulation study with various effect sizes and various proportions
of true activation in the brain. These would also reflect some task-to-task
variability.
A second research question is to relate variability in measurements of
replicability to pre-processing steps or individual differences. These could
be anatomical or even psychological differences. Age for instance might
explain variability in replicability. As the brain of young people tend to
be under development, there is potentially higher intersubject variability.
As a consequence, one would need a larger sample size in order to obtain
results that are replicable when the population of interest is adolescence
or childhood.

7.2 Aggregating fMRI results
In the second part of the dissertation, we focussed on data aggregation
over fMRI studies. We showed how using coordinate-based meta-analyses
(CBMA) can be justified to aggregate fMRI results when limited infor-
mation is available. If full brain images are available, one could aggregate
the data on its original scale or apply a transformation to standardized
effect sizes before aggregating (i.e. image-based meta-analysis or IBMA).
We discussed how differences in units between the BOLD signals of fMRI
studies could limit the usefulness of the first. We argue that data aggre-
gation based on standardized effect sizes provides an alternative.
In our assessment of methods to aggregate fMRI studies, we have made
some implicit assumptions which potentially limit our general conclusions.
To begin with, we assume there is no publication bias, also termed the
file drawer problem (Rosenthal, 1979). This occurs when the studies in-
cluded in the meta-analysis differ systematically from those not included.
A potential cause is when entire null studies (i.e. one without a statistical
significant effect) are not published/available due to these not deemed in-
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teresting or novel. The question however for the fMRI literature is whether
entire null studies are common. As designing and scanning participants
is expensive, there is a high incentive to publish experiments1. Looking
at the literature, Samartsidis et al. (2017) have estimated the rate of
non-significant contrasts that are not published. For different classes of
contrasts (i.e. research domains), they estimated the number of expected
contrasts containing zero foci using a zero-truncated modelling approach.
This ranges from 6 out 100 missing contrasts (for experiments mapping
cognitive functions within healthy subjects) to approximately 25 out of
100 contrasts missing (for experiments measuring gender effects). In other
work, Jennings and Van Horn (2012) used classical techniques such as Eg-
ger’s regression (Egger, Smith, Schneider, & Minder, 1997) to determine
publication bias in a database of 74 fMRI studies. To do so, these re-
searchers first assume there is no relationship between the reported effect
sizes and the study sample sizes. The presence of an association (e.g.
higher prevalence of reported effect sizes associated with low study sam-
ple sizes) indicates publication bias. In their database containing studies
about working memory, Jennings and Van Horn (2012) observed a sig-
nificant relation between the reported maximum effect size within the
frontal lobe and the study sample sizes, thus observing publication bias.
These results indicate that researchers should carefully check for publica-
tion bias in their database before data-analysis. Note that several tech-
niques are available where the effect size is used as a dependent variable
(for an overview, see Jennings & Van Horn, 2012; Macaskill, Walter,
& Irwig, 2001). Examples are Egger’s regression, Macaskill’s regression
(Macaskill et al., 2001) or a non-parametric trim and fill approach (Du-
val & Tweedie, 2000). However, for coordinate-based meta-analyses using
only the peaks of activation, there is no effect size. In Acar, Seurinck, Eick-
hoff, and Moerkerke (2018), a technique termed “Fail-Safe N” (Rosenthal,
1979) is implemented as a tool to check robustness of results for this class
of CBMA against the possible case where publication bias is present. In
short, “Fail-Safe N” is the amount of contra-evidence that can be added
to the database before the results of the analysis change. For CBMA,
contra-evidence corresponds to studies reporting a foci not in the region
of interest.
The file drawer problem is applicable for both coordinate-based as well as
image-based meta-analyses. However for coordinate-based meta-analysis,

1Note this potentially leads to non-replicable results as the initial findings may be
false positive findings due to the high dimensionality or due to (unintended) P-hacking.
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another form of publication bias may be even more problematic. As only
coordinates of peaks surviving statistical significance are reported, there is
an issue of censoring within studies. Furthermore, the censoring depends
on the sample size and statistical threshold of the studies, potentially in-
ducing bias. In addition, when aggregating effect sizes of peaks, then not
only the location but also the magnitude of the effect is missing. In case
when some but not all studies report a peak effect size for a given brain re-
gion, then the analyst needs to handle missing effect sizes. One solution is
to rely on maximum likelihood estimation with censoring (Tench, Tanas-
escu, Constantinescu, Auer, & Cottam, 2017) or where missing effect sizes
are replaced with intervals of possible values (Costafreda, 2012). A second
solution not yet explored in the fMRI meta-analysis literature, is to im-
plement an imputation strategy (Rubin, 1987, 1996) where missing effect
sizes are replaced using a mathematical model. More particularly, a linear
regression model containing covariates that might explain variability in
the reported effect sizes (e.g. sample size of the study, impact factor of
the journal, publication year, number of citations etc.) can be fitted on the
full data. This model can subsequently be used to impute (i.e. predict)
missing values. Running several meta-analyses using each time a newly
imputed value is advised to account for increased imprecision associated
with predicting data.
Finally, in this work we have not investigated to what extend the meth-
ods for meta-analysis are robust against violations of underlying assump-
tions. More particularly, note that the DerSimonian & Laird estimator for
between-study heterogeneity in IBMA does not require the assumption of
normality. On the other hand, Restricted Maximum Likelihood does as it
is based on the normal likelihood (Higgins, Thompson, & Spiegelhalter,
2009). It would be interesting to see how these methods compare under
less perfect conditions.
Finally, note that the estimation of between-study heterogeneity and thus
the average population effect in random-effects meta-analyses is impre-
cise when the number of studies is low (< 5) (Higgins et al., 2009). As
the fMRI literature is still developing, there are potential cases where the
number of studies to be aggregated is indeed low.

To conclude this section, we discuss two future research topics. The first
could be the development of Bayesian techniques especially adapted for
low study set sizes. Here, prior information such as a weakly informa-
tive prior distribution for the between-study variability can be taken into
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account. As argued by Gelman (2006) and Williams, Rast, and Bürkner
(2018), such a prior distribution could be a Cauchy or normal distribution
which include the positive part of a symmetric distribution around zero.
The main disadvantage (ignoring the discussion on the selection of prior
distributions) is higher computational time, especially for image-based
meta-analyses.
A second research question could be to improve existing methods for
image-based meta-analysis. To do so, we could learn from other research
domains to improve data aggregation techniques for fMRI data. An exam-
ple is the development of the multivariate extension of univariate meta-
analyses. This technique is originally developed in the domain of clinical
trial studies where multiple outcome measurements per study (e.g. systolic
and diastolic blood pressure) are combined to jointly estimate population
parameters (Mavridis & Salanti, 2013). It is recognized that these mea-
surements are often correlated. Instead of ignoring this correlation, mul-
tivariate meta-analyses use the variance-covariance matrix (and therefore
the correlation) when estimating the parameters. Compared to running
several univariate meta-analyses over each outcome measurement, multi-
variate meta-analyses are particularly beneficial for three reasons. First it
is possible to use a single modeling framework. Second, the precision of
estimates improves as outcomes borrow strength from each other (Jack-
son, Riley, & White, 2011; Riley, 2009). Finally, this gain in precision
(compared to univariate models) increases when not all studies provide
every outcome (Riley, 2009). That is if missing data mechanisms result in
missing data within studies. As in the univariate case, one could run fixed-
or random-effects multivariate models. For the latter, this implies one es-
timates a variance-covariance structure within- and between-studies. Fur-
thermore, one could also extend the models to multivariate regression
techniques where moderator variables can be included.
Extending multivariate meta-analyses to fMRI data is possible if we con-
sider different brain regions as multiple outcomes. It is possible to use
information between brain regions when estimating the population effect.
Recent developments in brain connectivity show how brain regions are
functionally correlated and how correlation-based approaches can be suc-
cessful in discovering brain networks (Ryali, Chen, Supekar, & Menon,
2012; Smith et al., 2011). It might be possible to use partial correlations
between brain regions as the within-study correlations needed to perform
multivariate meta-analyses. Furthermore, Jackson, White, and Thompson
(2009) have extended the DerSimonian & Laird non-iterative method of
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moments estimation to the multivariate case which makes computations
much faster than other approaches that use restricted maximum likeli-
hood estimation (Normand, 1999).
Note that due to the high dimensional nature of the data, it would not
be possible to run a full image-based meta-analysis as the dimension of
the variance-covariance matrix would become too large. One solution is to
reduce the dimension by working with pre-defined brain regions instead
of voxels. A possible algorithm consists of first defining the regions of in-
terest. Then a summary of each region for each primary study needs to
be calculated. This could be the average, median or maximum effect size
within the region. Finally a multivariate meta-analysis can be fitted where
the average effect with the between-study variance-covariance matrix is
estimated. An illustration of three regions with two different structures
for the within- and between-study correlation structure is given in Fig-
ure 7.1. An added benefit of this approach for fMRI meta-analysis is the
possibility to integrate coordinate-based with image-based meta-analyses.
Reported peaks (with test statistics) used for CBMA that fall within the
region of interest can be considered a summary for that region from the
corresponding primary study.
Note how the estimation of the within-study variance-covariance matrix
may be challenging. While within-study variance components are esti-
mated (or assumed to be known) using only the effect size and the sample
size, the correlation between brain regions is not. There are several options
to estimate the partial correlations between the regions of interest. First
if a set of full data are available (one containing all participants from a
study), then one could estimate the within-study correlation structure on
this data and use the estimates as a best guess for those studies without
full data. Second one could estimate the within-study correlation struc-
ture on publicly available data such as the Human Connectome Project
(Van Essen et al., 2013). Finally one could run a sensitivity analysis over
a range of possible values for the within-study correlations (Jackson et
al., 2011).
Potentially, the multivariate meta-analyses can also be preferred over uni-
variate analyses (in terms of statistical power) when the number of studies
is low.
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7.3 Conclusion
In this doctoral dissertation, we have provided an empirical assessment of
replicability of task-based fMRI data in function of sample size. We raised
important concerns on the role of statistical power when considering the
replication of results. Next, we reviewed the role of standardised effect
sizes for fMRI data. We compared methods for data aggregation using
a general linear model in which the original unit of the BOLD response
is preserved against those using a transformation to standardised effect
sizes. We investigated the performances of both coordinate-based as well
as image-based meta-analyses.
With this dissertation, we hope to have raised more awareness on the
importance of replicability and the possibilities of methods to aggregate
task-based fMRI data.
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Figure 7.1 Illustration of two possible brain structures that can be
encountered in an fMR multivariate meta-analysis. There are 3 brain
regions, each with an effect size d. Furthermore, we have a high within-
study correlation structure (ρ) between the regions in the upper part
of the figure, while no within-study correlation in the lower panel. The
between-study correlation structure is denote by κ.
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Samenvatting

De replicatie van onderzoeksresultaten is essentieel voor de vooruitgang
van een wetenschappelijk onderzoeksdomein. Op het moment dat onder-
zoeksvragen toenemen in complexiteit, groeit ook de nood tot synthese
van verschillende bevindingen. In deze dissertatie trachtten we te meten
in welke mate fMRI resultaten gerepliceerd kunnen worden. Vervolgens
hebben we ook statistische methodes voor het aggregeren van fMRI data
geëvalueerd.
In de eerste studie (hoofdstuk 2) lag de focus op een schatting van de mo-
gelijkheid om taak-gerelateerde fMRI resultaten te repliceren. We keken
hierbij naar de relatie van de steekproefgrootte van een analyse op ver-
schillende maten van replicatie. Eerder onderzoek demonstreerde alreeds
de theoretische link tussen steekproefgrootte en het voorkomen van vals
positieve resultaten. Ook werd alreeds eerder onderzoek gedaan naar een
empirische schatting van de mogelijkheid fMRI resultaten te repliceren.
Wij hebben dit onderzoek op twee manieren uitgebreid. Eerst en vooral
hebben we een dataset van 1400 subjecten gebruikt die deelnamen aan
verschillende experimenten of taken in de scanner. Ten tweede hebben
wij repliceerbaarheid gedefinieerd via een multi-dimensioneel kader (i.e.
(niet) conditionele betrouwbaarheid, coherentie en stabiliteit). We obser-
veerden een positieve relatie tussen de steekproefgrootte en de maten voor
repliceerbaarheid. Vervolgens observeerden we ook variabiliteit tussen de
experimentele paradigmata in de grootte van de hersengebieden die als
actief bevonden worden. Op zijn beurt zijn er ook meer proefpersonen no-
dig om kleinere gebieden van activatie te repliceren. Bovendien is er ook
een grotere steekproefgrootte nodig dan normaal gebruikelijk in een fMRI
experiment indien de focus ligt op voxels in de data-analyse. Wanneer
men clusters van activatie rapporteert, observeren we een hogere repli-
ceerbaarheid.
In het volgend hoofdstuk (3), hebben wij gestandaardiseerde effectgroottes
voor fMRI data besproken. Dit als alternatief voor het verschil in BOLD
signaal (tussen twee condities) uitgedrukt als een percentage ten opzichte
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van een nul-signaal. We hebben het effect gedomenstreerd waarbij fMRI
data wordt gemodelleerd in twee niveaus op (statistische) eigenschappen
van gestandaardiseerde effectgroottes zoals Hedges’ g. Vervolgens hebben
we methodes besproken om effectgroottes te aggrereren. We hebben deze
vergeleken met technieken om data in de originele schaal (i.e. het BOLD
signaal) te aggreren via een mixed-effects GLM (i.e. veralgemeend lineair
model) aanpak.
In de derde studie (hoofdstuk 4) hebben we de uitkomsten van coördinaat-
gebaseerde meta-analyses (CBMA) geëvalueerd. Dit zijn methodes die en-
kel gebruik maken van de 3D coördinaten van piek activatie uit elke pri-
maire studie. Er is dus duidelijk een verlies aan informatie omdat niet voor
elke locatie in de hersenen data ter beschikking is. Desondanks observeer-
den we een behoorlijke goede prestatie van deze modellen in termen van
(1) de balans tussen type I en type II fouten en (2) conditionele betrouw-
baarheid. Deze twee werden gemeten door de uitkomst van de CBMA te
vergelijken met de uitkomst van de analyse indien de volledige data ter
beschikking zou zijn. Hierbij aansluitend hebben we de invloed bekeken
van verschillende modellen om subjecten te combineren op studie niveau
en verschillende modellen om een CBMA uit te voeren. We observeerden
de beste resultaten indien een mixed-effects GLM op studie niveau werd
gecombineerd met een random-effects model op het niveau van de meta-
analyse.
In het laatste hoofdstuk (5) hebben we twee types modellen vergeleken
om volledige hersenbeelden op het niveau van de meta-analyse te aggrege-
ren. In de eerste wordt een standaard GLM van twee niveaus (i.e. binnen
subjecten en tussen subjecten) aangevuld met een derde niveau (i.e. stu-
die niveau). Hier wordt data gecombineerd in de oorspronkelijke schaal
van het BOLD signaal. De tweede aanpak bestaat uit het standaardiseren
van effectgroottes op het studie niveau om deze vervolgens te aggregeren
via de modellen besproken in hoofdstuk 3. In een Monte-Carlo simulatie
studie keken we naar de gestandaardiseerde bias voor de schatter van het
populatie effect alsook de empirische dekking van de betrouwbaarheids-
intervallen met betrekking tot de ware parameter in de populatie. We
hebben een reeks van parameters gevarieerd: of er al dan niet activatie
in het signaal aanwezig is, de grootte van het effect, de verhouding van
tussen- over binnen-subject variabiliteit, the hoeveelheid tussen-studie va-
riabiliteit en de hoeveelheid studies in de meta-analyse. In het algemeen
hebben we aangetoond dat de GLM methode te prefereren is. Echter, een
nadeel bij deze methode is het risico op een verschil in de eenheid (i.e.
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unit) tussen studies zonder dat de analist hiervan op de hoogte is (indien
bijvoorbeeld meta-data ontbreekt). In dat geval is het transformeren van
resultaten naar gestandaardiseerde effectgroottes (zonder een eenheid) een
valide alternatief, zoals aangetoond in onze onderzoeksresultaten.
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1. Contact details
===========================================================
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-----------------------------------------------------------
- name: Han Bossier
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: han.bossier@ugent.be
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-----------------------------------------------------------
- name: Beatrijs Moerkerke
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: Beatrijs.Moerkerke@Ugent.be
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===========================================================
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3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [ ] researcher PC
- [ ] research group file server
- [X] other (specify): External HDD

* Who has direct access to the raw data (i.e., without intervention of
another person)?
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-----------------------------------------------------------
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Specify: README file to run the analyses.
- [X] file(s) containing processed data. Specify: R files containing

processed results.
- [X] file(s) containing analyses. Specify: scripts in bash and R.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and how this
content should be interpreted. Specify: ...

- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: Github

* Who has direct access to these other files (i.e., without intervention of
another person)?

- [X] main researcher
- [X] responsible ZAP.
- [X] all members of the research group.
- [X] all members of UGent.
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- [X] other (specify): Public repository.
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===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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-----------------------------------------------------------
- name: Han Bossier
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: han.bossier@ugent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Beatrijs Moerkerke
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: Beatrijs.Moerkerke@Ugent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:
NA
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* Which datasets in that publication does this sheet apply to?:
The data involves both simulated and real data.
The latter is obtained through a public database and consists of the
statistical parametric map of 33 fMRI studies.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [X] researcher PC
- [ ] research group file server
- [ ] other (specify):

* Who has direct access to the raw data (i.e., without intervention of
another person)?

- [X] main researcher
- [ ] responsible ZAP
- [ ] all members of the research group
- [ ] all members of UGent
- [ ] other (specify): ...

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [X] file(s) describing the transition from raw data to reported results.

Specify: README file.
- [X] file(s) containing processed data. Specify: R files containing

processed results.
- [X] file(s) containing analyses. Specify: scripts in R.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and how
this content should be interpreted. Specify: ...
- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
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- [ ] research group file server
- [X] other: Github

* Who has direct access to these other files (i.e., without intervention
of another person)?

- [X] main researcher
- [X] responsible ZAP.
- [X] all members of the research group.
- [X] all members of UGent.
- [X] other (specify): Public repository.

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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1. Contact details
===========================================================

1a. Main researcher
-----------------------------------------------------------
- name: Han Bossier
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: han.bossier@ugent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Beatrijs Moerkerke
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: Beatrijs.Moerkerke@Ugent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
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Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:
Bossier, H., R. Seurinck, S. Kuhn, T. Banaschewski, G. J. Barker,
A. L. W. Bokde, J.-L. L. Martinot, H. Lemaitre, T. Paus, S. Millenet, and
B. Moerkerke, 2018. The Influence of Study-Level Inference Models
and Study Set Size on Coordinate-Based fMRI
Meta-Analyses. Frontiers in Neuroscience, 11(JAN):1âĂŞ22.

* Which datasets in that publication does this sheet apply to?:
A dataset from the IMAGEN consortium containing fMRI data from
adolescents across different research centra in Europe.

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify:

* On which platform are the raw data stored?
- [ ] researcher PC
- [ ] research group file server
- [X] other (specify): External HDD

* Who has direct access to the raw data (i.e., without intervention of
another person)?

- [X] main researcher
- [ ] responsible ZAP
- [ ] all members of the research group
- [ ] all members of UGent
- [ ] other (specify): ...

3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [X] file(s) describing the transition from raw data to

reported results. Specify: README file to
run the analyses.
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- [X] file(s) containing processed data. Specify: R files
containing processed results.

- [X] file(s) containing analyses. Specify: scripts in bash, Matlab and R.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and how this
content should be interpreted. Specify: ...
- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: Github

* Who has direct access to these other files (i.e., without intervention
of another person)?

- [X] main researcher
- [X] responsible ZAP (except Matlab scripts for the ALE analysis).
- [X] all members of the research group (except Matlab scripts for
the ALE analysis).

- [X] all members of UGent (except Matlab scripts for the ALE analysis).
- [X] other (specify): Public repository (except of Matlab scripts for
the ALE analysis).

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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1. Contact details
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1a. Main researcher
-----------------------------------------------------------
- name: Han Bossier
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: han.bossier@ugent.be

1b. Responsible Staff Member (ZAP)
-----------------------------------------------------------
- name: Beatrijs Moerkerke
- address: Henri Dunantlaan, 2, 9000, Gent
- e-mail: Beatrijs.Moerkerke@Ugent.be

If a response is not received when using the above contact details,
please send an email to data.pp@ugent.be or contact Data Management,
Faculty of Psychology and Educational Sciences,
Henri Dunantlaan 2, 9000 Ghent, Belgium.

2. Information about the datasets to which this sheet applies
===========================================================
* Reference of the publication in which the datasets are reported:
NA

* Which datasets in that publication does this sheet apply to?:
No dataset is used (simulation study).

3. Information about the files that have been stored
===========================================================

3a. Raw data
-----------------------------------------------------------

* Have the raw data been stored by the main researcher? [X] YES / [ ] NO
If NO, please justify: No data is used.

* On which platform are the raw data stored?
- [ ] researcher PC
- [ ] research group file server
- [ ] other (specify):

* Who has direct access to the raw data (i.e., without intervention of
another person)?

- [ ] main researcher
- [ ] responsible ZAP
- [ ] all members of the research group
- [ ] all members of UGent
- [ ] other (specify): ...
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3b. Other files
-----------------------------------------------------------

* Which other files have been stored?
- [X] file(s) describing the transition from raw data to reported results.

Specify: README file.
- [X] file(s) containing processed data. Specify: R files containing

processed results.
- [X] file(s) containing analyses. Specify: scripts in R.
- [ ] files(s) containing information about informed consent
- [ ] a file specifying legal and ethical provisions
- [ ] file(s) that describe the content of the stored files and how
this content should be interpreted. Specify: ...
- [ ] other files. Specify: ...

* On which platform are these other files stored?
- [X] individual PC
- [ ] research group file server
- [X] other: Github

* Who has direct access to these other files (i.e., without intervention
of another person)?

- [X] main researcher
- [X] responsible ZAP.
- [X] all members of the research group.
- [X] all members of UGent.
- [X] other (specify): Public repository.

4. Reproduction
===========================================================
* Have the results been reproduced independently?: [ ] YES / [X] NO

* If yes, by whom (add if multiple):
- name:
- address:
- affiliation:
- e-mail:
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