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“The future stands still, dear Mr. Kappus, but we move in infinite space”.

“And your doubt can become a good quality if you train it. It must become knowing,
it must become criticism. Ask it, whenever it wants to spoil something for you,
why something is ugly, demand proofs from it, test it, and you will find it perhaps
bewildered and embarrassed, perhaps also protesting. But don’t give in, insist on
arguments, and act in this way, attentive and persistent, every single time, and
the day will come when, instead of being a destroyer, it will become one of your
best workers – perhaps the most intelligent of all the ones that are building your
life”.

Letters to a young poet, R.M. Rilke
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Summary

Microorganisms are important companions in our endeavour to achieve a sustainable
environment and society. They are key contributors to various life-essential processes
and systems on Earth, and therefore sustain Life as it currently is. Microorganisms
outnumber us by many, and are organized in communities. The ultimate goal of
the microbial ecologist is to get a better understanding of the relationships between
community members and ecosystem functioning.

Due to their small sizes, advanced technologies are needed to study microbial
communities. Up until the 1960s, research in microbiology was limited to the
use of microscopes in combination with biochemical tests. Since then, many new
technologies have become available, amongst which flow cytometry. Flow cytometry
is an optical technique, able to rapidly measure multiple properties of individual
cells in a quantitative way. It is an information-rich technology, suitable to describe
microbial community diversity, dynamics and functioning.

The term machine learning was first coined in the late 50s. Ever since computational
power and resources have increased over the last few decades, it has become an
essential set of data analysis techniques in bioinformatics and computational biology.
In short, machine learning covers a wide set of algorithms, heuristics or other data
mining approaches that are able to automatically recognize patterns in the data
that can be related to a specific task. Due to its mature status, new opportunities
are available to analyze microbial flow cytometry data. These allow to automate the
analysis of microbial flow cytometry data, increase its resolution, and potentially
result in new insights concerning the biological system of study.

In this dissertation, multiple machine learning approaches will be developed to
analyze microbial flow cytometry data. The proposed workflow depends on the
task and system under study, and will be evaluated accordingly. The research can
be divided according to two different categories of analysis, i.e. data analysis at
the single-cell and community level. In Part I, I will first provide the necessary
background. In Chapter 1, a general introduction is given to the research topic,
after which the research hypotheses are posed and motivated. InChapters 2 and 3,
the necessary background knowledge is provided concerning the life sciences and
machine learning in order to prepare the reader for the research that is presented
in the following chapters.
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Summary

Part II contains the research that presents the use and development of machine
learning methods at the single-cell level. The main focus of this part is the use of
flow cytometry for the analysis of synthetic microbial communities. In this setup,
communities are created by manually assembling multiple individual populations
into a community, which can be studied in a controlled environment. In this
way, ecological theories and mathematical models can be validated, but it also
allows to optimize the performance of certain microbial production processes. Due
to this assembling strategy, the labels of individual cells are known. Therefore,
supervised machine learning models can be created to automatically identify
bacterial populations at the single-cell level. In Chapter 4, this hypothesis is
tested. We show that bacterial cells can be identified based on flow cytometric
measurements in combination with supervised machine learning models. We
evaluate whether these models can be used to retrieve the composition of a co-
culture synthetic community, and consider whether the approach is applicable
for communities of higher complexities as well. In Chapter 5, we extend the
methodology presented in Chapter 4 in order to assess the resolving power of
both targeted and additional detectors on modern cytometric instruments in a
data-driven way.

Microbial communities are subject to different sources that cause phenotypic
heterogeneity. Single-cell technologies have been proposed to study this behaviour,
amongst which flow cytometry. In Chapter 6, we compare flow cytometry with
Raman spectroscopy, an optical technique that is lower in throughput but higher
in resolution, for the study of phenotypic heterogeneity in multiple Escherichia coli
populations. We show that flow cytometry is able to detect shifts in phenotypic
heterogeneity that can be quantified at the community level. Raman spectroscopy
offers sufficient resolution to perform an in-depth study of phenotypic heterogeneity
at the single-cell level. In addition, single-cell analysis of Raman spectroscopy can
be automated by using state-of-the-art cytometry algorithms that are developed
for immunophenotyping studies.

The research presented in Part III is focused on the analysis of microbial flow
cytometry data at the community level and the integration with 16S rRNA gene
sequencing data. InChapter 7, we propose a more advanced fingerprinting strategy
based on Gaussian Mixture Models, which we have called PhenoGMM. The method
allows to quantify variations in microbial diversity based on flow cytometry data.
We evaluate its estimations with taxonomic diversity estimations based on 16S
rRNA gene sequencing data, and confirm that there is a strong connection between
the genetic make-up of a microbial community and its phenotypic properties as
measured by flow cytometry. In Chapter 8, we show that PhenoGMM can be
tailored towards the identification of Crohn’s disease versus healthy control samples
of gut microbiota. This motivates the use of microbial flow cytometry to perform
rapid diagnostics of microbiome-associated diseases.

xvi



Summary

In Chapter 9, we further expand on the strong connection between microbial
flow cytometry and 16S rRNA gene sequencing. We will use machine learning-
based variable selection strategies to associate microbial taxa with functional
groups that are identified through flow cytometry. The research is applied to three
representative freshwater lake systems. Associated taxa are system-specific, do not
display a phylogenetic signal and small subsets are able to predict absolute changes
of the functional groups. The results contribute to a better understanding of the
relationship between microbial diversity and ecosystem functioning.

In Part IV, the proposed hypotheses in Chapter 1 are evaluated, followed by a
short perspective concerning the opportunities and challenges that lie ahead for
the field of microbial flow cytometry.
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Nederlandstalige samenvatting

Micro-organismen zijn belangrijke metgezellen in onze zoektocht naar een duurzame
omgeving en maatschappij. Ze zijn sleutelfiguren voor verschillende levensessentiële
processen en systemen op Aarde, en bijgevolg houden ze het leven in stand zoals
het nu is. Micro-organismen zijn met veel meer dan wij, en organiseren zich in
gemeenschappen. Het ultieme doel van de microbiële ecologist is om een beter
begrip te krijgen van de relaties tussen de leden van de microbiële gemeenschap en
het functioneren van het ecosysteem waar ze een onderdeel van zijn.

Doordat ze zo klein zijn, zijn er geavanceerde technologieën nodig om microbiële
gemeenschappen te bestuderen. Tot aan de jaren ’60 was het onderzoek in de micro-
biologie beperkt tot het gebruik van microscopen in combinatie met biochemische
testen. Sinds dan zijn er vele nieuwe technologieën beschikbaar gekomen, zoals
flow cytometrie. Flow cytometrie is een optische techniek die snel en kwantitatief
verschillende eigenschappen van individuele cellen kan meten. Het is een infor-
matierijke technologie die gebruikt kan worden om de diversiteit, dynamica en
functioneren van de microbiële gemeenschap te beschrijven.

De term machine learning werd voor het eerst gebruikt in eind jaren ’50. Sinds
de computationele kracht en voorzieningen zijn toegenomen, is het een essentieel
onderdeel van de bioinformatica en computationele biologie geworden. Kort gezegd,
machine learning omvat een hele verzameling aan algoritmen, heuristieken of
andere data mining technieken die in staat zijn om automatisch patronen in de
data te herkennen die gerelateerd kunnen worden aan een specifieke taak. Door de
volwassen status zijn er nieuwe mogelijkheden om microbiële flow cytometrie data
te analyseren. Dit heeft tot gevolg dat de analyse van microbiële flow cytometrie
data geautomatiseerd kan worden, dat de resolutie vergroot kan worden en dat er
nieuwe inzichten kunnen worden bekomen wat betreft het systeem dat bestudeerd
wordt.

In deze verhandeling zullen verschillende machine learning technieken ontwikkeld
worden om microbiële flow cytometrie data te analyseren. De voorgestelde werkwijze
hangt telkens af van de taak en het systeem dat bestudeerd wordt, en deze
zullen zodoende geëvalueerd worden. Het onderzoek kan verdeeld worden in twee
verschillende categorieën wat betreft de analyse, namelijk data analyse op het
niveau van de individuele cel en op het niveau van de gemeenschap. In Deel I zal
er echter eerst een overzicht gegeven worden van de benodigde achtergrondkennis.
In Hoofdstuk 1 zal een algemene introductie gegeven worden tot het onderzoek,
waarna de onderzoekshypotheses geformuleerd en gemotiveerd zullen worden. In
Hoofdstukken 2 en 3 zal de noodzakelijke achtergrondkennis wat betreft de
levenswetenschappen en machine learning gegeven worden, op zodanige wijze
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dat de lezer voldoende voorbereid is om het onderzoek in de daaropvolgende
hoofdstukken te begrijpen.

Deel II bevat het onderzoek dat zich richt tot het gebruik en de ontwikkeling van
machine learning methoden op het niveau van de individuele cel. De voornaamste
focus van dit deel is het gebruik van flow cytometrie voor de analyse van synthetische
microbiële gemeenschappen. In deze setup worden gemeenschappen gecreëerd door
manueel verschillende individuele populaties samen te voegen tot één gemeenschap,
die vervolgens kan worden bestudeerd in een gecontroleerde omgeving. Op deze
manier kunnen ecologische theorieën en wiskundige modellen gevalideerd worden,
maar het laat ook toe om de prestatie van bepaalde microbiële productieprocessen
te optimaliseren. Door deze samenstellingsstrategie zijn de labels van individuele
cellen bekend. Dit laat het gebruik van gesuperviseerde machine learning modellen
toe om op automatische wijze bacteriële populaties te herkennen op het niveau van
de individuele cel. In Hoofdstuk 4 wordt deze hypothese getoetst. We tonen aan
dat bacteriële cellen kunnen geïdentificeerd worden op basis van flow cytometrische
metingen en gesuperviseerde machine learning modellen. We evalueren of deze mo-
dellen kunnen gebruikt worden om de samenstelling van een synthetische co-cultuur
te achterhalen, en evalueren of deze aanpak ook toepasbaar is op gemeenschappen
van hogere complexiteit. In Hoofdstuk 5 breiden we de methodologie uit van
Hoofdstuk 4 om het onderscheidend vermogen van zowel gerichte als additionele
detectoren te beoordelen; dit doen we voor twee moderne instrumenten op een
data-gedreven manier.

Microbiële gemeenschappen zijn onderhevig aan verschillende bronnen die fenotypi-
sche heterogeneïteit kunnen veroorzaken. Technologieën die toelaten om individuele
cellen te bestuderen zijn voorgesteld om dit te bestuderen, waaronder flow cytome-
trie. In Hoofdstuk 6 vergelijken we flow cytometrie met Raman spectroscopie,
een optische techniek die aan lagere snelheid meet maar een grotere resolutie biedt,
om fenotypische heterogeneïteit te bestuderen in verschillende Escherichia coli
populaties. We tonen aan dat flow cytometrie in staat is om shifts in fenoty-
pische heterogeneïteit te detecteren, die gekwantificeerd kunnen worden op het
niveau van de gemeenschap. Raman spectrosopie biedt voldoende resolutie om
fenotypische heterogeneïteit op het niveau van de individuele cel te bestuderen.
Bovendien kan de analyse van Raman spectra geautomatiseerd worden door state-
of-the-art algoritmes te gebruiken die ontwikkeld werden in de immunofenotypische
cytometrie.

Het onderzoek dat voorgesteld wordt in Deel III concentreert zich op de analyse
van microbiële flow cytometrie data op het niveau van de gemeenschap en de
integratie met 16S rRNA gene sequencing. In Hoofdstuk 7 stellen we een meer
geavanceerde vingerafdruk strategie voor die gebaseerd is op Gaussiaanse Mix
Modellen; de methode hebben we PhenoGMM genoemd. De methode laat toe om
de microbiële diversiteit te kwantificeren. We evalueren deze schattingen op basis
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van de taxonomische diversiteit, die gebaseerd is op 16S rRNA gene sequencing data,
en bevestigen dat er een sterke connectie is tussen de genetische samenstelling van
een microbiële gemeenschap en zijn fenotypische eigenschappen zoals ze gemeten
worden door flow cytometrie. In Hoofdstuk 8 demonstreren we dat PhenoGMM
gebruikt kan worden om de zieke van Crohn te identificeren ten opzichte van een
controle groep op basis van data die afkomstig is van microbiota in de darmen.
Deze resultaten motiveren het gebruik van microbiële flow cytometrie voor een
snelle diagnostiek van microbioom-geassocieerde ziekten.

InHoofdstuk 9 gebruiken we de sterke connectie tussen microbiële flow cytometrie
en 16S rRNA gene sequencing om het onderzoek nog verder uit te breiden. We
gebruiken strategieën om variabelen te selecteren die gebaseerd zijn op machine
learning om microbiële taxa te associeren met functionele groepen die geïdentificeerd
zijn met behulp van flow cytometrie. Deze strategieën worden toegepast op data
afkomstig van drie representatieve zoetwater meersystemen. Geassocieerde taxa zijn
systeem-specifiek, bevatten geen fylogenetisch signaal en kleine deelverzamelingen
zijn in staat om absolute veranderingen in de functionele groepen te voorspellen.
Deze resultaten dragen bij tot een beter begrip van de relatie tussen de microbiële
diversiteit en het functioneren van het ecosysteem.

In Deel IV worden de hypotheses die voorgesteld zijn in Hoofstuk 1 geëvalueerd,
gevolgd door een korte beschouwing wat betreft de opportuniteiten en uitdagingen
waarvoor het veld van de microbiële flow cytometrie staat.

xxi





List of acronyms

A.U. Arbitrary units
AUROC Area under the ROC curve
BC Bray-Curtis dissimilarity
CD Crohn’s disease
D Total number of variables
qD Diversity index of order q
FACS Fluorescence activated cell sorting
FCM Flow cytometry
FCS Flow cytometry standard
fn False negatives
fp False positives
FSC Forward scatter
G Number of classes
HC Healthy control
HNA High nucleic acid
HNAcc High nucleic acid cell counts
LDA Linear Discriminant Analysis
LNA Low nucleic acid
LNAcc Low nucleic acid cell counts
µ Mean vector
MFI Mean fluorescence intensity
MIFlowCyt Minimum information of a flow cytometry experiment
NS Not significant
OD Optical density
OTU Operational Taxonomic Unit
n Number of samples
N Total number of data instances
πg Prior class probability for class g
p Abundance
PD Photodiode
PMT Photomultiplier tube
Pr Probability
q Order of diversity
ρP Pearson’s correlation coefficient
ρS Spearman’s correlation coefficient

xxiii



List of acronyms

RF Random Forest
ROC Receiving Operating Characteristic
rRNA Ribosomal RNA
Σ Covariance matrix
S Species richness
SD Standard deviation
SG SYBR Green I
SSC Side scatter
τB Kendall’s correlation coefficient
t-SNE t-distributed Stochastic Neighborhood Embedding
TCC Total Cell Counts
tn True negatives
tp True positives
x Data instance
X Data matrix
y Target variable

xxiv



PART I

INTRODUCTION AND BACKGROUND
KNOWLEDGE

1





1 Introduction

1.1. A general overview

Microorganisms are the pioneers of Life on Earth. Between 2.5 and 2.3 billion years
ago, microorganisms were responsible for the so-called ‘Great Oxidation Event’.
This event led to the development of multicellular organisms, and, eventually,
to plants, animals and Life as we currently know it. Life today is not possible
without the existence of microorganisms. At different scales, they are essential
companions to achieve a sustainable living. At the largest scale, they are primary
drivers in the carbon and nitrogen cycle, and as such, sustain Life. Microorganisms
maintain the health of their host, although some of them can be pathogenic. Our
economic system depends on microbial activities as well, ranging from the use of
yeast for brewing or the creation of dairy products to the production of antibiotics
or life-saving hormones such as insulin by bacterial species.

Microorganisms are small, with sizes roughly between 1 and 5µm. Although they
are the oldest form of life, it took until the 16th century before they could be
studied. It is then that Antonie van Leeuwenhoek invented the microscope, which
allowed him to detect and observe what he then called ‘animalcules’. The field of
microbiology only took off as a scientific discipline in the late 19th century. This
can be attributed to discoveries by two scientists. Around 1860, Louis Pasteur was
able to pinpoint the role of microorganisms in fermentation, and soon after, that
microbial living cells could not arise from non-living matter, therefore disproving the
theory of spontaneous generation. His contemporary, and soon-to-be-rival, Robert
Koch, invented a way to isolate bacterial cultures. This led him to the identification
of pathogens that caused anthrax, tuberculosis and cholera. It is this combination
of tools, the ability to isolate pure cultures and the availability of microscopes to
study them, that laid the foundation of traditional microbiology.

For a long time, microbiologists mainly studied pure cultures. It is the work of Sergei
Winogradsky that initiated a change, as he was able to demonstrate the influence
of microorganisms on their environment. More specifically, he discovered various
biogeochemical cycles, in which he showed that microorganisms are responsible for
the transformation of mineral compounds. Ever since, interest has increased in the
ecology of microorganisms, as they are with many, display a myriad of relationships
and have a large influence on the system in which they live. The field of microbial
ecology solidified in the 1960s, and is driven by the pressing needs for a livable
environment and sustainable development. Microbial communities can be used as
indicators to describe the status of their ecosystem but also as workers in order to
produce or degrade certain materials. Microbial engineering is often preferred, as
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this tends to result in fewer harmful emissions for the environment.

Microbial ecology advanced quickly in the 1980s with the introduction of methods
from molecular biology. This allowed microbiologists to uncover the large diversity
of microbial communities, study their mutual and external interactions at a new
resolution but also their metabolism and functional abilities. Currently, many sur-
veys characterize certain aspects of the genetic material in a microbial community
in order to uncover their identity, structure, dynamics and functioning. However,
microorganisms of the same genotype can present different phenotypic characteris-
tics (so-called ‘phenotypic heterogeneity’). By extension, microbial communities
can be studied based on their phenotype as well. Flow cytometry is a technology
that enables a rapid analysis of the optical properties of individual cells. This
instrument shows quite some resemblance to microscopy, as individual cells are
analyzed by this device, but instead of images, a number of optical characteristics
are measured in a quantitative way. Due to its high-throughput nature, many cells
can be described almost instantly. As a consequence, flow cytometric measurements
of microbial communities result in a lot of quantitative data. The aggregation of
these measurements describes the status of a microbial community. Microbial flow
cytometry data has its own characteristics and a number of challenges, but when
analyzed properly, has the potential to provide a lot of information concerning the
microbial community.

The term ‘machine learning’ was first coined in the late 50s, however, the field
borrows a lot of techniques from other fields, mainly statistics and optimization,
which can be traced back to the 18th and 19th century. Ever since computational
power and resources have increased, it has become very popular in multiple scientific
disciplines. In short, the term ‘machine learning’ covers a wide set of algorithms,
heuristics or other data mining approaches that are able to automatically recognize
patterns in the data that can be related to a specific task. Popular examples are
the automated identification of objects in images, autonomous vehicles, recommen-
dation systems, self-learning systems, spam filtering or personalized advertisements.
During the last decade, the techniques of machine learning have become readily
available, and likewise, an essential part of bioinformatics and computational biol-
ogy. Due to its mature status, there are new opportunities to analyze microbial
flow cytometry data using approaches from the field of machine learning.
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1.2. Research objectives and outline

The community of computational cytometrists has increased considerably over
the last few years, following the manifestation of disciplines as ‘bioinformatics’
and ‘computational biology’. This is reflected by the introduction of terms such
as “flow cytometry bioinformatics” (O’Neill et al., 2013), “computational flow
cytometry” (Saeys et al., 2016) and the recent change in the aims and scope of
Cytometry Part A, the official journal of ISAC1, which is now shortly presented as
the “journal of quantitative cell science” (Tárnok, 2018).

Machine learning approaches can be used to search patterns that allow to automate
the data analysis, increase the resolution of the data and to integrate flow cytometry
data with other types of data. Additionally, these new approaches can lead to a
better (i.e., data-driven) understanding of the studied biological system. However,
to date, the development of computational approaches for microbial flow cytometry
remains relatively unexplored, and most microbiologists use flow cytometry to count
the number of cells in order to quantify (sub)community growth or decline.

In this dissertation, multiple machine learning approaches will be developed to
analyze microbial flow cytometry data. The proposed workflow depends on the task
and system under study, and will be evaluated accordingly. Bacterial communities
are the main focus of this work. In case the results are generalizable to other
kinds of microorganisms as well (such as phytoplankton or viruses), I will use the
term ‘microbial’, otherwise I will restrain myself to the use of ‘bacterial’. In the
remainder of Part I, I will provide the necessary background for the reader to
understand the research that is presented in this dissertation. In Chapter 2, I will
give a brief overview of the fields of microbial ecology and flow cytometry, grouped
together as the ‘life science essentials’. In Chapter 3, I will introduce the machine
learning concepts and algorithms that are used in this work, termed as ‘machine
learning essentials’. The material is provided somewhat more theoretical, but with
an aim for brevity.

The research chapters in this dissertation can be broadly divided according to two
categories:

1. Part II: Data analysis at the single-cell level;

2. Part III: Data analysis at the community level.

1 International Society for Advancement of Cytometry.
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Hypothesis 1: Individual bacterial populations can be automatically identified
in synthetic bacterial communities using flow cytometry and supervised machine
learning algorithms.

Recently, synthetic microbial ecology has been proposed as an intermediate plat-
form to investigate microbial communities. In this setup, communities are created
by manually assembling multiple individual populations into a community that is
studied in a highly-controlled environment. In this way, ecological theories and
mathematical models can be validated but it also allows to optimize the performance
of certain microbial production processes. Currently, there is a lack of methods
to retrieve the composition of synthetic consortia, and flow cytometry has been
proposed to monitor synthetic microbial community composition and dynamics (De
Roy et al., 2014). The question remains whether flow cytometry is able to detect
and quantify changes in abundance of constituent members. In Chapter 4, we
introduce the concept of in silico communities to test this hypothesis. Individual
bacterial populations are measured individually, and next artificially aggregated
into communities. This allows to create communities in a vast array of compositions
in which it is known which cell belongs to which population. Supervised machine
learning algorithms can then be trained to automatically retrieve the population of
each cell. We will test whether such a trained model can be used to identify the
composition of a synthetic community. After, we will benchmark the sensitivity of
microbial flow cytometry to detect variations for an increasing number of constituent
members. These results will allow us to characterize the resolution of microbial
flow cytometry to detect the taxonomic structure of a synthetic bacterial community.

Hypothesis 2: The number of detectors on modern cytometric instruments can
be reduced for the analysis of microbial communities.

Instrument development in flow cytometry is driven by a focus on human cells for
clinical research and diagnostics (Robinson and Roederer, 2015). This type of flow
cytometry, which will be called immunophenotyping cytometry throughout this
dissertation, is characterized by polychromatic experiments. Therefore, modern
instruments contain multiple fluorescence detectors in order to capture the full
range of the signal, a number which is steadily increasing due to the “parameter
space race” (Filby and Houston, 2017). The number of differentiating detectors is
much more limited for microbial flow cytometry due to the intrinsic complexity of
microbial communities. In Chapter 5, we extend the methodology presented in
Chapter 4, in order to assess the usefulness and resolving power of both targeted
and additional detectors on two modern cytometric instruments. We propose a
data-driven strategy to quantify the sensitivity of each detector in order to derive
an optimal subset of detectors that is needed for the identification of bacterial
populations in synthetic microbial communities.
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Hypothesis 3: Single-cell technologies can be used to study and automatically
quantify phenotypic heterogeneity.

Flow cytometric measurements of bacterial cells are prone to sources of hetero-
geneity. The focus in Chapters 4 and 5 was to detect bacterial populations that
were phylogenetically different. However, microbial communities can display het-
erogeneous behavior even when cells are genetically identical, a strategy that is
used by microbial communities to adapt to a changing environment or to divide
the labour within a community (Ackermann, 2015). This is called phenotypic
heterogeneity, and single-cell technologies have been proposed to study this be-
havior (Davis and Isberg, 2016). Flow cytometry allows to measure many cells
in only a couple of seconds time, and as such, flow cytometric measurements
result in distributions of data. As will be clear from Chapter 5, the status of
each cell is described by a limited number of detectors, and therefore cytomet-
ric measurements of bacterial populations tend to overlap. Another single-cell
technology that has been proposed to study phenotypic heterogeneity is Raman
spectroscopy (Davis and Isberg, 2016). This technique describes single-cells based
on Raman scatter, resulting in full Raman spectra. Although it is much lower
in throughput compared to flow cytometry, Raman spectroscopy results in high-
dimensional data. In Chapter 6, we compare both technologies to detect and
quantify phenotypic heterogeneity in nine different Escherichia coli populations.
Due to its high-throughput ability and low-dimensional measurements, flow cy-
tometry allows to quantify shifts in heterogeneity at the community level. Raman
spectroscopy, due to its lower throughput but high-dimensional spectrum, offers
sufficient resolution to detect separated cell populations at the single-cell level.
We will propose and evaluate a number of algorithms specifically developed for
immunophenotyping cytometry that could automate the analysis of Raman spectra.

Hypothesis 4: Community-level variables can be derived in an automated way
in order to retrieve microbial diversity estimations based on flow cytometry data.

So far the main focus of this dissertation was the analysis of microbial flow cy-
tometry data at the single-cell level. Results in Chapter 6 motivate that so-called
cytometric fingerprinting strategies are needed to describe microbial community
dynamics. Current fingerprinting approaches for microbial flow cytometry have a
number of drawbacks that need to be addressed. Recent research has demonstrated
that diversity estimations for cytometric fingerprintins correlate well with the
taxonomic diversity based on 16S rRNA gene sequencing data (García et al., 2015;
Props et al., 2016). In Chapter 7, we propose a more advanced fingerprinting
strategy based on Gaussian Mixture Models. We try to develop an automated
workflow that addresses some of these challenges and results in accurate predictions
of microbial diversity. In addition, we try to integrate flow cytometry data with
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16S rRNA gene amplicon sequencing data. Our methodology allows to thoroughly
assess the connection between the genetic make-up of a microbial community and
its phenotypic properties as measured by flow cytometry. We evaluate our workflow
using multiple datasets from different ecosystems.

Hypothesis 5: Cytometric fingerprints can be used to perform rapid diagnostics
of microbiome-associated diseases.

Although almost every major hospital makes use of flow cytometry for routine
diagnostics, its application to the human microbiome is practically non-existent.
Yet, current research has demonstrated that the microbiome is associated with
multiple diseases, and therefore microbiome analysis shows great potential to be
included in precision medicine (Kuntz and Gilbert, 2017). As previous research
has demonstrated that cytometric fingerprints can be used to detect changes the
community composition, they have been proposed as a diagnostic tool to rapidly
identify microbiome-associated diseases (Koch and Müller, 2018). In Chapter 8,
we will reanalyze a dataset that contains samples diagnosed with Crohn’s disease
versus a healthy control state that have been measured by flow cytometry and 16S
rRNA gene amplicon sequencing. We will examine whether cytometric fingerprints
can be used to identify the disease state based on the methodology proposed in
Chapter 7. In addition, the difference in identification capacity based on flow
cytometry and 16S rRNA gene amplicon sequencing will be quantified in function
of the disease state.

Hypothesis 6: Individual taxa can be related to functionality as measured by flow
cytometry.

Flow cytometry can be used to quantify functional properties of microbial commu-
nities. More specifically, it has been extensively demonstrated that two different
groups, the so-called high nucleic acid and low nucleic acid group, have different
associations with measurements of heterotrophic production in aquatic systems
(see e.g. Bowman et al. (2017)). Yet, little is known concerning the identity of these
groups (Bouvier et al., 2007). From Chapters 4 and 7, it is clear that flow cytometry
captures the taxonomic structure of a microbial community. In Chapter 9, we
exploit this relationship to test if it is possible to associate bacterial taxa with
productivity functioning inferred through flow cytometric measurements. We will
use machine learning-based variable selection strategies to associate microbial taxa
with flow cytometric functionality measurements. These results will be analyzed
and interpreted in order to improve our understanding of the relationship between
microbial diversity and ecosystem functioning.

In Part IV, I will summarize the main findings of this dissertation. After, I
will provide a brief perspective concerning the development and analysis of flow
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cytometry in microbial ecology research.
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2 Life science essentials

In this chapter I will summarize the essentials from the life sciences that laid
the foundation of the research that is presented in this dissertation. I will start
with an overview of some of the key concepts and current research questions
in the field of microbial ecology (Section 2.1). This will be followed by a brief
overview concerning the setup and use of flow cytometry, with an emphasis on the
analysis of flow cytometry data (Section 2.2). I will end this chapter with a brief
overview concerning the flow cytometric fingerprinting of microbial communities
(Section 2.2.4).

2.1. Microbial ecology

2.1.1. The importance of microbial communities

Microorganisms outnumber us by many. Estimations of the total number of
bacterial cells on Earth lie between 9.2 × 1029 and 31.7 × 1029 cells (Kallmeyer
et al., 2012). Life on Earth, at least as we know it, is not possible to last longer
than a few days without them (Gilbert and Neufeld, 2014). On different scales,
microbes play a vital role in multiple processes on Earth. At the largest scale, they
are the Earth’s primary engines in the carbon and nitrogen cycle (Azam et al.,
1983; Bardgett et al., 2008; Falkowski et al., 2008; Madsen, 2011), and therefore,
sustain Life on Earth. At smaller scales they maintain human health (Flint et al.,
2012; Young, 2017), but also regulate our needs for clean drinking water and
nutrition. Examples of the latter include the treatment of wastewater (Cydzik-
Kwiatkowska and Zielińska, 2016), the fertilization of crops (Berendsen et al., 2012),
the production of hormones such as insuline (Baeshen et al., 2014) or the synthesis
of biofuels (Peralta-Yahya et al., 2012).

Microorganisms are no ‘lone wolfs’, they operate in communities in which there are
multiple interactions between many populations. A community can be defined as
an assemblage of multiple populations, in which organisms live together in a shared
environment and interact with each other and that environment (Konopka, 2009).
Depending on the ecosystem of study, they can be with only a few in controlled or
sparse environments (De Roy et al., 2014; Li et al., 2017), several hundreds in for
example the human gut (Qin et al., 2010) or even thousands of populations in rich
soils (Roesch et al., 2007).

Microbial ecologists investigate the myriad of relationships between community
members, the community as a whole and its environment. Popularly phrased, a
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microbial ecologist will typically ask “who is there? ” and “who is doing what (with
whom)? ”. Up until 30 to 40 years a go, the first question was hard to answer, as
researchers had to rely on traditional methods that are culture-dependent. This
means that populations first needed to be isolated from the community. After that,
they were analyzed using a microscope and biochemical tests (Caumette et al.,
2015). However, many microorganisms need highly specific growing conditions,
and because of that they are not readily culturable, which is known as the great
plate count anomaly’ (Staley and Konopka, 1985). In other words, only a subset of
the total microbial diversity could be readily investigate at the time.

The introduction of molecular-based biomarkers allowed microbiologists to develop
culture-independent surveys to investigate microbial communities. Therefore,
the field of microbial ecology has changed considerably since the 1980s. With
the introduction of marker gene surveys, microbial ecologists have been able
to characterize the identity of non-culturable populations that are present in
microbial communities. More specifically, microbiologists most often turn to
sequence analysis of 16S ribosomal RNA (rRNA) to determine the taxonomic
composition of a community. As it was first shown in 1977 (Fox et al., 1977),
sequences in this region are highly conserved within living prokaryotes, but differ
between different prokaryotes. This allows researchers to study the composition,
organization and spatiotemporal patterns of microbial communities (Olsen, 1986).
These days, microbiologists amplify specific regions of the 16S rRNA and classify
organisms based on the variations in these regions. After the data is denoised,
similar sequences are classified according to taxonomy and grouped into operational
taxonomic units (OTUs). This results in an OTU contingency table, from which
the community composition and diversity can be inferred.

Ever since the introduction of high-throughput sequencing (Welch and Huse, 2011),
researchers have performed sequencing surveys at large scale, with the number of
datasets increasing accordingly. This has lead researchers to estimate that between
45% and 97% sequences in human and human-associated environments have been
cultured by now. Still, 81% of microbial genera in nonhuman environments on Earth
remain to be (Lloyd et al., 2018)1. Different sequencing platforms exist, along with
different bioinformatics pipelines. Although specific choices of platform or pipeline
will result in different identifications of OTUs, trends in diversity, for example
between case and control examples, tend to remain conserved (Sinclair et al.,
2015; Allali et al., 2017). This is despite the fact that different steps from sample
collection to sequencing may induce bias in the data (Hugerth and Andersson,
2017).

Many sequencing studies are being conducted these days, yet they are most
often applied to specific ecosystems, using relatively small sample sizes. This has
resulted in researchers who have joined forces and started to perform systematic

1 Sometimes also called the ‘microbial dark matter’ (Hugenholtz et al., 2007).
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meta-analyses by combing multiple datasets in the so-called Human and Earth
Microbiome Projects (Turnbaugh et al., 2007; Stevens et al., 2017). This enabled
the analysis of microbial diversity at macroscale, something that was not possible
before the introduction of sequencing surveys.

2.1.2. Microbial diversity

Not only in microbial ecology, but also in ‘macroecology’ diversity is one of the most
widely used indicators to characterize the status of an ecosystem. Relationships
have been established between diversity and functioning, stability and productivity
of an ecosystem (Naeem et al., 1994; Kennedy et al., 2002; Isbell et al., 2015).
Globally, biodiversity is declining due to global warming (Thomas et al., 2004), and
consequently, ecosystem functioning as well (Naeem et al., 1994; Chapin III et al.,
2000). Although few reports exist, recent research efforts have also established
relationships between temperate, biodiversity and microbial ecosystem functioning.
For example, Morán et al. (2015) have suggested that the Atlantic ocean contains
more but smaller bacteria in response to global warming. García et al. (2018a)
showed that warming and biodiversity behave synergistically, as highly diverse
communities that seemed functionally redundant at ambient temperatures became
more functionally unique as temperature increased.

There is a need to develop and further investigate the relationship between microbial
diversity and ecosystem functioning. This is not straightforward, as more diversity
is not always better (Shade, 2017). For example, only 25% of the conducted
studies between 2001 and 2015 found a positive relationship between microbial
diversity and ecosystem functioning (Roger et al., 2016). In order to systematically
investigate these relationships, we need to be able to properly define and quantify
the property ‘microbial diversity’. It can only have value when diversity values
can be directly compared, so that hypotheses concerning ecological mechanisms
can be validated (Shade, 2017). In other words, measuring diversity should be the
starting point and not serve as an experimental outcome as such.

So how to define diversity? Ecologists often make the distinction between α-diversity,
β-diversity and γ-diversity, which define diversity at different scales:

• α-diversity: within sample diversity,

• β-diversity: between sample diversity,

• γ-diversity: total diversity within a specified landscape.

An illustration is given in Fig. 2.2. Measuring γ-diversity is most of the time
infeasible, which is why microbiologists focus on quantifying α- and β-diversity.
Many diversity indices exist; more than 20 years a go, DeLong (1996) already
established 85 different definitions of biodiversity after conducting a literature
review. In this work, I will use diversity indices that allow to express α-diversity
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as ‘effective numbers’ (Leinster and Cobbold, 2012; Groeneveld et al., 2016; Daly
et al., 2018). Such a number allows to quantify the diversity of a community as
the number of equally abundant species that would result in the same diversity
value. So if a community has an effective diversity of ‘17.15’, than this implies that
this community is slightly more diverse than a community consisting of 17 equally
abundant species. The use of effective numbers makes the use of percentage changes
and ratio comparisons of diversity meaningful (Leinster and Cobbold, 2012).

Figure 2.1: Example of the three different types of ecological diversity. Each circle
represents a sample or community, the box containing multiple samples represents a
landscape. α-diversity quantifies the diversity within such a sample. β-diversity quantifies
the diversity between these samples. γ-diversity quantifies the diversity within the entire
landscape. Original figure published in Daly et al. (2018).

The Hill numbers qD(p) allow to express α-diversity as effective numbers (Hill,
1973). This family of indices can be expressed as a function of q, in which q denotes
the order of diversity, and resembles the amount of weight that is given to abundant
species:

qD(p) =

( S∑
i=1

pqi

) 1
1−q

. (2.1)

If S denotes the number of species in a community, then p = {p1, ..., pS} is the
vector representing the abundance per species. Most commonly, diversity is assessed
for q = 0, 1 or 2. The Hill diversity indices then become:

0D(p) = S, (2.2)

1D(p) = exp(−
S∑
i=1

pi ln pi), (2.3)

2D(p) =
1∑S
i=1 p

2
i

. (2.4)
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If q = 0, 0D(p) quantifies the species richness, and simply counts the number of
observed species in a community. All other values of q quantify the community
evenness, with q < 1 favoring rare and q > 1 more abundant species. For q = 1,
all species are weighted equally by their frequency. To calculate 1D(p), one takes
the exponential of the Shannon entropy2. When q = 2, more weight is given to
abundant species, and Equation 2.4 is the definition of the Simpson diversity index.
An example on how diversity metrics in Equations 2.2-2.6 are calculated for three
toy microbial communities is given in Fig. 2.2.

Community I

Community II

Community III

Abundance Table
Red Green Yellow Purple

Community I 0.25 0.25 0.25 0.25
Community II 0.00 0.60  0.20 0.20
Community III 0.00 0.75  0.25 0.00

0D 1D 2D

Community I 4 4 4

Community II 3 2.59 2.27 

Community III 2 1.75 1.60 

α-Diversity

β-Diversity
Community I Community II Community III

Community I 0 0.35 0.50
Community II 0.35 0  0.20 
Community III 0.50 0.20 0 

Figure 2.2: Example of α- and β-diversity calculations for three toy microbial
communities, denoted as I, II and III (left). First, relative abundances per species
(‘Red’,‘Green’,‘Yellow’ or ‘Purple’) need to be determined, resulting in an abundance or
contingency table. Next, α-diversity can be calculated according to the Hill numbers for
different q, as given in Equations 2.2-2.4. β-diversity can be calculated using Bray-Curtis
dissimilarities between community compositions, as given in Equation 2.6.

When diversity is calculated for multiple q, one can derive a so-called diversity
profile (Leinster and Cobbold, 2012). Moreover, extensions have been proposed, in
which the similarity between species can be taken into account by using a similarity
matrix Z, which expresses the similarity between species (Leinster and Cobbold,

2 Technically, qD(p) is undefined for q = 1, but its limit can be calculated and is given by
Equation 2.3.
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2012). The diversity of order q can then be calculated as follows:

qD(p) =

( S∑
i=1

pi((Zp)i)
q−1
) 1

1−q

. (2.5)

β-diversity quantifies differences between samples, for which numerous metrics
exist as well. One can assess the presence and absence of species or also take
into account their relative abundances (Anderson et al., 2011). In this work I
will use the Bray-Curtis (BC) dissimilarity to quantify changes in community
composition (Groeneveld et al., 2016). If BCab denotes the dissimilarity between
samples a and b, BCab is calculated according to the following Equation (Bray and
Curtis, 2006):

BCab =

∑S
i=1 |pi,a − pi,b|∑S
i=1 |pi,a + pi,b|

, (2.6)

in which pi,a represents the abundance of species i in sample a. An example
of how α- and β-diversity are calculated for three toy communities is given in
Fig. 2.2. Extensions exist, which take phylogenetic similarities next to compositional
similarities into account, see for example the weighted UniFrac (Lozupone et al.,
2007).

2.1.3. Synthetic microbial ecology

Generally, microbial ecologists use a ‘top-down’ approach when studying natural
communities. Communities are sampled from their environment, after which
community structure is inferred using molecular techniques such as 16S rRNA gene
sequencing. Variations in community structure and diversity are next tested for
associations with external variables, for example physical-chemical properties of
the environment or a case versus control state. However, there are a number of
considerable limitations that do not allow to answer ecological and evolutionary
questions regarding natural communities (Jessup et al., 2004; Prosser et al., 2007).
Most importantly, biotic (such as interactions between populations) and abiotic
influences (such as changes in temperature) are hard to control. Therefore, most
experiments allow to assess associations, but associations do not imply causation,
and there is a need to develop ecological theories that allow to predict community
functions based on composition (Prosser et al., 2007; Widder et al., 2016).

Model microbial communities have been proposed to develop and test ecological
theories for the field of microbiology (Jessup et al., 2004; Blasche et al., 2017). These
communities have also been named ‘synthetic microbial consortia’ (Song et al., 2014;
Hays et al., 2015), ‘synthetic microbial communities’ (Grosskopf and Soyer, 2014) or
‘synthetic microbial ecosystems’ in case their environment is taken into account (De
Roy et al., 2014). They are defined as “rationally designed ecosystems that are
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created by a bottom-up approach where two or more defined microbial populations
are assembled in a well-characterized and controlled environment” (De Roy et al.,
2014, p.1473). Depending on the goal of the study, these synthetic bacterial
consortia may consist out of several (Saleem et al., 2012; Hays et al., 2015) to more
than ten taxa (Wittebolle et al., 2009; Mee et al., 2014). It is worth noting that
some of these studies have facilitated an advanced experimental design with large
microcosm studies using more than thousands of consortia (Wittebolle et al., 2009;
Saleem et al., 2012). Two types of synthetic community ecology approaches have
been proposed. The first is to transfer a natural community from its own ecosystem
into a highly-controlled environment. These communities have also been called
‘semi-natural communities’ (Blasche et al., 2017). The second is to design a specified
community by assembling pure cultures in a highly-controlled environment. The
latter approach allows even more control, as both the environment and interactions
between populations can be steered. In this way, synthetic microbial communities
can serve as the happy medium between pure cultures and natural communities,
so that both interactions and community functioning can be investigated in a
highly-controlled manner (Fig. 2.3). This allows to validate ecological theories and
mathematical models (De Roy et al., 2014), see e.g. the research of Wittebolle
et al. (2009) and Saleem et al. (2012), but also to control or optimize certain
biotransformations that a synthetic community is capable of (Dolinšek et al., 2016),
for example the production of biofuels such as ethanol or isobutanol (Xu and
Tschirner, 2011; Minty et al., 2013). As populations in synthetic communities can
behave differently when they are part of a natural community, results need to be
interpreted with care when they are extrapolated (Yu et al., 2016).

2.2. Flow cytometry

Already in the 1940s, Wallace Coulter developed a device, called the Coulter
Counter, which was used to count and size suspended particles. Although filed in
1949, the patent was only awarded in 1953 (Coulter, 1953). Yet, this device laid the
foundation for the development of modern flow cytometry (FCM). In 1965, Mack
Fulwyler wrote his seminal paper which forms the basis of FCM and cell sorting,
also known as FACS or fluorescence activated cell sorting (Fulwyler, 1965)3. As the
term ‘flow cytometry’ was only established 11 years later, Mack Fulwyler described
it as “[a] device ... which physically separates particles, including biological cells,
on the basis of electronically measured volume” (Fulwyler, 1965, p.910). By now,
FCM is routinely used to perform both biological research and clinical diagnostics.
Although the flow cytometry business is currently estimated to be worth more
than $3 billion (Robinson and Roederer, 2015), its fundamentals have changed very
little over time.

3 Although unsuccessful, Fulwyler actually wanted to dispute that there were two different popula-
tions of red blood cells based on measurements from a Coulter Counter.
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Figure 2.3: Microbial communities can be studied at different complexities (expressing
the level of control) in the field of microbial ecology. Top: natural communities; middle:
synthetic communities; bottom: pure cultures. Natural communities are governed by
A: microbial interactions and communication, B: diversity, C: abiotic factors, D: biotic
factors, E: community resilience and resistance and F: community architecture and spatial
organization. Although pure cultures allow to assess their a: genetic, morphological and
physiological characteristics and b: response to external stresses, it is not possible to
investigate factors that influence community composition and functioning. Original figure
published in De Roy et al. (2014).
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2.2.1. Technology

The term ‘cytometry’ is derived from two Greek words; the first is ‘Kytos ’ meaning
“hollow basket” or “cell” and the second is ‘metria’, meaning “to measure”. Measure-
ments in the field of cytometry can be summarized by three main principles (Filby
and Houston, 2017):

• Cells can be quantitatively measured in a controlled way, which allows
unbiased comparisons between individual cells.

• Measurements can be performed in a high-throughput way.

• Cells can be described by multiple measurements, either performed simulta-
neously or sequentially.

A schematic overview of a modern flow cytometer can be found in Figure 2.4. Before
measurement, cells need to be separated. This is done in the flow chamber or flow
cell (denoted as ‘nozzle’ in Fig. 2.4) by making use of hydrodynamic focusing (Shuler
et al., 1972). In brief, the sample stream is focused and surrounded by a secondary
slower stream, the sheath fluid. The pressure of the sample fluid stream can be
adjusted, which controls the diameter of cells that are allowed to pass, and therefore
separates the cells so they can be measured subsequently.

Next, cells are excited by one or more lasers. Both scattered and fluorescence
emissions are collected by multiple detectors. Two types of scattered signal are
recorded. The first is forward scatter (FSC), which can be related to cell size
and morphology. The second is side scatter (SSC), which is related to internal
cell complexity. SSC can be collected at different angles between 0°and 90°.
Fluorescence is detected at specific wavelengths. Fluorescence emissions can be the
result of autofluorescent properties of the cell, but as the number of fluorescent
components in a cell is mostly limited, fluoroscent probes are used, which are called
fluorochromes or stains. Fluorochromes are molecules that absorb light at a specific
wave length and re-emit light at a higher wavelength, a principle that is known as
the Stokes shift (Shapiro, 2005). Fluorochromes highlight the presence of specific
constituents, and can therefore be used as biomarkers. Therefore, detectors on a
flow cytometer are often abbreviated as ‘FL’ or by the abbreviation of a specific
stain for which the location of its emission peak lies close to the wavelength of that
specific detector.

Typically, stains target different cellular constituents and can therefore be divided
accordingly into three categories: stains that target i) proteins (mostly antibodies),
ii) nucleic acid content or iii) reporter molecules (Adan et al., 2017). The possibility
of antibody staining has introduced FCM into the field of immunology. FCM has
become an essential tool in clinical diagnostics (Maciorowski et al., 2017), which
is the main driver of the research and development of FCM (Robinson, 2017).
For example, it pushes the field to increase the number of parameters describing
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A

B

C

D

Figure 2.4: Schematic overview of a flow cytometer. A: Cells enter the nozzle (also
called flow chamber) in which they are separated using hydrodynamic focusing. B: After
separation, cells are excited by a laser. C: Forward and side scattered (FSC and SSC)
and fluorescence emissions are collected using multiple detectors. Fluorescence detectors
(FL-X) are positioned at specific wavelengths. PMTs are used to convert the emissions
to an analogous electronic signal. D: An analogous-to-digital (ADC) converter is used
to transform the signal to a digital signal, after which the data can be analyzed on a
workstation. Original figure published in O’Neill et al. (2013).
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individual cells, in what has also been called the “parameter space race” (Filby and
Houston, 2017). 17 color flow cytometry is now being routinely used in clinical
settings (Perfetto et al., 2004) and 28 color FCM has recently been introduced (Mair
and Prlic, 2018).

Scattered and fluorescence emissions are collected by a combination of lenses,
detectors, filters and dichroic mirrors in order to collect emitted light at specific
wavelengths. The ensemble of these items, together with the lasers, are all part
of the optical bench. Most of the times a flow cytometer contains multiple lasers.
Filters either allow to collect light in a narrow range of the spectrum (band pass
filter), to collect light equal to or at shorter wavelengths (short pass filter) or at
equal or larger wavelengths (long pass filter). Finally, the emitted light, consisting
out of photons, is collected by photodiodes (PD) or photomultiplier tubes (PMT),
which transform the collected light into an electronic signal.

2.2.2. Microbial flow cytometry

The study of microorganisms by FCM originated in the late 70s (Paau et al., 1977;
Hutter and Eipel, 1979). It is not straightforward to measure bacterial cells by
FCM. One of the key differences that easily stands out is the fact that bacterial cell
size and volume are much smaller compared to those of eukaryotic cells (Shapiro,
2005). As can be seen in Table 2.1, bacterial cells are (an) order(s) of magnitude
smaller than eukaryotic cells. Although it is possible to measure particles of these
sizes using FCM, it is challenging, and measurements can be close to the detection
limit of a machine.

Table 2.1: Relative size ratios for bacterial cells, compared to yeast and eukaryotic cells.
Table originally published in Robinson (2018).

Measurement bacteria yeast higher eukaryotes
Diameter 0.5-5 3-5 10-30
Surface area 3-12 30-75 300-3000
Volume 0.3-3 20-125 500-1500
Dry cell mass 1 10 300-3000

Next to that, microbial communities are highly complex, containing multiple
populations that each have different cellular characteristics. This makes it very
hard to develop a general antibody staining panel for microbial communities.
Moreover, due the viable-but-not-culturable status of many of those species, it
is hard to confirm the specificity of a specific organism for a specific marker. As
DNA is present in all microbial cells, microbiologists often rely on nucleic-acid
binding stains when applying FCM (Koch and Müller, 2018). This reflects both
the number of chromosome equivalents and physiological state of a cell (Müller,
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2007). Several DNA stains exist, of which DAPI and SYBR Green I (SG) have
been shown to be robust for routine bacterial analysis (Button and Robertson,
2001; Van Nevel et al., 2013), but many other stains are possible (Buysschaert
et al., 2016). All datasets that are used in this dissertation made use of SG. Other
properties of the cell can be studied as well, such as membrane integrity or enzyme
activity (Müller and Nebe-von Caron, 2010)4. However, it is difficult to develop
stable multicolor approaches (Buysschaert et al., 2016), which is why typical
microbial FCM experiments include the scatter and only one or two fluorescence
channels.

Another difficulty that is intrinsic to the study of microbial communities, is pheno-
typic heterogeneity. Although genetically identical, bacteria can be observed in
different phenotypic states within a predefined environment. This is due to epige-
netic variations, stochastic gene expression, cellular age or oscillations such as the
cell cycle. In this way, bacterial populations can adapt to a changing environment,
but also divide the labour within the community (Avery, 2006; Ackermann, 2015).
It is a well-documented process for individual bacterial populations studied in the
laboratory. FCM was already proposed in 1996 to study phenotypic heterogene-
ity (Davey and Kell, 1996), and has in fact been shown to be very sensitive for
changes in axenic populations due to heterogeneity (Vives-Rego et al., 2003).

2.2.3. Flow cytometry bioinformatics

The original device developed by Fulwyler could measure between 500 and 1000
cells per second, however, most modern cytometers measure particles at speeds
that are a magnitude higher. Therefore, many cells are measured in cytometry
experiments, ranging from thousands to even hundreds of thousands of cells per
sample. In other words, the amount of data is increasing, reflected in the number
of samples that are measured in an experiment, the number of cells that are
measured for a specific sample and the number of variables describing an individual
cell. Therefore, automated analysis of FCM data has become crucial aspect in
the field of FCM (Brinkman et al., 2016), also sometimes called ‘flow cytometry
bioinformatics ’ (O’Neill et al., 2013) or ‘computational flow cytometry ’ (Saeys et al.,
2016).

In what follows I will briefly highlight a number of different steps that are part of
a ‘typical’ FCM bioinformatics pipeline. Multiple reviews exist that describe each
part in more detail, this paragraph is mostly based on the works of O’Neill et al.
(2013) and Saeys et al. (2016):

4 SG is often used in combination with Propium Iodide (PI) to perform so-called live/dead staining.
SG targets all cells, while PI only highlights the ones with a damaged membrane, making it
possible to distinguish between live and damaged cells, see e.g. Berney et al. (2007).
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Preprocessing

FCM data needs to be preprocessed in multiple ways:

• Compensation: Emission spectra of fluorochromes can overlap. In case
more than one fluorochrome is used, detectors measure a combination of
fluorescence emissions at specific wavelengths in case the overlap is true.
This behavior is called ‘spillover’. One can remove spillover by applying
‘compensation’ (Roederer, 2002).

• Transformation: FCM data can often be described as displaying log-normal
expression (Shapiro, 2005). That is why data was often transformed using a
logarithmic function for visualizations. However, FCM data can be negative
and behave linearly at smaller scales. As the logarithm cannot deal with
these characteristics, linear-logarithmic extensions have been proposed, such
as the arcsine hyperbolic function and the biexponential function (Finak
et al., 2010). These transformations are often applied to individual channels
of the data before data visualization and analysis.

• Quality control: Sometimes mean fluorescence intensity (MFI) can degrade,
cells get clogged or air is measured instead of cells. This causes aberrations
in the data for which it needs to be corrected. This can be done by plotting
the MFI in function of time. Software packages have been developed as well
that automatically identify and remove these deviations, see for example
flowClean or flowAI (Fletez-Brant et al., 2016; Monaco et al., 2016).

• Background removal: Besides live cells, background due to debris and noise is
present as well. This is often removed by manually separating live cells from
background signal using a digital gating strategy (Fig. 2.5). Due to the small
cell sizes and volume, live cells can lie close to the background signal, making
this not a straightforward process. Negative control samples can assist in the
discrimination between signal and background.

Cell population identification & visualization

Next, cell populations of interest can be inspected. The grouping of similar cells
is often called ‘gating’. This can be done manually or in an automated way. The
first is still often employed but is challenging, especially when the number of
cell-describing variables is high. Cells are visualized in a histogram or scatter plot,
and a user defines a threshold which separates similar cells based on fluorescence or
scatter intensity. As it is not possible to visualize more than three variables, most
researchers and clinicians do this sequentially, creating a hierarchy of scatterplots
in which subsets of cells are selected.

As this introduces subjectiveness and bias due to user experience, automated
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A. rhizogenes

J. sp. strain B3

Background

Figure 2.5: Example of a digital gating strategy, in which bacterial cells were stained
with SYBR Green I. After measurement, they are selected by means of a gating step, in
order to separate them from the background (data outside the border on the left). The
selected bacterial cells consists out of two bacterial populations, Janthinobacterium sp.
strain B3 (lower left) and Agrobacter rhizogens (upper right), which were also measured
separately beforehand to determine their unique cytometric profile. Notice the small
distance between bacterial cells and background signal.

methods are preferred (Saeys et al., 2016). Many methods exist, of which most
of them are clustering methods, and have been extensively benchmarked in a
number of studies, see e.g. the work by Aghaeepour et al. (2013) and Weber and
Robinson (2016). In the benchmark study presented by Weber and Robinson
(2016), multiple methods performed well for cell population identification, includ-
ing FlowSOM (based on self-organizing maps, Van Gassen et al. (2015)), X-shift
(based on k-nearest-neighbor density estimation followed by detection of local
density maxima, connection of points via graphs and cluster merging, Samusik
et al. (2016)), PhenoGraph (Constructing a nearest-neighbor graph, followed by
a community detection method, (Levine et al., 2015)) and flowMeans (k-means
clustering and merging, (Aghaeepour et al., 2011)), of which FlowSOM had the
lowest runtimes.

Dimensionality reduction techniques are often used to compress single-cell data to
two dimensions, in order to be visualized in a scatter plot. Traditionally, researchers
preferred principal component analysis (PCA), but has been replaced nowadays by
t-distributed Stochastic Neighborhood embedding (Van der Maaten and Hinton,
2008; Amir et al., 2013). As these methods will be applied in this work as well,
they will be discussed in more detail in Section 3.3.2.

24



§2.2. Flow cytometry

Sample-level statistics & diagnosis

Once cell populations have been identified, either manually or automatically, a
researcher can proceed to describe the data at the sample-level. Variations in cell
counts in one or multiple clusters can be used to identify a treatment versus a
control group (typically a binary outcome, such as the identification of a disease
state). It can also be correlated and used to predict a continuous variable (for
example the efficacy of a drug). This can be done with statistical tests, but also
with machine learning models. Important for the latter is to divide samples in a
training and validation cohort, for which the latter is used to evaluate the predictive
power of a machine learning model.

Data format & storage

Flow cytometry data is typically stored in an array containing cells, described
by scatter and fluorescence channels. Flow cytometry files are written in a so-
called Flow Cytometry Standard (FCS) file format. This file contains the cell
measurements, but also metadata describing the experiment and a rarely used
analysis segment. The first FCS format was developed in 1984 (Murphy and
Chused, 1984), the most current version, FCS 3.1, was introduced in 2010 (Spidlen
et al., 2010). Data can be freely stored on FlowRepository, a public repository for
flow cytometry data (Spidlen et al., 2012)5. FlowRepository facilitates MIFlowCyt
compliance (Minimum Information of a Flow Cytometry experiment). This is a
standard which states the minimum of information that is required to report FCM
experiments (Lee et al., 2008).

2.2.4. Cytometric fingerprinting of microbial com-
munities

Multiple metrics exist to describe microbial community dynamics based on FCM
data. Although there are some parallels with eukaryotic FCM, there are some
clear differences as well. The main challenge lies in the fact that microbial com-
munities are complex, i.e., they are with many, they are much smaller and display
heterogeneous behavior. Because of that, multicolor approaches are limited and
the number of channels describing bacterial cells is much smaller compared to
eukaryotic FCM.

That is the reason that for many microbiologists FCM merely remains a technology
to simply retrieve the total cell counts (TCC) of a community (Hammes and Egli,

5 FlowRepository is recommended by Cytometry Part A & B and Nature Scientific Data to
make flow cytometry data publicly available, see for example https://www.nature.com/sdata/
policies/repositories.
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2010). Due to the small cell sizes and volume, this is not straightforward, as cells
can lie close to the background due to debris and noise (Fig. 2.5). This approach
allows researchers to study microbial growth, and has been successfully applied to
characterize the growth of individual populations (see e.g. Ou et al. (2017); García
et al. (2018b)) but also the stability of managed environments. Reporting TCC has
been especially successful in order to characterize the stability of drinking water
production and distribution systems (Hammes et al., 2008; Liu et al., 2013; Van
Nevel et al., 2017). In fact, since 2012, it has become a guideline method into Swiss
drinking water legislation (SLMB, 2012).

However, one can also investigate the cytometric distribution of a microbial commu-
nity at finer scale, and this is so-called cytometric fingerprinting. Several definitions
exist, however, but in this work I will refer to a cytometric fingeprint as a “[rep-
resentation of] the microbial community structure by the number of clusters, the
position of these clusters in the histogram and the number of cells within each
cluster ” (Koch et al., 2014, p.3). Once clusters have been defined, whether these
are few or many, cell counts per cluster and per sample can be stored, which can
be used to describe microbial community dynamics.

Besides TCC, one of the first reported fingerprint approaches was the identification
of a so-called High Nucleic Acid (HNA) and Low Nucleic Acid (LNA) group. This
approach has been successful, particularly in aquatic systems, to characterize
community dynamics. These groups have been identified in both marine and
freshwater environments (Gasol et al., 1999; Bouvier et al., 2007; Vila-Costa et al.,
2012; Liu et al., 2016b; Proctor et al., 2018). HNA and LNA dynamics are associated
with a different functionality. In particular, the HNA group has been shown to be
strongly correlated with rates of heterotrophic production, a relationship which
is absent for LNA cell count dynamics (Lebaron et al., 2001; Servais et al., 2003;
Bowman et al., 2017). Also for drinking water facilities their variations in cell
counts can be used to quantify drinking water community dynamics (SLMB, 2012;
Prest et al., 2013; Besmer et al., 2014). Most of the times, the HNA/LNA gates
are set manually, although García et al. (2014) have shown that this process can
be automated by using the flowClust algorithm (Lo et al., 2009).

More recent implementations that apply fingerprinting approaches make use of
more clusters. One of those approaches is cytometric barcoding or FlowCyBar,
a method which uses a predefined template of multiple fixed clusters in order to
extract cell counts for each cluster (Koch et al., 2013c). This approach has been
used to quantify the stability of biogas production, to identify different growth
phases of individual bacterial populations, to study colitis in murine models or to
characterize the dynamics of salivary microbiota (Koch et al., 2013b; Zimmermann
et al., 2016; Van Gelder et al., 2018). The approach has been extended to derive
ecological stability metrics (Liu et al., 2018). The main bottleneck of FlowCyBar
is that the clusters need to be annotated manually, which is labor-intensive and
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introduces a source of bias.

Automated approaches that are used to analyze microbial FCM have been developed,
and all of them make use of a binning strategy. These methods can be broadly
divided into two categories, namely a fixed or adaptive binning approach. The first
category employs a grid of dimensions length L× L which divides the parameter
space into fixed regions of equal space. Next, this grid is placed over a bivariate
distribution of cell measurements, after which cell counts per bin and sample are
derived. Two methodologies of this kind have been developed in the field of microbial
FCM, the first being CHIC and the second PhenoFlow (Koch et al., 2013a; Props
et al., 2016). CHIC converts the bivariate distribution of the FSC and targeted
fluorescence channel to an image of L × L pixels, in which L = 64, 128, ..., 1024.
After, differences in pixel densities between all samples are vectorized and stored.
In other words, this is a way to quantify β-diversity based on cytometry data, and
has been successfully applied to characterize co-culture compositions of synthetic
microbial communities or to monitor biofilm function in sand filters (Koch et al.,
2013a; Chan et al., 2018).

PhenoFlow starts in the same way, and makes use of a binning grid of L× L, in
which typically L = 128. However, PhenoFlow includes more channels (most often
FSC, SSC and two fluorescence channels), and constructs a grid for each bivariate
combination. Next, a kernel density estimation is performed for each combination,
after which the density per bin is stored, the grids are concatenated and then vec-
torized. This vector constitutes the community cytometric fingerprint. By applying
the Hill formulas in Equations 2.2-2.4 to these fingerprints, Props et al. (2016)
have shown that the cytometric diversity correlates well with taxonomic diversity
based on 16S rRNA gene amplicon sequencing. These α-diversity metrics can also
be used to detect disturbances in drinking water (Props et al., 2018a). β-diversity
estimations are also possible, and for example allow the dereplication of bacterial
strains or to group communities together according to lake origin (Buysschaert
et al., 2018; Props et al., 2018b).

An alternative approach that has attracted recent interest in the field are adaptive
binning methodologies. Bins are in this case not equal in size, but their size depends
on the distribution. In general, the size of the bin depends on the density of the
distribution, a higher density will result in a smaller bin and vice versa. The first
adaptive binning approach, termed Probability Binning, was already proposed in
2001 (Roederer et al., 2001; Roederer and Hardy, 2001). An extension, which has
been applied to microbial FCM data, is called FlowFP (Rogers et al., 2008; Rogers
and Holyst, 2009)6. This extension makes use of principal component analysis
(PCA) in order to create bins in those directions that explain most of the variance
in the data. FlowFP has been successfully applied to classify different commercial
brands of drinking water based on the cytometric characterization of the microbial

6 FlowFP is no longer supported by the latest version in R.
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community or to characterize photoautotroph algae communities in soil (De Roy
et al., 2012; Menyhárt et al., 2018).

Alternative approaches have proposed adaptive workflows (i.e., the fingerprint
cluster structure is determined by the distribution of the data). FAST adopts
the binning strategy from Roederer et al. (2001), but uses the quadratic form
distance statistic to compare distances between two samples. Using this approach,
the authors were able to accurately perform antibiotic susceptibility testing based
on microbial FCM data (Huang et al., 2015, 2018). Amalfitano et al. developed
a method in which first optima (i.e., ‘peaks’) of high density are determined,
after which bins are deconvoluted by means of Voronoi tessellations. Using this
approach they were able to describe microbial community dynamics at different
locations in a river continuum, in which perturbations by a wastewater feed were
quantified (Amalfitano et al., 2018).

To summarize, one can identify three main categories to describe microbial com-
munity dynamics based on FCM data, i.e., by manual annotation of clusters
or by employing fixed or adaptive binning approaches. An overview is given in
Table 2.2.

Category Method Source
Manual annotation TCC Hammes et al. (2008)

HNA/LNA Gasol et al. (1999)
Hammes and Egli (2010)

FlowCyBar Koch et al. (2013c)
Fixed binning CHIC Koch et al. (2013a)

PhenoFlow Props et al. (2016)
Adaptive binning FlowFP Rogers and Holyst (2009)

FAST Huang et al. (2015)
Deconvolution model Amalfitano et al. (2018)

Table 2.2: Overview of fingerprinting methods to characterize microbial communities
based on FCM data.
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3 Machine learning essentials

3.1. A general overview

In this Chapter I will provide the necessary background concerning the machine
learning algorithms and approaches that are used in this dissertation. By no means
this Chapter will be complete, I merely try to provide the necessary background so
that the reader is able to understand the research presented in Chapters 4-9. It is
based on key publications to which I will refer when appropriate, combined with a
number of excellent reference works. See e.g. James et al. (2014) and Daumé III
(2017) for a more intuitive non-technical introduction to the field of machine
learning or Bishop (2006) and Hastie et al. (2009) for an introduction that is
more mathematically-flavored. I will however start with a non-technical overview
delineating different tasks according to which the field of machine learning can be
ordered.

The terms ‘machine learning’, ‘predictive modelling’ and ‘statistical learning’ are
often used interchangeably. Arguably, the term ‘machine learning’ is the most
popular one, and was already used in the late 50s. Regarding a game of checkers,
Arthur Samuel stated, perhaps provocatively, that “[a] computer can be programmed
so that it will learn to play a better game of checkers than can be played by the
person who wrote the program” by using “machine-learning procedures” (Samuel,
1959, p.219). Almost 40 years later, machine learning was more formally defined
as: “A computer program is said to learn from experience E with respect to some
class of tasks T and performance measure P, if its performance at tasks in T, as
measured by P, improves with experience E ” (Mitchell, 1997, p.2) This experience
E is represented by a collection of measurements describing examples of E, known
as features or variables1, which after measurement can be summarized as data.
Sometimes, but not always, measurements concerning task T are available as well,
at least for some part of the data. The variables describing task T are what we
call target variables. A machine learning program or algorithm will try to relate
examples of E as best as possible to a target in T. The performance P evaluates
this, and is therefore constituted by a formula, which is called a loss function or
performance metric that quantifies the (mis)matches between true and predicted
values of T.

I will illustrate this with a real-world example. Due to a local financial crisis, the
1 Although often used interchangeably, which is also the case in this work, Guyon and Elisseeff
(2003) denote variables as ‘raw’ input variables whereas features are input variables that have
been constructed as input variables. They note that the distinction is necessary if the features
are not explicitly computed, which is the case in for example kernel methods.
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city of Flint in the state of Michigan switched the origin of their drinking water
source from the Detroit system to the local Flint river in April 2014. The new
water had different chemical properties compared to the old water. Because of
this, the drinking water pipes, especially the ones that connect the houses to the
city water system, corroded, which resulted in elevated lead levels in the water.
Not all piping systems of the houses were made out of lead, but most records
that contained this information were incomplete or lost. To replace the piping
system of an entire city is a tremendous cost, and so a machine learning framework
called ‘ActiveRemediation’ was created to highlight houses that should be further
inspected in order to decide which of these pipes needed to be replaced (Abernethy
et al., 2018).

First, the machine learning task needed to be identified. The final task T was to
predict whether the piping system of a house was made out of lead or not, lets
call this the ‘lead-status’. Initially, the lead-status of a house was only available
for 250 out of the 55,893 homes. In other words, the amount of labeled data was
scarce. To increase this number, houses could be excavated in order to inspect the
piping material. Financial costs were high, and amounted to 2500$ in case of a false
positive and 5000$ in case of a true positive due to replacement works. Next, data
about the houses was collected and summarized in E. Initial data consisted out
of geographical properties such as parcel locations and socio-economical variables,
including the estimated values and the age of the home. A machine learning model
tried to find a relationship between these measurements in E and lead-status in T.
The true positive rate P, defined as the fraction of lead-containing houses that is
correctly identified, was used to evaluate the performance of the machine learning
model.

In order to improve the relationship between E and T, a second machine learning
task T2 was proposed. So-called ‘hydrovac’ inspections were ordered for ‘cherry-
picked’ homes: these were houses that were presumed to have a high probability
for lead pipes. These inspections cost around 250$, but were quite informative
concerning the lead-status. To efficiently select houses for hydrovac inspections
required a different performance measure P2, which was expressed as ‘effective cost
per successful replacement’. This formula contained expenses concerning hydrovac
inspections, excavation, and depending on the outcome, piping replacement. After
inspections, the measurements were added to E. With the additional information
in E, a new machine learning classification model could be used to classify houses
according to their lead-status, for which the true positive rate could now be used
to quantify the increase in predictive performance.

As can be seen from the example above, the main characteristic of a machine
learning algorithm is that, once it has learned from the data, it needs to be able
to generalize to new examples that the algorithm has not seen before. Therefore,
examples are grouped in a training and test set. The machine learning algorithm
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establishes the relationship between the measurements and target variable(s) based
on data in the training set that results in a function f . This function can then
be used to make a prediction for a new example. The performance or predictive
power of the algorithm is evaluated using data that are part of the test set.

Different machine learning tasks can be identified, depending on the availability
and nature of the target variable(s). In this work, the problems can be ordered
according to the following machine learning tasks. If information concerning the
target variable is available and a learning algorithm tries to predict the status
of this target variable, the task is called supervised learning. Depending on the
nature of the target variable, the machine learning task can be further identified.
If the target variable consists out of discrete labels, the purpose of the machine
learning algorithm is known as classification. This can be divided into binary
classification (i.e., the target variable can only be described by two values) and
multi-class classification (i.e., the target variable can be described by more than
two discrete values). In case the target variable is continuous, the task is called
regression. However, in some cases, no information regarding the target variable is
available, or even, no target variable can be specified. In this case, the purpose
becomes unsupervised learning, in which two broad categories can be identified.
Either one wants to reduce the number of variables describing an example, which
is called dimensionality reduction. Another one is to group similar examples
together2, which is known as clustering. In a number of cases, a researcher is not
only interested in making optimal predictions, but he or she also wants to mark
those variables that are most informative. This purpose is called feature or variable
selection. An overview illustration according to which Chapter borrows techniques
according to a certain machine learning task can be found in Fig. 3.1.

Note that many other tasks are possible in the field of machine learning, such as
semi-supervised learning (the target variable is only available for a subset of the
samples), multi-target prediction (there are multiple target variables that share a
number of relationships) or reinforcement learning (an algorithm needs to achieve
a certain goal, in which it is rewarded or penalized at intermediate steps to reach
this goal). However, these are out of scope for this dissertation, and will not be
discussed further.

3.2. Supervised learning

3.2.1. Notations and concepts

In the context of supervised learning, a machine learning algorithm, method or
model will try to find a relationship between measurements of examples and a

2 One needs to have a notion of ‘similarity’ in order to do this.
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Machine learning

Unsupervised learning

Classification:
- Chapter 4
- Chapter 5
- Chapter 8

Dimensionality reduction
- Chapter 6
- Chapter 8

Clustering: 
- Chapter 6 
- Chapter 7

Supervised learning

Variable selection: 
- Chapter 5
- Chapter 6
- Chapter 9

Regression:
- Chapter 7
- Chapter 9

Figure 3.1: Roadmap illustrating in which Chapters certain machine learning algorithms
were applied and/or evaluated, ordered according to a specific machine learning category.

target variable of interest. It will be ‘trained’ in such a way that its prediction
are optimal for examples that it has not seen before. The collection of multiple
examples or data instances, the dataset or -matrix, can be symbolized by X, in
which X is composed out of N instances {x1, ...,xN}. Each data instance on its
own is typically described by multiple measurements, of which I will write the
total number of variables as D: x = (x1, ..., xD). The same notation can be used
for the target variable y. In this work, we will always have one target variable to
predict. This means that we can write y = (y1, ..., yN ), and an entire dataset can
be represented as pairs {(x1, y1), ..., (xN , yN )}. Once the machine learning model
f has learned, it can make a prediction for a new data instance xnew that comes
from the same distribution. The predicted label or value will be written with the
‘ ˆ ’ symbol: ŷnew = f(xnew).

There are many models a researcher can choose from, let alone different ways of
optimizing them and formulas to evaluate them. Domingos (2012) identifies three
different components in the context of supervised learning:

• Representation: This is the first component and often comes in two steps.
A learning model needs to be represented in a formal language that the
computer can process. The research problem or question has to be formalized
and ordered into a machine learning category. For example, a model that is
designed to predict a binary outcome will not be able to predict a continuous
variable. This subsets all possible machine learning models to those that are
designed for that specific task. Still, many models are possible and in the
second step one needs to choose a specific model. This depends on specifics
of the data, such as whether there are few or many variables describing the
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§3.2. Supervised learning

data, but also on computational resources that are available.

• Evaluation: To decide which model to use, a researcher needs to evaluate
its performance. Two evaluation steps are often conducted, an internal and
external one. One specific model can still be constructed in very different
ways. For example, the weight that is given to every variable may differ in a
lot of ways, and in order to evaluate the best possible set of weights one often
calculates an objective or scoring function to determine which representation
of a specific model is optimal. This step is the internal evaluation of a machine
learning model. However, this strategy cannot be applied to compare models
that are based on different principles (for example a decision tree and a neural
network). To do the latter, one needs an external way of evaluating. In this
case, one needs to be more pragmatic, and use the performance metric that is
designed for that specific problem or application. Using a separate validation
set of the data, a researcher can choose between different machine learning
models.

• Optimization: One needs to efficiently search the best representation of a
machine learning model. To do so, the model and workflow are optimized, in
order to not evaluate every possible representation.

Essential to a well-performing machine learning algorithm is its ability to capture
the relationship between the variables and target variable in the training data and
its capacity to predict properties of unseen data. It is hard to do both. The errors
that the model will make is related to three different origins:

• Bias: this error describes the ability of the model to capture the relationship
between the input variables and the target variable. In case a model is used
based on wrong assumption (for example, a linear model is used, while the
interactions between the input variables is of a non-linear nature), the bias
will be high. This is known as a model that is underfitting the data.

• Variance: this error describes the sensitivity of the model to noise in the
training data. If the model fits the training data ‘too well’ because it is
sensitive to noise, it will not be able to make predictions that are generalizable
to unseen data. In this case the error will contain a lot of variance, and the
model is said to be overfitting the data.

• Irreproducible error term σ: unless there is no noise in the data, there will
always be an error that cannot be avoided.

The generalization error E, a measure of how well a model will be able to predict
the label of a new data instance, equals the sum of the three types of errors:

E[(y − f(x))2] = Bias[f(x)]2 + Variance[f(x)] + σ2. (3.1)

This is known as the bias-variance trade-off (Fig. 3.2). From a general point of
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Figure 3.2: Illustration of the bias-variance trade-off. Original figure published in Neal
et al. (2018).

view, complex models will tend to overfit the data (the model is sensitive to small
fluctuations that have nothing to do with the target variable), while too simple
models will underfit the data (the model is not able to capture the relationship
between target and input variables). If a model is underfitting the data, the variance
will be low, but the bias will be high. Vice versa, if a model is overfitting the
data, the bias will be low but the variance will be high. Most competitive machine
learning algorithms will make use of a regularization term or penalty in order to
control the complexity of the model. However, the value of this hyperparameter
cannot be estimated from the training data (as it controls the model’s generalization
capability) and therefore needs to be tuned using a separate validation set.

3.2.2. Cross-validation

In order the choose the most optimal predictive model, one typically splits the
dataset in three different subsets. In this way, the performance of a machine
learning model can be objectively evaluated:

• Training set: this part of the data is used to estimate intrinsic model param-
eters based on the data. An example of these intrinsic parameters are the
splits that are used to partition the data to construct a decision tree or the
weight coefficients in (regularized) regression (see Sections 3.2.3 or 3.2.4).

• Validation set: this part of the data is used to choose the best model between
multiple models. This means that models with different hyperparameters will
be compared, which is also known as the tuning of hyperparameters. This is
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for example the number of trees in the RF algorithm, or the regularization
parameter λ in regularized regression (see again Sections 3.2.3 or 3.2.4).

• Test set: this part of the data is used only in the final stage of the develop-
ment of a machine learning algorithm. It is used to evaluate the predictive
performance once the final model is chosen, in which the final model is fitted
to both the training and validation set.

However, in many cases, the availability of data is scarce, and one needs to deal
with the data more efficiently. This is done by applying cross-validation. In this
way, the data is split in multiple folds, in which each fold gets to be the validation
set once, while the other folds are used as a training set. Probably the most
well-known way of doing cross-validation is K-fold cross-validation. In this setting,
the data is split into K folds of equal size. Next, a machine learning model is
fitted to K − 1 folds, and evaluated on the fold that was left out. This procedure
is repeated until every fold has been left out once. Next, the predictive model is
evaluated by aggregation of all predictions of the validation folds, and comparing
those with the true values:

E =
1

N

K∑
k=1

∑
xi∈Xk

I(f(xi) 6= yi), (3.2)

in which Xk denotes the k-th subset of dataset X. I represents the indicator
function, which is equal to one if the statement between brackets is true and zero
otherwise. This allows to estimate the generalization error. When K is chosen too
low, the estimation will biased, but if K is very high, for example when K = N , the
estimation will contain a lot of variance. Most often, choosing K = 5 or K = 10

seems to be a good compromise (Breiman and Spector, 1992; Kohavi, 1995), if
N is not too low. If K = N , the cross-validation strategy is called leave-one-out
cross-validation. Leave-pair-out cross-validation is constructed by leaving out a
data instance with a positive label and one with a negative label. In case of class
imbalance, i.e., some labels are much more present compared to other labels, one
can apply stratified cross-validation procedures in order to sample validation folds
that take the class imbalance into account. Instead of randomly sampling, blocked
cross-validation procedures can be applied in case samples can be grouped together
based on an external grouping category (Roberts et al., 2017; Oliveira et al., 2018).
This grouping can be according to time (e.g., samples are measured at different day),
space (e.g., samples are measured at different locations) or a predefined hierarchy
(e.g., instances belong to different branches of the phylogenetic tree). Blocked
cross-validation procedures address possible autocorrelation (resulting in optimistic
estimations of the cross-validation error) and may improve extrapolation errors (i.e,
predictions outside the domain in which samples were collected) (Roberts et al.,
2017).

In case one wants to create both validation and test sets using cross-validation, one
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can apply a nested cross-validation procedure. In this setting, cross-validation is
multiple times to the data. First, multiple test sets are created in an outer loop.
Next, for each remaining training set, cross-validation is again applied to create
validation sets that allow to estimate the hyperparamaters of the model in the inner
loop. Once these have estimated, the model can be retrained using the full dataset
from the inner loop, and its performance is then evaluated on the remaining test
fold. The cross-validation is often denoted as Kouter ×Kinner cross-validation. See
Fig. 3.3 for an example of 5× 2 cross-validation.

Figure 3.3: An illustration of a nested 5× 2-fold cross-validation. 5 test sets are created
using 5-fold cross-validation in an outer loop. In the inner loop, 2-fold cross-validation is
applied to estimate the hyperparameters of the model. Once these have been determined,
the final model is then retrained on the full dataset in the inner loop and evaluated on
the test set. Predictions for the five test sets are then aggregated and evaluated using
a performance metric of choice. Source: https://sebastianraschka.com/blog/2018/
model-evaluation-selection-part4.html, accessed: 05-06-’19.

3.2.3. Classification

In the case of classification, the target variable y can be described by two or
more discrete values, known as the classes. In case there are two classes, the
task is known as binary classification; in case there are more, a machine learning
model needs to be able to perform multi-class classification. A machine learning
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algorithm f will assign a data instance x to one of these specific values. Many
classification algorithms exist, see e.g. Fernández-Delgado et al. (2014) for an
extensive benchmark study. In this work, I will make use of two methods, Linear
Discriminant Analysis and Random Forests.

Linear Discriminant Analysis

Linear discriminant analysis (LDA) is also sometimes referred to as Fisher’s linear
discriminant, after Ronald Fisher his famous article in 1936 (Fisher, 1936), in
which he developed the main idea of LDA 3. LDA makes use of a number of
assumptions in order to classify data instances to a specific class g. The method
fits a multivariate Gaussian distribution to each class. In case we have G classes,
the probability density function for a data instance x to be part of class g can be
written as:

fg(x) =
1

(2π)D/2|Σg|1/2
exp−

1
2 (x−µg)Σ

−1
g (x−µg), (3.3)

in which µg = {µ1
g, ..., µ

D
g } denotes the vector of mean values for class g and Σg

contains the D ×D covariance matrix for class g. LDA further assumes that Σg is
the same for all classes, i.e. Σg = Σ. One can then use Bayes’ theorem to quantify
the probability that instance x belongs to class g. In case we have two variables a
and b, then the probability of a given the fact that b has happened can be written
as:

Pr(a|b) =
Pr(b|a)Pr(a)

Pr(b)
=

Pr(b|a)Pr(a)∑
b Pr(a|b)Pr(b)

. (3.4)

If πg denotes the prior probability an instance belongs to class g, i.e., the fraction
of instances that belong to class g, then the probability that instance x belongs to
class g according to Bayes’ theorem becomes:

Pr(G = g|x) =
fg(x)πg∑G
h=1 fh(x)πh

. (3.5)

In practice, the parameters of the multivariate Gaussian distribution are not known,
and so they need to be estimated from the data:

• π̂g = Ng/N , in which Ng denotes the number of data instances that belong
to class g;

• µ̂g =
∑Ng

i=0 xi/Ng;
3 Fisher proposed a slightly different form of discriminant analysis, which uses a number of different
assumptions compared to the way LDA is presented in this work.
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• Σ̂ =
∑G
g=1

∑Ng

i=0(xi − µ̂g)T (xi − µ̂g)/(N −G);

If one wants to use this method to decide whether x belongs to class g1 or g2, it
is sufficient to determine the log-ratio between the probabilities of x belonging to
either class:

log
Pr(G = g1|x)

Pr(G = g2|x)
= log

fg1(x)

fg2(x)
+ log

πg1
πg2

, (3.6)

Due to the assumption that Σg = Σ, equation 3.6, it can be written as:

log
Pr(G = g1|x)

Pr(G = g2|x)
= log

πg1
πg2
− 1

2
(µg1 +µg2)TΣ−1(µg1 −µg2) + xTΣ−1(µg1 −µg2).

(3.7)
If the resulting value is larger than 1, that is Pr(G = g1|x) is larger than Pr(G =

g2|x), x gets assigned to g1 and vice versa. In case of G classes, x gets assigned to
that class with the highest conditional probability. LDA is a well-adopted method
in the field of microbial ecology and belongs to the ‘statistical toolbox’ of the
microbial ecologist (Ramette, 2007; Paliy and Shankar, 2016). If one drops the
assumption that Σg = Σ, in other words each class is allowed to have its own
covariance matrix, the method is known as Quadratic Discriminant Analysis.

Decision Trees

Decision trees are an example of a non-linear method, which can be used for
both classification and regression purposes. This method makes use of decision
questions in order to partition the data, to then assign each partitioning to a specific
class. The questions depend on the input variables; if a variable d is continuous,
questions will be of the kind “is data instance x in variable d larger or equal to
d = some value”. If d is discrete, a decision tree will ask whether x in variable d
belongs to a specific category of d. As the tree is grown, each partition is divided
into smaller partitions, resulting in a tree structure. A partition in this context is
also called the node or leaf of a tree. The full training set is partitioned until a
certain criterion is reached (for example, each node contains at most three data
instances). The resulting tree structure can be written as:

f(x) =

M∑
i=1

ciI(x ∈ Xi), (3.8)

in which the data is partitioned in M parts, of which the subset i is symbolized by
Xi. In equation 3.8, I equals to one if x is part of subset Xi. Each subset gets
assigned a constant ci. A data instance x will be assigned a label according to
this constant, which in case of classification becomes the majority class. This is
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determined by calculating the fraction of each class g that is present in Ri:

πig =
1

Ng

∑
x∈Xi

I(y = g), (3.9)

and next choosing that fraction that is largest, or ci = arg maxg πig. The question
remains how to partition the data both efficiently and in such a way that the
partitioning captures the relationship between X and the target variable y. This
is often done in a greedy way, which means that the best split at that specific step
is performed, not taking splits in future steps into account.

Different implementations exist, in which differences occur according to the splitting
criterion (i.e., the criterion that is used to determine where to split the data and
how to computationally derive this value), the ability do deal with both continuous
and discrete variables and strategies to prune the design of a decision tree (i.e., to
control the complexity to reduce the chance of overfitting).

To decide where to split the data, impurity measures of the different (possible)
partitions need to be calculated. For classification purposes, we will use the
Gini-index, which for a specific partition Pi is calculated as:

gini-index =

K∑
k=1

πik(1− πik). (3.10)

In this work decision trees will not be used as such, as full-grown trees easily overfit
the data. However, they are an essential part of the Random Forest algorithm, which
makes use of multiple decision trees, and will be used in multiple Chapters in this
work. The implementation of a decision tree is based on the CART (‘Classification
And Regression Trees’) algorithm (Breiman et al., 1984).

Random Forests

The Random Forest (RF) algorithm was first proposed in 2001 by Leo Breiman (Breiman,
2001). The algorithm combines multiple decision trees with two different kinds of
randomization to perform both classification and regression. It belongs to the top-
performing ‘off-the-shelf’ methods for classification (Fernández-Delgado et al., 2014)
and is by now a well-established technique in bioinformatics, computational biology
and microbial ecology (Boulesteix et al., 2012; Paliy and Shankar, 2016).

A fully-grown decision tree tends to be overfit on the data, or in other words, will
result in errors containing high variance. By combining multiple decision trees
into a predictive model, the variance will drop considerably, at the cost of only
a slight increase in bias. This strategy is called ensembling, and more generally
can be seen as a strategy in which multiple models are combined to arrive at a

39



Chapter 3. Machine learning essentials

prediction. In the case of RF, bagging (bootstrap aggregating) is applied. In short,
multiple decision trees are aggregated, to which two kinds of randomization are
added:

• Each decision tree is fitted to a subset of the training data, which is chosen
with replacement.

• At each split of a decision tree, only a random subset of the total number of
variables is available.

As each decision tree can be trained separately on the data, the method is highly
parallelizable. In addition, decision trees are fitted to a subset of the data. This
gives the opportunity to calculate the out-of-bag error, by predicting the label of
data instances that were not used to train that specific tree. The RF algorithm
depends on a number of hyperparameters, of which the most influential are (Probst
et al., 2019):

• The number of decision trees T .

• The number of variables that are considered at each split inside a decision
tree.

Other hyperparamaters can be considered, but generally have less impact on the
performance of RF

• The node size, i.e., the minimum number of required instances to be in a
node of a decision tree.

• Sample scheme, as defined by the subsample size and whether data is sampled
with or without replacement.

• Splitting criterion.

After construction of T decision trees, a label is assigned to instance x according to
a majority vote. If fDT

i represents the trained decision tree i, then the predicted
label according to the ensemble of decision trees becomes:

fRF(x) =
1

T

T∑
i=1

fDT
i (x). (3.11)

RF allow to assess the importance of variables. These values allow to screen the
variables and perform variable selection (see Section 3.4.3). Two approaches are
commonly used, which were already proposed by Breiman (2001):

• The Gini importance or mean decrease in impurity. This is calculated by
quantifying the reduction in Gini importances at every split in a decision
tree, weighted by the number of instances that are part of a leaf. This can
then be averaged over all trees that are part of a RF.
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• The permutation importance or mean decrease in accuracy. This is calculated
by permuting the values of the out-of-bag samples for a specific variable, and
calculating the difference in loss before and after permutation per tree, which
is then averaged over all trees.

3.2.4. Regression

When the target variable y is of a continuous nature, the machine learning task
becomes regression. This requires different algorithms, with different performance
metrics to be evaluated. In this dissertation I will make use of the Lasso and
Random Forest regression.

Linear regression

In the case of regression one tries to predict a continuous value. One of the simplest
models that is known is linear regression. In this case one tries to predict the
label of a target variable based on a weighted linear combination of variables that
comprise x:

ŷ(x) = w1x
1 + ...+ wDx

D + w0 = wTx, (3.12)

in which w represents the weight vector, which includes a bias term w0.

The quality of predictions depends on the weight vector w. The weights will be
chosen in such a way that the loss function is as low as possible. In the context of
regression, the mean squared error (MSE) between true and predicted values is
often used:

MSE =

N∑
i=1

(yi − ŷi)2. (3.13)

Applying equation 3.12, w can be estimated (denoted as ŵ) by solving the following
optimization problem, which can be solved analytically:

ŵ = min
w

N∑
i=1

(yi −wTxi)
2. (3.14)

Regularized regression

Linear regression is known to overfit the data, especially when the number of
variables D is high. Therefore, regularized models are often used, especially in
high-dimensional settings, that is, for datasets in which there are more variables
than samples (D > N). These methods include a regularization term, often
symbolized by λ, which helps to control the complexity of a model. This term is a
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hyperparameter of the model, which needs be evaluated by means of an additional
validation set. It controls the complexity of the model by keeping the training error
small, while the number and values of w cannot be too high. Multiple extensions
of linear regression are common in use, which I will briefly highlight.

Extensions can be ordered according to the way the regularization parameter λ is
implemented. Ridge regression was proposed in 1970 (Hoerl and Kennard, 1970),
and makes use of a quadratic reguralizer (also sometimes denoted as an `2-penalty).
The optimization problem becomes:

ŵ = min
w

N∑
i=1

(yi −wTxi)
2 + λwTw. (3.15)

Ridge regression shrinks the weight coefficients (therefore regularized regression
methods are also sometimes called ‘shrinkage’ methods). The larger λ the more the
coefficients are shrunk towards zero and each other. Equation 3.15 can be solved
analytically.

The Lasso (‘least absolute shrinkage and selection operator’) makes use of a linear
regularizer (Tibshirani, 1996), also called an `1-penalty. The weight coefficients
are determined by solving the following problem:

ŵ = min
w

N∑
i=1

(yi −wTxi)
2 + λ|w|, (3.16)

where |w| indicates the norm of vector w. At first sight, the difference with ridge
regression is small, as the `2 ridge penalty wTw is replaced by the `1 Lasso penalty
|w|. However, this small change has quite a large impact:

• Solutions are nonlinear in yi, which is why there exists no exact solution for
equation 3.16.

• Instead of shrinking all weight coefficients altogether, a number of coefficients
will be set to zero. This number depends on λ, as a larger λ will result in
more coefficients that will be equal to zero.

A number of efficient algorithms exist to solve 3.16. The Lasso implementation
used in this work makes use of coordinate descent (Wright, 2015). The Lasso sets
weight coefficients of less important variables to zero; in other words, the Lasso
intrinsically performs a form of variable selection. This characteristic will be used
in Chapter 9 where an extension of the Lasso, the Randomized Lasso (see also
Section 3.4.3), will be used to associate bacterial taxa with functional groups in
different lake-systems.

These two regularization strategies can also be combined into one optimization
problem, which in some cases can result in a better predictive performance. This
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method is called the elastic net (Zou and Hastie, 2005). In its simplest form, it
can be written as4:

ŵ = min
w

N∑
i=1

(yi −wTxi)
2 + λ1|w|+ λ2w

Tw. (3.17)

Generally, solutions for Equations 3.15-3.17 depend on the scale in which they are
measured, which is why variables are often standardized before applying regularized
regression methods.

Random Forest regression

The methods in Section 3.2.4 take a linear combination of variables in order to
make predictions. Non-linear methods can be applied for regression purposes as
well, such as Random Forests (see Section 3.2.3 for a full explanation). However,
a different evaluation strategy compared to classification is needed to construct
decision trees for regression purposes. Instead of the Gini-criterion, the MSE (see
Equation 3.13) is used as splitting criterion in order to find a suitable partitioning
of the data. Predictions are then made by again applying Equation 3.8, however,
instead of letting the coefficient ci represent the majority label in partition Xi of
the data, the average value of y for partition Xi is taken:

ci =
1

Ni

∑
xi∈Xi

yi. (3.18)

The same ideas hold concerning the implementation and optimization of RFs,
although different default hyperparameter values are often used for regression
compared to classification (Bernard et al., 2009; Probst et al., 2019).

3.3. Unsupervised learning

In the context of unsupervised learning, there is no target variable y available.
In this case, one tries to derive properties based solely on the data matrix X.
Generally, two different categories in unsupervised learning can be identified, which
will be discussed in more detail in this Section:

• Clustering, with the goal of grouping similar data instances based on their
measurements and a notion of similarity.

• Dimensionality reduction, with the goal of reducing the number of variables.

4 The authors propose to rescale the regularization coefficients by α = λ2
λ1+λ2

, after which the
regularization term becomes α|w|+(1−α)wTw, which is equivalent to a Lasso-type optimization
problem.
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3.3.1. Clustering

Clustering tries to group data instances together in such a way that the instances
that belong to a group are more closely related compared to instances that are
part of other groups. The choice of cluster algorithm depends on the application.
Sometimes the grouping of data instances is used to perform descriptive statistics
of the dataset. In other cases one is interested in defining a hierarchy, in which
groups at different levels can be formed, by splitting or merging (depending on
the specific clustering algorithm) clusters into sub- or super-clusters. It is hard to
objectively evaluate the performance of a clustering algorithm, as there is no target
variable available, and therefore one should take the end-application in mind (von
Luxburg et al., 2012). That is why different evaluation metrics exist for clustering,
based on the notion of within-group and between-group distances, which will be
discussed in Section 3.5.

Gaussian mixture models

A mixture model tries to fit a linear superposition of classical distributions to the
data. It can be used for two reasons:

• To describe and model the distribution of the data, which is useful in case
a classical distribution does not fit the data well, for example due to multi-
modality.

• Each mixture model consists out of several component distributions, which
can be used to partition the data into clusters.

A Gaussian mixture model (GMM) fits a superposition of K normal distributions
to the data. Each distribution has its own mean µ and covariance matrix Σ.
Additionally, each mixture has a mixing or weight coefficient π, which represents
the fraction of data that is contained by each mixture, and sums to one by definition.
The probability density function f that describes the GMM, can be written as

f(x|Θ) =

K∑
k=1

πkφ(x|µk,Σk), (3.19)

in which φ(x|µk,Σk) represents the normal density function of mixture k. The
number of mixturesK needs to be defined by the user beforehand. The set of param-
eters Θ = [πk,µk,Σk]Kk=1 needs to be estimated, as it cannot be found analytically.
This is often done by the expectation-maximization (EM) algorithm (Dempster
et al., 1977). This algorithm tries to estimate Θ in an iterative way, by using two
steps:

• E-step: the expectation is calculated, meaning that each data instance is
assigned to a specific distribution based on the current initialization of Θ,
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and the expected log-likelihood is calculated.

• M-step: Based on these assignments, Θ is re-estimated in such a way that
the expected log-likelihood is maximized.

This process starts with a random initialization of Θ and ends when Θ or the
expected log-likelihood converges.

Different types of GMMs exist, which mainly depend on how Σ is estimated. The
scikit-learn machine learning library offers four different types (Pedregosa et al.,
2011):

• diag: each mixture has its own diagonal covariance matrix.

• full: each mixture has its own general covariance matrix.

• spherical: each mixture has its own single variance.5

• tied: all mixtures share the same general covariance matrix.

The R package mclust even offers 14 different types of covariance matrices (Scrucca
et al., 2016). In this work a mixture of Gaussians will be used, but any mixture of
distributions can be used to model the data. Other examples include a mixture of
t-distributions or Dirichlet distributions (Schreiber, 2018).

Hierarchical clustering

In case of hierarchical clusters, the number of clusters do not need to be predefined.
Instead, a user defines a threshold of (dis)similarity in order to inspect a clustering
at a specific level. In order to define a hierarchy, clusters are merged to form bigger
clusters at each level of the hierarchy. This hierarchy can be created in two different
ways:

• Agglomerative: This is a bottom-up strategy in which two clusters (or data
instances at the lowest level) are merged into a single cluster at each level of
the hierarchy, until all clusters belong to one group. The pair that is merged
will have the smallest dissimilarity between the two clusters.

• Divisive: This is a top-down strategy in which clusters are iteratively split
into two smaller clusters, until every data instance is a cluster on its own.
The split is chosen in such a way that the dissimilarity between the two
subclusters is the largest.

Both strategies will result in N−1 levels, and the entire hierarchy can be effectively
visualized by means of a dendrogram. The clustering is presented by means of a
tree structure, in which the dissimilarity between a cluster and its two subclusters

5 Note, this is not the same as k-means clustering. In this case, all mixtures would share the same
single variance.
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is taken into account as distance between two needs in the tree. In this work
agglomerative hierarchical clustering is used, in which Ward’s minim variance
criterion is used to merge clusters by reducing the total within-cluster variance by
minimizing a weighted sum of squared distances between cluster centers (Ward,
1963). This approach is often used by the microbial ecologist to perform exploratory
data analysis (Paliy and Shankar, 2016). A special but popular technique is so-
called biclustering or two-way clustering. In this case both rows and columns in a
data matrix are simultaneously clustered. In this way subsets of variables can be
inspected that are correlated with only a subset of the data instances.

PhenoGraph

While GMMs and hierarchical clustering are two very general clustering approaches,
PhenoGraph is a clustering algorithm specifically designed for the analysis of high-
dimensional flow or mass cytometry data (Levine et al., 2015). The algorithm
makes use of two steps. First, the k-nearest data instances are grouped together for
every instance. As there are N instances, N neighbourhoods will be created. Next,
a weighted graph is created on these sets of cells. The weight between nodes scales
with the number of neighbours that are shared. The Louvain community detection
method is used to automatically cluster the graph by maximizing the modularity
of different groupings of the nodes (Blondel et al., 2008). This means that a user
does not need to specify beforehand the number of clusters the algorithm needs to
detect. However, k still needs to be predefined.

3.3.2. Dimensionality reduction

It is not easy for us as human beings to get a grasp of a dataset that is described
by more than three variables. By using a dimensionality reduction technique, the
number of variables D is reduced to D∗. Typically there are two reasons to reduce
the number of variables:

• One wants to reduce the number of variables for computational needs, either
to speed up post-processing of the data or to improve the performance of a
machine learning algorithm.

• One wants to visualize the data in a reduced number of variables.

In this dissertation only unsupervised approaches will be employed, although
supervised approaches exist as well to perform dimensionality reduction (for example
LDA can be used to reduce the dimensionality of a dataset).
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Principal component analysis

Principal component analysis (PCA) was first proposed by Karl Pearson in
1901 (Pearson, 1901), but was independently discovered by Harold Hotelling in 1933
using different definitions (Hotelling, 1933). PCA is a technique which transforms
the data into a set of linearly uncorrelated variables that are called the principal
components. These components are ordered according to the amount of variance
in the data that is captured by that component. The total amount of principal
components equals D∗ = min(N − 1, D). However, often only the first two or three
components are used to visualize the data, or a larger subset for post-analysis,
which can be chosen based on the total amount of variance that is explained by
this subset. Therefore, the dimensionality of the data is reduced to a value that is
smaller than D∗.

The first principal component z1 is composed out of a linear combination of
{x1, ...,xD}:

z1 = w1
1x

1 + ...+ wD1 xD = w1 ·X, (3.20)

PCA results in a normalized linear combination of variables, which means that the
equality

∑D
i=1 w

2
i = 1 has to hold. The weight vector of the first component w1, of

which the coefficients in this context are also sometimes called the loadings, can
therefore be determined by:

ŵ1 = arg maxw1

N∑
i=1

w1 · xi, subject to ||w1|| = 1, (3.21)

which can be solved using eigenvalue decomposition. The second component can
be determined by subtracting the first component from X = {x1, ...,xN}. In
an iterative way, the k-th component can be derived by subtracting the k − 1

components from X:

X̂k = X−
k−1∑
s=1

Xwsw
T
s , (3.22)

and then finding the weight vector for the k-th component, just as in Equation 3.21:

ŵk = arg maxwk
wkX̂k, subject to ||wk|| = 1. (3.23)

This gives the remaining eigenvectors of XTX, of which the eigenvectors are
orthogonal to each other. In other words, the principal components are eigenvectors
of XTX, for which the eigenvalues will tell you how much variance each component
is incorporating. If W represents a D ×D-matrix, containing all weight vectors
{w1, ...,wD}, then the total decomposition of X after PCA can be written as:
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Z = XW. (3.24)

t-distributed stochastic neighbour embedding

t-distributed stochastic neighbor embedding (t-SNE) is a nonlinear dimensionality
reduction technique specifically designed for the visualization of high-dimensional
data in a low-dimensional space (that is two or three dimensions) (Van der Maaten
and Hinton, 2008). It aims to preserve the ‘local structure’ as much as possible.
It makes use of the joint probability p(xj |xi) that data instance xi and xj are
neighbours under the assumption that neighbours were picked in proportion to
their probability density under a normal distribution centered at xi and xj . This
can be calculated as:

p(xj ,xi) =
exp (−||xi − xj ||2/2Σ2)∑
k 6=l exp (−||xk − xl||2/2Σ2)

. (3.25)

The conditional probability distribution in the low-dimensional presentation is mod-
eled by a Student t-distribution with one degree of freedom. The joint probability
q(x∗j ,x

∗
i ) can be written as:

q(xj ,xi) =
(1 + ||x∗i − x∗j ||2)−1∑
k 6=l(1 + ||x∗k − x∗l ||2)−1

, (3.26)

in which x∗ represents data instance x in the reduced low-dimensional space. The
Kullback-Leiber (KL) divergence, which is a measure to quantify the difference
between two multivariate distributions, needs to be minimized between p and q.
By taking the gradient, which allows to determine the minimal KL, the following
optimization problem needs to be solved. Note that now both p and q are modelled
as joint probability distributions.

δKL(p(xj ,xi), q(x
∗
j ,x
∗
i ))

δx∗i
= 4

∑
j

(p(xj ,xi)− q(x∗j ,x∗i ))(x∗i − x∗j )

(1 + ||x∗i − x∗j ||2)
. (3.27)

No analytical solution exists for this problem, but it can be solved by gradient
descent. Note that there is no global minimum, so multiple runs will result in a
different visualization. The most important hyperparameter of the algorithm is
the so-called perplexity6, which is defined as:

Perplexityi = 2−
∑

j p(xj |xi) log2 p(xj |xi). (3.28)
6 Note that this property makes use of the conditional probability that data instance xi would pick
xj as its neighbour.
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This property can be interpreted as a smooth measure of the number of effective
neighbors for instance i, and is used to estimate Σi. The user needs to define this
value, and it typically lies between 5 and 50, but is application specific, and needs to
be evaluated by the user. In this manuscript, we used the default value of 30. Other
parameters that can be varied are called ‘early exaggeration’, which controls how
tight the clusters in the original space are in the embedded space, and the amount
of space that will be between them. The other one is the learning rate, which is a
parameter intrinsic to the gradient descent optimization algorithm.

t-SNE has become a very popular algorithm in the field of human cytometry to
visualize cell populations (it is also sometimes called viSNE (Amir et al., 2013)),
especially since the Barnes-Hut algorithm was proposed, which made the use of
t-SNE computationally more efficient (Van der Maaten, 2014), as it enabled the
analysis of datasets that are much larger in size than 10,000 instances.

3.4. Variable selection

Often researchers and practitioners are interested in selecting a subset of variables
that is important for a specific machine learning task. This is often done when the
dataset is high-dimensional, and can be applied for a number of reasons:

• To visualize the data.

• To improve the predictive performance of a model.

• To reduce (computational) resources, for example in training time or compu-
tational storage demands.

• To understand why a (set of) variable(s) is important.

Depending on the goal, one will be interested to select a specific subset of variables
to build a performant predictive model (see Chapter 5) which is different from
the goal of selecting all relevant variables (see Chapter 9) (Guyon and Elisseeff,
2003). The first problem is known as the ‘minimal-optimal’ problem, while the
latter can be framed as the ‘all-relevant’ problem (Nilsson et al., 2007). Although
other categorizations are possible (se e.g. a recent review by Li et al. (2017)),
variable selection are typically grouped according to three categories (Saeys et al.,
2007):

• Filter methods.

• Wrapper methods.

• Embedded methods.
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3.4.1. Filter methods

Filter methods are applied independent from a machine learning model. Properties
intrinsic to the data are assessed, for example the correlation between a variable
and target variable, and these scores can be used to train multiple machine learning
models. These methods are highly scalable, simple and fast, however they ignore
the interaction with a machine learning model and with each other. Multivariate
filter methods, opposed to univariate filter methods, have been proposed to address
the latter to some extent.

3.4.2. Wrapper methods

Wrapper methods consist of a combination of a search algorithm and a machine
learning model. In this case multiple subsets of variables are evaluated for a
specific predictive model. This approach takes the interaction between variables
and between the variables and model into account. However, it is computationally
demanding and one often needs heuristic searches to evaluate interesting sub-
sets of variables, as the search space of subsets increases exponentially with the
consideration of additional variables.

An often-applied wrapper method is the recursive addition or removal of variables.
In case of the first, all variables are independently evaluated for the predictive task
at hand, after which the most important or relevant variable is added based on its
individual predictive performance. Next, all remaining variables are evaluated in
the same way, by evaluating the interaction with the selected variable. The pair
that results in the best score is then chosen, after which the same procedure is
repeated until a certain stopping criterion is reached. Recursive variable elimination
works in a related way, by iteratively removing the most redundant variable and
evaluating the predictive performance of the subset of variables, until some stopping
criterion is reached. Other approaches include randomized searches with more
sophisticated search algorithms. Wrapper methods allow to evaluate the predictive
performance of subsets of variables and the interaction with a machine learning
model. However, computational costs often still remain high.

3.4.3. Embedded methods

Embedded methods comprise those algorithms in which the search for variables is
intrinsically built into the predictive model. This means that attributes that can
be derived from a machine learning model are used to guide the search for a subset
of variables, which can be conducted much more efficiently compared to wrapper
methods. In this work I will make use of two specific embedded variable selection
methods.
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Boruta algorithm

Tree-based methods allow the calculation of variable importances, which can be
used to perform variable selection. As RFs have become an established method in
the field of bioinformatics and computational biology, they are also very popular
to be used as a variable selection method. However, variable importance measures
based RFs are subject to bias, both the Gini importance (Strobl et al., 2007) and
permutation importance (Strobl et al., 2008), although the latter was not confirmed
by a follow-up study (Genuer et al., 2010). Degenhardt et al. (2019) recently
compared six variable selection methods in an ‘all-relevant’ setup, in which RFs
were the base classifier. The Boruta algorithm (Kursa and Rudnicki, 2010), along
with the Vita algorithm (Janitza et al., 2018), were proposed as the most stable
and accurate variable selection methods. In this work we will make use of the
Boruta algorithm.

The Boruta algorithm uses an additional form of randomness in order to perform
variable selection. Multiple RF models are fitted to the dataset in an iterative way,
until either all variables are selected or discarded, or a stopping criterion is reached.
For each RF model, the following steps are applied. To remove the correlation to the
response variable, each variable gets per iteration a so-called shadow variable, which
is a permuted copy of the original variable. Next, a RF model is trained with the
extended set of variables, after which variable importances, based on permutations,
are calculated for both original and shadow variables. The shadow variable that
has the highest importance score is used as reference, and every variable with
significantly lower importance, as determined by a Bonferroni-corrected t-test, is
removed. Likewise, variables containing an importance score that is significantly
higher are included in the final list of selected variables. This procedure can be
repeated until all original variables are either discarded or included in the final set;
if the stopping criterion is reached, variables that remain get the label ‘tentative’
(i.e., after all repetitions it is still not possible to either select or discard a certain
variable). The Boruta algorithm has been applied in a number of microbiome
studies, see for example the work of Ma et al. (2014) or Chen et al. (2016).

Randomized Lasso

As stated in Section 3.2.4, the Lasso performs an intrinsic form of variable selection.
However, when two variables are correlated, the Lasso will include only one in the
final model. In addition, when applied to compositional data, which will be the
case in Chapter 9, the Lasso algorithm is not suited, as the regression coefficients
have an unclear interpretation (Li, 2015). However, by applying ‘stability selection’
to the Lasso (Meinshausen and Bühlmann, 2010), one can perform robust variable
selection within the Lasso framework. The method in this case is called the
Randomized Lasso (RL).
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Similar to the Boruta algorithm, additional randomness is added to the base model,
which in this case are in fact two types of randomization. First, the Lasso is
fitted B times to subsample sizes of N/2 without replacement. Second, a weakness
parameter α is introduced. In each model, the penalty λ changes to a randomly
chosen value in the set [λ, λ/α]. If X′ denotes the subsampled representation of X,
with y′ the subsampled version of y, then the RL can be written as:

w = min
w

N/2∑
i=1

(y′i −wTx′i)
2 + λ

D∑
j=1

|wj |
bj

, (3.29)

in which bj is a random variable drawn according to Bernoulli distribution, which is
either α or 1. Next, a score can be calculated per variable by counting the number
of times the weight wj of variable j was non-zero in each of the B models:

RL scorej =
1

B

B∑
k=1

I(wjk 6= 0). (3.30)

This score can be interpreted as the probability that variable j will be included in a
Lasso model. This is determined by counting the number of times that the weight
of a variable is non-zero for each of the models. Instead of a regularization path
(which visualizes wj versus λ), one can visualize the stability path by plotting the
RL score versus λ. The RL scores are then chosen for a specific λ, or the highest
value within the stability path can be used as well. The RL score is a cut-off value
to select a variable, for which reasonable values lie in the region of [0.6, 0.9]. Under
a number of stringent conditions, Meinshausen and Bühlmann (2010) show that
the expected number of falsely selected variables E(D) is bounded by:

E(D) =
1

2× RL score− 1

q2

D
, (3.31)

in which q represents the average number of chosen variables. In other words, one
can choose the RL score according to:

RL score =
1

2
+

q2

2DE(D)
. (3.32)

This means that the number of falsely selected variables is controlled for the
Randomized Lasso when the RL score is at least higher than 0.5, and the more
variables one selects (according to highly scored variables) one needs to take into a
higher possible number of false positives or increase the RL score.
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3.5. Performance evaluation

The evaluation of a predictive model is essential to the field of machine learning.
The metric cannot be chosen without keeping the application in mind. Many
performance metrics exist, see e.g. Sokolova and Lapalme (2009) for classification
tasks or Arbelaitz et al. (2013) for unsupervised tasks. In this Section I will limit
myself to the performance metrics that are used in this work. If the metric is used
for a supervised task, I will use the notations of the true y and predicted ŷ target
variables, otherwise I will use a more general notation using variables p and q. The
average value of variable a will be denoted as µa.

Accuracy

The accuracy is defined as:

accuracy =
1

N

N∑
i=1

I(ŷi = yi). (3.33)

This formula quantifies the fraction of correctly labelled instances. If the accuracy
is equal to 1, all instances are correctly classified, an accuracy of 0 indicates the
opposite.

It can also be expressed in terms of the true positives (tp), which are the number
of correctly predicted elements belonging to a certain class j, true negatives (tn),
the number of correctly predicted elements not belonging to class j, false positives
(fp), the number of incorrectly predicted elements belonging to class j and false
negatives (fn), the number incorrectly predicted elements not belonging to class j.
The accuracy becomes:

accuracy =

∑K
j=1

tpj+tnj

tpj+tnj+fpj+fnj

K
. (3.34)

where K denotes the total number of classes.

Area under the Receiving Operating Characteristic
curve (AUROC)

The AUROC quantifies the area under the receiving operating characteristic (ROC)
curve and can be used as a performance measurement for a binary classifier (Bradley,
1997; Fawcett, 2006). The ROC curve is a curve that is constructed by calculating
the tp-rate versus the fp-rate for various thresholds. These thresholds can be
determined for classifiers that assign probabilities to predictions; this is for example
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the case for LDA (by applying Bayes’ theorem) and for Random Forests (by
applying a majority vote for the ensemble of trees).

Calculating this area results in a number between 0 and 1; the higher this number,
the better the performance of a classifier. The AUROC can be interpreted as the
probability that a classifier will rank a randomly-chosen positive higher than a
randomly-chosen negative. Using the AUROC has a number of favorable properties.
Most notable are the fact that it gives an indication of how well separated the
positive and negative class are and that it is insensitive to prior skewness concerning
class distributions.

Adjusted Rand index (ARI)

Clustering results need different evaluation measures as the assigned cluster labels
do not necessarily match the class labels (if available). One of such metrics is the
adjusted Rand index (ARI). The Rand index is defined as the number of pairs of
instances that are in the same group or in different groups based on two partitions,
which is divided by the total number of pairs of instances (Rand, 1971). If c denotes
the assigned cluster labels for all instances, and y the true label, then the RI is
calculated using the following numbers:

• a: the pairs of instances that are in the same cluster in c and in y,

• b: the pairs of instances that are in different clusters in c and in y.

The RI is then calculated as:
RI =

a+ b(
N
2

) . (3.35)

This index is then corrected for the expected index E(RI), as two random clustering
partitions will not result in RI = 0. E(RI) is calculated based on a random clustering
in which the elements per cluster are shuffled between clusters using permutation.
The ARI then becomes (Hubert and Arabie, 1985):

RI =
RI− E(RI)

max(RI)− E(RI)
, (3.36)

in which max(RI) indicates the RI for perfect clustering, corrected by E(RI). A
value of 1 resembles the perfect match between cluster assignments and ground
truth labels, a value of 0 resembles random clustering and a negative value (up to
-1) resembles arbitrarily worse clustering.
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Table 3.1: Confusion matrix for a binary setting.

Predicted
label 0 1

Actual 0 tp fn
1 fp tn

Confusion matrix

A confusion matrix is a tool that summarizes the performance of a classifier in terms
of the tp, tn, fp and fn per class in a table. Moreover, it is naturally extensible to a
multi-class setting. Based on the confusion matrix, one can inspect to what extent
a classifier ‘confuses’ certain labels of classes with other classes. An example for
the binary setting is given in Table 3.1.

Kendall’s τB

Kendall’s rank correlation coefficient τ quantifies to what extent the rankings of two
variables are correlated. It is calculated as follows, for which the τB implementation
is used, which is able to deal with ties:

τB =
Nc −Nd√

(Nc +Nd +Nt)× (Nc +Nd +Nu)
. (3.37)

Nc denotes the number of concordant pairs between true and predicted values, Nd
the number of discordant pairs, Nt the number of ties in the true values and Nu
the number of ties in the predicted values. Values range from -1 (perfect negative
association) to +1 (perfect positive association) and a value of 0 indicates the
absence of an association.

Mann-Whitney U test

The Mann-Whitney U test is a is a nonparametric test of the null hypothesis
that two distributions p and q describe the same distribution. The alternative
hypothesis reads that it is more probable that a randomly selected instance in
p will be less than or greater than a randomly selected instance in q (Mann and
Whitney, 1947). It can be calculated as follows. Assign a numerical rank to the
aggregated set of values in p and q. Determine the sum of rankings for the values
in p and q, denoted as Rp and Rq. The U -statistic for p is defined as:

Up = Rp −
Np(Np + 1)

2
. (3.38)
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Next, U = min(Up, Uq) is determined and tested whether U is significantly different
from a critical value Ucrit that depends on Np and Nq. For N > 20, this can
be approximated by a normal distribution, in which µu =

Np×Nq

2 and σU =√
Np×Nq(N+1)

12 , which can be used to determine Z = U−µU

σU
.

Mantel test

In this work we will assess the correspondence between two dissimilarity matrices
based on the Bray-Curtis dissimilarity. This can be done using a Mantel-test (Man-
tel, 1967). This test assesses the alternative hypothesis that the distances between
samples in X1 are linearly correlated with those in X2. It makes use of the cross-
product term ZM across the two matrices for each element ij. If BC1

ij denotes the
dissimilarity between samples i and j for representation X1, then the ZM statistic
is calculated as:

ZM =

N∑
i=1

N∑
j=1

BC1
ij ×BC2

ij . (3.39)

The test statistic ZM is normalized and then compared to a null distribution, based
on 1000 permutations.

Multiple hypothesis testing

In case multiple relationships are simultaneously tested, one needs to correct the
observed P -values. The more variables are tested, the more likely it will be that a
relationship will turn out to be significant based on a random effect. A conservative
approach is the Bonferroni correction, in which the level of significance α at which
a hypothesis is tested, is reduced by the number of tested relationships, m:

αadj =
α

m
. (3.40)

The Bonferroni correction controls the family wise error rate, which is the probability
(at level α) of falsely selecting at least one positive relationship.

A less conservative approach is to perform Benjamini-Hochberg correction. In
this case, P -values are ordered from low to high values, denoted as P1, ..., Pm for
k = 1, ...,m. First, the lowest kthr needs to be determined for which it holds that:

Pk ≤
k

m
α. (3.41)

Next, every variable is discarded for which k ≥ kthr. In this case, the false discovery
rate is controlled, meaning that the expected proportion of false discoveries is
controlled at level α. The latter is often sufficient for ecological research, as a
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Bonferroni-correction might dismiss real discoveries at the gain of additional control
of wrong claims of significance (Pike, 2011).

Pearson’s correlation coefficient ρP

Pearson’s correlation coefficient ρP quantifies the strength of the linear relationship
between two variables p and q. It is calculated as follows:

ρP =

∑N
i=1(pi − µp)(qi − µq)√∑N

i=1(pi − µp)2
√∑N

i=1(qi − µq)2
. (3.42)

ρP lies between -1 and +1, indicating a positive or negative linear relationship
between p and q. If ρP = 0, the relationship is absent.

In case one has a distribution of correlation measures (such as ρP ), one can apply a
Fisher transformation (also known as Fisher z-transformation), which is a variance
stabilizing transformation. It allows to test hypotheses concerning the distribution
of correlation values. This is to address to fact that for low sample sizes, the
distribution of ρP can be skewed. The transformation is defined as:

z = atanh(ρP ), (3.43)

with standard error 1√
(N−3)

.

R2

Regression models can be evaluated by calculating the coefficient of determination
R2 between true and predicted values:

R2(y, ŷ) = 1−
∑N
i=1(yi − ŷi)2∑N
i=1(yi − ȳ)2

. (3.44)

, with ȳ denoting the estimated mean of y. If R2 = 1, predictions perfectly match
the true values. An R2 of 0 indicates a performance no better than random guessing,
with R2 < 0 indicating predictions arbitrarily worse than random guessing.

Adjusted R2

In an unsupervised setting, the R2 can be calculated as well, in order to quantify
how much one variable is able to explain the variance of another variable. However,
the R2 can arbitrarily inflate by just adding more variables. To counter this, the
adjusted R2, written as R2

adj, which takes the number of variables D and data
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instances N into account. R2
adj therefore increases only when the increase in R2 is

more than one would expect by chance due to the addition of an extra variable. It
is calculated as:

R2
adj = 1− (1−R2)

N − 1

N −D − 1
. (3.45)

Root mean squared error

The root mean squared error (RMSE) between true and predicted values can be
calculated by simply taking the root of Equation 3.13:

RMSE =

√∑N
i=1(yi − ŷi)2

N
. (3.46)

The closer the RMSE lies to zero, the lower the error.

Spearman’s correlation coefficient ρS

Spearman’s correlation coefficient ρS is a measure of the strength of the monotonic
relationship between two variables p and q. It is calculated as:

ρS = 1−
6
∑N
i=1 d

2
i

N(N2 − 1)
, (3.47)

in which di is the difference in rank between pi and qi. Values range from -1 to +1,
indicating a negative or positive relationship between p and q. ρS = 0 indicates
there is no relationship between p and q.
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4 Flow cytometric single-cell
identification of populations in

synthetic bacterial communities

Bacterial cells can be characterized in terms of their cell properties using flow
cytometry. However, there has not yet been a thorough survey concerning the
identification of the population to which a single bacterial single cell belongs based
on flow cytometry data. This chapter aims to assess the quality of flow cytome-
try data when measuring bacterial populations and also suggests an alternative
approach for analyzing the composition of synthetic microbial communities. We
created so-called in silico communities that allow us to explore the possibilities
of bacterial flow cytometry data using supervised machine learning techniques.
Single cells can be identified with an accuracy >90% for more than half of the
communities consisting of two bacterial populations. In order to assess to what
extent an in silico community is a viable representation for its synthetic coun-
terpart, we created so-called abundance gradients. Such a gradient consists of a
combination of synthetic (i.e., in vitro) communities constituted by two bacterial
populations in compositions that vary gradually. We demonstrate that we are able
to retrieve these compositions using a combination of in silico communities and
supervised machine learning techniques. More generally, our results indicate that
each bacterial population results in a unique cytometric characterization, which
can be identified by supervised machine learning techniques. In other words, flow
cytometry detects the taxonomic composition of a microbial community. These
results create new opportunities for the analysis of synthetic bacterial communities
and microbial flow cytometry data in general.

Chapter redrafted after:
Rubbens, P., Props, R., Boon, N. and Waegeman, W. (2017). Flow cytometric
single-cell identification of populations in synthetic bacterial communities. PLOS
ONE, 12:1–19.
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4.1. Introduction

With the number of synthetic ecology studies ever increasing, the most significant
challenge remains the analysis of low-complexity community compositions, or
in other words, to quantify the abundance of each constituent taxon. A study
by Saleem et al. (2012) used traditional plate counting, which entailed the cultivation
of all individual members on agar plates followed by subsequent enumeration of
the colony forming units (CFU). Their counting approach benefited from the
fact that each microbial population in their study had distinct morphological
characteristics. However, cultivation-based enumeration inevitably suffers from
a significant source of bias, since lab cultures frequently adopt a viable but non-
culturable state (VBNC) (McDougald et al., 1998). This results in inflated numbers
of false negative counts, and as such, to severe underestimations of population
densities.

Other studies, such as the one by Mee et al. (2014), applied quantitative PCR
(qPCR). Yet, while successful for their Escherichia coli mutants, the analysis
of complex synthetic communities that consist of diverse taxa (e.g., mixtures of
Gram-positive and Gram-negative bacteria) faces considerable bias due to taxon-
dependent nucleic acid extraction efficiencies, varying amplification efficiency and
also primer selectivity. In extremis, this has limited studies with complex synthetic
communities to relate their temporal observations only to the initial community
composition (Wittebolle et al., 2009). Overall, there exists a lack of streamlined and
validated methods to monitor the composition of synthetic consortia. FCM has been
proposed as an alternative technology to be used for synthetic microbial ecology
experiments (De Roy et al., 2014), yet its application in this context has been
limited so far. A few studies have used advanced co-culture setups which enabled
to determine the cell counts of each constituent member using FCM (Chodkowski
and Shade, 2017; Heyse et al., 2019).

The main goal of this chapter is to explore in a systematic way the resolution
of FCM to identify bacterial single cells in an automated way. This information
can then be used to estimate the extent to which FCM is capable of measuring
taxonomic information and to quantify the composition of synthetic bacterial
communities. We will do this by introducing the concept of in silico communities.
These are communities created by an aggregation of FCM data coming from axenic
cultures that have been measured separately through FCM. The great advantage
of this approach is that we know which cell stems from which bacterial population.
This enables the use of a supervised machine learning approach, which has shown
previous success in the recognition of leukemia (Toedling et al., 2006) or to find
markers which are able to discriminate between tumor and normal cells in lung
cancer (Normolle et al., 2013). More specifically, artificial neural networks have
been used to identify various populations of phytoplankton (Boddy et al., 2000;
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Pereira and Ebecken, 2011). With respect to bacterial populations, this approach
has been used to analyze the effect of various cocktails of fluorescent staining
(Davey et al., 1999) or to analyze the extent to which individual cells can be
classified using multiple scatter signals (Rajwa et al., 2008). However, the number
of populations used in these latter studies is small and only pairwise combinations
have been considered.

In the first part of this chapter we analyze to what extent data coming from FCM
can be used in order to separate bacterial populations at the single-cell level. To do
so we have cultivated twenty axenic cultures and characterized them individually
by FCM. We performed single-cell predictions using two classification methods, i.e.
LDA and a RF classifier. In the second part we characterize the degree to which a
trained machine learning model is able to retrieve the community composition of a
synthetic bacterial community. A schematic overview of the proposed method can
be found in Fig. 4.1. This is not a foregone conclusion due to the heterogeneous
character of bacterial populations, which is reflected in FCM data (Vives-Rego
et al., 2003). In order to do so we created so-called abundance gradients, in which
multiple in vitro communities that consist out of two populations were assembled
with abundances that vary gradually. We will show that we are able to retrieve these
relative abundances, using a classifier trained on an in silico community.

In the third part of the paper we estimate to what extent bacterial communities
can be analyzed for higher population complexities, i.e., in a multi-class setting.
To do so we created in silico communities containing more than two populations
and evaluated the predictive performance of both LDA and RF. The results show
that our approach is valid for communities of lower complexities, and furthermore,
FCM gives rise to data in which the taxonomic composition is still reflected for
communities of higher complexities as well.

4.2. Materials and methods

4.2.1. Data collection

Dataset 1: axenic cultures

Twenty bacterial populations were gathered from publicly available culture collec-
tions, of which a full list can be found in Table 4.1. Populations with reference
numbers LMG, R, DSMZ and UFZ originate from the collection of LM-UGent, the
Belgian coordinated collection of microorganisms BCCM/LMG (www.bccm.belspo.
be), the Leibniz Institute DSMZ (www.dsmz.de) and the Helmholtz Centre for
Environmental Research (www.ufz.de/index.php?en=13354), respectively. For
cultivation, all bacteria were grown on rich, solid lysogeny broth medium (LB;
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Bacterial population A Bacterial population B Synthetic community A&B

4)2) 3)

1)

Figure 4.1: Proposed method to identify the composition of a synthetic microbial
community of which bacterial populations A & B are a member. 1) First, bacterial
populations A & B need to be measured individually through FCM, next to the synthetic
community that is constituted by A & B. 2) Next, create an in silico community by
aggregating the measurements of populations A & B. 3) Choose a classifier and train it
on the in silico community to learn a decision boundary to separate both populations. If
necessary, create a validation set to tune the hyperparameters of the machine learning
model. When fixed, train a classifier on the full dataset. 4) Use a trained classifier to
identify the composition of its corresponding synthetic bacterial community.

Carl Roth, Germany). A single colony was picked and cultivated for 48h in liquid
LB medium. Finally, fresh LB medium was inoculated with 10% (v/v) inoculum
and incubated for 24h; all samples were measured in duplicate (i.e., two technical
replicates).>10,000 cells were registered for each measurement.

Dataset 2: abundance gradients

To create abundance gradients, we chose three combinations (Comb.) of two
bacterial populations based on the RF performances for the in silico analysis of
dataset 1 (Table 4.2). We measured the exact cell densities of both bacterial cultures
through FCM, and used them to calculate the required volumetric proportions to
construct a relative abundance gradient of 1%, 5%, 10%, 20%, 30%, 40%, 50%,
60%, 70%, 80%, 90%, 95% and 99%. After 24h of growth, cells were diluted in 0.2
µm filtered PBS for FCM measurement. Based on these cell densities both cultures
were diluted in 0.2 µm filtered PBS to an equal cell density of approximately 108

cells mL-1, which was verified through an additional FCM measurement. The equal
density suspensions were then mixed in the required proportions to final volumes
of 500 µL. All samples were subsequently measured in triplicate through FCM (for

64



§4.2. Materials and methods

Table 4.1: List of axenic cultures that were measured individually through FCM.

Bacterial population Culture collection reference
Agrobacter rhizogenes UFZ (Saleem et al., 2012)
Bacillus subtilis LMG 7135
Burkholderia ambifaria LMG 19182
Citrobacter freundii DSMZ 15979
Cupriavidus necator LMG 1201
Cupriavidus pinatubonensis LMG 1197
Edwardsialla ictaluri LMG 7860
Enterobacter aerogenes DSMZ 30053
Escherichia coli DSMZ 2840
Janthinobacterium sp. B3 UFZ (Saleem et al., 2012)
Klebsiella oxytoca LMG 3055
Lactobacillus plantarum LMG 9211
Micrococcus luteus UFZ (Saleem et al., 2012)
Pseudomonas fluorescens R 23898
Pseudomonas putida R 17801
Rhizobium radiobacter LMG 287
Shewanella oneidensis LMG 19005
Sphingomonas aromaticivorans LMG 18303
Streptococcus salivarius LMG 11489
Zymomonas mobilis subsp. mobilis LMG 460

Comb. 2 the axenic cultures were measured in quadruplicate). >10,000 cells were
registered for each measurement, except for Comb. 3 where we registered 3.084
cells for 1% of S. oneidensis.

As we measured the populations separately beforehand through FCM, we were
also able to construct an abundance gradient in silico, by sampling communities
according to the same proportions as described above.

Flow cytometry

Samples were diluted to approximate cell densities of 106 cells mL−1 in 0.22 µm
filtered PBS (6.8 gL−1KH2PO4, 8.8 gL−1 K2HPO4 and 8.5 gL−1 NaCl) and stained
with a final concentration of 1% (v/v) nucleic acid stain SYBR Green I (100x
concentrate in 0.22 µm filtered dimethyl sulfoxide). Samples were incubated for 20
minutes in the dark at 37 °C and immediately analyzed by means of an autoloader.
All cultures were sampled after 24h of incubation. The samples were analyzed by
an Accuri C6 flow cytometer (BD Biosciences) at 66 µL/min and FL1-H threshold
of 500. This instrument is equipped with four fluorescence detectors (530/30 nm,
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Table 4.2: Three different combinations of bacterial populations that were used to create
abundance gradients.

Comb. Population 1 Population 2 Initial RF accuracy
1 P. fluorescens P. putida low (0.75)
2 A. rhizogenes Janthinobacterium sp. B3 medium (0.87)
3 M. luteus S. oneidensis high (0.99)

585/40 nm, 670 nm LP, 675/25 nm), two scatter detectors and a 20mW 488nm
laser. This results in a multiparametric description of each cell consisting out of
twelve variables (FL1-A, FL1-H, FL2-A, FL2-H, FL3-A, FL3-H, FL4-A, FL4-H,
FSC-A, FSC-H, SSC-A and SSC-H). Prior to measurement, the performance of the
Accuri C6 was evaluated by analyzing eight peak rainbow particles (Spherotech,
Lake Forest, IL, USA). The performance check was passed if each bead population
was located at its fixed position and displayed a coefficient of variation on its
specific fluorescence channels of < 5%. Samples were analyzed in fixed volume
mode (50 µL per sample) after 20 minutes incubation in the dark to ensure the
reproducibility of the staining protocol.

4.2.2. Data analysis

Data preprocessing

The FCM data were denoised from (in)organic and instrument noise by means of a
reproducible digital gating strategy in the asinh(x) transformed FL1-FL3 bivariate
space, following the guidelines by Hammes et al. (Hammes and Egli, 2005) and
Prest et al. (Prest et al., 2013). This filtering strategy was verified by negative
controls (non-stained samples) and kept fixed for all samples of the same axenic
culture and within each abundance gradient. A bivariate scatterplot (FL1-H vs.
FL3-H) after denoising can be found for individual culture in dataset 1 in Fig. A4.1,
an example of the gating stratey for dataset 2 has been given for the 40%/60%
abundance files for all three combinations in Fig. A4.2. Filtered data files were
exported as individual FCS files with the write.FCS() function. The cell densities
for each individually measured taxon were calculated by the filter function; both
functions are available from the flowCore package (v.1.38.1, Hahne et al. (2009)).
As axenic cultures and synthetic communities have been measured in a number
of replicates, we pooled these replicates together first, before subsampling cells to
create in silico and in vitro communities.
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Machine learning analysis

In silico communities

An in silico community consists of an aggregation of data coming from axenic
cultures that have been measured separately through FCM. As we have twenty
axenic cultures at our disposal, the population richness (S) of an in silico community
varies from S = 2, ..., 20.

Single-cell identification in in silico communities

Each bacterial population was sampled in equal proportions. We randomly subsam-
pled Nax = 5, 000 cells per axenic culture. This means that an in silico community
consists of Ntot = S ×Nax cells. We used 70% of an in silico community to train a
classifier, this is the training set; the other 30% was held-out and used to evaluate
the performance of a classifier, the test set.

For S = 2 we evaluated the performance of LDA and a RF classifier for all possible
pairwise combinations, which is 190. For increments of S, i.e. the multi-class
setting, we evaluated the performance for 150 randomly chosen combinations
for S = 2, ..., 18 (for S = 19 and S = 20 we chose the maximum number of
combinations, which is 20 and 1 respectively), in order to keep it computationally
feasible. For every increment of S we calculated the average accuracy for all 150
randomly chosen in silico communities. The goal is to classify single cells according
to their phylogeny based on flow cytometric measurements. The performance of
each model was evaluated using the accuracy (see Equation 3.33). The AUROC
was also calculated for the binary setting (see Section 3.5).

The implementation of the machine learning models and performance metrics can
be found in the scikit-learn open-source machine learning library written in Python
(v0.18, (Pedregosa et al., 2011)). LDA was performed using the LinearDiscriminant-
Analysis() function. RF classification was done with the RandomForestClassifier()
function; RF was initialized with 200 trees, the gini criterion, and the number
of variables offered to each decision tree to split the data was set to

√
D, with

D = 12. This setting resulted in (near-)optimal results, in accordance with (Bernard
et al., 2009). This has been verified by comparing the performance for twenty
randomly chosen in silico communities for S = 2, ..., 19 using the preset

√
D as

opposed to determining the optimal value ranging from D = 1, ..., 12 using 10-fold
cross-validation. The increase in accuracy never reported higher than 0.7%. Perfor-
mance evaluation was calculated with the functions return_accuracy_score() and
return_roc_auc_score(), and train/test splitting using train_test_split().
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Retrieving the compositions of an abundance gradi-
ent

We created a so-called abundance gradient to test whether properties of in silico
communities can be used for the identification of their in vitro counterparts. An
abundance gradient consists of a set of microbial communities where populations
have been mixed in different abundances that vary gradually. Abundances ranged
from 1% to 99% for the first population and vice versa for the other. This was
possible as we measured the axenic cultures separately through FCM beforehand.
We chose three different combinations of two populations to create abundance gra-
dients, combinations which initially reported a low, medium and high performance
respectively, based on the performance of the RF classifier for S = 2. We created
an abundance gradient both in silico and in vitro. In silico communities were
constructed by sampling cells according to the predefined proportions, in vitro
communities were constructed based on the cell densities of the axenic cultures.
For every community in an abundance gradient we sampled 10,000 cells, except for
one in vitro community of Comb. 3, for which we were not able to register enough
cells (see further on).

We trained LDA and a RF classifier on an in silico community, constructed in a
similar way as above, to predict the label of individual cells for all communities in
the abundance gradient; as the abundance gradient acts as our test set, we trained
our classifier on the full in silico community. Next, labels of individual cells in the
test set were predicted, which allows to calculate the relative proportions of each
bacterial population. These abundances were matched with the true abundances
and evaluated by the RMSE (see Equation 3.46). Note that we have cultivated
and measured new axenic cultures in order to create both the in silico and in vitro
abundance gradients (see below).

4.2.3. Code and data availability

Our code has been made available on github: https://github.com/prubbens/
InSilicoFlow. Our data has been made freely available in .fcs format on the
FlowRepository database (Spidlen et al., 2012), and can be found using the following
identifiers:

• Axenic cultures: FR-FCM-ZZSH.

• Abundance gradients: FR-FCM-ZZSG.
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4.3. Results

4.3.1. Single-cell identification in pairwise in silico
communities

The predictive performances for LDA and a RF classifier were evaluated for all
possible pairwise combinations considering twenty populations. Each population has
been measured individually through FCM. This results in 190 in silico communities,
where the same amount of cells was sampled for each population, thus resulting in
evenly proportioned in silico communities. We calculated the average area under
the ROC curve (µAUROC) and the average accuracy (µacc)), accompanied with
their standard deviations and the percentage of communities that resulted in a
score higher than 0.90 (Table 4.3).

Table 4.3: Performances using LDA and RF classification for S = 2. Both classifiers were
trained on 70% of the data for all 190 in silico communities, after which the taxonomy for
each cell in the test set is predicted. We denote the average AUC as µAUROC and accuracy
as µacc, along with their standard deviation (SD), averaged over 190 communities. The
percentage of communities resulting in a performance of 0.90 or higher is also reported.

µAUROC SD AUROC > 0.90 µacc SD acc > 0.90
LDA 0.90 0.089 62% 0.83 0.088 27%
RF 0.95 0.071 82% 0.90 0.085 65%

To illustrate our findings we have visualized the AUROC and the accuracy for all
in silico communities, where performances have been ranked in descending order
according to the results of RF classification (Fig. 4.2). We conclude that we are
able to classify bacterial cells according to taxonomy up to high performances for
a majority of the evaluated in silico communities. In case of the RF algorithm,
more than half of the communities report results higher than 0.90. Our highest
performances top off at an AUC of 0.999 and an accuracy of 0.996. Note that the
predictive performance resulted in accuracies ranging from 99% to near random
guessing. Hence, our dataset is highly representative, that is, we were not biased
towards highly discriminative populations. On average we see that a RF classifier
performs better than LDA. However, it is not always necessary to use a non-linear
classifier such as a RF. For a number of in silico communities we see that the
performance of LDA is similar to the performance of RFs; 45% of the in silico
communities report an increase in AUROC of less than 0.03 when RF predictions
are compared with those based on LDA, 17% report an increase in accuracy less
than 0.03.
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Figure 4.2: Classifier performances using LDA and a RF classifier for S = 2. A
Accuracy; B AUROC. Performances are visualized for all 190 evenly distributed in silico
communities; the performances have been calculated for data instances in a 30% held-out
test set. The in silico communities have been ranked in descending order according to the
performances resulting from RF predictions, accompanied with performances resulting
from LDA on the same in silico community.

4.3.2. Retrieving the abundance gradient of co-culture
synthetic bacterial communities

An abundance gradient consists of a set of bacterial communities containing two
populations in gradually varying abundances. We constructed these gradients for
three combinations of bacterial populations, combinations that initially reported
a low (Comb. 1), medium (Comb. 2) and high (Comb. 3) accuracy concerning
single-cell identification. These gradients were constructedin vitro, but, because
we measured the bacterial cultures separately beforehand through FCM, we were
also able to construct them in silico. In order to explore to what extent a trained
algorithm can be used to identify the composition of synthetic bacterial communities,
we have predicted the relative abundances of both types of abundance gradients,
using LDA and a RF classifier that were trained on a evenly proportioned in silico
community (Fig. 4.3).

As expected, the predicted abundance gradients for Comb. 2 and 3 match the target
abundance gradients (Figs. 4.3CD and 4.3EF), whereas this is not the case for
Comb. 1 (Fig. 4.3AB). We highlight the similar behavior concerning the predicted
abundances for the in silico gradient (left panel) versus the in vitro gradient (right
panel). First, we note a systematic bias using LDA for Comb. 3; although trained
on an evenly distributed in silico community, the classifier systematically favors the
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Figure 4.3: Predicted abundance gradients. AB Comb. 1: P. putida – P. fluorescens;
CD Comb. 2: A. rhizogenes – Janthinobacterium sp. B3 ; EF Comb. 3: S. oneidensis –
M. luteus. Results for both in silico (left panel) and in vitro (right panel) communities
are visualized. The predicted relative abundance gradients is plotted against the true
relative abundance for the first bacterial population of the three combinations. The
relative abundance of the opposite population equals one minus the relative abundance of
the first population (as S = 2).
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S. oneidensis population. Second, we note that the predicted gradients for Comb.
2 highly overlap; this means that single-cell predictions based on LDA and a RF
classifier give very similar results. This is not the case for Comb. 3, where the use
of a RF classifier results in a gradient that lies closer to the target gradient, which
is reflected for both the in silico and the in vitro analysis. These observations are
quantified by the root mean squared error (RMSE), which is calculated between the
predicted gradients and the known target abundance gradients (Table 4.4). The
RMSE for the in silico analysis can be interpreted as the most optimal value that
a classifier will be able to achieve when retrieving the composition of an in vitro
community. We see that the RMSE gives comparable results when performing an in
silico or in vitro analysis for Comb. 3, this is however not the case for Comb. 1 or
2. This can result from experimental noise when creating in vitro gradients.

Table 4.4: RMSE for predicted abundance gradients. RMSE has been calculated
between the predicted and target gradients, both for in silico and in vitro communities,
based on used LDA and RF predictions.

Comb. 1 Comb. 2 Comb. 3
RMSE LDA in silico 0.29 0.0060 0.10
RMSE LDA in vitro 0.51 0.036 0.096
RMSE RF in silico 0.21 0.0036 0.022
RMSE RF in vitro 0.48 0.036 0.032

Using the knowledge that FCM analyses generally do not exceed a 5% instrumental
error (Hammes et al., 2008), we performed a comparable analysis in terms of the
first Hill number 1D (see Equation 2.3). This index quantifies the composition of
a community into one index, and therefore allows us to propagate uncertainties
concerning the sampled relative abundances for each population. This means
that we can calculate error intervals within which the predicted in vitro target
abundance gradient should lie (see Fig. A4.3 and Appendix 4.6.1). Inspecting the
results, we see that our predicted abundance gradients for most communities in
Comb. 2 (both LDA and RFs) and 3 (RFs) lie within the 68%-CI; all of them lie
within the 95%-CI.

The results for the in vitro analysis of Comb. 2 and 3 are similar, although we
would expect from initial performances that these values would be different. To
investigate this issue, we reported the performance of a classifier on a held-out
test set of the newly constructed in silico communities and compared these values
to the original values as reported in the previous section (dataset ‘1’ versus ‘2’)
(Table 4.5). Classifiers were trained and evaluated in exactly the same way as in
the previous section. We note that although the performances are similar for Comb.
3, this is not the case for Comb. 1 and 2. Whereas the performances for Comb. 1
initially reported higher, the performances for Comb. 2 initially reported lower.
This explains why the RMSE for the in vitro analysis for Comb. 2 and 3. reported
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a similar error. However, this implies that although our approach is fruitful to
analyze synthetic communities, performances are not yet reproducible when axenic
cultures are characterized by FCM at different time points.

Table 4.5: Comparison of the predictive performance of both LDA and RFs for the in
silico communities in datasets 1 & 2. These in silico communities are constructed and
used in exactly the same way, that is, communities contain the same number of cells and
are made up out of the same bacterial taxa. Classifiers are trained on 70% of the data
and evaluated on the opposite 30% data.

Comb. 1 Comb. 2 Comb. 3
AUROC LDA 1 0.64 0.82 0.96
AUROC LDA 2 0.62 1.0 0.93
acc LDA 1 0.62 0.77 0.92
acc LDA 2 0.59 0.99 0.91
AUROC RF 1 0.82 0.94 1.0
AUROC RF 2 0.70 1.0 0.99
acc RF 1 0.75 0.87 0.99
acc RF 2 0.64 1.0 0.97

4.3.3. Single-cell identification in in silico communi-
ties for S > 2

In order to explore to what extent single-cell predictions can be made for in silico
communities with more than two community members, we created multiple in
silico communities for S > 2. Machine learning models now need to perform
multi-class classification. Just as before, evenly proportioned in silico communities
were assembled, but S was varied from 2, ..., 20. To keep it computationally feasible,
we chose 150 different in silico communities at random for every increment in S
(except for S = 19 and S = 20, where we only have 20 and 1 different combinations
respectively at our disposal). To quantify the predictive performance, we calculated
the average accuracy for every S (Fig. 4.4).

For all values of S our approach is able to make single-cell predictions significantly
better than random guessing. As S increases, both the average accuracy and the
size of the confidence interval (CI) decreases. This implies that, as S increases, the
degree in overlap between populations in the multiparametric ‘FCM-space’ starts
growing accordingly. Therefore it is harder for classifiers to make a distinction
between populations, which results in performances that are lower and more
centered.

The difference in performance between the two classifiers increases as S increases.
This means that for communities with a low richness (S = 2, 3) LDA might be
sufficient to make single-cell predictions, but as S increases RFs will be a better
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Figure 4.4: Classifier performances using LDA and RFs for increasing population
richness. The average accuracy over n = 150 communities, along with a 68%-CI is
displayed, resulting from LDA and RF predictions on a 30% held-out test set S = 2, ..., 18
(for S = 19 and S = 20 the number of evaluated communities is 20 and 1 respectively);
every in silico is evenly proportioned by sampling 5,000 cells per bacterial population.

option for most communities. This also implies that although for low S a linear
combination of variables already discriminates populations quite well, predictions
can be improved by resorting to classifiers which have the possibility of detecting
non-linear relations between variables.

4.4. Discussion

Using the concept of in silico communities, we are able to use supervised machine
learning techniques to identify bacterial cells according to taxonomy. Using a full
combination of fluorescence and scatter signals, we demonstrated that using ‘off-
the-shelf’ classifiers without further data manipulation already results in acceptable
to high performances for low population richness. For example, when S = 2, single
cells can be identified with an accuracy >90%. Compared to previous research,
Abdelaal et al. (2019) recently found that LDA was comparable in peformance
to deep learning methods for the identification of cell populations across different
immunophenotyping studies. Their study considered human cells; our results
indicate however that LDA is not sufficient for most bacterial analyses and that
more advanced classification methods, such as the RF classifier, can improve the
identification of bacterial cells. Correspondingly, Rajwa et al. (2008) were not able
to use LDA in order to classify bacterial cells. While they were limited to the
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combination of scatter signals, we also incorporated fluorescence parameters in our
analysis, thereby improving the amount of single-cell information that is acquired.
In our study, we applied a single staining approach; there exists, however, a wide
array of fluorescent viability markers, all of which may harbor additional single-
cell information (Sträuber and Müller, 2010; Hammes et al., 2011). Preliminary
observations have already revealed the differential behavior of bacterial taxa to
these staining protocols (Sträuber and Müller, 2010). As the number of dimensions
and the amount of fluorochromes describing a single-cell is increasing, we expect
our approach only to gain in utility in the near future, although it has to be noted
that it is difficult to develop multicolor protocols for bacterial analyses (Buysschaert
et al., 2016).

Although it has been briefly mentioned in literature that an in silico community can
be representative for its in vitro counterpart community (Davey et al., 1999), there
is a lack of rigorous studies proving this observation. We feel that this question
has been answered more thoroughly by demonstrating that the composition of
synthetic communities across an abundance gradient can be retrieved using a
classifier that was trained on an in silico community. This results is supported
by the study of Koch et al. (2013a), in which the authors were able to retrieve an
abundance gradient by conducting an unsupervised β-diversity analysis. These
results imply that in silico communities form a valid representation of synthetic
communities, making the use of automated cell annotation algorithms possible for
bacterial experiments possible. Although the performance of classifiers gives a good
indication to what extent populations are distinguishable, it is not always possible to
reproduce the classifier performance in different experiments. This observation can
be attributed to two sources of variation, namely technical variability and biological
variability. It has been shown that both sources give rise to heterogeneity in FCM
data when studying bacterial axenic cultures (Vives-Rego et al., 2003), although it
is difficult to distinguish between one another (Hahne et al., 2010).

Technical variability has been suggested to arise from the time-dependent bleaching
and leaking of fluorochrome molecules (Van Nevel et al., 2013). Its effect on the
classifier performance becomes clear when conducting an in silico performance
evaluation using individual replicates (instead of pooling them, as they are measured
in duplicate). Creating two sets of replicates for S = 2, A & B, we note that for
a considerable number of combinations the difference in classifier performance is
noteworthy, with an average difference of 2% and a standard deviation of 11%1.
However, referring to the results of the in vitro analysis, we note that pooling
replicate samples compensates this experimental bias and is sufficient to retrieve
the composition of an in vitro community. In order to reduce technical variability
as much as possible, we do suggest to include a higher number of replicates for
future experiments. To find this number, the strategy of Davis et al. (2013) can

1 The RF performances (A, B and pooled) for all in silico communities can be accessed online:
https://doi.org/10.1371/journal.pone.0169754.s001
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be followed, which suggests that less than five replicates (but more than two) are
sufficient for most experiments.

Biological variability is an important and more interesting factor to take into
account when analyzing microbial communities with FCM. Vives-Rego et al. (2003)
hypothesize that biological variability in FCM stems from cell size diversity and
cell cycle variations. In this study we tried to control for this variability by focusing
on cultures in the stationary growth phase, so that we could directly compare the
performance of the analysis. Yet overall, the multitude of biological processes that
result in single cell physiological variation still remain largely undefined (King and
Müller, 2015). Results of this research comply with motivations that FCM can be
used to further characterize bacterial heterogeneity and physiology (Davey and
Winson, 2003; Lencastre Fernandes et al., 2011; Ambriz-Aviña et al., 2014), in
order to achieve a more holistic understanding of these complex phenomena (Müller
and Nebe-von Caron, 2010).

To do so, a more comprehensive protocol is required to make our in silico approach
fully operational, a need which has been pointed out before (Nebe-von Caron, 2009).
This protocol includes further improvement of data-analysis techniques, such as
automated denoising, but also a more developed methodology to reduce sources
of variability, both of instrumental and biological origin. In addition, we note
that the use of machine learning methods is still rarely adopted for the analysis
of microbial communities. A possible reason for this is the lack of incorporating
these methods in standard FCM software (Davey, 2010). Therefore, our approach
has been integrated in the PhenoFlow R package (Props et al., 2016). A natural
extension of this research would be to find the optimal classification method to
analyze FCM data, which should be extensible to a multi-class setting; a number
of possibilities exist, ranging from binary classifiers which are naturally extendable
to a multi-class setting or a combination of binary classifiers using a one-versus-one
(OVO) or one-versus-all (OVA) approach (Aly, 2005).

For now, in silico communities can already be exploited for various purposes. For
environments where limited physiological variation in the axenic populations is
expected, or where the in silico populations have been defined for all possible phys-
iological states, our approach can be used to retrieve the community composition
for low-complexity microbial communities in a supervised way. Furthermore, by
using evaluation tools for classifiers such as the accuracy or the AUROC, one can
quantify which populations are distinguishable and which are not. A tool that
might assist in this is the use of a confusion or misidentification matrix. This
matrix quantifies the ‘confusion’ between labels, which in this case are the fractions
of a cell population that have been classified as another population. This allows to
inspect which populations are likely to overlap and which are not; an example is
given in Fig. A4.4. Second, as we have shown that in silico communities form a
viable representation of their in vitro counterparts, we are allowed to extrapolate
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properties of in silico communities to in vitro microbial communities. This means
that in silico communities can be used as a stand-in for in vitro communities,
enabling us to use them to develop new data-driven techniques, which could lead
to novel application and an increased resolution for microbial FCM. But perhaps
the most important conclusion is that the community composition is reflected in
FCM data, despite the fact that FCM does not result in clear cell populations
according to taxonomy.

4.5. Conclusions

In this chapter, we have demonstrated that flow cytometric measurements of
individual bacterial populations are unique. These can be recognized by supervised
classification algorithms in order to classify bacterial cells according to taxonomy.
These models can be used to retrieve the composition of low-complexity synthetic
microbial communities. Sources of heterogeneity make it difficult to build a robust
classifier. More generally, the taxonomic composition of a microbial community is
reflected in the FCM data, despite the fact that most cytometric characterizations
of bacterial populations overlap.
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4.6. Appendix

4.6.1. α-diversity analysis

Knowing the relative abundance of a population, the Hill number 1D (see equa-
tion 2.3) can be determined to quantify the within-sample diversity. An additional
advantage is that we can propagate instrumental uncertainties concerning the
relative abundances of the constructed in vitro communities into one metric. As
it has been demonstrated that the instrumental variation εI concerning the cell
counts is less than 5% (Hammes et al., 2008), we can calculate the error intervals
concerning the relative abundance. If p expresses the relative abundance of a cell
population, the instrumental variance σ2

p can be calculated as follows, as this is
derived from a division of two cell counts:

σ2
p = 2ε2I × p2 (4.1)

We can combine the variances for pi (as pi can be determined independently) to
determine the variance for 1D in the following way:

σ2
1D =1 D2

S∑
i=1

(ln pi + 1)2σ2
pi (4.2)

For S = 2, which means that p2 = 1− p1, this formula can be expressed in terms
of the relative abundance of the first population p1 as follows, combining the two
formulas above:

σ2
1D = 2ε2I

1D2
[
p21(ln(p1) + 1)2 + (1− p1)2(ln(1− p1) + 1)2

]
(4.3)

Using this information, the expected 1D can be calculated for every community
in the abundance gradient, combined with an instrumental error interval within
which the in vitro predicted 1D should lie, for εI = 0.05; these values are visualized
in Fig. A4.3, along with the predicted values of 1D.
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4.6.2. Figures

Figure A4.1: Flow cytometric characterization of 20 bacterial taxa. Each point repre-
sents one single cell characterized by two fluorescence parameters (FL1-H and FL3-H).
The data were denoised from (in)organic noise based on a reproducible digital gating
strategy (explained in Section 4.2.2), and was adjusted for each taxon after applying the
transformation f(x) = asinh(x) to the data.

79



Chapter 4. Single-cell identification of bacterial populations

Figure A4.2: A Comb. 1: P. putida – P. fluorescens; B Comb. 2: A. rhizogenes –
Janthinobacterium sp. B3 ; C Comb. 3: S. oneidensis – M. luteus. Data filtering strategy
for the FCM data for each abundance gradient based on a reproducible digital gating
strategy (see Section 4.2.2); data points outside the filter represent (in)organic noise.
Examples are given for the 40%-60% abundance files.
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§4.6. Appendix

Figure A4.3: AB Comb. 1: P. putida – P. fluorescens; CD Comb. 2:A. rhizogenes
– Janthinobacterium sp. B3 ; EF Comb. 3: S. oneidensis – M. luteus. Both predicted
and target D1 is plotted against the relative abundance of the first population for every
combination, both for the in silico (left panel) and in vitro (right panel) abundance
gradients; the 68% and 95% error intervals are visualized for the in vitro gradients,
determined as described in Appendix 4.6.1.
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Figure A4.4: Example of a confusion matrix calculated on a 30% held-out test set for
an in silico community for S = 5. Every element of the matrix mij gives the fraction of
the population i that is predicted as population j.
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5 Stripping flow cytometry: How
many detectors do we need for

bacterial identification?

Multicolor approaches are challenging for microbial flow cytometry; as flow cy-
tometers are mainly developed for biomedical applications, modern instruments
contain more detectors than needed for microbial surveys. Some of these additional
fluorescence detectors measure biological information due to spectral overlap, yet
the extent to which this information is relevant for the identification of bacterial
populations is ambiguous. In this chapter, we characterize the usefulness of these
additional detectors. We propose a data-driven detector selection strategy to select
the smallest subset of detectors that will optimally discriminate between bacterial
populations. We show that one or more detectors can be removed without loss of
resolving power. A number of additional detectors are included in the final subset,
which improve the identification of bacterial populations. Experimental data were
retrieved from two types of modern cytometers with different configurations. The
method reveals a clear ordering of detector importances that is instrument-specific.
In addition we are able to pinpoint unexpected behavior of SYBR Green I in the
red spectrum. As the field of microbial flow cytometry is maturing, these results
motivate the construction of a different kind of cytometric instruments, for which
the number of detectors is reduced, but tailored towards the characteristics of
microbial experiments.

Chapter redrafted after:
Rubbens, P., Props, R., Garcia-Timermans, C., Boon, N. and Waegeman, W.
(2017). Stripping flow cytometry: How many detectors do we need for bacterial
identification? Cytometry Part A, 91A:1184–1191.
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5.1. Introduction

In Chapter 4 we have introduced in silico synthetic bacterial communities. An
in silico communities is constructed by aggregating data from populations that
were measured individually through FCM. Because of this, cell labels are available
according to taxonomy and therefore enable the use of supervised machine learning
models. This approach can be used to retrieve the composition of low-complexity
synthetic bacterial communities based on FCM data. More generally, in silico com-
munities are a valid representation of synthetic microbial communities. Therefore,
they can be further exploited to address certain research questions in the field of
microbial FCM.

Microbial FCM suffers to a greater extent from technical and biological limitations as
compared to biomedical applications (Shapiro, 2000). Staining bacteria is subject
to a complex interplay between dye chemistry, target organisms and staining
conditions. For microbiological applications, the diversity of bacterial species
is challenging, as even closely related organisms are known to possess varying
physiological characteristics (Müller, 2007). Therefore it is difficult to analyze
bacteria in a standardized way (Buysschaert et al., 2016). Additional complications
arise due to cell sizes, which are much smaller compared to mammalian cells (Müller
and Davey, 2009; Robinson, 2018). This is why most microbial flow cytometry
experiments rely on general DNA stains (Koch and Müller, 2018), for which the use
is limited to one or two stains. Most microbial FCM experiments will therefore result
in three or four parametric datasets at best, containing forward and side scatter
information, combined with one or two fluorescence signals. Yet, as polychromatic
FCM has become an indispensable tool for clinical diagnostics (Perfetto et al., 2004;
Robinson and Roederer, 2015), modern flow cytometers are equipped with more
detectors due to the “parameter space race” (Filby and Houston, 2017). Although
not targeted in microbiological experiments, some of these detectors capture leakage
coming from the targeted channel due to spectral overlap, a characteristic that is
known as cross-talk or spillover between detectors. Most researchers are interested
in compensating for this effect in multicolor experiments (Roederer, 2002; Sugár
et al., 2011; Nguyen et al., 2013), but microbiologists do not inspect these signals
in most cases. Some microbial procedures incorporate such a secondary detector
for denoising purposes (Hammes and Egli, 2005, 2010; Prest et al., 2013), but little
research has been devoted to an actual characterization of the relevance of these
additional detectors.

The objective of this chapter is to quantify the usefulness of all detectors on modern
instruments to discriminate between bacterial populations based on a general DNA
stain. We propose a machine-learning based detector elimination strategy that
allows to objectively decide which detectors to retain, but also to quantify their
importance in function of bacterial identification. Our method initially considers
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all available detectors. Next, the detector that has the lowest resolving power
is incrementally removed until the procedure has selected the best performing
detector. In an artificial way, flow cytometric data is sequentially stripped from its
least effective detectors. We applied our strategy on data derived from biological
replicates that were measured on two types of modern cytometers with different
specifications; all samples were stained with SYBR Green I.

5.2. Materials and methods

5.2.1. Detector elimination strategy

The goal of this paper is to investigate which and how many detectors can be
eliminated while retaining an optimal performance concerning the identification
of bacterial populations based on FCM data. In order to incorporate higher-
order interactions between detectors, we implemented a wrapper method, using
a recursive variable elimination strategy (see section 3.4.2). This means that all
detectors were considered at the start of the analysis. Next, the detector that gave
the smallest drop in bacterial identification accuracy was removed from the dataset
in an incremental fashion, until there was one detector left. This approach implies
that all parameters from a single detector were used, i.e. both the area, height
and for the FACSVerse the width parameter. A formal scheme of the elimination
strategy can be found in Algorithm 1.

Algorithm 1: Detector elimination scheme
input : training set, test set, list of detectors D = {d1, ..., dD};
output : ranking of detectors R;
calculate performance RandomForestClassifier(train, test, D);
while |D| > 0 do

for d ∈ D do
D′ ← remove d from D;
calculate performance RandomForestClassifier(train, test, D′);

D ← remove detector dl with lowest resolving power from D;
update R;

The longer a detector is retained in the analysis, the more important it is considered
to be. If we rank the detector that remains the longest in the subset with 1, and the
one that is first removed as D, than a lower ranking implies a higher importance.
This ranking can be used to quantify the importance of a detector d, by calculating
the average rank at which it was eliminated for all n in silico communities that
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are considered:

Rd =

n∑
i=1

Rdi , (5.1)

in which Rdi represents the ranking of detector d for community i and Rd the
average ranking over all communities.

5.2.2. Data collection

FCM data of 20 individual bacterial cultures stained and analyzed with SYBR
Green I (Invitrogen), as described in section 4.2.1, were used in this chapter.
Biological replicates of these cultures were additionally analyzed on a FACSVerse
flow cytometer at 60 µL/min for a maximum of 1 minute (BD Biosciences); see
Table 5.1 for an overview of the detector setup for both instruments, along with
an estimation of the theoretical filter leakage due to spectral overlap for SYBR
Green I. The performance of the FACSVerse was verified by the FACSuiteTM
software performance quality check using CS&T research beads (BD Biosciences).
The quality check compares the flow cytometry data of CS&T research beads with
the previous recorded bead data. Significant deviations from the bead parameter
values at the detector and laser parameters predefined for this specific experiment
would cause the quality check to fail. For a full technical overview we refer to the
manuals (BD Biosciences, 2017a,b).

5.2.3. Data analysis

Data preprocessing

Instrumental and (in)organic noise were removed using a reproducible digital
gating strategy in the asinh(x) transformed FL1 – FL3 (or FITC – PerCP-Cy5.5
equivalent) bivariate space (Hammes and Egli, 2005; Prest et al., 2013). This
filtering strategy was verified by negative controls (non-stained samples) and kept
fixed for all samples of the same individual culture. An illustration of the denoising
for the Accuri C6 data can be found can be found in Fig. A4.2, for the FACSVerse
data it can be found in Fig. A5.1. An additional stringent three-step denoising
procedure was applied on the filtered data in order to remove cells for which there
was erroneous parameter acquisition using the automated flowAI package (v1.4.4.,
default settings, target channel = FL1 or FITC, changepoint detection penalty for
Accuri = 150, for FACSVerse = 200, Monaco et al. (2016)). In short, flowAI
removes anomalous events in function of three stability criteria: (1) the flow rate,
expressed by the number of cells per unit of time, (2) signal acquisition, defined
by a stable average fluorescence intensity per unit of time and (3) the dynamic
range, removing margin events that lie higher than the dynamic range of a flow

86



§5.2. Materials and methods

Cytometer Detector Wavelength/bandwidth Estimated filter
leakage

Accuri C6 Laser: 488 nm
FL1 530/30 nm 43.4%
FL2 585/40 nm 0.4%

Parameters: FL3 670 nm LP -
Area/Height FSC/SSC

Laser: 640 nm
FL4 675/25 nm -

FACSVerse Laser: 488 nm
FITC 527/32 nm 46.4%
PE 586/42 nm 0.3%

Parameters: PerCP-Cy5.5 700/54 nm 0.3%
Area/Width/Height PE-Cy7 783/56 1.6%

FSC/SSC
Laser: 633 nm

APC 660/10 nm -
APC-Cy7 783/56 nm -

Laser: 405 nm
V450 448/45 nm 4.9%
V500 528/45 nm 30.5%

Table 5.1: Detector setup of the Accuri C6 and FACSVerse; the fluorescence detector that
is targeted by SYBR Green I is bolded. The estimated filter leakage is based on the BD
Fluorescence Spectrum Viewer: http://m.bdbiosciences.com/us/s/spectrumviewer,
accessed 03 May 2017. Note that this amount is not the same percentage that is used
when applying compensation.

cytometer and that are therefore accumulated in the last channel of the dynamic
range.

Machine learning analysis

We created in silico communities to employ our detector elimination strategy.
This means that communities were created artificially by aggregating data coming
from bacterial cultures that were measured individually. In silico communities
were created for a different species richness S. When S = 2 and S = 18, all
possible community compositions at the species level were considered, which is
190. Communities were also created for S = 6, 10 or 14, for which 190 different
bacterial compositions were drawn at random. Per replicate we sampled 5,000 cells,
adding 2,500 cells to a training and test set respectively. This results in evenly
proportioned community compositions. As we have two replicates per individual
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culture at our disposal, the number of cells N in a training and test set equals
5,000 cells times the number of bacterial populations present. The same community
compositions were evaluated for the two types of datasets.

We used a RF classifier in combination with the proposed detector elimination
strategy in Algorithm 1 to classify bacterial single cells according to their taxonomy.
Bacterial cells were classified using different subsets of detectors. Each RF classifier
was initialized with 200 trees, and the random subset of variables that was was
considered at every split in a decision tree is set to

√
D. There was no need to tune

its hyperparameters (Fig. A5.2), which is why we used the preset
√
D, along with

other default settings. As a result, computational costs remain low while achieving
a high performance. The identification of bacterial populations was evaluated in
terms of the accuracy (see equation 3.33). The machine learning library scikit-
learn (v0.18) was used to perform the analysis (Pedregosa et al., 2011), using the
functions RandomForestClassifier() and return_accuracy_score().

5.3. Results

5.3.1. Cross-detector correlations

Staining bacterial cells with SYBR Green I targets the FL1- and FITC-detector for
the Accuri C6 and FACSVerse respectively. Based on the theoretical estimated filter
leakage, it is anticipated that a single (Accuri C6) or five (FACSVerse) detectors
capture additional information due to cross-talk (Tab. 5.1). Mutual variable
dependencies, in terms of the Pearson’s correlation ρP , were calculated in order
to quantify the actual amount of additional information that is measured by both
cytometers. In this way we were able to assess to what extent secondary signals
were correlated with the target detector based on experimental values (Fig. 5.1).
This was done for all samples (n = 40 for each instrument) and averaged using a
Fisher transformation (see Section 3.5) .

This preliminary analysis illustrates that actual variable dependencies only partially
comply with dependencies based on theoretically estimated cross-talk. Inspecting
the Accuri C6 cytometer, we see that all secondary fluorescence detectors were
significantly correlated to the target detector (i.e., correlations are significant with
at least one channel area, height or width of the target fluorescence detector,
ρ > 0.41, P < 0.01, using a one sided Z-test), especially the FL2 and FL3 detectors.
This was unanticipated, as only FL2 was expected to measure information due
to spectral overlap. For the FACSVerse cytometer, four out of five expected
fluorescence detectors detectors showed significant correlations with the target
detector (ρ > 0.41, P < 0.01, using a one sided Z-test), the exception being the
V450-detector. In general, we note that experimental cross-talk did not match with
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Figure 5.1: Average ρP between all variables for the Accuri C6 and FACSVerse. Corre-
lations were averaged over all individual bacterial cultures and replicate samples using
a Fisher transformation; this means that ρ was calculated for n = 40 samples for both
instruments.

what was expected from theoretical estimations for SYBR Green I.

5.3.2. Single detector identification performance

First, bacterial populations were identified using the RF classifier based on measure-
ments from a single detector only (Fig. 5.2, Fig. A5.3). This allows us to compare
detectors directly and to fully assess the resolving power of a single detector.

The secondary detector that is closest to the target detector was able to identify
bacterial single cells with an equivalent resolving power. Although a higher cor-
relation generally gave rise to a higher identification capacity, this ranking was
not strict (the exception being the V500-detector). We conclude that secondary
detectors that captured cross-talk can be used for the identification of bacterial
cells.

Both forward and side scatter detectors of the FACSVerse cytometer are able to
identify bacterial single cells with an equivalent accuracy as the target fluorescence
detector. This is not the case for the Accuri C6 scatter detectors, for which
especially the side scatter is less informative. We would like to highlight that the
scatters have a different technical setup compared to the fluorescence detectors
of the latter. The FACSVerse side scatters contain photomultiplier tubes (PMTs)
for all its detectors, which can increase the signal up to 107 electrons per photon.
Additionally, the FACSVerse is equipped with a bandpass filter in front of the PMT,
which will discriminate frequencies and denoise the incoming signal (BD Biosciences,
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Figure 5.2: Single detector identification accuracies are visualized, along with the
secondary detector for which the highest amount of cross-talk was expected based on the
estimated filter leakage (see Tab. 5.1). The accuracy for a single detector was calculated
for three different community sizes (S = 2, 6, 10), for which 190 in silico communities were
created for both types of instruments. The box displays the 25% and 75% quartiles of
the identification accuracy, the whiskers indicate the full range of the accuracy, except for
outliers in function of the interquartile range. The dashed line represents the identification
accuracy in case of random guessing. A full overview for all detectors can be found in Fig.
A5.3.

2017b). This is not the case for the Accuri C6 scatter detectors, which contain
diodes that do not enhance the signal (BD Biosciences, 2017a). It is interesting
to note that the FACSVerse instrument benefits from an improved optical bench
opposed to the Accuri C6 in order to reduce the loss of signal intensity, yet resolving
power based on fluorescence information was comparable.

5.3.3. Detector elimination and quantification of de-
tector importance

Our objective was to reduce the set of detectors as much as possible while retaining
an optimal identification of bacterial populations. In order to do so a recursive
detector elimination strategy was employed (see Algorithm 1). In this way, flow
cytometric data were artificially stripped, removing the least informative detector
at every step of the analysis. As this strategy allowed for higher-order dependencies
between detectors, it enabled us to quantify extent to which the full combination of
scatter, target and secondary detectors can be used to identify bacterial cells. The
detector elimination strategy was applied on 190 bacterial in silico communities
for a species richness of S = 2, 6, 10, 14 and 18.

It is expected that the most important information is captured by three detectors,
i.e., two scatter detectors and one targeted fluorescence detector. In practice,
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§5.3. Results

Figure 5.3: Average accuracies with standard deviations (SD) for 190 in silico commu-
nities resulting from the recursive detector elimination strategy for the datasets retrieved
from the Accuri C6 and FACSVerse respectively. For S = 2 and 18, all possible evenly
proportioned community compositions were analyzed; for S = 6, 10 and 14, community
members were chosen at random, however, the same community compositions were cre-
ated for both types of datasets. We used the RF algorithm to predict the label of a
bacterial single-cell, evaluated in terms of the accuracy. In order to quantify the removal
of a detector, the accuracy was averaged for every S. The marker is visualized if the
elimination of a certain detector resulted in a drop of more than 1% in terms of the
average accuracy.

the decline in performance started earlier than expected but only gradually; it
became more substantial towards the end of the elimination scheme (Fig. 5.3).
In other words, a combination of the three best performing detectors resulted in
a near-optimal identification, but additional secondary detectors that captured
cross-talk were part of the best performing subset. For the Accuri C6, at least
one detector could be removed before a drop of more than 1% in performance
was registered, for the FACSVerse this was at least five. This means that the
reduced subset contained at most five detectors for both cytometers to optimally
discriminate between bacterial populations. Fewer detectors were needed for a
low S as opposed to a higher S. The FACSVerse was able to deliver a better
discrimination between bacterial populations opposed to data retrieved from the
Accuri C6 (see Fig. A5.4 for a full overview), however, further standardization of
the experimental procedure including technical replicates is needed in order to
make a conclusive comparison.

The longer a detector is retained in the elimination scheme for the identification of a
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bacterial population, the more important it is considered to be. Its importance could
therefore be quantified by calculating its average rank for all in silico communities
under consideration. This allowed to inspect the set of detectors which resulted in an
optimal identification. Moreover, as we have a large amount of in silico communities
at our disposal, we could investigate whether the experimental procedure gave rise
to a robust ranking of detectors or if the detector-importance is a quantity that is
community-specific.

Figure 5.4: Quantification of the importance of detectors based on the ranking of the
detector elimination strategy. To do so the average rank for a detector was determined for
all considered in silico communities for S = 2, 6, 10, 14 and 18. A detector is considered
important when its rank is low. Additionally, 95% confidence intervals were calculated
based on 1,000 bootstrap samples. Detectors were aligned according to their total average
rank, from left to right.

A general structure could be determined based on the detector ranking for both
instruments (Fig. 5.4). A general subset of detectors can be determined that
allowed to optimally identify a microbial community. The ranking varied slightly
for increasing community richness, however, and more importantly, the variability
in detector-ranking dropped accordingly. This means that the ranking of detectors
became more robust when the number of bacterial populations in a community
increased.

For the Accuri C6, the FL1-, FL2- and FSC-detectors could be considered as
the most important ones, with FL1 being preferred for communities containing a
lower amount of bacterial populations, and vice versa for the FL2-detector. This
means that the performance did not deteriorate when FL4 was dropped out of
the analysis; it deteriorated marginally when SSC was dropped. It is useful to
include the FSC-detector, despite the fact that its single detector performance
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was considerably lower than that of either a targeted or secondary fluorescence
detector, which highlights the resolving power of the combination of scatter and
fluorescence information.

For the FACSVerse we note that the three most important detectors were the FSC-,
SSC- and FITC-detectors, which was the set of detectors to be expected. This
means that the resolving power of the scatter detectors influenced the outcome of
the detector selection method considerably. In this case, both scatter detectors were
placed in the top of the ranking, placing less importance on secondary detectors.
Secondary detectors that measured cross-talk received an intermediary rank for both
instruments, although there was no order according to their estimated filter leakage
or the mutual Pearson correlation ρP (see for example the PE-detector, which is
not ranked in the top 5, but is the secondary detector for which most spillover was
expected and measured). Detectors for which no filter leakage was expected and
no mutual correlation was measured were placed last in the ranking.

5.4. Discussion

Biological and technical restrictions impact the use of FCM for microbial exper-
iments. Multicolor approaches are difficult and therefore in many experiments
limited to single or double staining. This means that modern instruments, as
they contain more detectors than possible stains, measure more information than
needed for bacterial analyses. Therefore, some fluorescence detectors will measure
information due to cross-talk, others will only contain noise. However, knowledge
concerning the resolving power of this additional information is lacking . We
proposed a robust detector elimination strategy to evaluate in an objective way
which detectors can be removed without loss of bacterial identification accuracy.
This allowed us to characterize the importance of a detector and at the same time
distinguish unexpected spectral behavior of SYBR Green I.

Summarizing our results, we can state that our microbial FCM analysis did not
need all the detectors that are present on modern instruments. As expected,
target fluorescence information combined with scatter information resulted in a
near-optimal identification of bacterial communities. Secondary detectors gave rise
to correlated information when cross-talk was measured, which could be used to
improve the identification of a bacterial community. This is a known property
of correlated non-redundant variables (Guyon and Elisseeff, 2003). However, the
improvement was limited, and the incorporation of one or two of these secondary
detectors was sufficient. The effect became more prominent when the number of
community members increased. SYBR Green I gave rise to a much stronger signal
in the red spectrum than was anticipated (see the FL3-detector for the Accuri
C6, or the PerCP-Cy5.5-detector for the FACSVerse), which was reflected both in
mutual variable correlations and the detector-importance.
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The ranking of detectors according to importance was robust in function of the
composition of microbial communities. Both identification performance and detector
importance differed considerably for the data retrieved from the two instruments,
although the same methodology was applied. Scatter detectors of the FACSVerse
resulted in a higher-resolving power than the ones of the Accuri C6. This can
possibly be attributed to a different technical configuration of detectors, which
differs between instruments for the scatter detectors but not for the fluorescence ones.
However, further standardization of the experimental procedures is needed to be able
to make this statement fully conclusive, for which technical replicates are needed
instead of biological replicates. Note that the subset of detectors and detector-
importance is subject to the complex interplay of the technical configuration of
the instrument, the chemical properties of the staining in combination with the
species that it is used for and the computational method that is employed. As
computational and technical resources have increased since then, this approach
can now be fully exploited, for which our detector elimination strategy is an
example.

Driven by the focus on human cells (Quixabeira et al., 2010), current instruments
in FCM contain an increased number of fluorescence detectors (Saeys et al., 2016),
which is why modern instruments contain more lasers and detectors than necessary
for microbial FCM. It is interesting to note that the study by Jimenez-Carretero et al.
(2018) recently found a similar result compared to the findings in this chapter. The
authors demonstrated that bead subsets and a rare subpopulation of murine lymph
node CD103+ dendritic cells could be better identified if additional non-targeted
detectors were included. Our results motivate a shift in instrumental development,
tailored more specifically towards microbial experiments. This shift implies the
construction of instruments with fewer detectors and lasers, but of sufficient quality
to detect smaller particles. These stripped instruments would reduce economical
costs, which is still known to be a barrier for the field of microbiology. At the same
time it will allow microbiologists to fully use the strength of flow cytometry for
their anticipated applications. This shift has initiated, see for example the works
of Goddard et al. (2006); Swalwell et al. (2011); Stoner et al. (2016), but is yet to
be fully exploited. As the fields of dye chemistry, cytometry and machine learning
have matured since then, we encourage a data-driven approach for future model
and experimental procedure development.

5.5. Conclusion

In this chapter we proposed a detector elimination strategy to quantify the im-
portance of each detector on two modern flow cytometers in function of bacterial
single-cell identification. We were able to demonstrate that a number of detectors
can be stripped without loss in resolving power. At the same time, additional
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detectors that capture biological information due to spillover can boost the discrim-
ination between bacterial populations. Scatter detectors that are tailored towards
the detection of smaller particles allow a better discrimination between bacterial
populations. From a more general perspective, our results motivate a shift in in-
strumental development, tailored more specifically towards microbial experiments.
These stripped instruments would reduce economical costs, and, possibly, increase
the resolution at which bacterial populations can be identified.
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5.6. Appendix

5.6.1. Figures

Figure A5.1: Visualization of the gating strategy for 20 individiual bacterial cultures.
Data were denoised from (in)organic noise based on a reproducible digital gating strategy
and was adjusted for each culture. This was done in the FITC-A – PerCP-Cy5.5-A
bivariate space, after performing the f(x) = asinh(x) transformation.
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§5.6. Appendix

Figure A5.2: RF classification accuracy of bacterial single-cells in twenty in silico
communities for S = 10, identified with either an optimally selected amount of variables
using 10-fold cross-validation (10CV), in which the random subset of variables offered at
a split in a decision tree was varied from {1, ..., D}, or with an optimally selected subset
of detectors following a detector elimination strategy that uses the preset

√
D. The box

displays the 25% and 75% quartiles of the acquired accuracies, the whiskers show the full
range of the acquired accuracies.
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§5.6. Appendix

Figure A5.4: Resolving power in function of bacterial identification of both the Accuri
C6 and FACSVerse for various S. Each boxplot contains the accuracy for bacterial cells
in the test sets of 190 in silico communities, displaying the 25% and 75% quartiles of the
dataset; the whiskers show the full range of the dataset. Outliers are visualized using the
interquartile range.
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6 Discriminating between bacterial
phenotypes: a comparison of flow

cytometry and Raman
spectroscopy

Investigating phenotypic heterogeneity can help to better understand and manage
microbial communities. However, characterizing phenotypic heterogeneity remains
a challenge, as there is no standardized analysis framework. In this chapter, we com-
pare flow cytometry with Raman spectroscopy to study phenotypic heterogeneity in
bacterial populations. The growth stages of three replicate E. coli populations were
characterized using both technologies. We demonstrate that flow cytometry, due to
its low resolution but high-throughput measurements, detects shifts in phenotypic
heterogeneity. By constructing cytometric fingerprints, these shifts in heterogeneity
can be quantified. Raman spectroscopy, on the other hand, offers a much higher
resolution at the single-cell level (i.e. more biochemical information is recorded).
Therefore, it is capable of identifying distinct phenotypic populations when coupled
with analysis that is tailored towards single-cell data. We propose an automated
workflow to identify bacterial phenotypic populations using Raman spectroscopy
and validate this approach with an external dataset. In addition, Raman spec-
troscopy offers a way to associate certain biomolecules to cell functionality. We
recommend to apply flow cytometry to quantify phenotypic heterogeneity at the
population level, and Raman spectroscopy to perform a more in-depth analysis of
heterogeneity at the single-cell level.

Chapter redrafted after:
Garcia-Timermans*, C., Rubbens*, P., Heyse, J., Kerckhof, F.-M., Props, R.,
Skirtach, A., Waegeman, W., and Boon, N. (2019). Discriminating bacterial
phenotypes at the population and single-cell level: a comparison of flow cytometry
and Raman spectroscopy fingerprinting. bioRxiv, 545681v3.

*These authors contributed equally to the manuscript.
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Chapter 6. Quantifying phenotypic heterogeneity using single-cell data

6.1. Introduction

In Chapter 4 it was demonstrated that distributions of bacterial populations overlap
when measured by FCM. This is due to the fact that only a few properties are
measured per individual cell. Its power lies in the fact that many cells can be
measured in a very short time. Another single-cell technology that can be used to
study bacterial populations is Raman spectroscopy. This technology is much lower
in throughput compared to FCM, but registers many more properties per cell. In
this chapter, we will compare both technologies to study phenotypic heterogeneity
in isogenic bacterial populations.

Single-cell phenotypic differences arise even in genetically identical cultures (Govers
et al., 2017). A phenotypic population can be defined as an observed cellular
state within a given genetic and environmental background. It can be the result
of multiple processes such as epigenetic variations, stochastic gene expression,
cellular age and oscillations such as the cell cycle. This is one of the strategies that
bacteria use to adapt to a changing environment, as well as to divide the labour
within the community (Avery, 2006; Ackermann, 2015). Phenotypic heterogeneity
is well-documented for laboratory cultures. For example, it has been studied in bac-
terial subpopulations that could tolerate antibiotics (known as ‘persisters’) (Dhar
and McKinney, 2007), in the production of cytotoxin K in Bacillus cereus (Ce-
uppens et al., 2013) or in the differential expression of flagellin in Salmonella
Typhimurium (Stewart et al., 2011). The challenge remains to find tools to measure
and quantify this heterogeneity, in order to be able to link heterogeneity with
bacterial functionality.

Several technologies have been proposed for single-cell phenotyping (Davis and
Isberg, 2016). FCM was already proposed two decades ago to study and quantify
microbial heterogeneity (Kell et al., 1991; Davey and Kell, 1996; Davey and Winson,
2003). Since then, FCM has been used to show that the population heterogeneity
of Cupriavidus necator reveals a different response to harmful phenol concentra-
tions (Wiacek et al., 2006), that cellular heterogeneity in Salmonella enterica
results in an adaptive resistance to antibiotics (Sanchez-Romero and Casadesus,
2014) or to detect the heterogeneous response of Bacillus cereus endospores to
different heat treatments (Cronin and Wilkinson, 2008). In combination with cell
sorting (also known as FACS, or FCM Activated Cell Sorting), a follow-up analysis
of sorted subpopulations can be made, for example to perform proteomics to track
differential gene expression in regard to cellular functions (Jahn et al., 2013) or to
study the heterogeneous behavior of rare populations in their natural habitat (Zim-
mermann et al., 2015). However, these approaches are restrained to the study
of distinct (sub)populations. By constructing cytometric fingerprints, differences
between populations can be quantified for example to differentiate between growth
stages of Shewanella putrefaciens (Melzer et al., 2015) or to show that coculturing
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bacterial populations can result in reduced phenotypic heterogeneity (Heyse et al.,
2019).

Raman spectroscopy is an alternative single-cell technology that has been proposed
to study phenotypic heterogeneity (Schuster et al., 2000). It does not require
labelling and is non-destructive. The laser excites individual cells, which leads to
inelastic scattering, which in turn is collected in the form of Raman spectra. Such
a spectrum serves as biomolecular fingerprint, as certain vibrational modes in the
spectrum are associated with specific molecules (Lorenz et al., 2017). Although
much higher in resolution, it is less throughput compared to FCM. Even when en-
hancing the signal with metals (known as Surfaced-Enhanced Raman Spectroscopy
or SERS), it takes one to three seconds to measure each cell (Liu et al., 2016a).
The resulting spectrum contains biochemical information of the molecules that are
present in bacteria – e.g. lipids, carbohydrates, nucleic acids and proteins – and can
be used to classify bacteria according to their population (Goodacre et al., 1998;
Huang et al., 2010; Strola et al., 2014). Raman spectroscopy can be used for the
monitoring of compounds present in the supernatant such as, glucose, protein pro-
duction or others (Lee et al., 2004) - as well as Raman reactive compounds present
in the bacteria, such as chlorophylls, carotenoids and other pigments (Jehlička
et al., 2014). Recently, an automated platform to perform Raman-sorting based
on isotopic labels has been proposed, which allows to study the heterogeneity of
Raman-sorted subpopulations associated with a certain functionality (Lee et al.,
2019). However, the potential to monitor phenotypic heterogeneity using Raman
spectroscopy remains relatively unexplored.

Both FCM and Raman spectroscopy result in data that need specific preprocessing
and analysis (O’Neill et al., 2013; Saeys et al., 2016; García-Timermans et al.,
2018; Ryabchykov et al., 2019). While microbial FCM is rather limited in its
phenotypic resolution (i.e., only a few properties are measured per cell), Raman
spectroscopy characterizes many more biochemical properties of bacterial cells. It
therefore requires analysis of high-dimensional data, which can be challenging, but
it has the potential to characterize phenotypic heterogeneity at a much higher
resolution.

In this chapter, we analyzed bacteria from nine isogenic populations, characterized
in a different growth stage and/or from a different replicate, using both FCM and
Raman spectroscopy. We propose a workflow to study these populations using data-
specific algorithms. We also suggest an automated strategy to perform metabolic
inference based on Raman spectroscopy. Finally, the advantages and disadvantages
of these tools for microbial phenotyping surveys are discussed. We will motivate
that, in order to quantify phenotypic heterogeneity, cytometric fingerprints need
to be constructed for the analysis of microbial FCM data. Raman spectroscopy
can be applied to describe single-cell heterogeneity and possibly identify separated
phenotypic populations. We include a recommendation for microbiologists on how
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to employ Raman spectroscopy and FCM for future phenotyping studies.

6.2. Materials and methods

6.2.1. Data collection

Cell cultures

Biological replicates of Escherichia coli were studied in threefold and in three
different growth stages. To determine the growth stages of the cell culture (lag,
log and stationary phase), E. coli LMG 2092 was grown in nutrient broth (NB,
Oxoid, United Kingdom) at 28°C, 120 rpm shaking in three biological replicates.
Cultures had an initial concentration of 106 cells/ml, measured with a BD Accuri
C6 flow cytometer (BD Biosciences), following the protocol from Van Nevel et al.
(2013). The samples were incubated in the dark for 30h at 28°C, during which
optical density (OD, λ = 620 nm) measurements were automatically collected for
each hour using a microtiter plate reader (Tecan Infinite M200 Pro; Tecan UK,
Reading, United Kingdom). The growth phases were assigned after fitting the
results with the function SummarizeGrowth() from the Growthcurver (v0.30) R
package (Sprouffske and Wagner, 2016). Cells were harvested after 1h, 7h30 and
24h after inoculation, corresponding accordingly to the lag, log and stationary
phases of E. coli (see Fig. A6.1). NB was included as a negative control.

Sample preparation

Samples were measured immediately in the flow cytometer after sampling. For
Raman spectroscopy, samples were harvested and fixed in formaldehyde 4% (Sigma-
Aldrich) and dissolved in PBS (protocol from Bio-Techno Ltd., Belgium) following
the protocol from García-Timermans et al. (2018). First, 1 mL of the cell suspension
was centrifuged for 5 min at room temperature and 1,957 x g. For the samples
in the lag phase, up to 10 mL were suspended until a pellet could be seen. The
supernatant was discarded and cells were suspended in filtered and cold PBS (4°C).
The samples were again centrifuged at 1,957 x g for 5 min at room temperature. The
supernatant was discarded and the pellet was re-suspended in filtered formaldehyde
4%. The cells were allowed to fix for 1h at room temperature (21°C). Then, the
samples were centrifuged at 1,957 x g for 5 min at room temperature and washed
twice with cold PBS (4°C). Cells were stored at 4°C and analyzed by the Raman
spectroscope within the week.
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Flow cytometry

Fresh samples taken at the lag, log and stationary phase were diluted in filtered
PBS and stained with SYBR Green 1% (Thermo Fisher) for 13 min at 37°C. They
were measured by an Accuri C6 (BD Biosciences) following the protocol from Van
Nevel et al. (2013). This resulted in a multivariate description of each cell by four
fluorescence detectors (FL1: 533/30 nm, FL2: 585/40 nm, FL3: > 670 nm long
pass, FL4: 675/25 nm), of which the FL1 detector was targeted by SG, along with
forward (FSC) and side scatter (SSC).

Raman spectroscopy

Fixed samples were centrifuged at 1,957 x g for 5 min at room temperature and
resuspended in cold Milli-Q water (Merck-Millipore) (4°C). Then, a 5 µL drop
was allowed to dry until evaporation on a CaF2 slide (grade 13 mm diameter by
0.5 mm polished disc, Crystran Ltd). As control for the instrument performance,
a silica gel was measured with a grating of 600 - mm/g, with a 1 second time
exposure and 10 accumulations. Laser power was also monitored to detect possible
variations. Bacteria were measured with a grating of 300 - mm/g, with a 40
second exposure time and 1 accumulation. The metadata were collected following
the recommendations from García-Timermans et al. (2018) and can be found
online1.

6.2.2. Data analysis

Flow cytometry data

Preprocessing

For all analyses, the channels FL1-H, FL3-H, FSC-H and SSC-H were selected, after
which the transformation f(x) = asinh(x) was applied to every channel. Bacterial
cells were gated from background noise using a fixed digital gating strategy in the
FL1-H and FL3-H channels (Hammes and Egli, 2005; Prest et al., 2013), as shown
in Fig A6.2. As quality control, the stability of the FL1-signal was checked over
time. At least 10.000 cells were measured per sample.

Single-cell analysis

Flow cytometry single-cell data were visualized by t-SNE (see Section 3.3.2) with
the TSNE() function from the scikit-learn machine learning library (Pedregosa

1 See https://www.biorxiv.org/content/10.1101/545681v3.supplementary-material.
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et al. (2011), v0.19.1). Principal component analysis (PCA) was set as initialization
method. t-SNE was run with default settings unless reported otherwise. In parallel,
PCA (see Section 3.3.2) was applied to visualize single-cell data as well with the
function PCA().

Population-level analysis

The same channels, i.e. FL1-H, FL3-H, FSC-H and SSC-H, were selected to derive
a phenotypic fingerprint for each sample. Fingerprints were constructed using
the PhenoFlow package (Props et al., 2016). In short, a 128 × 128 binning grid
was constructed for each pairwise combination of these channels (resulting in 6 in
total). Next, kernel density estimation was performed (with a Gaussian kernel and
a density bandwidth of 0.01), to derive densities per bin and per sample. Then,
all bins are concatenated to a one-dimensional vector, representing the cytometric
fingerprint. BC dissimilarities were calculated to assess the β-diversity between
samples, using the DistanceMetric()-function from the scikit-learn machine
learning library.

Raman spectroscopy

Preprocessing

The Raman spectra were analyzed in the 600-1800 cm-1 region, and baseline correc-
tion using the SNIP algorithm (ten iterations) and normalization were performed.
The area under the curve normalization was calculated with the MALDIquant
package (Gibb and Strimmer (2012), v1.16.2). These steps are implemented in the
MicroRaman R package2.

Single-cell analysis

PCA and t-SNE were performed for visualization purposes of the single-cell Raman
spectra similarly as for the analysis of single-cell FCM data. Two clustering
approaches were employed to cluster Raman spectra into phenotypic populations.
First, to measure the dissimilarity between spectra, we calculated the spectral
contrast angle θ between individual cells i and j (Wan et al., 2002), which is defined
as:

cos θ =

∑D
d=1 I

d
i I

d
j√∑D

d=1 I
d
i
2∑D

d=1 I
d
j
2
, (6.1)

2 Available through https://github.com/CMET-UGent/MicroRaman
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in which Idi represents the Raman intensity of cell i at region d. Then, clus-
ters were determined using hierarchical clustering (see Section 3.3.1), with the
hclust() function from the stats package (R Core Team 2018, v3.5.1). The Pheno-
Graph algorithm (see Section 3.3.1) was used to cluster raw Raman data with
default settings, in which k was evaluated for different values between five and
100 (github.com/jacoblevine/PhenoGraph). The Adjusted Rand Index (ARI, see
Section 3.5) was used to evaluate clustering results. It was calculated with the
adjusted_rand_score() function from the scikit-learn machine learning library
(v0.19.1).

The Boruta variable selection algorithm (see Section 3.4.3) was used to associate
certain regions in the Raman spectrum with either the population or cluster labels
of the single-cells. The Boruta algorithm from the Boruta R package was used,
with default settings (Kursa and Rudnicki (2010), v6.0.0).

External dataset

We included the dataset from Teng et al. (2016) in order to validate the general-
izability of the PhenoGraph and t-SNE algorithms for the analysis of label-free
bacterial Raman data. As described in their article, the authors tested the stress
response of E. coli to six chemical stressors at different time intervals with label-free
Raman spectroscopy: ethanol, antibiotics ampicillin and kanamycin, n-butanol or
heavy metals Cu+2 (CuSO4) and Cr+6 (K2CrO4). Teng et al. (2016) showed that
each of these treatments resulted in a different phenotype. In other words, each
treatment resulted in a unique Raman characterization of cells, which should group
together upon analysis. These treatments were therefore used as labels according
to which PhenoGraph or t-SNE should group the cells. Three biological replicates
of the cell culture were made, and 20 cells were tested per replicate. Bacteria were
sampled at different stages of the cell growth (5, 10, 20, 30 and 60 min, 3h and 5h).
The Raman spectra of the stressed cells were collected after the treatment.

6.2.3. Code and data availability

• Code and data to reproduce analysis is available on the following repository:
https://github.com/CMET-Ugent/FCMvsRaman.

• Raw FCM data is available via FlowRepository (ID:FR-FCM-ZYV6).

6.3. Results

Throughout this paper, we define a phenotypic population as a group of bacterial
cells that were grown under the same environmental conditions at a certain time (in
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Table 6.1: Average BC dissimilarity between samples based on their growth phase or
their replicate; n = 3, A.U.: arbitrary units.

Average BC dissimilarity (A.U.) SD(BC) (A.U.)
Lag phase 0.33 0.08
Log phase 0.33 0.08
Stationary phase 0.21 0.06
Replicate 1 0.41 0.18
Replicate 2 0.35 0.04
Replicate 3 0.35 0.07

this case, cells from the same biological replicate at a certain growth stage). This
population will share morphological and/or metabolic traits that can be detected
by FCM and Raman spectroscopy. Cells from E. coli LMG 2092 were measured
in the lag, log and stationary phase. Three biological replicates were created at
the start of the experiment. Thus, we expect to retrieve 9 phenotypic populations.
Note that this is not to say that there cannot be other subpopulations in each of
these ‘phenotypic populations’. We will come back to this in Section 6.4.

6.3.1. Cytometric fingerprints quantify shifts in phe-
notypic heterogeneity

Three biological replicates of E. coli LMG 2092 were measured in the lag, log
and stationary phase through FCM. Data were analyzed at two levels: (a) the
single-cell level (i.e., cells were analyzed as individual instances) (b) the cell popu-
lation level (i.e., cytometric fingerprints were constructed to describe community
dynamics).

t-SNE and PCA were used to visualize the data at the single-cell and community-
level (Figs. 6.1, A6.3). No separated subpopulations could be distinguished based
on cytometric single-cell data (Fig. 6.1). Yet, shifts in the distribution of cells were
clear, both between different growth phases and replicates, as can be seen from
the marginal distributions. By creating cytometric fingerprints, these shifts can
be quantified. We used PhenoFlow, an cytometric fingerprinting approach that
determines the cell density per bin for each bivariate parameter combination, to
describe heterogeneity at the population level. Dissimilarities between fingerprints
(i.e., β-diversity estimations) were calculated using the BC dissimilarity (Fig. A6.4).
Average dissimilarities per growth phase and replicate were summarized in Table 6.1.
We note that the average BC dissimilarity between samples within the same growth
phase is smaller or similar compared to samples that originated from the same
replicate.

108



§6.3. Results

A B

C D

Figure 6.1: Visualization of E. coli, measured through FCM and visualized using t-SNE
at the single cell level. A: Replicate 1; B: Replicate 2; C: Replicate 3; D: All samples
combined. Distributions on the side represent the marginal t-SNE distributions.

6.3.2. PhenoGraph identifies separated phenotypic
populations based on Raman spectra

Both t-SNE and PCA were evaluated for the visualization of Raman spectra.
t-SNE clearly revealed separated cell populations according to the treatment
(Fig. 6.2A). PCA revealed similar patterns, but the cell populations could not
be separated based on the first two principal components (Fig. A6.5). In order
to automatically identify phenotypic populations based on Raman spectra, two
clustering methods were tested, namely hierarchical clustering and PhenoGraph.
To perform hierarchical clustering, the spectral contrast angle between spectra was
calculated (which is a measure of the spectral similarity). Hierarchical clustering
results in a dendrogram, after which phenotypic populations can be delineated by
setting a threshold upon inspection of the dendrogram (Fig. A6.6). PhenoGraph
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A

B

C

D

Figure 6.2: PhenoGraph clustering of Raman spectra derived from an E. coli culture
measured in different replicates and growth phases. A: t-SNE visualization, with cells
colored according to growth phases and replicates. B: t-SNE visualization, colored
according to PhenoGraph clustering for k = 24 (maximum ARI = 0.94). C: ARI
versus hyperparameter k for the automated identification of phenotypic populations using
PhenoGraph. D: Number of detected clusters versus hyperparameter k for the automated
identification of phenotypic populations using PhenoGraph.

makes use of k-nearest-neighbor graphs, in order to determine groups of similar cells,
and as such, phenotypic populations. In other words, k expresses the amount of local
information that is included when cells are grouped according to similar spectra.
k will therefore, in a similar way as the threshold used in hierarchical clustering,
impact the number of phenotypic populations that will be determined.

The adjusted Rand index (ARI) was used to evaluated the clustering of Raman
spectra according to the induced treatments. An ARI of 1 indicates perfect
grouping of the data. The PhenoGraph algorithm resulted in a higher ARI as
opposed to hierarchical clustering based on the spectral contrast angle (Fig. A6.6B
vs. Fig. 6.2C). Inspecting the PhenoGraph results, there is a stable region for
k that results in a clustering according to both growth phase and replicate (i.e.,
nine clusters were found for k = 20, . . . , 60). A value of k = 24 or 26 resulted
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§6.3. Results

in the highest ARI, i.e. ARI = 0.94 (see Fig. 6.2B for a t-SNE visualization of
the PhenoGraph clustering for k = 24). Smaller k allowed to inspect phenotypic
populations at smaller scales and investigate heterogeneity accordingly. See for
example the clustering results for k = 15 that resulted in eleven different groups of
cells (Fig. A6.7A). Additional clusters that emerged were the result of splitting two
clusters into two smaller ones. Likewise, larger k will result in larger clusters. For
example, for k = 100, the data is grouped in five clusters (Fig. A6.7B). Structure
in the data is retained, as clusters are merged either according to growth phase
(clusters 0, 2 and 3) or replicate (cluster 1).

Raman spectroscopy: tentative region assignment

The Boruta algorithm was used to associate the most distinctive regions (also
called bands or modes) in the Raman spectrum according to the treatment and
cluster assignments by the PhenoGraph algorithm. Regions were mapped back to
different molecules based on a recent summary from Wang et al. (2016). In this
way, metabolic associations could be inferred that contained predictive power in
function of different phenotypic populations (Table A6.1).

This analysis was repeated for different values of k and according the treatment
labels. This allows us to assess the regions that are associated with changes in
growth stage, replicate, both and cluster assignments. When more phenotypic
populations were distinguished (i.e. setting the value of k lower) more regions in the
Raman spectrum were selected in function of phenotypic classification (Fig. 6.3).
59% of the regions can be associated with differences in phenotypic populations
according to the growth stage; differences between replicates is reflected in 67%of
the regions; when both treatments are incorporated, this number amounts to 77%.
This implies that large areas in the Raman spectrum contain meaningful information
concerning the identification of phenotypic populations of E. coli.

Validation on an external dataset

The dataset from Teng et al. (2016) was used to validate the use of t-SNE and
PhenoGraph for the the analysis of bacterial single-cell Raman data. In this work,
E. coli was exposed to different chemicals (ethanol, antibiotics, n-butanol or heavy
metals) and the spectra of the bacteria were measured at several time points after
the treatment (5, 10, 20, 30 and 60 min, 3h and 5h). Three replicates of the cell
culture were made for each treatment. Here we show the results for cells treated
with ethanol (Fig. 6.4), representative for what is observed in the other groups
(Fig A6.8). t-SNE was able to visualize groups of bacteria that received different
treatments at different points in time. Furthermore, two subpopulations are seen
in every group. They correspond to the replicate samples, where two replicate
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Figure 6.3: Visualization of the regions in the Raman spectrum that were relevant for
phenotypic classification according to the Boruta algorithm. The top heatmap shows the
associations according to the growth phase and replicates. At the bottom, the associations
according to cluster assignments are shown, for PhenoGraph with k = 80, 22 or 8 . Green
and blue indicate whether spectral regions were selected by the Boruta algorithm, gray
regions represent the rejected regions. The average of all spectra is also plotted (top); the
gray areas in the average spectrum correspond to the standard deviation.

samples are separated, and the third replicate is either assigned to one of the two
or divided amongst the two subpopulations. The optimal ARI is lower than the
one reported for our own work, but still considerably higher than zero, as ARI =
0.75 (Fig. 6.4C, A6.8right).

6.4. Discussion

Cytometric fingerprints allow quantitative assesments of phenotypic
heterogeneity at the population level

Different replicate samples of an E. coli strain were measured in three different
growth stages using FCM. When performing analysis at the single-cell level, different
phenotypic populations overlapped and did not form separate clusters, as shown by
both t-SNE and PCA (Fig. 6.1, Fig. A6.3). However, consistent shifts in the cell
distributions could be observed in the t-SNE visualization, reflecting the different
growth stages and replicates. In other words, although individual cells could not be
separated according to growth phase or replicate, gradual shifts in the cytometric
distributions of the phenotypic populations, i.e. phenotypic heterogeneity, could be
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A

B

C

D

Figure 6.4: A: Visualization of E. coli treated with ethanol and measured at time
points: at 5, 10, 20, 30 and 60 min, 3h and 5h. The data was collected by Teng et al.
(2016) using Raman spectroscopy. Cells were labelled according to their treatment. The
shapes represent the sample replicate. B: Same t-SNE visualization, but cells colored
according to cluster assignments of PhenoGraph for k = 24 (ARI = 0.75). C: ARI in
function of varying k. D: Number of phenotypic populations in function of k.
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Chapter 6. Quantifying phenotypic heterogeneity using single-cell data

detected. Cytometric fingerprint allow to describe and quantify these differences
at the population or community level (Koch et al., 2014; Props et al., 2016).
The BC dissimilarity was used to quantify these differences at the population
level. The average BC dissimilarity showed that the differences between the E.
coli populations in the same growth stage were smaller or comparable to those
populations within the same replicate. More generally, by applying fingerprinting
approaches to cytometry data, differences in terms of β-diversity between microbial
populations can be assessed and quantified. Current resolution at the single-cell
level appears to be limited for the detection of separated phenotypic populations,
but due to its high-throughput nature, its power lies in the possibility to characterize
and quantify differences between distributions of cells.

We did not explore the use of additional or more specific labels for cytometric
analysis, which might improve the resolution. It is possible to add stains to target
specific substrates, see for example the review by Léonard et al. (2016) on the use of
individual and double stains, and an example of a three-color analysis by Barbesti
et al. (2000). An example of increased resolution is the work of (Lambrecht et al.,
2017), in which the authors were able to study methanogenic archaea based on the
autofluorescence properties of their cofactor F420. In any way, it has to be stated
that the number of cytometric markers describing microbial cells will never be of
the same order as that of Raman spectroscopy. In immunophenotyping studies of
mammalian cells, the tagging of specific antibodies is much more feasible, and 19-
parameter FCM is routinely used (17 fluorescence and two scatters) (Perfetto et al.,
2004). This number is still increasing, as 30-parameter FCM has just been recently
published (Mair and Prlic, 2018). However, the dimensionality of cytometry data
in these settings is still much lower than the number of variables derived from
Raman spectroscopy, which typically differs by an order of magnitude.

Raman spectroscopy detects separated phenotypic populations at the
single-cell level

The same samples were measured by Raman spectroscopy. This technique is
lower in throughput than FCM, but is able to retrieve much more information
per cell. This resolution allows to conduct a more thorough research at the single-
cell level. Visualization by means of t-SNE, both according to growth stage and
replicate (Fig. 6.2), a pattern that was confirmed by PCA Fig. A6.3). These
populations could be retrieved in an automated way by using clustering algorithms.
Interestingly, PhenoGraph, an algorithm developed for high-dimensional cytometry
data, outperformed a traditional hierarchical clustering approach. Our results
were confirmed by an additional analysis of an external dataset, in which E. coli
populations could be separated according to stressor, time and replicate. The effect
of the stressor and time had a stronger impact on the Raman fingerprint compared
to the replicate effect.
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Raman spectroscopy comes with a number of advantages and disadvantages. The
first is its high resolution, making it a versatile tool to study bacterial populations
at the single-cell level. For instance, it has been used to detect stress-induced
phenotypic populations (Teng et al., 2016), to study antibiotic response (Athamneh
et al., 2014), to determine antibiotic susceptibility (Novelli-Rousseau et al., 2018)
and to discriminate between different Acinetobacter (Maquelin et al., 2006) or
E. coli strains (Jarvis and Goodacre, 2004). Another advantage is the fact that
it can be applied without the use of labels. One of the main disadvantages is
that the Raman signal of certain compounds can be quite weak, making them
difficult to detect or undetectable. The Raman signature of certain compounds
can be composed of several peaks, or be unknown. Due to its sensitivity, artificial
populations can be created due to improper sample handling (García-Timermans
et al., 2018). The main downside of label-free Raman spectroscopy is perhaps that
the time of measurement is long: an average acquisition time of 40 seconds per
cell was needed for this experiment. To combat this, hybrids with FCM have been
proposed, in which Raman scattering can be collected at rates approaching those
of modern FCM (Zhang et al., 2017).

Raman spectroscopy allows to detect differences in biomolecules from
one sample to another

Raman spectroscopy captures signatures from biomolecules that are present in
bacterial cells. Therefore, once phenotypic populations have been identified, one can
use this assignment to associate Raman regions with variations between phenotypic
populations. We proposed a variable selection strategy to do this in a data-driven
way. By using the Boruta algorithm, we found that multiple spectral regions could
be associated with differences between phenotypic populations (Fig. 6.3). This
information can be used to better understand how differences between phenotypic
populations are related to the metabolism of that population. For now, we have
based ourselves on a recent literature survey that summarizes associations between
Raman regions and certain biological compounds (Wang et al., 2016). The ten
most important regions correspond mostly to carbohydrates and nucleic acids, as
well as some unknown regions. Nevertheless, as these assignments for the Raman
regions are tentative and based solely on a literature research, proper validation of
these results are recommended for future experiments.

How to define a phenotypic population?

In this work, microbial communities were steered towards a certain growth stage,
expecting that they would express a certain phenotype that could be retrieved by
FCM and Raman spectroscopy. However, subpopulations could be identified in
each isogenic population depending on how the clustering algorithms were used.
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We acknowledge the difficulty in defining what a phenotypic population is, and try
to motivate that this depends on a threshold of similarity that allows to delineate
between phenotypic populations.

A similar problem exists in the area of bacterial taxonomy, where the similarity of
16S sequences is compared. In this case, an arbitrary threshold is set (e.g., 95%
similarity at the genus level or 98.56% at the species level) (Stackebrandt and
Goebel, 1994; Kim et al., 2014). As Beye et al. (2018) explains, this cut-off was
meant to standardize the use of 16S rRNA gene amplicon sequencing, but it had
to evolve; i.e., the first threshold for the species level has changed from 97%, to
98.7%, to the current 98.65%. Even now, it is argued that these thresholds are
not applicable to multiple genera (Mysara et al., 2017). In the case of phenotypic
populations, we propose a definition based on their similarity (after setting a
similarity threshold) and their ecology (their relationship with one another and
with their environment). Quantifying their similarity can be done in a data-driven
way, by means of for example clustering, at the resolution that is required for the
specific research. This operational definition allows to define phenotypic populations
depending on the research question, as long as researchers motivate and validate
their choice. However, using this operational definition means that results cannot
be compared across experiments or labs. This is why we highlight the need to find
a more standardized way to define ‘basic phenotypic units’. This allows to measure
phenotypic traits and a quantitative analysis of phenotypic heterogeneity.

We propose to use algorithms -such as hierarchical clustering, t-SNE or PhenoGraph,
applied throughout this chapter - to define, visualize and characterize phenotypic
populations. t-SNE is a well-known technique to visualize high-dimensional single-
cell data, being commonly applied to visualize for example cytometry and single-cell
RNA sequencing data (Amir et al., 2013; Andrews and Hemberg, 2018). Our results
confirm that it can be used as an ‘off-the-shelf’ visualization method to detect
phenotypic populations in Raman data when applied to microorganisms.

Bacteria were grown in 9 different conditions (three replicate cultures of three
growth stage conditions) to steer the same E. coli population to a different morpho-
logical and/or metabolic state, or in other words, to steer them into 9 phenotypic
populations. While hierarchichal clustering was able to find eight of these pheno-
typic populations, PhenoGraph was able to retrieve all nine of them, resulting in a
higher ARI as well.

t-SNE and PhenoGraph were also applied to an external dataset from (Teng
et al., 2016), consisting of E. coli populations that had been treated with different
agents and were measured at several time points. We showed that PhenoGraph
was capable of differentiating the time points per treatment. Interestingly, two
subpopulations were identified per treatment, although samples were measured
in triplicate. These corresponded to two replicates, where the third was either
assigned to one subpopulation or divided between both. Our group has previously
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shown how small technical variations can create subpopulations that have no
biological meaning (García-Timermans et al., 2018), which might explain these
findings.

Each algorithm has its own advantages and disadvantages. t-SNE is a highly
effective technique to visualize high-dimensional single-cell data, which we confirmed
for the Raman analysis of microorganisms. However, automated clustering of the
data is not possible without additional algorithms. The PhenoGraph algorithm was
originally developed for mass cytometry data (Levine et al., 2015), a variation of
flow cytometry which makes use of heavy metal ion tags instead of fluorochromes,
resulting in more observed variables but at a lower acquisition speed (Spitzer
and Nolan, 2016). We demonstrated that PhenoGraph was highly effective for
clustering purposes of single-cell Raman data, and returned a better clustering
performance compared to a more traditional hierarchical clustering approach.
However, hierarchical clustering allows to inspect which cells are most similar
to each other. Therefore we want to reiterate that, as proposed by Andrews
and Hemberg (2018, p.121) for the analysis of single-cell RNA sequencing data,
“[l]ikewise, no computational methods for dimensionality reduction, feature selection
and unsupervised clustering will be optimal in all situations”. The algorithm
of choice depends on the needs of the user. If a researcher wants to visualize
subpopulations, we recommend the use of t-SNE. If identification of phenotypic
populations is needed in an automated way, PhenoGraph is more appropriate.
To assess which individual cells are phenotypically closest, hierarchical clustering
can be used. Further investigation of the analysis of Raman data is needed, but
exploring those algorithms that are specifically developed for high-dimensional
single-cell data can further support the use of Raman spectroscopy to identify
phenotypic populations.

6.5. Conclusions

The results of this chapter suggest that FCM can be applied to quantify differences in
phenotypic heterogeneity at the community level, whereas Raman spectroscopy has
sufficient resolving power to identify separated phenotypic populations at the single-
cell level within isogenic populations. Raman spectroscopy provides the possibility
to infer which metabolic properties are associated with differences in phenotypic
populations. Currently we propose to use t-SNE to visualize Raman data. State-of-
the-art clustering algorithms, specifically developed for high-dimensional single-cell
data, can assist in the automated identification of phenotypic populations. From a
broader perspective, one can motivate that phenotypic populations depend on a
similarity threshold, which can be set in clustering algorithms, but is application-
specific. We therefore suggest that researchers try to include validation controls in
their experimental setup, in order to motivate the choice of threshold.

117



Chapter 6. Quantifying phenotypic heterogeneity using single-cell data

6.6. Appendix

6.6.1. Tables

Table A6.1: Tentative assignment of regions in Raman spectra using the Boruta
algorithm with phenotypic assignments by PhenoGraph (k = 24). The 10 highest ranked
areas are shown, quantified by the permutation importance. When there is no known
compound in the spectral region, either the closest compound or a blank is shown.

Wavenumber PhenoGraph (A.U.) Tentative assignment
(cm−1) (9 clusters)
1042 9.8 Carbohydrates, Proline (1043)
971 9.5 ν(C-C) wagging (971)

Phosphate monoester groups of
phosphorylated proteins and cellular
nucleic acids (970)

945 9.0 νs (CH3) of proteins (α-helix) (951)
1057 8.9 Lipids (1057)

Carbohydrates (1030-1130)
1294 8.5 CH2 deformation (1295)
1050 8.5 8.65 Nucleic acids, CO stretching;

protein, C-N stretching, PHB (1054)
Carbohydrates (1030-1130)

1053 8.4 Nucleic acid (1054)
Carbohydrates (1030-1130)

1127 8.3 ν(C-N), protein (1127)
Carbohydrates (1030-1130)

1046 8.1 ν3PO3−
4 (symmetric stretching

vibration of ν3PO3−
4 of HA) (1044)

641 8 C-C twisting of tyrosine (642)
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6.6.2. Figures

Figure A6.1: Growth curve for E. coli in nutrient broth at 28°C, 120 rpm shaking.
Three replicates of the cell culture were made. (a) OD results. In blue, the results for
the E. coli ; in grey, the negative control (medium). (b) Fitting model for the E. coli OD
results (after background substraction) to assign the lag, log and stationary phases.
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Figure A6.2: Gating strategy for the flow cytometric data using the FL1/FL3 channels.
Data were first transformed by the transformation f(x) = asinh(x).

Figure A6.3: First two components of a PCA for single-cell flow cytometric data. Colors
correspond to growth phases and replicates. The percentages between brackets denote
the explained variance per PC.
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Figure A6.4: β-diversity estimations using BC dissimilarities between the cytometric
fingerprints, as determined by PhenoFlow, for all samples.

Figure A6.5: First two components of PCA for Raman spectra of all individual bacterial
cells. Colors correspond to growth phases and replicates. The percentages between
brackets denote the explained variance per PC.
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Figure A6.6: Hierarchical clustering results of Raman spectra derived from nine isogenic
E. coli populations. Cells were measured in the lag, log and stationary phase using Raman
spectroscopy. (a) Left axis, grey: Visualization of the number of clusters we obtained by
cutting the dendrogram at different heights (k). Right axis, black: ARI, which evaluates
the cluster assignments of the hierarchical clustering in function of the treatments. (b)
Dendrogram representing the distance (as determined by the spectral contrast angle)
between individual Raman spectra. The black boxes indicate the phenotypic populations
in case the dendrogram is cut at k = 0.9. This cutoff resulted in the maximum adjusted
Rand index (ARI), as calculated in Fig. A6.6a.

A B

Figure A6.7: Visualization of PhenoGraph clustering results of the Raman data derived
from the nine E. coli populations for different k; A: k = 15, B: k = 100.
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A

C

B

D

E

Figure A6.8: t-SNE visualization (left) and evaluation of PhenoGraph clustering in
terms of the ARI (right) of the treatments from the Teng et al. (2016) dataset (except
ethanol, which can be found in Fig. 6.4A). A: ampicillin; B: n-butanol; C: Cr+6 ; D: Cu+

2

(CuSO4); E: kanamycin.

123

N 

w z 
'2 

N 
w 
z 
'2 

N 

w 
z 

20 

15 

10 

- 5 

- 10 

15 

10 

-5 

-10 

- 15 

10 

~ -5 

N 
w 
z 

- 10 

10 

~ - 5 

-10 

~ 

.~.:f 
• "' " aiC 

1 1 
x) 

,,~~~ 
•• jc • . ~ .. ... 
* ~· . 

- 30 - 20 -10 0 10 
t-SNE 1 

·~ .. 1r.-. .· 

20 

,, ... 

..: .. 
·::.SC,§ 
~ : 

30 40 

-30 - 20 - 10 0 10 20 

"s • ·f'· .. .. 

t-SNE 1 

:.~~-~ . ""* :!-... ~ •"Ill:• 
• Ji" 't:._• ... 

> .... ~--. 
• .:~U. . ~-= ~···. r.:. . ... .. .. .. 

~· 

. ,. . 
-15~--~~~~--~~~~~-

- 30 -20 -10 0 10 20 30 

40 

20 
N 
w 
z 
'2 

- 20 

-40 

t -SNE 1 

.... J,l~ •:'J.!:'. 
· :·.~·· ·i. ll··· 

• L • .. I".-..•, • • .. ,. •• ··t•A"';.• . .... ,. : •:1~ . . . 
·: ·"' --~~·:,..: ::.·. "" 

. ;{:::~W..J/£: ~.}~;w,.. 
•"11•:: •• ··:···.~·. ••• :-~.f~~ .. ...... 

- 40 

~-.·· . , .. 
- 20 0 20 

t-SNE 1 
40 

Tre<1tment 

• a mp_min5 
• amp_minlO 
e amp_min20 

• a mp_minJO 

• amp min60 
• amp=l'l3 

a mp_hS_l 

• amp_h5_2 
.:tmp_h5_3 

Replicate 

• l 
• 2 
• 3 

T rea tmef'lt 

• but_minS 
e but_minlO 

• but_mi n20 
but_mir'\30 
but_mi n60 

e but_h3 

but_Sh 
Replicate 
1 

2 

• 3 

rretttment 

• cr_min S 
e cr_min lO 

• cr_min 20 
e cr_min 30 

e cr_min60 

• cr_h3 
cr_hs 
Replkate 

• l 

• 2 

• 3 

Treatment 
e cu m in5 

e cu:min10 
• cu min20 
e cu_min30 

• cu_min6 0 
• cu_h3 

cu_hS 

RepiK:at e 

• 1 

• 2 
• 3 

Treatment 
• kan_m in 5 
e kan_m in10 

• l<:an_mln20 
• luln_min30 
• l<:an_m in50 

• kan_h J 
kan_ll5 

Replicate 
1 
2 

• 3 

06 

0 5 

~ 0.4 

0.2 

·. ...... ,. . . .. . 

01 t..,:- - ---,.-----,::---:;:;-
20 40 60 80 100 

k 
0.6 

0 5 _ ..... __ 

.. .. .... ~· 
0 .4 •• ·'~ 

cc 
<( 0.3 

0 .2 

20 40 60 BO lOO 

k 

. .. 
..... ,.,-.. ,.. 

~ 0.3 

0 .2 

20 40 60 so 10 0 

k 

(UI • _.._,_.._ 
. -

0.6 • 

c:: o.s 
<( 

0 .2 

0.5 

" 0.3 <( 

0.1 

k 

k 





PART III

COMMUNITY-LEVEL ANALYSIS

125





7 PhenoGMM : Gaussian mixture
modelling of microbial cytometry
data enables efficient predictions

of biodiversity

Microbial flow cytometry allows to rapidly characterize microbial community dy-
namics and functioning. Recent research has demonstrated a strong connection
between the cytometric diversity and taxonomic diversity based on 16S rRNA
gene amplicon sequencing data. This creates the opportunity to integrate both
types of data to study and predict microbial community diversity in an automated
and efficient way. However, microbial flow cytometry data results in a number of
unique challenges that need to be addressed. The research goals of this chapter are
threefold: i) We expand current microbial cytometry fingerprinting approaches by
using a model-based fingerprinting approach based on Gaussian Mixture Models,
which we called PhenoGMM. ii) We show that PhenoGMM allows rapid estimations
of microbial diversity. In combination with a supervised machine learning model,
diversity estimations based on 16S rRNA gene amplicon sequencing data can be
predicted. iii) We evaluate our method extensively using multiple datasets from
different ecosystems. We compare its predictive power with a generic binning
fingerprinting approach that is commonly used in microbial flow cytometry. These
results demonstrate the strong connection between the genetic make-up of a micro-
bial community and its phenotypic properties as measured by flow cytometry. Our
workflow facilitates the study of microbial diversity in a fast and quantitative way.

Chapter redrafted after:
Rubbens, P., Props, R., Kerckhof, F.-M., Boon, N. andWaegeman, W. PhenoGMM :
Gaussian mixture modelling of microbial cytometry data enables efficient predic-
tions of biodiversity. bioRxiv, 641464v1.
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Chapter 7. PhenoGMM : Efficient predictions of microbial biodiversity

7.1. Introduction

Most microbiologists study microbial community diversity and dynamics by means
of 16S rRNA gene sequencing (Van Dijk et al., 2014). Although advances have been
made to perform sequencing in real-time (Ardui et al., 2018), most 16S rRNA gene
amplicon sequencing surveys are still expensive (Sims et al., 2014) and laborious
in time (Van Dorst et al., 2014). From Chapters 4 it is clear that the taxonomic
composition of a microbial community is reflected in its cytometric characterization.
Therefore, microbial FCM can be used to study microbial community dynamics
and diversity based on their phenotypic properties (Koch et al., 2013c; Props et al.,
2016; Lambrecht et al., 2018).

Many algorithms exist in the field of immunophenotyping cytometry to identify
cell populations in an automated way (see e.g. the extensive benchmark studies by
Aghaeepour et al. (2013) and Weber and Robinson (2016)). However, as demon-
strated in Chapter 4, cytometric distributions of individual bacterial populations
can highly overlap, because the number of bacterial populations in a community is
typically much larger than the number of differentiating signals. Therefore, many
algorithms that have been developed for immunophenotyping studies break down
for the analysis bacterial cytometry data. Consequently, data analysis pipelines
should be tailored towards the characteristics of microbial FCM.

Cytometric fingerprinting techniques allow to describe community dynamics in
terms of the number of bins or clusters (i.e. gates), cell counts per cluster and
the position of those clusters (Koch et al., 2014), despite the fact that there are
no or only a few clearly separated cell populations. In Chapter 6 we have used
such an approach to quantify the phenotypic heterogeneity between isogenic E.
coli populations. Current fingerprinting methodologies can be broadly divided
in two categories (see Section 2.2.4): i) manual annotation of clusters (Günther
et al., 2012; Koch et al., 2013c) and ii) automated approaches that employ binning
strategies, that either make use of a fixed binning strategy (Li, 1997; Koch et al.,
2013a; García et al., 2015; Props et al., 2016), or an adaptive one (Rogers and
Holyst, 2009; Huang et al., 2015; Amalfitano et al., 2018). These methods have a
number of drawbacks: i) Manual gating of regions of interest is laborious in time
and operator dependent, ii) only bivariate interactions of cytometry channels are
considered and iii) fixed binning approaches result in a large number of variables
(e.g., a fixed grid of dimensions 100× 100 will result in 10,000 sample-describing
variables).

After a fingerprint has been constructed, one can calculate what is called the
cytometric or phenotypic diversity within a community (Li, 1997). These are
estimations of the diversity of a microbial community based on the cell counts per
cluster. Recent reports have demonstrated that the cytometric diversity and taxo-
nomic diversity, as derived from 16S gene sequencing data, are correlated (García
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et al., 2015; Props et al., 2016, 2018b). In other words, there is a strong connec-
tion between the genetic make-up of a microbial community and its phenotypic
properties, which can be quantified. This result has been backed up by molecular
identification of sorted subpopulations (Park et al., 2005; Koch et al., 2013c),
the sequencing of sorted individual cells or subpopulations (Zimmermann et al.,
2016; Stepanauskas et al., 2017; Günther et al., 2018) and by using a bottom-up
approach in which individual bacterial populations resulted in unique cytometric
characterizations that could be automatically identified using machine learning
models (Chapters 4 and 5).

In this chapter we propose an extension of current fingerprinting approaches that
is able to deal with largely overlapping cell populations. Our workflow, which is
called ‘PhenoGMM ’, makes use of a Gaussian mixture model (GMM). GMMs
have been successfully applied to cytometry data before to identify separated cell
populations in an automated way (Boedigheimer and Ferbas, 2008; Reiter et al.,
2016). Interestingly, Hyrkas et al. (2015) have shown that their GMM approach
outperformed state-of-the-art immunophenotyping cytometry algorithms for the
automated identification of phytoplankton populations. By overclustering the data,
GMMs can also be used to describe the distribution of the data, and therefore
PhenoGMM is able to deal with overlapping cell populations. In addition, the
number of mixtures that are needed to describe the data is much lower compared to
the number of variables that result from fixed binning approaches. This facilitates
the use of supervised machine learning models. We demonstrate that bacterial
diversity can be predicted based on cytometric fingerprints as determined by
PhenoGMM. Our method is evaluated using multiple datasets, in which we use
diversity values derived from 16S rRNA gene amplicon sequencing data as target
values that need to be predicted. Its performance is compared with the predictive
power of a generic traditional binning approach, which we have called PhenoGrid.
Finally, we highlight a number of possible extensions concerning the integration of
FCM with 16S rRNA gene sequencing, such as the quantification of β-diversity,
the imputation of missing diversity values and the prediction of individual taxon
abundances based on FCM data.

7.2. Materials and methods

7.2.1. Methodology

Preprocessing

Two steps are carried out for all measurements before further analysis of the
data. First, all individual channels are transformed using f(x) = asinh(x). Next,
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background due to debris and noise has been removed using a fixed digital gat-
ing strategy (Prest et al., 2013; Props et al., 2016). In other words, a single
gate is applied to separate bacterial cells from background and is applied to all
samples.

PhenoGMM : Cytometric fingerprinting using Gaus-
sian Mixture Models

In order to create a fingerprint template that can be used to extract variables
describing a specific sample, all samples in the dataset in the training set need to
be concatenated. Samples are first subsampled to the same number of cells per file
(N_CELLS_MIN), in order to not bias the Gaussian Mixture Model (GMM) towards
a specific sample. This number can either be the lowest number of cells present in
one sample, or a number of choice. A rough guideline can be to not let the training
set be larger than 106 cells, but this depends on computational resources. If n
denotes the total number of samples, then the total number of cells (N_CELLS) in
the training set will be determined by N_CELLS_MIN = n× N_REP× N_CELLS_MIN,
in which N_REP denotes the number of technical replicates of a specific sample.
Typically, forward and side scatter channels are included, along with one or two
targeted fluorescence channels (denoted as FLX, in which X indicates the number
of a specific fluorescence detector). Unless noted otherwise, channels FSC-H, SSC-H
and FL1-H (530/30 nm) were included for data analysis.

Once this training set is created, a GMM of K mixtures can be fitted to the
data (see Section 3.3.1). Once the parameters of the GMM have been estimated
from the (training) data, one can cluster the cells per sample and mixture based
on the fitted GMM. For this step, either a specific number of cells of choice are
sampled per replicate, or this number amounts to the lowest number of cells of the
available replicates for that sample, denoted as N_CELLS_REP. Cells are assigned
to that specific mixture for which it has the highest posterior probability. After
clustering, we count the number of cells per cluster, to retrieve the relative number
of cells per cluster and sample. The resulting variables can be used for different
purposes:

• To rapidly estimate α- and β-diversity metrics based on cell count abun-
dances, by directly applying the Hill formulas (see Equations 2.2-2.4) and by
calculating Bray-Curtis (BC) dissimilarities (Equation 2.6).

• As input variables for predictive models in order to find the relationship with
a target variable of interest.

An illustration of PhenoGMM can be seen in Fig. 7.1.

We used the GaussianMixture() function of the scikit-learn machine learning
library to implement our method (Pedregosa et al., 2011). This function allows to
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COMMUNITY K1 ... K100 ²D
ORANGE 0.006 ... 0.010 49.2

GREEN 0.010 ... 0.008 60.2

BLUE 0.006 ... 0.010 57.5

A

B

C

D
COMMUNITY OTU1 ... OTU20 ²D

ORANGE 0.56 ... 0 2.8

GREEN 0.13 ... 0.02 8.8

BLUE 0.07 ... 0.06 7.19

Cell count table OTU tableE

Figure 7.1: Illustration of PhenoGMM for two channels (FL1-H and FSC-H) using
K = 100 mixtures. A: The analysis starts from cytometric measurements of three bacterial
communities of interest, noted as ‘ORANGE’ (S = 6), ‘GREEN’ (S = 8) and ‘BLUE’
(S = 15). B: Data of the three communities are concatenated into one dataframe, to
which a GMM with K = 100 is fitted. This results in a cluster structure, the fingerprint
template, which is depicted on the right. C: The fingerprint template is used to derive
relative cell counts per cluster community. D: This results in a cell count table that
can be used to rapidly estimate the cytometric diversity based on equations 2.2-2.4 (in
this case 2D). E: Based on the count table, one can also predict diversity metrics based
another type of data such as 16S rRNA gene sequencing. A supervised machine learning
model can be used to find the relationship between the two.
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Chapter 7. PhenoGMM : Efficient predictions of microbial biodiversity

determine the covariance matrix in four different ways:

• diag: each mixture has its own diagonal covariance matrix.

• full: each mixture has its own general covariance matrix.

• spherical: each mixture has its own single variance.1

• tied: all mixtures share the same general covariance matrix.

Predictive modeling

FCM fingerprints can be used as input variables to train a machine learning
model. We used RF regression (see Section 3.2.3), to predict α-diversity metrics.
A randomized grid search was performed to search for an optimal hyperparam-
eter combination (Bergstra and Bengio, 2012). A 100 random combinations of
hyperparameter values were evaluated. The maximum number of variables that
are considered at an individual split for a decision tree was randomly drawn from
{1, ...,K}, the minimum number of samples for a specific leaf was randomly drawn
between {1, ..., 5}. The cross-validation strategy differed per experiment, and is
described accordingly.

7.2.2. Data collection

Dataset 1: In Silico Bacterial Communities

Data from 20 individual bacterial populations that were described in Chapter 4 were
collected from FlowRepository (accession ID: FR-FCM-ZZSH). In brief, bacterial
populations were measured after 24h of incubation, stained with SYBR Green I
and two technical replicates per population were measured on an Accuri C6 (BD
Biosciences). Additional automated denoising was performed using the FlowAI
package (v1.4.4., default settings, target channel: FL1, changepoint detection:
150, Monaco et al. (2016)).

Dataset 2: Cooling water microbiome

Samples were collected from the cooling water of a discontinuously operated
research nuclear reactor. This reactor underwent four phases: control, startup,
operational and shutdown. Samples were taken from two surveys (Survey I and
II) and analyzed through 16S rRNA gene amplicon sequencing (n = 77) and flow
cytometry (n = 153). Taxonomic identification of the microbial communities

1 Note, this is not the same as k-means clustering. In this case, all mixtures would share the same
single variance.
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was done at the OTU level at 97% similarity. Sequences are available from the
NCBI Sequence Read Archive (SRA) under (accession ID: SRP066190), FCM
data is available from FlowRepository (accession ID: FR-FCM-ZZNA). Sequencing
and flow cytometry procedures are extensively described in Props et al. (2016).
Concerning the latter, samples were stained with SYBR Green I and three technical
replicates were measured on an Accuri C6 (BD Biosciences). The lowest number of
cells collected after denoising amounted to 10565 cells.

Dataset 3: Freshwater lake system microbiome

A total of 173 samples collected from three types of freshwater lake systems
were analyzed. Data were used as presented in Chapter 9, see Section 9.2 for
a more extensive overview. All samples were analyzed through 16S rRNA gene
amplicon sequencing and FCM. Samples originate from three different freshwater
lake systems: (1) 49 samples from Lake Michigan (2013 & 2015), (2) 62 samples
from Muskegon Lake (2013-2015; one of Lake Michigan’s estuaries), and (3) 62
samples from twelve Inland lakes in Southeastern Michigan (2014-2015). Fastq files
were submitted to NCBI SRA under BioProject accession number PRJNA412984
and PRJNA414423. Taxonomic identification of microbial communities was done
for each of the three lake datasets separately and treated with an OTU abundance
threshold cutoff of either 1 sequence in 3% of the samples (which is different from
the preprocessing in Chapter 9). For comparison of taxonomic abundances across
samples, each the three datasets were then rarefied to an even sequencing depth,
which was 4,491 sequences for Muskegon Lake samples, 5,724 sequences for the
Lake Michigan samples, and 9,037 sequences for the Inland lake samples. Next,
the relative abundance at the OTU level was calculated by taking the count value
and dividing it by the sequencing depth of the sample. Flow cytometry procedures
are extensively described in Props et al. (2018b). In brief, samples were stained
with SYBR Green I and three technical replicates were measured on an Accuri C6
(BD Biosciences). The lowest number of cells collected after denoising amounted
to 2342 cells.

7.2.3. Experimental setup

Our proposed fingerprinting approach based on GMMs was compared to a generic
fixed binning approach, which we have called PhenoGrid. In brief, we implemented
a binning grid of L = 128× 128 for each bivariate parameter combination, after
which relative cell fractions per bin were determined. The resulting cell fractions
were next concatenated into one vector, normalized, which can then be used
to calculate diversity metrics, or as input variables to train a machine learning
model.
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Both PhenoGMM and PhenoGrid result in multiple variables that describe cell
counts, either per cluster or bin. This can be used to perform:

1. Unsupervised α-diversity estimation, by directly calculating 0D,1D and 2D

according to Equations 2.2-2.4 based on the relative cell count table.

2. Unsupervised β-diversity estimations, by calculating BC dissimilarities (Equa-
tion 2.6) between the cytometric fingerprints.

3. Supervised α-diversity predictions, with cytometric fingerprints as input
variables to predict true target variables 0D,1D and 2D based on 16S rRNA
gene sequencing data, by means of RF regression.

4. Supervised taxon abundance predictions, with cytometric fingerprints as
input variables to predict true taxon abundances, based on 16S rRNA gene
sequencing data, by means of RF regression.

Research question 1: Does PhenoGMM allow α-diversity
estimations of in silico synthetic microbial communi-
ties?

The main goal is to estimate (unsupervised) or predict (supervised) α-diversity
metrics based on cytometric fingerprinting of the data. Dataset 1 contains the
cytometric characterization of individual bacterial populations. By using a data-
aggregation step, it is possible to create bacterial communities of different compo-
sitions, which we have called in silico communities in Chapter 4. As it is known
which cell belongs to which species, diversity indices can be calculated with high
accuracy by simply counting the number of bacterial populations that are present
in a community (0D) or by counting the fraction of cells that is sampled from every
population (1D,2D). A training set representing 300 different in silico composi-
tions, and a test set containing 100 additional different compositions, were created
in the following way:

1. Sample uniformly at random a number S′i between two and 20; this is the
number of populations that will make up community i, equal to 0D.

2. Choose randomly S′i populations that will make up the total community
(from S = 20 populations).

3. Use the Dirichlet distribution to randomly sample a specific composition that
sums to 1, containing the selected populations. The Dirichlet distribution
can be used to model the joint distribution of individual fractions of multiple
species (Friedman and Alm, 2012). The evenness of the composition depends
on the concentration parameter a, which determines how evenly the weight
will be spread over multiple species. If a is low, only a few species will make
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up a large part of the community. If a is high, the fraction of each population
will be almost equally divided.

Using these compositions, in silico communities can be assembled accordingly by
means of a data aggregation step. This results in a training and test set containing
300 and 100 cytometric representations of bacterial communities respectively, rang-
ing from two to 20 populations, with varying compositions. This experiment was
repeated for a = 0.1, 1, 10. RF regression models were trained and optimized using
5-fold cross-validation. Both unsupervised and supervised α-diversity estimations
were reported and evaluated for the test set.

Research question 2: Does PhenoGMM allow α-diversity
predictions based on 16S rRNA gene sequencing data
for freshwater microbial communities?

Analogous to experiment 1, the main goal is to both estimate and predict α-diversity
metrics based on cytometric fingerprinting of the data. Due to the fact that we are
analyzing natural microbial communities, α-diversity values based on 16S rRNA
gene amplicon sequencing will now be used as target variables to predict. 10-fold
cross-validation was used to select hyperparameters for the RF model, for which the
predictive performance of the validation sets is reported. Unsupervised estimations
were reported for the full dataset.

Extensions

1. We quantified the correlation between β-diversity estimations based on FCM
and 16S rRNA gene amplicon sequencing data for all datasets.

2. Missing diversity values based on 16S rRNA gene amplicon sequencing were
imputed based on PhenoGMM and RF regression for dataset 2.

3. Individual abundances of the first twenty bacterial populations in the contin-
gency table (either sampled in silico or based on 16S rRNA gene sequencing)
were predicted based on cytometric fingerprints for all datasets.

Performance evaluation

• Unsupervised and supervised α-diversity estimations were quantified by calcu-
lating the Kendall’s τB between the true and estimated values (Equation 3.37).
This was done with the kendalltau() function in Scipy (Jones et al. (2001),
v1.0.0).
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• Supervised predictions are evaluated by calculating the R2 between true and
predicted α-diversity values (see Equation 3.44). The r2_score()-function
from the scikit-learn machine learning library was used.

• Unsupervised β-diversity estimations were evaluated by calculating the cor-
relation between BC dissimilarity matrices based on FCM and 16S rRNA
gene sequencing data using a Mantel-test with 1000 permutations (see Equa-
tion 3.39).

7.2.4. Code and data availability

PhenoGMM was developed in Python, and the analyses are available via https:
//github.com/prubbens/PhenoGMM. The functionality of PhenoGMM has been
incorporated in the R package PhenoFlow(Props et al. (2016), https://github.
com/rprops/Phenoflow_package), by means of the mClust library (Scrucca et al.,
2016). All data is available via public repositories:

• Dataset 1: FlowRepository (ID: FR-FCM-ZZSH).

• Dataset 2: FlowRepository (ID: FR-FCM-ZZNA); NCBI SRA (ID: SRP066190).

• Dataset 3: FlowRepository (IDs: FR-FCM-ZY9J & FR-FCM-ZYZN); NCBI
SRA (IDs: PRJNA414423, PRJNA412983 and PRJNA412984).

7.3. Results

7.3.1. PhenoGMM predicts α-diversity for in silico syn-
thetic microbial communities

300 different bacterial communities were assembled by aggregating cytometric
characterizations of individual populations in varying compositions (creating com-
munities in silico), which constitute the training set. This allowed to simulate
community compositions in an accurate way, as cell labels according to taxonomy
are known for every individual cell. Based on these compositions, diversity metrics
could be accurately determined, and were used as target variables to evaluate di-
versity estimations and predictions. We repeated the experiment for three different
values of a, in which a determines how evenly the weight is spread amongst the
different populations. If a is small, only a few species will be dominantly present, if
a is large, chances are high that the weight is evenly spread amongst the different
populations. This is illustrated using Lorenz curves, which depict the cumulative
proportion of abundance versus the cumulative proportion of bacterial species
(Fig. A7.1). 100 additional bacterial communities were assembled using the same
aggregation strategy, making up the test set.
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Cytometric fingerprints were determined on the concatenated representation of the
samples in the training set, to which a GMM with K = 128 (PhenoGMM ) or a
fixed binning grid of dimensions 128× 128 (PhenoGrid) was fitted. PhenoGMM
was directly applied to all channels (i.e., FL1, FSC and SSC), while PhenoGrid
was applied to all bivariate combinations (so 3 × 128 × 128 variables in total).
The resulting relative cell count tables were used to estimate α-diversity metrics
by directly applying Equations 2.2-2.4. Second, the cell counts were used as
input variables to predict 0D,1D and 2D by means of RF regression. To compare
supervised with unsupervised performances, Kendall’s τB was calculated between
true and estimated diversity values, which also allowed to quantify the level
of significance (Table 7.1). We conclude that α-diversity could be estimated
properly, as predictions were significantly correlated with the true values according
to τB (level of significance α = 0.05). As expected, unsupervised estimations
resulted in lower correlations with true diversity metrics compared to supervised
predictions, although still significant in most cases. The only exceptions were
1D and 2D for a = 10 when using PhenoGrid. PhenoGMM resulted in better
unsupervised α-diversity estimations than PhenoGrid, but both approaches resulted
in a comparable supervised performance according to Kendall’s τB . R2 values for
supervised predictoins were considerably higher than zero, and slightly in favor
of PhenoGMM (Table A7.1). We note that the predictive performance mainly
depended on a and the diversity metric of choice. For example, the hardest setting
was the one in which a = 0.1 and 0D the target variable to predict. In this case
the abundance is unevenly spread amongst the constituent members (low a), but
an equal weight is attributed to all species, i.e. independent of the abundance.
Generally, if the abundance of populations is taken into account (q > 0), α-diversity
predictions were better. In other words, FCM is able to capture community
structure rather than the identity of a community.

Table 7.1: Summary of unsupervised and supervised α-diversity estimations for different
a, quantified by Kendall’s τB , using PhenoGMM and PhenoGrid. Values denote the
average τB after 10 runs, along with SD. Values are bolded if the average τB based on
PhenoGMM is significantly higher than the average τB based on PhenoGrid, or vice
versa, according to a student’s t-test (α = 0.05). ‘UNS’: unsupervised estimations, ‘SUP’:
supervised predictions of qD.

PhenoGMM PhenoGrid
Setting τB(0D) τB(1D) τB(2D) τB(0D) τB(1D) τB(2D)

a = 0.1 0.29± 0.07 0.43± 0.06 0.40± 0.05 0.13± 0.07 0.18± 0.07 0.17± 0.07

UNS a = 1 0.31± 0.07 0.47± 0.05 0.47± 0.06 0.23± 0.06 0.20± 0.05 0.17± 0.06

a = 10 0.26± 0.05 0.46± 0.05 0.45± 0.06 0.20± 0.06 0.17± 0.07 0.16± 0.07

a = 0.1 0.43± 0.05 0.62± 0.04 0.62± 0.03 0.54± 0.03 0.58± 0.02 0.54± 0.02

SUP a = 1 0.61± 0.02 0.64± 0.02 0.62± 0.04 0.71± 0.03 0.67± 0.03 0.63± 0.04

a = 10 0.72± 0.04 0.71± 0.03 0.70± 0.03 0.74± 0.05 0.72± 0.04 0.72± 0.04
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Computational efficiency

We timed different steps in the workflow of PhenoGMM for a = 1 and 1D. The
time in seconds was determined in function of the number of mixtures K. Each
analysis was run on a separate node of a computer infrastructure, with 2.6 Ghz CPU
and 20GB of RAM for each node. The timing consists out of the following steps:
fitting a GMM, using this model to extract variables per sample and calculating
1D directly according to equation 2.3 (Fig. 7.2A), or with the addition of fitting
a RF model to predict 1D (Fig. 7.2B). We sampled 5000 cells per sample. As
we have 300 samples in our training set, this amounts to fitting a GMM to 1,5
million cells. Most importantly, the entire analysis remains under one hour. Most
of the time is spent on fitting the GMM. Training a RF model on the resulting cell
count table comes with an average increase of 24,4% of the runtime for K = 256.
The predictive performance of both PhenoGMM and PhenoGrid was evaluated in
function of the total runtime, indicating that PhenoGMM needs less time than
PhenoGrid to reach its optimal performance (Fig. A7.2).

A: Unsupervised B: Supervised

Figure 7.2: Benchmarking of PhenoGMM in function of the time in seconds. A: Time
to fit a GMM model and perform unsupervised diversity estimations (blue line), evaluated
by τB(1D) (orange line). B: Time to fit a GMM model, fit a RF regression model and
perform supervised diversity estimations (blue line), evaluated by τB(1D) (orange line).
PhenoGMM was run five times for different K, for which the mean and standard deviation
are visualized.

Influence of hyperparameters on α-diversity estima-
tions

In order to provide guidance concerning use of the model, the most important
parameters were varied one by one (i.e., the number of included detectors D, the
number of mixtures K, the number of cells sampled to train a GMM denoted as
N_CELLS_MIN, the number of cells per individual replicate to determine the
cell counts per cluster and sample denoted as N_CELLS_REP, a learning curve
in function of the number of training samples denoted as N_SAMPLES and the
TYPE of covariance matrix used to fit a GMM). The performance was quantified
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using R2(1D) for a = 1 for a supervised analysis (Fig. A7.3). The results indicate
that considering the predictive performance:

• D: including additional detectors improves the performance.

• K: generally, the higher K, the better the performance, which saturates after
a specific threshold.

• N_CELLS_MIN: predictions are quite robust for this parameter.

• N_CELLS_REP: predictions are quite robust for this parameter.

• N_SAMPLES: predictive performance did not saturate yet at N_SAMPLES
= 300.

• TYPE: predictions are quite robust for the type of covariance matrix, but
the ‘full’ type resulted in the best predictions.

7.3.2. PhenoGMM predicts α-diversity for freshwa-
ter microbial communities

α-diversity predictions were made for natural microbial communities that were
either part of a cooling water system (i.e. Survey I, II or combined), or a freshwater
lake system (i.e. Inland, Michigan, Muskegon or all of them combined). Cytometric
fingerprints were derived using both PhenoGMM (K = 256) and PhenoGrid
(K = 3× 128× 128). These were used input models to train RF regression models
that were tuned using ten-fold cross-validation. α-diversity values, based on 16S
rRNA gene amplicon sequencing, were used as target variables to predict. Values
are reported for the model that returned the highest values on the combined
validation folds using Kendall’s τB (Table 7.2) and R2

CV (Table A7.2). We conclude
that diversity predictions were feasible (i.e., significant according to τB for α = 0.05

and considerably higher than zero for R2
CV), but depending on the dataset and

diversity index. For example, predictions of 0D were easier to make compared to
1D or 2D for the Inland lake-system and were better for the cooling water system
than for the lake systems. The predictive performance of PhenoGMM was better
or similar compared to PhenoGrid.

Unsupervised diversity estimations were evaluated as well (Table A7.3). Diversity
estimations were highly significant for the cooling water microbiome, but were
insignificant in a number of cases for the freshwater lake systems according to both
approaches (0D and 2D for the Inland lakes and Muskegon lake; Kendall’s τB,
α = 0.05). PhenoGrid outperformed PhenoGMM for most unsupervised analyses,
indicating that even more mixtures might be needed to make it competitive with
PhenoGrid in this setting. We conclude that FCM shows a strong connection with
16S rRNA gene sequencing data. FCM captures the community structure and can
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Table 7.2: Summary of supervised α-diversity estimations for different a, quantified
by τB , using both PhenoGMM versus PhenoGrid. Performance was quantified based
on estimations for the validation folds, using 10-fold cross-validation. Values denote the
average τB of 10 different runs, along with corresponding SD. Values are bolded if the
average τB based on PhenoGMM is significantly higher than the average τB based on
PhenoGrid, or vice versa, according to a student’s t-test (α = 0.05).

PhenoGMM PhenoGrid
Dataset τB(0D) τB(1D) τB(2D) τB(0D) τB(1D) τB(2D)

Survey I 0.40± 0.03 0.49± 0.06 0.53± 0.05 0.27± 0.07 0.48± 0.04 0.49± 0.06

Survey II 0.66± 0.04 0.61± 0.04 0.62± 0.03 0.62± 0.03 0.59± 0.04 0.59± 0.04

Survey I+II 0.55± 0.03 0.63± 0.014 0.64± 0.04 0.52± 0.04 0.59± 0.03 0.61± 0.04

Inland 0.25± 0.07 0.33± 0.05 0.22± 0.02 0.08± 0.10 0.27± 0.04 0.16± 0.05

Michigan 0.26± 0.07 0.42± 0.05 0.39± 0.05 0.11± 0.10 0.35± 0.06 0.36± 0.03

Muskegon 0.35± 0.04 0.29± 0.04 0.19± 0.08 0.09± 0.09 0.17± 0.07 0.15± 0.06

All lake systems 0.510± 0.018 0.48± 0.02 0.44± 0.02 0.38± 0.03 0.38± 0.02 0.34± 0.03

be used to adequately perform microbial diversity estimations and predictions for
natural communities.

7.3.3. Extensions

PhenoGMM can be used to impute missing α-diversity
values

FCM can be used to frequently monitor a microbial community of interest. Often,
only a subset of samples is used for additional analyses such as 16S rRNA gene
sequencing. Cytometric fingerprints can be used in combination with a supervised
machine learning model to impute the missing values. This was also the case for
the cooling water dataset, for which all samples (n = 153) were analyzed by FCM,
but additionally roughly half (n = 77) by both FCM and 16S rRNA gene amplicon
sequencing. We used PhenoGMM in combination with RF regression to make
inference concerning the α-diversity of these missing samples. An example is given
for 2D, for both survey I and II, illustrating that the missing values follow the
longitudinal trend (Fig. 7.3).

PhenoGMM allows estimations of β-diversity

β-diversity, which quantifies the difference in community composition between
different samples, can be determined as well using both 16S rRNA gene amplicon
sequencing and FCM. This was done by calculating BC dissimilarities between all
communities based on relative fractions per OTU or mixture. A mantel test was
used to calculate the correlation between the two types of BC dissimilarity matrices,
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A: Survey 1 B: Survey 2

Figure 7.3: Predictions (‘PRED’) of 2D for those samples in the cooling water dataset
for which no 16S rRNA gene amplicon sequencing data was available, using ten different
runs of PhenoGMM with K = 128. A: Survey I, B: Survey II.

for both PhenoGMM and PhenoGrid (Table 7.3). Both approaches resulted in
statistically significant correlations (α = 0.05). PhenoGMM resulted in better
(synthetic microbial communities) or similar (freshwater communities) β-diversity
estimations compared to PhenoGrid.

Table 7.3: Summary of β-diversity estimations for all datasets, quantified by ρmantel,
using both PhenoGMM and PhenoGrid. Values denote the average correlation for 10
runs, along with corresponding SD. Values are bolded if the mean value of one approach
is significantly higher than the mean value of the other approach according to a student’s
t-test (α = 0.05).

PhenoGMM PhenoGrid
Setting ρmantel(β) ρmantel(β)

a = 0.1 0.525± 0.013 0.475± 0.005

a = 1 0.657± 0.009 0.61± 0.03

a = 10 0.78± 0.02 0.69± 0.02

Survey I 0.511± 0.005 0.579± 0.011
Survey II 0.460± 0.004 0.455± 0.005

Survey I+II 0.351± 0.005 0.3791± 0.0017
Inland 0.710± 0.004 0.722± 0.006
Michigan 0.212± 0.006 0.179± 0.007

Muskegon 0.527± 0.008 0.522± 0.009

All lake systems 0.436± 0.005 0.473± 0.005

PhenoGMM allows to predict individual bacterial
abundances

The fact that the microbial diversity can be estimated from cytometric data
implies that the taxonomic structure of a community is captured by the cytometric
fingerprint. This opens up the opportunity to predict variations in abundance of
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individual bacterial populations as well. To test this hypothesis, we first constructed
a fingerprint based on 20 mixtures for the in silico dataset and correlated the
relative cell counts per mixture with variations in individual abundances of bacterial
populations (Fig. 7.4A). 85% of the populations are correlated with one or more
clusters, which is due to the fact that bacterial populations exhibit overlapping
cytometric fingerprints (Fig. 7.4B). At the same time, no cluster is correlated with
all bacterial populations, motivating that specific regions in the fingerprint can
be related to individual bacterial populations. The same procedure was applied
for the Muskegon dataset, in which counts in 128 mixtures were correlated with
the first 128 OTUs in the abundance table (Fig. A7.4). The same results hold,
meaning that 92.2% of the OTUs shows a significant correspondence with cell count
variations in one or multiple, clusters, but never all of them.

Therefore, we tested whether we could predict the abundance of individual bacterial
populations for all datasets (Fig. 7.4C). For Dataset 1, the individual abundances
are known due to the experimental setup, for Dataset 2 and 3 we tested whether
we could predict abundance values for the first 20 taxa in the OTU-table based on
16S rRNA gene amplicon sequencing data. Predictions of taxon abundances were
quantified in terms of the R2 on the test set for in silico synthetic communities or
the R2

CV for natural communities (Fig.7.4). The results indicate that individual
taxon abundances can be predicted based on cytometry data. For dataset 1 this
was possible for all populations, with a = 0.1 being the easiest setup and a = 10

the most difficult one. This can be explained as follows; for a = 0.1, the weight of a
composition will be divided over only a few species, compared to compositions for
a = 10. In other words, differences between individual abundances will be larger for
a = 0.1, making it easier to predict them. For natural communities, we note that it
was possible to predict taxon abundances for 67-95% of the evaluated taxa.

7.4. Discussion

In this chapter we have extensively shown that FCM can be used to estimate
and predict microbial diversity. To do so, we proposed an adaptive fingerprinting
strategy based on Gaussian Mixture Models (GMMs), which we called PhenoGMM.
Our approach allows to create informative variables and reduces the number sample-
describing variables considerably compared to traditional binning approaches. This
makes the use of predictive models, in this study by means of RF regression, much
more feasible. We evaluated the performance of PhenoGMM both for unsupervised
estimations and supervised predictions of biodiversity using multiple datasets. We
compared it with the performance of a generic traditional binning approach, which
we in this chapter called PhenoGrid.

In the first part of this chapter, we constructed communities in silico by aggregating
cytometric characterizations of individual bacterial populations in different compo-
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A B

C

Figure 7.4: A: Associations between variations in cell counts per mixture (columns)
and abundances of bacterial populations (rows), quantified using Kendall’s τB . Values
are given if P ≤ 0.05, after performing a Benjamini-Hochberg correction for multiple
hypothesis testing. B: Distribution of the number significant correlation between each
mixture and bacterial population according to Kendall’s τB . C: Predictions of taxon
abundances for different datasets, expressed in terms of the R2 for Dataset 1 using a
held-out test set, for Datasets 2 & 3 the R2

CV is reported.

sitions. This allowed us to simulate microbial community compositions in a highly
precise and controlled way. In the second part we showed that FCM data can be
related to diversity values based on 16S rRNA gene sequencing data. Upon making
predictions, PhenoGMM resulted in either more or equally accurate predictions
compared to PhenoGrid for all datasets. Unsupervised estimations of α-diversity
resulted in higher correlations with the target diversity values for PhenoGMM
applied to synthetic communities; estimations were better for PhenoGrid applied to
natural communities. In this case, diversity estimations based on 16S rRNA gene
amplicon sequencing were used as target variables. Total runtime of PhenoGMM
remains under one hour (with K = 256 and the incorporation 1, 5×106 cells).

Many algorithms exist for the analysis of cytometry data. However, most of these
methods are developed for an automated analysis of immunophenotyping data, in
which many separated cell populations can be identified. Microbial cytometry data
has a number of different characteristics, which is why most of these approaches are
not applicable. The reason is that bacterial cells are typically much smaller in both
cell size and volume compared to eukaryotic ells (Robinson, 2018). In addition,
no general antibody-based panels have been established for microbial cells due
to the high complexity of microbial communities (Koch and Müller, 2018). One
has to rely on general DNA stains, for which it is difficult to develop multicolor
approaches (Buysschaert et al., 2016). Therefore, the number of variables describing
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an individual bacterial cell is typically much lower than e.g. a human cell. As a
result, cytometric distributions of bacterial populations tend to overlap, as the
number of bacterial populations is larger than the number of differentiating signals.
GMMs allow to model overlapping cell distributions. However, as distributions
overlap, it is hard to determine the exact number of populations. That is why
we overcluster the data by choosing a sufficient number of K mixtures. As K
increases, the performance saturates gradually, and more mixtures will not improve
predictions.

Few reports exist that quantitatively evaluate fingerprinting approaches for the
analysis of microbial data. A brief comparison study with n = 21 samples has been
recently conducted (Menyhárt et al., 2018), illustrating a better performance for
FlowFP (Rogers and Holyst, 2009), compared to the use of FlowCyBar (Koch et al.,
2013c). FlowFP shows some similarity with PhenoGMM, as it makes use of an
adaptive binning approach, in which bins are smaller when the density of the data
is higher; FlowCyBar makes use of manually annotated clusters. However, the bins
are still rectangular in shape, while PhenoGMM allows clusters to be of any shape.
Most fingerprinting strategies make use of manual annotation of clusters or of fixed
binning approaches (see e.g. the report by Koch et al. (2014) that qualitatively
discusses different existing methods). In almost all cases, only bivariate interactions
are inspected. PhenoGMM allows to model the full parameter space at once. This
is interesting, because although it is hard to develop multicolor approaches for
bacterial analyses, they are possible (see e.g. the work by Barbesti et al. (2000)). In
addition, in Chapter 5 we have shown that additional detectors that capture signals
due to spillover can assist in the discrimination between bacterial species. Therefore,
the parameter space in which bacterial cells can be described is increasing, and
PhenoGMM is able to model this straightforwardly. Because it is in an adaptive
strategy as well, by defining small clusters in regions of high density and vice versa,
it reduces the number of sample-describing variables considerably compared to
fixed binning approaches. Other adaptive binning strategies have been recently
proposed as well for microbial FCM, however these still only investigate bivariate
interactions (Amalfitano et al., 2018; Huang et al., 2018).

Our approach comes with a number of caveats. First, PhenoGMM fits a fingerprint
template based on the concatenation of measured samples. New samples are
characterized based on this template. In case multiple samples diverge considerably
from those that were used to determine the template (for example in case an
experiment was conducted in different conditions), we recommend to refit the
model. Second, PhenoGMM overclusters the data, which might result in a number
of correlated variables. We propose therefore that researchers use a classification or
regression method that is able to deal with multicollinearity, which is why we used
RF regression in this work. Other methods that might be suitable are regularized
regression methods, such as the Lasso or ElasticNet (Tibshirani, 1996; Zou and
Hastie, 2005). Third, although the performance tends to saturate once K is high
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enough, this threshold seems to application dependent, and one needs to validate
the settings of the approach.

Our in silico benchmark study made use of cytometric characterizations of individ-
ual bacterial populations. These populations are known to exhibit considerable
heterogeneity due to cell size diversity and cell cycle variations (Vives-Rego et al.,
2003). Our research group has recently shown that the cytometric diversity of an
individual population reduces in case that population is part of a co-culture (Heyse
et al., 2019). Therefore, data used for the in silico community creation setup
cannot be used to study environmental samples, as we hypothesize that members
of natural communities will have a different cytometric fingerprint as opposed
to populations that were grown and measured individually. Yet we believe that
our in silico approach is useful, as it allows to simulate variations in cytometric
community structure with high precision.

In this study we focused mainly on estimations of α-diversity (i.e., within-sample
diversity), but quantification of β-diversity (i.e. between-sample diversity) can
be successfully performed as well. In addition, it is possible to predict variations
in the abundance of a specific bacterial populations. This might be interesting
for certain biotechnological applications, in which researchers or engineers are not
interested in the total diversity of the community but in the behavior of a specific
bacterial population.

PhenoGMM allows to infer diversity metrics efficiently, both in an unsupervised and
supervised setting. Technological advancements have enabled an automation of the
data acquisition, resulting in a detailed characterization of the microbial community
on-line (i.e., samples are measured at routine intervals between 5-15 min, Hammes
et al. (2012)) or even in real-time (i.e., near-continuous measurements, Besmer
and Hammes (2016)). Therefore we see great potential to use FCM as a monitor
technique to rapidly investigate microbial community dynamics. In this work we
have confirmed the strong correspondence between FCM and the genetic make-up
of a community, quantified by 16S rRNA gene sequencing. Therefore, FCM can
be integrated with other types of data, and supervised machine learning models
can be used to find and exploit the relationship between the two. One fruitful
approach would be to routinely monitor the microbial community using FCM, and
additionally analyze states ’of high interest’ by for example 16S rRNA gene amplicon
sequencing. Cytometric fingerprinting in combination with a supervised machine
learning model can then be used to predict the diversity of missing samples (conform
Fig. 7.3). The use of predictive models can also be used to perform classification
at the community level, to for example categorize communities according to the
system they are part of (De Roy et al., 2012; Dhoble et al., 2018), or to identify a
case versus control status.
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7.5. Conclusion

In this chapter, we have demonstrated that FCM can be used to estimate and
predict microbial diversity. We proposed a more advanced fingerprinting workflow
to do so, called PhenoGMM. It has a number of favorable properties, such as:

• It allows to derive cytometric fingerprints in an automated way.

• It is able to model multivariate data of any dimension.

• It is able to describe overlapping cell populations, a characteristic intrinsic to
microbial FCM data.

• The number of resulting variables is much lower compared to traditional
binning approaches. This facilitates the use of supervised machine learning
models.

We evaluated PhenoGMM using multiple datasets, illustrating its competitiveness
with a traditional fingerprinting approach and its general applicability for the
analysis of microbial FCM data. We confirmed and furthered the connection
between the genetic make-up of a microbial community, as measured by 16S rRNA
gene sequencing, and its phenotypic properties, as measured by FCM. Therefore,
microbial FCM can be used to rapidly investigate microbial community diversity
and dynamics.

146



§7.6. Appendix

7.6. Appendix

7.6.1. Tables

Table A7.1: Summary of the quality of supervised predictions for the test set for different
a, evaluated by the R2, for PhenoGMM versus PhenoGrid. Values denote the average R2

after 10 runs, along with corresponding SD. Values are bolded if the average R2 based on
PhenoGMM is significantly higher than the average R2 based on PhenoGrid or vice versa,
according to a student’s t-test (α = 0.05).

PhenoGMM PhenoGrid
Setting R2(0D) R2(1D) R2(2D) R2(0D) R2(1D) R2(2D)

a = 0.1 0.32± 0.03 0.59± 0.02 0.584± 0.014 0.431± 0.017 0.48± 0.02 0.43± 0.03

a = 1 0.59± 0.04 0.63± 0.02 0.604± 0.019 0.663± 0.013 0.604± 0.015 0.545± 0.016

a = 10 0.67± 0.04 0.67± 0.03 0.68± 0.03 0.62± 0.03 0.617± 0.017 0.60± 0.02

Table A7.2: Summary of the quality of supervised predictions for the validation sets
Datasets 2 & 3, evaluated by the R2

CV, for PhenoGMM versus PhenoGrid. Values are
bolded if the average R2

CV based on PhenoGMM is significantly higher than the average
R2

CV based on PhenoGrid or vice versa, according to a student’s t-test (α = 0.05).

PhenoGMM PhenoGrid
Dataset R2

CV(0D) R2
CV(1D) R2

CV(2D) R2
CV(0D) R2

CV(1D) R2
CV(2D)

Survey I 0.33± 0.04 0.30± 0.10 0.34± 0.07 0.16± 0.05 0.22± 0.03 0.25± 0.04

Survey II 0.74± 0.03 0.69± 0.02 0.56± 0.06 0.62± 0.02 0.55± 0.04 0.46± 0.04

Survey I+II 0.63± 0.03 0.59± 0.04 0.51± 0.05 0.54± 0.03 0.50± 0.05 0.43± 0.05

Inland 0.39± 0.03 0.46± 0.04 0.22± 0.04 0.23± 0.05 0.33± 0.05 0.16± 0.03

Michigan 0.15± 0.06 0.32± 0.05 0.39± 0.03 0.06± 0.06 0.24± 0.04 0.28± 0.04

Muskegon 0.28± 0.08 0.18± 0.05 0.15± 0.03 0.02± 0.04 0.06± 0.05 0.07± 0.05

All lake systems 0.53± 0.02 0.52± 0.03 0.39± 0.03 0.24± 0.03 0.30± 0.02 0.22± 0.03
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Table A7.3: Summary of the quality of unsupervised predictions for the validation sets
Datasets 2 & 3, evaluated by Kendall’s τB , for PhenoGMM versus PhenoGrid. Values are
bolded if the average τB based on PhenoGMM is significantly higher than the average τB
based on PhenoGrid or vice versa, according to a student’s t-test (α = 0.05).

PhenoGMM PhenoGrid
Dataset τB(0D) τB(1D) τB(2D) τB(0D) τB(1D) τB(2D)

Survey I 0.38± 0.06 0.51± 0.03 0.51± 0.03 0.47± 0.02 0.530± 0.0160.550± 0.017
Survey II 0.36± 0.080.508± 0.0170.520± 0.012 0.56± 0.02 0.630± 0.0130.666± 0.015
Survey I+II 0.36± 0.060.548± 0.0140.559± 0.0120.496± 0.0120.583± 0.0090.635± 0.007
Inland 0.03± 0.05 0.16± 0.02 0.03± 0.03 0.16± 0.02 0.20± 0.02 0.09± 0.03
Michigan 0.11± 0.05 0.18± 0.04 0.09± 0.02 0.18± 0.03 0.257± 0.013 0.17± 0.03
Muskegon 0.31± 0.04 0.28± 0.02 0.267± 0.0180.417± 0.019 0.38± 0.02 0.32± 0.02
All lake systems0.38± 0.03 0.30± 0.013 0.200± 0.015 0.393± 0.007 0.356± 0.0100.278± 0.011

7.6.2. Figures

A BTrain Test

Figure A7.1: Lorenz curves for all assembled in silico communities for a = 0.1, 1, 10.
A: training set (300 communities), B: test set (100 communities).
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Figure A7.2: Predictive performance of PhenoGMM and PhenoGrid, evaluated by
τB(

1D) in function of the time in seconds.

Figure A7.3: Influence of different parameters of PhenoGMM on both supervised and
unsupervised estimations of 1D for a = 1, quantified by Kendall’s τB . Declaration of
parameters: D, the number of included detectors; K, the number of mixtures; N_CELLS_-
MIN, the number of cells sampled per community to train a GMM; N_CELLS_REP,
the number of cells per individual replicate to determine the cell counts per cluster and
sample; N_SAMPLES, a learning curve in function of the number of training samples;
TYPE, the type of covariance matrix used to fit a GMM.
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A B

Figure A7.4: A: Correspondence between variations in cell counts per mixture (columns)
and abundances of bacterial populations (rows), quantified using Kendall’s τB , for
Muskegon Lake. Values are given if P ≤ 0.05, after Benjamini-Hochberg correction
for multiple hypothesis testing. B: Distribution of the number significant correlations
with every mixture for each bacterial population.
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8 Cytometric fingerprints of gut
microbiota predict Crohn’s Disease

state

Variations in the gut microbiome have been associated with changes in health
state such as Crohn’s disease. Most surveys characterize the microbiome through
analysis of the 16S rRNA gene. An alternative technology that can be used is
microbial flow cytometry. In this chapter we analyzed a disease cohort that has
been characterized by both technologies. We demonstrate that changes in microbial
community structure are reflected in both types of data. Cytometric fingerprints
can be used as a diagnostic tool in order to classify samples according to Crohn’s
disease state. These results highlight the potential of flow cytometry to perform
rapid diagnostics of microbiome-associated diseases.

Chapter redrafted after:
Rubbens, P., Props, R., Kerckhof, F.-M., Boon, N. and Waegeman, W. Cy-
tometric fingerprints of gut microbiota predict Crohn’s disease state. bioRxiv,
649210.
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8.1. Introduction

Variations in the gut microbiome have been associated with changes in health
state, such as obesity, inflammatory bowel diseases and diabetes (Turnbaugh et al.,
2009; Gevers et al., 2014; Larsen et al., 2010). Characterization of the microbiome
is mostly done through analysis of the 16S rRNA gene. Because sequence-based
surveys are becoming standardized, microbiome analysis shows great potential to
be included in precision medicine (Kuntz and Gilbert, 2017). Yet, sequence-based
surveys are still budget-limited and time intensive (Sims et al., 2014; Van Dorst
et al., 2014).

By creating a cytometric fingerprint, community dynamics and functioning can
be quantified and related to space, time or other external variables. Because of
the strong connection between the microbiome and human health (Young, 2017;
Gilbert et al., 2018), cytometric fingerprints have the potential to be used as a
diagnostic tool to rapidly identify microbiome-associated diseases (Koch and Müller,
2018). This has been illustrated in a preliminary study, in which changes in fecal
microbiota could be related to colitis in murine samples (n = 23) (Zimmermann
et al., 2016).

In this Chapter we analyzed the recently published data of a disease cohort
containing samples diagnosed with Crohn’s disease (CD) (n = 29) and a healthy
control (HC) group (n = 66). All samples have been measured by FCM and 16S
rRNA gene amplicon sequencing (Vandeputte et al., 2017). The original study
suggested a clear difference in community structure as measured through 16S rRNA
gene sequencing in function of CD. In this chapter we set forth to demonstrate
that these differences are reflected in the cytometry data as well, and in addition,
compare the predictive power of both technologies in a straightforward way. We
use PhenoGMM, the proposed fingerprinting method from Chapter 7, to derive
cytometric fingerprints and illustrate its applicability to a clinical dataset.

8.2. Materials and methods

8.2.1. Data collection

The data were retrieved from the study by Vandeputte et al. (2017). In brief, a
disease cohort was analyzed by both FCM and 16S rRNA gene amplicon sequencing.
The cohort consists of 29 patients diagnosed with CD) versus 66 HC samples.
Samples were measured twice at three different days, resulting in six samples per
patient. Cells were stained with SYBR Green I and measured using a Accuri C6
(BD Biosciences), for which the protocol of Prest et al. (2013) was used. We refer
to the original study for a full overview concerning the experimental setup.
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8.2.2. Data analysis

Taxa were identified at the genus level based on similar 16S genes, and the genus
table was used as reported by Vandeputte et al. (2017). The FCM data were
analyzed according to different steps.

Preprocessing

All channels were transformed by f(x) = asinh(x). A fixed gating strategy was used
to remove noise in the FL1-SSC space, which was different from the gating strategy
used in the original publication. A visualization can be found in Figs. A8.1 and A8.2.
Additional automated denoising was performed using the FlowAI package (v1.4.4.,
target channel: FL1, changepoint detection: 150, Monaco et al. (2016)).

Cytometric fingerprinting

Cytometric fingerprints were determined using PhenoGMM. In brief, all samples
were first subsampled to the same number of cell counts per replicate (N_CELLS_MIN
= 48). Next, samples are split according to a training and test set (see below), after
which a Gaussian Mixture Model (GMM) with 400 mixtures is fitted to the training
set (containing 6× 48× 93 = 26784 cells), using the FSC-H, SSC-H, FL1-H (533/30
nm) and FL3-H (>670 nm) channels. The fitted GMM was used to derive cell
counts for the training and test samples. In this case, replicates were subsampled
to the lowest number of cells within that sample (N_CELLS_REP).

Patient status classification

The cell and genus abundance tables were used to perform patient status classifica-
tion (CD versus HC). A test set was created using a leave-pair-out strategy (Airola
et al., 2011), in which one CD sample and one HC were randomly left out. This was
repeated 29 times, in such a way that each CD sample was left out once, creating
29 test pairs. The remainder of the samples was used to train a RF classifier
with 400 trees (see Section 3.2.3). The hyperparameters were optimized using a
randomized grid search (Bergstra and Bengio, 2012). 100 random combinations
of hyperparameter values were evaluated using stratified ten-fold cross validation,
using the AUROC as performance metric (see Section 3.5). The maximum number
of variables that were considered at an individual split for a decision tree was
randomly drawn from {1, ...,K}, in which K denotes the number of mixtures or
genera, and the minimum number of samples for a specific leaf was randomly drawn
between 1, ..., 5. Cross-validation, RF classification and performance evaluation
were performed using the scikit-learn machine learning library (Pedregosa et al.,
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2011). ROC curves were created based on pooled predictions of the test set. AU-
ROC values were calculated after averaging predictions per test pair (Airola et al.,
2011).

Microbial diversity

The within-sample diversity was calculated based on relative cell count and gene
abundances. This was done using the Hill numbers, for q = 0 and 2 (see Equa-
tions 2.2 and 2.4). Correspondence between taxonomic diversity and cytometric
diversity was assessed using Spearman’s ρs with SciPy ’s spearmanr() function Jones
et al. (2001). Statistical differences between CD and HC cell counts and diversity
were assessed according to a Mann-Whitney-U test, using SciPy ’s mannwhitneyu()
function. P -values were adjusted after Benjamini-Hochberg correction, with the
multipletests() function from the statsmodels package Seabold and Perktold (2010).
β-diversity was determined by calculating BC dissimilarities between the relative
cell counts and gene abundances per sample. The correspondence between the
two β-diversity tables was quantified by means of a Mantel test (ρtextMantel). See
Section 3.5 for more explanation about these tests.

8.2.3. Code and data availability

• Code availability: PhenoGMM is available via the R package PhenoFlow.
(https://github.com/rprops/Phenoflow_package). Code and data to re-
produce the analysis can be accessed via https://github.com/prubbens/
PhenoGMM_CD.

• Genus table: Can be accessed as supporting information to the original
publication (Vandeputte et al., 2017).

• Flow cytometry data: Preprocessed flow cytometry data can be accessed via
FlowRepository (ID:FR-FCM-ZYVH).

8.3. Results and discussion

29 test samples were created, in which one CD sample was matched at random with
one HC sample. We used PhenoGMM to cluster individual cells from the FCM
data in 400 operational groups. This results in a contingency table, which stores
cell counts per mixture and sample. Random Forest classification was applied
to classify unseen samples according to the disease state based on the relative
cell count table and genus abundance table as derived through 16S rRNA gene
sequencing (Fig. 8.1). RF classification of genus abundances resulted in a perfect
identification of the disease state, with an average AUROC of 1.0. Cytometric
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fingerprints resulted in a slightly lower identification performance, with an average
AUROC of 0.94.

A

B

C

Figure 8.1: Summary of RF classification of CD vs HC test samples for 10 runs of the
model. The test set was created using leave-pair-out cross-validation. A: ROC curves,
along with the average ROC curve and standard deviation (SD, gray area), based on
pooled predictions for cytometry data. B: ROC curves, along with the average ROC curve
and SD (gray area), based on pooled predictions for genus abundances. C: Summary of
the AUROC values, this time based on pairwise averaging of the test set. Each black dot
represents the AUROC for an individual run, along with a visualization of the median. A
boxplot displays the first and third quartile and the median line. Whiskers extend from
the quartiles to 1.5 times the interquartile range.

The diversity within a microbial community can be used to relate changes in
community structure to external gradients or differences between case and control
status. Although microbial diversity is mostly assessed through sequencing-based
surveys (Gibbons and Gilbert, 2015), it can also be quantified using PhenoGMM
(see Chapter 7). Cytometric diversity correlates well with taxonomic diversity
based on 16S rRNA gene sequencing in aquatic systems (García et al., 2015; Props
et al., 2016, 2018b) and in synthetic microbial ecosystems (see Section 7.3.1).

We quantified the within-sample diversity in terms of richness (D0) and evenness
(D2), and the β-diversity by calculating BC dissimilarities for both types of data. α-
diversity, based on similarly grouped cells, is significantly correlated with taxonomic
diversity based on gene abundances (Spearman’s ρS(0D16S,0DFCM) = 0.30, P =

3.3× 10−3; ρS(2D16S,2DFCM) = 0.31, P = 2.5× 10−3). The correlation between
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β-diversity tables amounted to ρMantel = 0.51, P ≤ 10−4. Both taxonomic diversity
(Fig 8.2A) and cytometric diversity (Fig. 8.2B) were statistically significant markers
in function of CD versus HC, in which both the richness and evenness of gut
microbiota were lower for CD compared to HC samples (Mann-Whitney-U test:
P < 1 × 10−4). We also assessed which cytometric groups captured significant
changes with respect to the disease state; 132 mixtures contained significantly more
cell counts for CD than HC, while 103 groups contained significantly more cell
counts for HC than CD (Mann-Whitney U test, P < 0.05 after Benjamini-Hochberg
correction). The locations of these groups revealed a clear structure (Fig 8.2C).
This proves that structural differences in the microbial community were reflected in
the cytometric fingperprints, which can be summarized in terms of the cytometric
diversity.

A B C

Figure 8.2: Diversity and cytometric structure for CD (n = 29) vs HC (n = 66).
Statistical differences were assessed using a Mann-Whitney U test. Each boxplot displays
the first and third quartile and the median line. Whiskers extend from the quartiles
to 1.5 times the interquartile range. Points that lie outside this range are visualized as
outliers. A, within-sample diversity based on genus abundances derived through 16S
rRNA gene amplicon sequencing and B, cytometric fingerprinting. C Location of the
means of each flow cytometric operational group in the FL1-H – FSC-H scatterplot.
Groups are annotated whether they contain significantly more cell counts for CD than
HC (CD > HC), significantly less cell counts for CD than HC (CD < HC) or whether
differences were not significant (NS), P -values were corrected by Benjamini-Hochberg
correction.

FCM has become a vital part of clinical diagnostics Robinson and Roederer (2015),
yet its application to the human microbiome is rarely considered in clinical settings.
Although FCM does not allow to inspect the genetic make-up of the microbial
community, it may enable rapid and affordable diagnostics of microbiome-associated
diseases.
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8.4. Conclusion

In this short chapter, we have shown that cytometric fingerprints, as derived
through PhenoGMM, can be used in combination with a supervised machine
learning model to identify Crohn’s disease state. The predictive power for FCM
data is only slightly lower compared to 16S rRNA gene sequencing data. Cytometric
fingerprints show great potential to perform rapid and affordable diagnostics of
microbiome-associated diseases.

8.5. Appendix
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A

B

C

Figure A8.1: Visualization of the gating strategy to exclude bacterial cells from noise
using multiple scatter plots. The visualizations indicate that the cells selected within
the gate are separated from noise in the multiple channels (visualized in red). A:
Gating template drawn in the f(x) = asinh(x) transformed FL1-H – SSC-H space. B:
Visualization of the data in the f(x) = asinh(x) transformed FL1-H – FL3-H space. Cells
selected within the gate in A are visualized in red. C: Visualization of the data in the
f(x) = asinh(x) transformed FL1-H – FSC-H space. Cells selected within the gate in A
are visualized in red.
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A

B

C

Figure A8.2: Visualization of additional background that is excluded from the data
using multiple scatter plots. The visualizations indicate that the cells selected within
the gate are part of the background in the FL1-H – FL3-H scatter plot (visualized in
red), and therefore need to be removed from the data. A: Gating template drawn in the
f(x) = asinh(x) transformed FL1-H – SSC-H space. B: Visualization of the data in the
f(x) = asinh(x) transformed FL1-H – FL3-H space. Cells selected within the gate in A
are visualized in red. C: Visualization of the data in the f(x) = asinh(x) transformed
FL1-H – FSC-H space. Cells selected within the gate in A are visualized in red.
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9 Randomized lasso links microbial
taxa with aquatic functional

groups through flow cytometry

High- (HNA) and low-nucleic acid (LNA) bacteria are two operational groups
commonly identified by FCM in aquatic systems. A number of reports have shown
that HNA cell density correlates strongly with heterotrophic production, while LNA
cell density does not. However, which taxa are specifically associated with these
groups, and by extension, productivity has remained elusive. In this chapter, we
addressed this knowledge gap by using a machine learning-based variable selection
approach that integrated FCM and 16S rRNA gene sequencing data collected from
14 freshwater lakes spanning a broad range in physical-chemical conditions. There
was a strong association between bacterial heterotrophic production and HNA
absolute cell abundances (R2 = 0.65), but not with the more abundant LNA cells.
This solidifies findings that HNA and LNA can be considered as separate functional
groups. Taxa selected by the models could predict HNA and LNA absolute cell
abundances at all taxonomic levels. Selected OTUs ranged from low to high relative
abundance and were mostly lake system-specific (89.5%-99.2%). A subset of selected
OTUs was associated with both LNA and HNA groups (12.5%-33.3%) suggesting
either phenotypic plasticity or within-OTU genetic and physiological heterogeneity.
These findings may lead to the identification of systems-specific putative ecological
indicators for heterotrophic productivity. Generally, our approach allows for the
association of OTUs with specific functional groups in diverse ecosystems in order
to improve our understanding of (microbial) biodiversity-ecosystem functioning
relationships.

Chapter redrafted after:
Rubbens*, P., Schmidt*, M.L., Props, R., Biddanda, B., Boon, N., Waegeman,
W. and Denef, V.J. (2019). Randomized lasso links microbial taxa with aquatic
functional groups through flow cytometry. mSystems, 4(5):e00093-19.

*These authors contributed equally to the manuscript.

Author contributions: PR and MLS co-wrote the paper with contributions from
RP, BB, NB, WW, and VJD. MLS, RP, and BB generated the data. PR, MLS
and RP performed the data analysis. PR, MLS, RP, WW, and VJD designed the
study.
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Chapter 9. Linking taxa with function through flow cytometry

9.1. Introduction

In Chapters 4 and 7 we have demonstrated that there is a strong connection
between the taxonomic composition of a microbial community and its phenotypic
properties as determined by FCM. Throughout different aquatic systems, two
operational functional groups can be identified that are associated with a different
functioning of the microbial community. In this chapter we first show that this
relationship holds between the HNA group and measurements of heterotrophic
productivity for Muskegon Lake, a freshwater estuary to Lake Michigan. As it is
not possible to correlate certain OTUs with productivity due to the low sample size,
we will associate OTUs with productivity via the HNA group. We propose a more
data-driven way to do so, more specifically by using embedded variable selection
methods. The results are interpreted in order to gain additional insights in the
ecosystems under study, which in this case are three different kinds of freshwater
lake systems.

It is challenging to associate bacterial taxa to specific ecosystem processes. Marker
gene surveys have shown that natural bacterial communities are extremely diverse
and the presence of a taxon does not imply its activity. The taxa observed in
these surveys may have low metabolic potential, be dormant, or have recently
died (Lennon and Jones, 2011; Carini et al., 2016). An additional hurdle is that
the current standard unit of measure for microbial taxonomic analysis is relative
abundance. This results in a negative correlation bias (Gloor et al., 2017), which
makes it difficult to quantitatively associate specific microbial taxa with microbial
ecosystem functions using traditional correlation measures (Knight et al., 2018).
Therefore, in order to ultimately model and predict bacterial communities, new
methodologies that integrate different types of data are needed to associate bacterial
taxa with ecosystem functions (Widder et al., 2016).

One such advance is the use of FCM, which has been used extensively to study
aquatic microbial communities (Gasol and Del Giorgio, 2000; Vives-Rego et al.,
2000; Wang et al., 2010). In aquatic systems, two generic subpopulations can be
identified, the so-called LNA and HNA group (Gasol et al., 1999; Lebaron et al.,
2001; Bouvier et al., 2007; Wang et al., 2009). HNA cells differ from LNA cells in
both a considerable increase in fluorescence due to cellular nucleic acid content and
scatter intensity due to cell morphology. The identification of these two generic
groups was one of the first proposed cytometric fingerprinting strategies to quantify
microbial community dynamics in aquatic systems (see Section 2.2.4). Throughout
the literature, these groups have been associated with different functions. The
HNA group is thought to contribute more, whereas the LNA population has been
considered to contribute less to the productivity of a microbial community (Gasol
and Del Giorgio, 2000; Lebaron et al., 2002; Servais et al., 2003; Morán et al.,
2007). This is based on positive linear relationships between HNA abundance
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and (a) bacterial heterotrophic production (BP) (Servais et al., 1999, 2003; Morán
et al., 2007; Bowman et al., 2017), (b) bacterial activity measured using the dye
5-cyano-2,3-ditolyl tetrazolium chloride (Morán et al., 2011; Read et al., 2015), (c)
phytoplankton abundance (Sherr et al., 2006), and (d) dissolved organic carbon
concentrations (García et al., 2018a). Additionally, growth rates are higher for
HNA than LNA cells (Servais et al., 1999; Lebaron et al., 2002; Jochem et al.,
2004) and HNA cells accrue cell damage significantly faster than the LNA cells
under temperature (Arnoldini et al., 2013) and chemical oxidant stress (Ramseier
et al., 2011). In contrast, LNA bacterial growth rates are positively correlated
with temperature and negatively correlated with chlorophyll a (Huete-Stauffer and
Morán, 2012). However, it is important to note that LNA cells are often smaller
than HNA cells (Wang et al., 2009; Huete-Stauffer and Morán, 2012; Morán et al.,
2015; Proctor et al., 2018), and therefore LNA cells could have similar amino
acid incorporation rates compared to HNA cells when evaluating biomass-specific
production (Wang et al., 2009).

Here we used a data-driven approach to associate the dynamics of individual taxa
with those of the LNA and HNA groups in freshwater lakes by adopting a machine
learning variable selection strategy. We applied two variable selection methods,
the Randomized Lasso (RL) (Meinshausen and Bühlmann, 2010) and the Boruta
algorithm (Kursa and Rudnicki, 2010) to associate individual taxa with HNA and
LNA cell abundances. These methods extend on traditional machine learning
algorithms (i.e. the Lasso and RF algorithm for the RL and Boruta algorithm,
respectively) by making use of resampling and randomization. These extensions
alleviate some of the problems associated with the Lasso and RF algorithm applied
to compositional data, namely (a) the Lasso algorithm is not suited for compositional
data because the regression coefficients have an unclear interpretation and single
variables may be selected when correlated to other variables (Li, 2015), and (b) RF
algorithms can be biased towards correlated variables (Strobl et al., 2008) which is
an intrinsic issue with relative abundance data (Gloor et al., 2017).

In this chapter we studied paired bacterial 16S rRNA gene sequencing and FCM data
for 173 samples from three types of lake systems: (i) a set of oligo- to eutrophic
small inland lakes (n = 62, ‘Inland’), (ii) a short residence time mesotrophic
freshwater estuary lake (Muskegon Lake; n = 62), and (iii) a large oligotrophic
Great Lake (Lake Michigan; n = 49), all located in Michigan, USA. In addition,
we measured bacterial production in 20 of the Muskegon Lake samples using
a tritiated-leucine uptake analysis. First, we assessed the correlations between
HNA, LNA and productivity and individual OTUs and productivity measurements.
Next, we used the RL to associate specific bacterial taxa to HNA and LNA
FCM functional groups, and via the observed HNA-productivity relationship, to
functioning. We tested whether associated taxa were conserved across lake systems
and phylogeny. To validate the RL-based association with the HNA and/or LNA
group, we correlated taxon abundances with specific regions within the FCM
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fingerprint at finer resolution (i.e. bins) without prior knowledge of the HNA/LNA
groups. Finally, we performed an additional validation of selected bacterial taxa
using the Kendall’s τB and the Boruta variable selection algorithm.

9.2. Materials and methods

9.2.1. Data collection

DNA extraction, sequencing and processing

In this study, we used a total of 173 samples collected from three types of lake
systems described previously (Chiang et al., 2018), including: (a) 49 samples from
Lake Michigan (2013 & 2015), (b) 62 samples from Muskegon Lake (2013-2015;
one of Lake Michigan’s estuaries), and (c) 62 samples from twelve inland lakes
in Southeastern Michigan (2014-2015, denoted as ‘Inland’). For more details on
sampling, please see the Field Sampling, DNA extraction, and DNA sequencing and
processing sections within Chiang et al. (2018). In all cases, water for microbial
biomass samples were collected and poured through a 210 µm and 20 µm bleach
sterilized nitex mesh and sequential in-line filtration was performed using 47 mm
polycarbonate in-line filter holders (Pall Corporation, Ann Arbor, MI, USA) and
an E/S portable peristaltic pump with an easy-load L/S pump head (Masterflex®,
Cole Parmer Instrument Company, Vernon Hills, IL, USA) to filter first through
a 3 µm isopore polycarbonate (TSTP, 47 mm diameter, Millipore, Billerica, MA,
USA) and second through a 0.22 µm Express Plus polyethersulfone membrane
filters (47 mm diameter, Millipore, MA, USA). The current study only utilized the
3 - 0.22 µm fraction for analyses.

DNA extractions and sequencing were performed as described in Chiang et al. (2018).
Briefly, DNA extractions were performed using a modified AllPrep DNA/RNA
kit (Qiagen, Venlo, The Netherlands) (McCarthy et al., 2015). Sequencing was
performed at the University of Michigan Medical School on an Illumina MiSeq
platform with v2 chemistry 2x250 (500 cycles) using dual index-labeled primers
that target the V4 region of the 16S rRNA gene (515F/806R) (Kozich et al.,
2013). Fastq files were submitted to NCBI sequence read archive under BioProject
accession number PRJNA414423 (Inland lakes), PRJNA412983 (Lake Michigan),
and PRJNA412984 (Muskegon Lake). We analyzed the sequence data using
MOTHUR V.1.38.0 (seed = 777; Schloss et al. (2009)) based on the MiSeq standard
operating procedure and put together at the following link: https://github.com/
rprops/Mothur_oligo_batch. A combination of the Silva Database (Quast et al.
(2012), release123) and the freshwater TaxAss 16S rRNA database and pipeline
was used for classification of OTUs (Rohwer et al., 2018).
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For the taxonomic analysis, each of the three lake datasets were analyzed separately
and treated with an OTU abundance threshold cutoff of at least 5 sequences in
10% of the samples in the dataset (similar strategy to Weiss et al. (2016)). For
comparison of taxonomic abundances across samples, each of the three datasets
were then rarefied to an even sequencing depth, which was 4,491 sequences for
Muskegon Lake samples, 5,724 sequences for the Lake Michigan samples, and 9,037
sequences for the Inland lake samples. Next, the relative abundance at the OTU
level was calculated using the transform_sample_counts() function in the
phyloseq R package by taking the count value and dividing it by the sequencing
depth of the sample (McMurdie and Holmes, 2013). For all other taxonomic levels,
the taxonomy was merged at certain taxonomic ranks using the tax_glom()
function in phyloseq and the relative abundance was re-calculated.

Heterotrophic bacterial production measurements

Muskegon Lake samples from 2014 and 2015 were processed for heterotrophic
bacterial production using the 3H-leucine incorporation into bacterial protein in the
dark method (Kirchman et al., 1985; Simon and Azam, 1989). At the end of the
incubation with 3H-leucine, cold trichloroacetic acid-extracted samples were filtered
onto 0.2 µm filters that represented the leucine incorporation by the bacterial
community. Measured leucine incorporation during the incubation was converted
to bacterial carbon production rate using a standard theoretical conversion factor
of 2.3 kg C per mole of leucine (Simon and Azam, 1989).

Flow cytometry

In the field, a total of 1 mL of 20 µm filtered lake water were fixed with 5 µL of
glutaraldehyde (20% vol/vol stock), incubated for 10 minutes on the bench (covered
with aluminum foil to protect from light degradation), and then flash frozen in
liquid nitrogen to later be stored in -80°C freezer until later processing with a flow
cytometer. Flow cytometry procedures followed the protocol laid out in Props
et al. (2018b), which also uses the samples Michigan & Muskegon sampled that
are presented in this chapter. Samples were stained with SYBR Green I to a final
concentration of 1X SYBR Green I and measured in triplicate. After thaw and
incubation for 20 minutes at 37 °C in the dark, the samples were analyzed on a BD
Accuri C6 cytometer (BD Biosciences, Erembodegem, Belgium) in fixed volume
mode. The resulting multiparametric data was then analyzed in the following ways:
First, a fixed single gate is used to separate bacterial cells from background noise
for all samples using the green (FL1-H; 530/30 nm) versus red (FL3-H; >670 nm)
fluorescence detectors. The lowest number of cells collected after denoising was
2342. Next, HNA and LNA groups were selected by applying two fixed gates to all
samples using the same detectors as introduced in Prest et al. (2013) and plotted
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in Fig. A9.1. This means that the same threshold was used for all samples to
distinguish HNA cells from LNA cells using the green and red fluorescence channels.
Cell counts were determined per HNA and LNA group and averaged over the three
replicates (reported as HNAcc and LNAcc). All cytometry data is available on
the FlowRepository database: Inland lakes (ID:FR-FCM-ZY9J), Michigan and
Muskegon (ID:FR-FCM-ZYZN).

9.2.2. Data analysis

FCM statistics

We tested the association of HNA and LNA to each other by running an ordinary
least squares regression with the lm() function from the stats R package.

FCM-productivity statistics

The association of HNA and LNA cell counts (HNAcc/LNAcc) with productivity
was tested by running ordinary least squares regression with the lm() function from
the stats R package. This was also done for the total cell counts and relative fraction
of HNA cell counts (by dividing HNAcc through the total cell counts).

16S rRNA gene sequencing-productivity statistics

Kendall’s τB between productivity measurements and individual abundances of
taxa were calculated on the phylum and OTU level using the kendalltau()
function from Scipy (v1.0.0). P -values were corrected using Benjamini-Hochberg
correction, reported as Padj. This was done using the multitest() function from
the Python module Statsmodels (Seabold and Perktold (2010), v0.5.0).

RL associations between 16S rRNA gene sequencing and FCM func-
tional groups

Taxa were associated with functional measurements through FCM by using the
Randomized Lasso (RL). However, before applying the method, the data first need
to be preprocessed. This was done following the guidelines from Paliy and Shankar
(2016), Gloor et al. (2017) and Quinn et al. (2018); relative abundances of OTUs
were transformed using a centered log-ratio (CLR) transformation before variable
selection was applied. This means that the relative abundance xi of taxon i was
transformed according to the geometric mean of that sample. In case there are D
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taxa:
xCLR
i = log

xi

(
∏D
j=1 xj)

1
D

, (9.1)

in which xCLR
i represents the CLR-transformed abundance of xi. Zero values were

replaced by δ = 1
D2 . This was done using the scikit-bio package (www.scikit-bio.

org, v0.4.1).

HNAcc and LNAcc were used as target variables to predict based on CLR-
transformed abundances of taxa. The Randomized Lasso (RL, see Section 3.4.3)
was used to associated taxa with HNAcc and LNAcc. The resulting RL score can be
seen as the probability that a certain variable will be included in a Lasso regression
model. The highest score was selected in the stability path for which λ ranged
from 10−3 until 103, logarithmically divided in 100 intervals; B = 500, α = 0.5.
The RandomizedLasso() function from the scikit-learn machine learning library
was used (Pedregosa et al. (2011), v0.19.1).

A recursive variable elimination strategy was applied to evaluate the predictive
power of scores assigned by the RL (see Section 3.4.2). Variables were ranked
according to the RL score. Next, the lowest-ranked variables were eliminated from
the dataset, after which the Lasso was applied to predict HNAcc and LNAcc re-
spectively. This process was repeated until only the highest-scored taxon remained.
In this way, the performance of the RL was assessed from a minimal-optimal evalu-
ation perspective (Nilsson et al., 2007). In order to account for the spatiotemporal
structure of the data, a blocked cross-validation scheme was implemented (Roberts
et al., 2017). Samples were grouped according the site and year that they were
collected. This results in 5, 10 and 16 distinctive groups for the Michigan, Muskegon
and Inland lake systems respectively. Predictive models were optimized in function
of the R2 between predicted and true values of held-out groups using a leave-
one-group-out cross-validation scheme with the LeaveOneGroupOut() function.
This results in a cross-validated R2

CV value. For the Lasso, λ was determined
using the lassoCV() function, with setting eps = 10−4 and n_alphas = 400. All
functions are part of scikit-learn (Pedregosa et al. (2011), v0.19.1). In order to test
the generalizability of the procedure, a nested leave-one-group-out cross-validation
procedure was implemented as well. First, samples are split from the dataset to
create a test set, and in the inner loop the RL is applied and the Lasso is fitted
and optimized. Predictions for the test set were concatenated and evaluated using
the R2, denoted as R2

NCV.

Associations between 16S rRNA gene sequencing and FCM across ecosys-
tems

To visualize patterns of selected HNA and LNA OTUs across the three ecosystems,
a heatmap was created with the RL scores of each OTU that were higher than a
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specified threshold values as derived from the recursive variable elimination strategy.
Similarity of RL scores between lake systems and functional groups was quantified
using the Pearson correlation. This was done using the pearson() function in
Scipy (Jones et al. (2001), v1.0.0).

Associations between 16S rRNA gene sequencing and FCM across phy-
logeny

To assess the influence of phylogeny, abundances of taxa were determined at all
additional taxonomic levels by merging taxa at the OTU-level according to their
shared taxonomic level. The same procedure as reported in RL associations between
16S rRNA gene sequencing and FCM functional groups’ was then applied at the
phylum, order and genus level in function of HNAcc and LNAcc. We calculated the
best performing maximum likelihood phylogenetic tree using the GTR-CAT model
(-gtr -fastest) model of nucleotide substitution with FastTree (Price et al. (2010),
v2.1.9 No SSE3) and visualized using the interactive tree of life (iTOL, Letunic
and Bork (2016)).

Correlations between top RL-ranked taxa and subregions in FCM fin-
gerprint

A FCM fingerprint was constructed using the PhenoFlow package (Props et al.
2016). In brief, a 128-by-128 binning grid was constructed for the green vs red
fluorescence channels. A kernel density estimation was then applied (using a
Gaussian kernel with a bandwidth of 0.01) to retrieve cell densities per bin. Next,
correlations between cell density and variation in taxa abundance were calculated
using the Kendall’s τB . This was done using the cor() function in R (v3.2).

Validation of RL-selected taxa using Kendall’s τB and the Boruta algo-
rithm

Individual correlations between taxa and HNAcc or LNAcc were calculated using
Kendall’s τB, with the kendalltau() function in Scipy (v1.0.0). The Boruta
algorithm was used to select all relevant variables in function of HNAcc and LNAcc
(see Section 3.4.3). This was done with the boruta_py package1. RF models were
implemented using RandomForestRegressor() function from scikit-learn. RFs
were run with 200 trees, the number of variables considered at every split of a
decision tree was equal to D/3 and the minimal number of samples per leaf was set
to five. The latter were based on default values for RF regression setting (Probst

1 See https://github.com/scikit-learn-contrib/boruta_py

168

https://github.com/scikit-learn-contrib/boruta_py


§9.3. Results

et al., 2019). The Boruta algorithm was run for 300 iterations, variables were
selected or discarded at α = 0.05 after performing Bonferroni correction.

9.2.3. Code and data availability

• Processed data and code to reproduce the analysis can be found on the
GitHub page for this project at https://deneflab.github.io/HNA_LNA_
productivity/.

• Fastq files are available through the NCBI sequence read archive under
BioProject accession number PRJNA414423 (Inland lakes), PRJNA412983
(Lake Michigan), and PRJNA412984 (Muskegon Lake).

• Raw FCM data are available through FlowRepository (ID:FR-FCM-ZY9J
and FR-FCM-ZYZN).

9.3. Results

9.3.1. Descriptive statistics

Study lakes are dominated by LNA cells

Across all lakes, the mean proportion of HNAcc to the total cell counts was
much lower (30.4 ± 9%) compared to the mean proportion of LNAcc (69.6 ±
9%). Through ordinary least squares regression, there was a strong correlation
between HNAcc and LNAcc across all data (R2

adj = 0.45, P = 2×10−24, Fig. 9.1A),
however, when the three ecosystems were considered separately, only Lake Michigan
(R2

adj = 0.59, P = 5 × 10−11) and Muskegon Lake (R2
adj = 0.44, P = 2 × 10−9)

showed significant correlations.

HNA cell counts and heterotrophic bacterial production are strongly
correlated

For the mesotrophic Muskegon Lake, the only lake for which heterotrophic pro-
duction data was collected, there was a strong correlation between total bacterial
heterotrophic production and HNAcc (R2 = 0.65, P = 10−5, Fig. 9.1B), no cor-
relation between BP and LNAcc (R2 = 0.005, P = 0.31, Fig. 9.1C), and a weak
correlation between heterotrophic production and total cell counts (R2 = 0.18,
P = 0.03, Fig. 9.1D).
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Figure 9.1: A: Correlation between HNAcc and LNAcc across the three freshwater lake
ecosystems (n = 173). B-D: Muskegon Lake bacterial heterotrophic production (n = 20)
and its correlation with B HNAcc, C LNAcc and D total cell counts. R2 values represent
the R2

adj. The grey area in plots A, B, and D represents the 95% confidence intervals.

Proteobacteria and OTU481 correlate with productivity measurements

Kendall’s τB was calculated between CLR-transformed abundances of individual
OTUs and productivity measurements. OTU481 (unclassified) was the sole OTU
that correlated with productivity after a correction for multiple hypothesis testing
(τB = −0.67, P = 3×10−5, Padj = 0.016). At the phylum level, only Proteobacteria
were significantly correlated to productivity measurements (τB = 0.49, P = 0.002,
Padj = 0.05).

9.3.2. Machine learning analysis

Randomized Lasso associates OTUs to HNA and LNA functional groups

The relevance of specific OTUs for predicting FCM functional group abundance
was assessed using the RL, which assigns a score between 0 (unimportant) to 1
(highly important) to each taxon in function of the target variable: HNAcc or
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LNAcc. To assess the predictive power of a subset of OTUs based on the RL, we
iteratively removed the OTUs with the lowest RL score in a recursive variable
elimination scheme. The R2

CV increased when lower-ranked OTUs were removed
(moving from right to left in Fig. 9.2). The proportion of taxa that resulted in
the highest R2

CV (see solid (HNA) and dotted (LNA) lines in Fig. 9.2) was 10.2%
of all taxa for HNA and 17.7% for LNA for the Inland lakes, 4.0% for HNA and
3.0% for LNA for Lake Michigan, and 21.1% for both HNA and LNA in Muskegon
Lake.

Figure 9.2: R2
CV in function of the number of OTUs that were iteratively removed

based on the RL score and evaluated using the Lasso at every step. The solid (HNA) and
dashed (LNA) vertical lines corresponds to the threshold (i.e., number of OTUs) which
resulted in a maximal R2

CV. A: Inland system; B: Lake Michigan,; C Muskegon lake.

The procedure was evaluated using independent test sets by means of a nested
cross-validation scheme to evaluate the robustness of the selected taxa (i.e., in
the outer loop samples are split from the dataset to create a test set, and in the
inner loop the RL is applied and the Lasso is fitted and optimized). Predictions
for the test sets were aggregated and evaluated using the R2, denoted as R2

NCV
(Table 9.1). These numbers are considerably higher than zero and therefore indicate
that the selected subset of OTUs are a robust subset to predict changes in HNAcc
and LNAcc for unseen samples. No relationship could be established between the
RL score and the relative abundance of individual OTUs (Fig. A9.2). HNAcc
and LNAcc could be predicted with equivalent performance to relative HNA and
LNA proportions, yet the increase between initial and optimal performance was
larger according to the R2

CV (Fig. A9.3). The R2
CV was also higher when relative

OTU abundances were transformed using the CLR-transformation (Figure A9.4).
OTU481 had a low RL score (0.022) for HNAcc. Of the top 10 OTUs selected for
HNAcc according to the RL, three were significantly associated with productivity
(OTU614: P = 0.0064; OTU412, P = 0.044; OTU487, P = 0.014), but not when
corrected for multiple hypothesis testing.
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Table 9.1: R2
NCV for the three lake systems with HNAcc and LNAcc as target variables

to predict.

R2
NCV Inland Michigan Muskegon

HNAcc 0.40 0.41 0.49
LNAcc 0.31 0.34 0.65

HNA and LNA RL associated OTUs differed across lake systems

RL-selected OTUs were mostly assigned to either the HNA or LNA groups and
there was limited correspondence across lake systems between the selected OTUs
(Fig 9.3). 1.5%-1.9% of the OTUs selected for Lake Michigan were also associated
with HNAcc or LNAcc for the Inland lakes or Muskegon Lake. This amount was
higher for the shared OTUs between the Inland lakes and Lake Muskegon, but still
only amounted to 6.0% (HNAcc) or 10.5% (LNAcc) of all common OTUs. For
OTUs that were present in all three freshwater environments (190 in total), RL
scores were lake ecosystem specific, with only a significant similarity between the
Inland lakes and Muskegon lake for HNAcc (Pearson’s ρP = 0.21, P = 0.0042;
Fig A9.5).

HNA and LNA associations do not display a phylogenetic signal

We constructed a phylogenetic tree in function of the RL-score (Fig. A9.6), in-
dicating the absence of a phylogenetic signal in relation to the RL score. The
Bacteroidetes, Betaproteobacteria, Alphaproteobacteria, and Verrucomicrobia con-
tributed 54% of the 258 OTUs selected by the RL. Most selected OTUs belonging
to these four phyla were associated with the LNA group (41-52% of selected OTUs),
less than one third with the HNA group (14-30% of selected OTUs), and the
remainder were selected as associated with both the LNA and HNA groups (23-36%
of selected OTUs). Most OTUs were selected for Muskegon Lake (153 OTUs;
compared to 136 OTUs from the Inland Lakes and 20 OTUs from Lake Michigan)
and 33% of these OTUs were associated with both FCM groups.

We applied the RL to all other taxonomic levels. The RL score increased as
less resolved taxonomic levels were considered (thus lowest for OTU, highest for
phylum; Fig. A9.7A-C). The fraction of variables (i.e. taxa) that could be removed
to reach the maximum R2

CV decreased as the taxonomic level became less resolved
(Fig. A9.7D). The R2

NCV was determined for the Phylum, Order and Genus level
(Table 9.2). Our results were consistent across all taxonomic levels and different
levels of phylogeny could be related to changes in HNAcc and LNAcc. In general
these results show that the proposed methodology is applicable to different levels
of taxonomy but motivates the absence of a phylogenetic signal in the HNA and
LNA group for this dataset.
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Figure 9.3: Hierarchical clustering of the RL score for the top 10 selected OTUs within
each lake system and FCM functional groups with the selected OTU (rows) across HNA
and LNA groups within the three lake systems (columns).

Top ranked taxa are highly correlated with specific subregions in the
FCM fingerprint that respect the HNA and LNA dichotomy

To confirm the association of the top-ranked OTUs according to the RL, we resolved
how HNA and LNA groups correspond to OTU-level clustering of cells in the FCM
fingerprints. We calculated the correlation between the density of individual bins
in the flow cytometric fingerprint and the relative abundances of the OTUs. Note
that (i) as these values denote correlations, they do not indicate actual presence,
and (ii) the threshold that was used to manually make the distinction between
HNAcc and LNAcc (i.e. the dotted line in Fig. 9.4) lies very close to the border
between the two regions of positive and negative correlation. OTU25 correlated
with bins that when aggregated corresponded to almost the entire HNA region,
whereas OTU173 was limited to bins corresponding to the bottom of the HNA
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Table 9.2: R2
NCV for Muskegon lake at the Phylym, Order, Genus and OTU level in

function of HNAcc and LNAcc.

R2
NCV Phylum Order Genus OTU

HNAcc 0.47 0.58 0.46 0.49
LNAcc 0.57 0.67 0.62 0.65

Figure 9.4: Visualization of Kendall’s τB between relative OTU abundances and the
densities in each bin in the cytometric fingerprint. These are reported for the top RL-
ranked OTU for HNAcc, per lake system. The fluorescence threshold used to manually
discriminate between the HNA and LNA groups is indicated by the dotted line. Left:
Inland lakes; Middle: Lake Michigan; Right: Muskegon Lake.

region. In contrast, OTU369 was positively correlated to bins situated in both the
LNA and HNA regions of the cytometric fingerprint.

Validation of RL OTU selection results using the Boruta algorithm and
Kendall’s correlation coefficient

Associations between OTUs and HNAcc and LNAcc were additionally investigated
using Kendall’s tauB and the Boruta variable selection algorithm. Venn diagrams
were constructed to visualize consistency in the number of OTUs that were selected
according to all methods, including the RL (Fig. 9.5). Kendall’s τB selected the
most OTUs, followed by the RL, and then the Boruta algorithm (except for HNAcc
in Lake Muskegon).

For each lake system, the top RL-scored OTU for HNAcc was also selected by the
Boruta algorithm, whereas both methods only agreed for the top-ranked OTU
in Lake Michigan for LNAcc (Table 9.3). Across all lake systems, the Boruta
algorithm selected mostly OTUs that were lake system specific (Fig. A9.8). Only
OTU060 (Proteobacteria;Sphingomonadales;alfIV_unclassified) was selected across
all lake systems (LNAcc-associated). The subset selected by the Boruta algorithm,
in combination with RF predictions, resulted in a lower R2

CV compared to Lasso
predictions based on the RL score (Fig.A9.9).
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A B C

D E F

Figure 9.5: Venn diagrams visualizing the number of selected OTUs according to
Kendall’s τB , RL and the Boruta algorithm. OTUs are selected for A: HNAcc, Inland;
B: HNAcc, Michigan; C: HNAcc, Muskegon; D: LNAcc, Inland; E: LNAcc, Michigan; F:
LNAcc, Muskegon.

Table 9.3: Top scored OTUs according to the RL per functional group and lake
system. Selection according to the Boruta algorithm is given in addition to the RL
score. Descriptive statistics by means of the Kendall’s τB have been added with level of
significance.

Lake Group Phylum Order OTU RL Boruta τB P -value
system score selected
Inland HNA Proteobacteria Rhodospirillales 369 0.382 yes -0.43 7.9× 10−7

LNA Proteobacteria Bdellovibrionales 555 0.384 no 0.22 0.011
Michigan HNA Bacteroidetes Cytophagales 25 0.362 yes 0.46 3.5× 10−6

LNA Proteobacteria Rhizobiales 168 0.428 yes 0.40 5.9× 10−5

Muskegon HNA Bacteroidetes Flavobacteriales 173 0.462 yes 0.50 8.2× 10−9

LNA Bacteroidetes Cytophagales 29 0.568 no 0.49 1.4× 10−8
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All methods agreed on including a small subset of OTUs for the best model,
however, the number of shared OTUs between methods is small (between 2 and 10).
Despite this small shared subset, the results are consistent in multiple ways. This
allows to formulate a number of more general conclusions across these methods:
(1) the selected OTUs were mostly lake systems specific, (2) small fractions of
OTUs allow to predict changes in community composition, (3) selected OTUs
could be associated with absolute HNA or LNA abundance, (4) top RL-ranked
HNA-associated OTUs were also selected according to the Boruta algorithm and
(5) when the RL and Boruta both agreed on an OTU it was always significantly
correlated with both HNAcc or LNAcc.

9.4. Discussion

In this chapter we have integrated functional, genotypic and phenotypic information
in order to investigate the complex relationships between microbial diversity and
ecosystem functioning. Our results confirmed previous findings that flow cytomet-
ric operational groups are distinct groups that have divergent correlations with
heterotrophic productivity. Using two machine learning based variable selection
strategies, we could associate bacterial taxa identified by 16S rRNA gene sequencing
to these two functional groups in three types of freshwater lake systems in the Great
Lakes region. We demonstrated that (i) HNA and LNA cell abundances could be
predicted by a small subset of OTUs that were unique to each lake type, (ii) some
OTUs were included in the best model for both HNA and LNA abundance, (iii)
there was no phylogenetic conservation of HNA and LNA group association, and
(iv) although the correlations between individual OTUs and FCM data support
the dichotomy of HNA and LNA, OTU shifts in relative abundance correlated best
with shifts in cell numbers in smaller subregions of the FCM fingerprint and not
the entire HNA or LNA region.

Only the association between bacterial heterotrophic production (BP) and HNAcc
was strong and significant. This result is in line with some previous reports
(Gasol et al., 1999; Servais et al., 1999, 2003; Morán et al., 2007). However, past
studies have focused on the proportion of HNA cell counts rather than absolute
abundances. For example, Bouvier et al. (2007) found a correlation between the
fraction of HNA cells and BP within a large dataset of 640 samples across various
freshwater to marine environments (Pearson’s ρP = 0.49), Bowman et al. (2017)
found a moderate correlation in a survey off the coast of the Antarctic Peninsula
(R2 = 0.36; Bowman et al. (2017)), and Morán et al. (2007) also found this
association in the Bay of Biscay (R2 = 0.16; Morán et al. (2007)), however, the
authors attributed this difference to be related to cell size and not due to the
activity of HNA. Notably, these studies were predominantly testing the association
of marine HNA groups. The high correlation coefficients observed in our study
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may indicate a strong coupling between freshwater carbon cycling and HNA group
abundance in freshwater lake systems. Consequently, this suggests an important
contribution of HNA bacteria in the disproportionately large role of freshwater
systems in the global carbon cycle (Biddanda, 2017). It has to be noted that
our study only evaluated bacterial heterotrophic production using leucine amino
acid incorporation, which biases our analyses against bacterial groups that cannot
import or assimilate this compound (Salcher et al., 2013). We suggest to use
absolute HNAcc to study heterotrophic bacterial production as our correlations
with proportional HNA group abundances indicated less strong correlations than
with absolute HNAcc.

Similar to other microbiome studies that use machine learning, only a subset
of OTUs were needed to predict the phenotype of interest, with low predictive
power of each single OTU, but strong predictive capacity of the selected group of
OTUs (Baxter et al., 2014; Schubert et al., 2014; Bowman et al., 2017; Herren and
McMahon, 2018). Both the RL and Boruta algorithm have been applied to micro-
biome studies before, for example to select genera in the human microbiome that
are associated with BMI (Lin et al., 2014), salivary pH and lysozyme activity (Zaura
et al., 2017), in relation to multiple sclerosis (Chen et al., 2016) or with differing
diets during primate pregnancy (Ma et al., 2014). The Boruta algorithm has also
recently been proposed as one of the top-performing variable selection methods
that make use of RFs (Degenhardt et al., 2019). Despite the potential of these
approaches, improvements can be made when attempting to integrate different
types of data. For example, 16S rRNA gene sequencing still faces the hurdles
of DNA extraction (McCarthy et al., 2015) and 16S copy number bias (Louca
et al., 2018). Moreover, detection limits are different for FCM (expressed in the
number of cells) and 16S rRNA gene sequencing (expressed in the number of gene
counts or relative abundance), therefore creating data that may be different in
resolution. We used the CLR transformation as a preprocessing step to analyze
compositional data, but this transformation also has its drawbacks, and in fact,
the analysis of compositional data is a very active field of research. More advanced
transformations have been proposed, most often at the cost of a more difficult
interpretation, see for example the isometric log-ratio transformation (Egozcue
et al., 2003).

The selection of different sets of HNA and LNA OTUs across the three freshwater
systems indicates that different taxa underlie the universally observed HNA and
LNA functional groups across aquatic systems. This is perhaps not surprising as it
has been shown that there is strong species sorting in lake systems (Van der Gucht
et al., 2007; Adams et al., 2014), shaping community composition through diverging
environmental conditions between the lake systems presented here (Chiang et al.,
2018). This high system specificity also explains the low RL scores for individual
OTUs, as the spatial and temporal dynamics of an OTU diverged strongly across
systems. For example, an OTU that has an RL score of 0.5 will be included in a
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Lasso model one out of two times.

Some OTUs were associated with both HNAcc and LNAcc. There are multiple
possible explanations for this: (a) In line with scenario 1 from Bouvier et al.
(2007), cells transition from active growth (primarily HNA) to death or a dormant
state (primarily LNA), depending on variable conditions over the spatiotemporal
gradients sampled in this study. A large fraction of cells (40-95%) in aquatic systems
has indeed been inferred to be dormant (Zimmerman et al., 1978; Jones and Lennon,
2010; Shapiro and Polz, 2014; Aanderud et al., 2016) in line with the predominance
of LNA cells. (b) The same OTU may occur in both HNA and LNA groups due
to phenotypic plasticity, which is more in line with scenario 4 from Bouvier et al.
(2007). (c) The association of taxa to LNA and HNA can also mean that these
taxonomic groups thrive within either high or low productivity ecosystems and not
necessarily that they are responsible for the change in productivity. (d) Finally,
OTU level grouping of bacterial taxa can disguise genomic and corresponding
phenotypic heterogeneity (Coleman, 2006; Hunt et al., 2008; Denef et al., 2010;
Shapiro and Polz, 2014), which may be an alternate explanation for inconsistent
associations between OTUs and FCM functional groups.

We found no clear phylogenetic signal of HNAcc or LNAcc association. This
agrees with the fact that the freshwater lake samples collected in Proctor et al.
(2018) often displayed multiple FCM groups rather than the typical HNA and
LNA groups; however, it is in contrast to the clear phylum-level signal of small
LNA and large HNA taxa across all other studied aquatic systems. It is notable
that Proctor et al. (2018) separated HNA and LNA cells based on cell size. HNA
cells were defined at approximately >0.4 µm and LNA cells were approximately
0.2-0.4 µm, based on 50-90% removal of HNA cells after filtering using a 0.4 µm
filter. Our study separated these FCM functional groups on the traditional basis
of fluorescence intensity alone, as suggested by Prest et al. (2013) and Props et al.
(2016). However, the HNA and LNA dichotomy may be still too unresolved, as
a number of reports have identified more than two FCM operational groups in
aquatic systems (Vila-Costa et al., 2012; Bowman et al., 2017; Amalfitano et al.,
2018; Proctor et al., 2018; Song et al., 2019). This is in line with our correlation
analysis that revealed that highly-ranked OTUs are connected to specific subregions
in the FCM fingerprint that respect a general HNA/LNA structure. Currently,
the HNA and LNA dichotomy is too unresolved and a more direct estimation of
phylogenetic conservation that directly combines cell sorting of HNA or LNA cells
and sequencing, such as the studies by Mou et al. (2005) and Vila-Costa et al.
(2012), will be needed to resolve these contrasting results.

The Boruta algorithm and RL scores agreed on a small subset of OTUs, including the
top-ranked HNA OTUs for all lake systems, which motivates to further investigate
the ecology of these OTUs. While little detailed information on the identities and
ecology of HNA and LNA freshwater lake bacterial taxa exists, several studies
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identified Bacteroidetes among the most prominent HNA taxa, which is in line with
our findings. Independent research by Vila-Costa et al. (2012) found that the HNA
group was dominated by Bacteroidetes in summer samples from the Mediterranean
Sea, Read et al. (2015) showed that HNA abundances correlated with Bacteroidetes,
and Schattenhofer et al. (2011) reported that the Bacteroidetes accounted for the
majority of HNA cells in the North Atlantic Ocean. In Muskegon Lake, OTU173
was the dominant HNA taxon and is a member of the Order Flavobacteriales (bacII-
A). The bacII group is a very abundant freshwater bacterial group and has been
associated with senescence and decline of an intense algal bloom (Newton et al.,
2011), suggesting their potential for bacterial production. In Lake Michigan, OTU25,
a member of the Bacteroidetes Order Cytophagales known as bacIII-A, was the top
HNA OTU. However, much less is known about this specific group of Bacteroidetes.
In the Inland lakes, OTU369 was the major HNA taxon and is associated with the
Alphaproteobacteria Order Rhodospirillales (alfVIII), which to our knowledge is a
group with very little information available in the literature. In contrast to our
findings of Bacteroidetes and Alphaproteobacterial HNA selected OTUs, Tada and
Suzuki (2016) found that the major HNA taxon from an oceanic algal culture was
from the Betaproteobacteria whereas LNA OTUs were within the Actinobacteria
phylum. Generally, our data-driven hypotheses will need further verification, but
the presented workflow is promising considering the wide application of FCM in
aquatic environments, in addition to its recent application in other sample matrices
(e.g., faeces (Vandeputte et al., 2017), soils (Frossard et al., 2016), and wastewater
sludge (Foladori et al., 2010)), and the introduction of novel stains to delineate
operational groups based on phenotypic traits (Couradeau et al., 2018). In case
multiple datasets are available, our workflow can be a viable alternative compared
to the search and listing of so-called ‘keystone’ species (Banerjee et al., 2018), in
which highly connected taxa are identified based on a single dataset that exert a
great influence on the microbial community composition.

9.5. Conclusion

In this chapter we have integrated FCM with 16S rRNA gene amplicon sequencing
data to associate bacterial taxa with functional groups in three freshwater lake
systems. This analysis was motivated by the different relationship that was estab-
lished between these functional groups and heterotrophic production. Embedded
variable selection methods were proposed and evaluated, more specifically the Ran-
domized Lasso and Boruta algorithm, to derive data-driven associations between
taxa and functional groups within the microbial community. The results indicate
that associated taxa are system-specific and not phylogenetically conserved. Small
subsets of taxa are able to predict absolute changes of these functional groups. We
demonstrated that the workflow can be applied to all taxonomic levels. Eventually,
our approach allows to select putative ecological indicators, which can improve
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our understanding of the relationship between microbial diversity and ecosystem
functioning.
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9.6. Appendix

A B C

Figure A9.1: Examples of the gating strategy to determine HNAcc and LNAcc for the
three lake systems. The gating strategy is performed in the f(x) = asinh(x) transformed
bivariate space of the FL1-H and FL3-H channel. This means that a fixed threshold is
used to separate HNA- from LNA-cells. A: Inland, B: Michigan, C: Muskegon.
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A B C

D E F

Figure A9.2: Scatter plot of the RL score versus the average relative abundance of every
OTU for HNAcc (blue points, A, B and C) and LNAcc (orange points, D, E and F) for
each lake system: Inland (A and D), Michigan (B and E) and Muskegon (C and F).

Figure A9.3: Comparison of predictions of HNAcc and LNAcc versus relative fractions.
This was done for lake Muskegon at the OTU level, expressed in terms of R2

CV . The
subset of taxonomic variables was iteratively reduced using a recursive variable elimination
strategy, based on the RL score. Lowest-scored variables were removed at every step,
after which the base model (i.e., the Lasso) was used to predict cell counts or fractions.
Predictions for HNA and LNA fractions overlap (red and green dots).
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A B

Figure A9.4: Prediction of HNAcc (A) and LNAcc (B) for lake Muskegon at the OTU
level, expressed in terms of R2

CV using relative abundances (‘compositional’) and CLR
transformed (‘CLR transformed’). The subset of taxonomic variables was iteratively
reduced using a recursive variable elimination strategy, based on the RL score. Lowest-
scored variables were removed at every step, after which the base model (i.e., the Lasso)
was used to model and predict HNAcc and LNAcc.

Figure A9.5: Pearson’s ρP between sets of RL scores determined for HNAcc and LNAcc
and every lake system. Only those OTUs were considered that were present in all lake
systems, which amounted 190 in total. Values are bolded if P < 0.05.
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Figure A9.6: Phylogenetic tree with all HNA- and LNA-associated OTUs from each
of the three lake systems with their (starting from the inside working to the outside) (i)
phylum level taxonomic classification and (ii) discrete association with HNA, LNA or
both groups based on the RL score threshold values. The tree was rooted using OTU1552.
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A B C

D

Figure A9.7: Distribution of the RL score for all lake systems (A: Inland, B: Michigan
and C: Muskegon) and all taxonomic levels in function of HNAcc. D: Evaluation of
HNAcc and LNAcc predictions using the Lasso at all taxonomic levels for the Muskegon
lake system, expressed in terms of R2

CV , using different subsets of taxonomic variables.
Subsets were determined by iteratively eliminating the lowest-ranked taxonomic variables
based on the RL score.
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Figure A9.8: Selected OTUs (in red) according to the Boruta algorithm for each lake
system and functional group. If it is white, the OTU is not selected.
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A B C

D E F

Figure A9.9: Comparison of RF predictions using all OTUs (grey dashed line) or
selected OTUs (green dashed line) using the Boruta algorithm. This is compared with
predictions using the Lasso and RL score at different thresholds, for HNAcc (blue points,
A, B and C) and LNAcc (orange points, D, E and F) for each lake system: Inland (A
and D), Michigan (B and E) and Muskegon (C and F). Performance is expressed in
terms of R2

CV .
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10 Epilogue

In this dissertation, several machine learning approaches were proposed and eval-
uated, both at the single-cell and community level, for the analysis of microbial
FCM data. In parallel, new insights concerning the biological system of study were
provided when possible. In this last chapter, I will summarize the main findings of
this dissertation. After, I will provide a perspective concerning the opportunities
and challenges that lie ahead of the field of microbial FCM.

10.1. General research outcomes

10.1.1. Single-cell analysis

The analysis of bacterial flow cytometric single-cell data stood central in Part
II. The systems of study were synthetic microbial ecosystems. These can be used
as an intermediate platform to validate ecological theories but also to optimize
the performance of certain microbial production processes. Synthetic microbial
communities are created by assembling multiple individual populations together
in a highly-controlled environment. FCM has been proposed to monitor and
quantify the composition of a synthetic microbial community, but it still is an
open question how and to what extent FCM is able to capture these community
variations. In Chapter 4, we addressed this research question by considering what
we have called in silico communities. These communities are artificial assemblies of
bacterial populations that have been measured individually by FCM. The advantage
of this approach is that labels according to taxonomy are available for every cell
and various user-defined compositions can be created accordingly. This allows to
train a supervised machine learning model to classify unlabeled cells according
to these labels. The results indicated that each bacterial population is described
by a unique cytometric characterization that can be recognized by traditional
classification methods. For co-culture setups, more than half of the evaluated
communities can be identified with an accuracy of more than 90%. We have shown
that a trained classifier is able to retrieve the composition of a synthetic co-culture
community, although it has to be noted that such a model is prone to sources of
heterogeneity. When the number of constituent members increases, the accuracy
drops, but still remains considerably higher than random guessing. This implies
that the overlap between the cytometric characterizations of bacterial populations
increases, but that variations in community structure can still be detected. This
is a clear demonstration of the fact that microbial FCM captures the taxonomic
structure of a microbial community. In the meanwhile, the Random Forest classifier
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has been integrated in the PhenoFlow R package to facilitate its use for microbial
FCM analyses (Props et al., 2016).

The core business of FCM is the analysis of human cells for biological research
and clinical diagnostics. This research typically uses FCM to perform polychro-
matic experiments, and as such, modern instruments contain multiple fluorescence
detectors. The same instruments are often used for bacterial analyses, yet, the
number of differentiating fluorescence channels for microbial FCM is much more
limited. In Chapter 5, we extended the methodology from Chapter 4 in order to
quantify the usefulness and resolving power of each detector in function of bacterial
single-cell identification. The methodology was applied to data retrieved from
two modern cytometric instruments. A number of interesting conclusions can be
drawn; one or more fluorescence detectors can be stripped from the instrument
without loss in resolving power. However, additional non-targeted detectors that
detect biological information due to spillover are able to assist in the discrimination
between bacterial populations. Differences in scatter detector configuration can
be related to differences in identification accuracy between the two instruments.
These results motivate the development of cytometric instruments tailored towards
microbial experiments. These do not need to have as many fluorescence detectors
as most of them currently have, but can benefit from scatter detectors aimed at
the detection of smaller particles.

Single-cell technologies have been proposed to study phenotypic heterogeneity in
bacterial populations, amongst which FCM and Raman spectroscopy. In Chap-
ter 6, we compared both technologies for the study and quantification of phenotypic
heterogeneity in nine different E. coli populations. FCM does not offer sufficient
resolution to detect separated cell populations at the single-cell level, but shifts
in the cytometric distributions can be detected and visualized. By constructing
cytometric fingerprints, these shifts can be quantified at the community level.
Raman spectroscopy is lower in throughput compared to FCM, but results in a
full spectrum for every cell. The resolution is high enough to identify separated
cell populations within isogenic populations. We demonstrated that algorithms
that are designed for high-dimensional immunophenotyping cytometry data are
able to retrieve these populations in an automated way and outperform traditional
unsupervised algorithms. In addition, Raman spectroscopy offers a way to link
biochemical information to cell functionality. We therefore motivate that both
technologies can be used to study phenotypic heterogeneity, but preferably, they
are used to address different research questions. Due to its high-throughput nature,
FCM allows to quantify differences in phenotypic heterogeneity between popula-
tions or communities, while Raman spectroscopy allows to conduct a more in-depth
analysis of heterogeneity at the single-cell level.
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10.1.2. Community-level analysis

Two main findings, both discussed in literature and demonstrated in Part II, are
at the basis of the research presented in Part III:

• The taxonomic structure of a microbial community is captured by FCM.

• Cytometric fingerprints allow to quantify differences between microbial com-
munities, and therefore can be used to track microbial community diversity,
dynamics and functioning.

Most researchers either manually annotate subcommunities or use a fixed binning
approach to derive cytometric fingerprints. These approaches have a number of
drawbacks, as the first is labor-intensive and biased towards the operator, while the
latter results in a vast amount of variables that characterize microbial community
dynamics. In Chapter 7, we have proposed a fingerprinting strategy based on
Gaussian Mixture Models, which we have called PhenoGMM, that allows to derive
cytometric fingerprints in an automated and adaptive way. Its adaptive nature
allows to model the distribution of the data, and therefore addresses the fact that
the cytometric characterization of bacterial populations will overlap for communities
with many constituent members (see Chapter 4). We have demonstrated that
diversity estimations within and between microbial communities are comparable to
those based on a fixed binning strategy for the analysis of natural communities,
and even better for the analysis of synthetic microbial communities. As the number
of descriptors is much lower compared to a fixed binning strategy, the resulting
fingerprints can be used as input models to predict a target variable of interest,
and facilitate the use of supervised machine learning models. In Chapter 7 we
have demonstrated that diversity estimations based on 16S rRNA gene sequencing
can be predicted based on cytometric fingerprints for multiple datasets. More
generally, these results confirm the strong connection between the genetic make-up
of a microbial community and its phenotypic properties, as measured by FCM.
PhenoGMM has been incorporated in the PhenoFlow R package.

The human microbiome has been associated with multiple diseases. As such, there
is a large interest to include the microbiome in personalized medicine. Due to the
strong connection between cytometric fingerprints and the microbial community
structure, cytometric fingerprints have been proposed as a tool to perform a rapid
diagnosis of microbiome-associated diseases. In Chapter 8, we reanalyzed a
dataset that was recently published, in which samples diagnosed with Crohn’s
disease and a healthy control group were measured by both FCM and 16S rRNA
gene amplicon sequencing. We demonstrated that cytometric fingerprints can be
used in combination with a supervised machine learning model to discriminate
between CD and HC. Its predictive capacity is slightly lower compared to the
same classification model trained on 16S rRNA gene sequencing data. From the
original study it was clear that differences between the two groups were reflected
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in the community structure as measured by 16S rRNA gene sequencing. Using this
dataset, we were able to show that these differences are reflected in specific regions
of the cytometric fingerprint as well.

It has been demonstrated for multiple aquatic systems that two operational groups
in the cytometric fingerprint, the so-called high nucleic acid (HNA) and low nucleic
acid (LNA) group, are associated with a different functionality of the microbial
community. Due to the strong connection between microbial FCM and 16S rRNA
gene sequencing, the order of the investigated relationship can be reversed, and
certain bacterial taxa can be associated with functionality through these two
operational groups. In Chapter 9, we first confirmed the strong correlation
between heterotrophic productivity and variations in HNA cell counts (HNAcc)
for a freshwater lake system; this relationship was absent for LNA cell counts
(LNAcc). Next, we used variable selection strategies to show that multiple taxa can
be associated with HNAcc and LNAcc for three different freshwater lake systems.
These sets of taxa are system-specific and do not display a phylogenetic signal.
Subsets of taxa are able to predict absolute changes of the HNA and LNA group.
This workflow can provide an additional way to investigate the identity of the
HNA and LNA group, to select putative ecological indicators that are associated
with ecosystem functioning and to get a better understanding between microbial
diversity and ecosystem functioning.

10.2. Opportunities and challenges

In what follows I will provide a perspective concerning the opportunities and
challenges that lie ahead of the usage and development of FCM for microbial
ecology research. I will focus on three themes: i) data analysis, ii) the technology
and iii) applications of microbial FCM.

10.2.1. Concerning the data analysis

The flow cytometry bioinformatics pipeline consists out of many steps (O’Neill
et al., 2013). As the field of computational cytometry is rapidly evolving, overviews
of the available methods and packages are being regularly updated, see for example
the recent reviews by Kimball et al. (2018) and Rahim et al. (2018). One of the
general findings of this research is that some methods of the field of computational
cytometry are suitable to be applied to microbial FCM, while other steps in the
bioinformatics pipeline are in need of microbial-specific methods. Although a
number of these have been discussed in this dissertation, I feel that an entire
overview is currently missing. In what follows, I will highlight a number of more
specific opportunities and caveats concerning the data analysis but also with respect
to the methods that have been proposed in this dissertation.
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Preprocessing

Every data analysis starts with a number of preprocessing steps. Three steps were
used in this dissertation:

• All channels are transformed by f(x) = asinh(x).

• One fixed gate is applied to all samples to separate bacterial cells from
background due to debris and noise.

• When needed, additional noise was removed using the automated package
flowAI (Monaco et al., 2016).

FCM data is quite peculiar, in the sense that measurements can span several orders
of magnitude. While the data can be represented on a linear scale around zero with
negative values, the signal tends to increase exponentially at higher positive values,
so-called ‘log-normal’ behavior. Therefore, in the early days, researchers used the
logarithmic function to visualize the data. However, as this function is not able to
deal with negative values, a number of extensions have been proposed that provide
linear representation of the data around zero, including negative values and a loga-
rithmic representation at higher values (Finak et al., 2010). The transformation
f(x) = asinh(x) is one of those choices, and was recently proposed by Props et al.
(2016) for bacterial analyses. More complex transformation are possible as well,
of which the ‘logicle’ transformation (Parks et al., 2006), a specific implementa-
tion of the biexponential function, is now the standard in immunophenotyping
cytometry (Herzenberg et al., 2006). However, many microbiologists still tend to
use the logarithmic function. Using the methodology presented in Chapter 4, we
evaluated by means of LDA how well single cells can be identified based on the
raw data versus the f(x) = asinh(x) and logicle transformation (Fig. 10.1). In a
sense, LDA evaluates how well each cell population can be modelled as a normal
distribution. From this short analysis it is clear that the transformation impacts the
identification of bacterial cells, with a logicle transformation slightly improving the
accuracy based on f(x) = asinh(x). More research is of course needed, especially
with respect to the impact of the transformation on cytometric fingerprints and
community level analysis, but this is one of the steps that can benefit from the
research that has already been done in computational cytometry.

Bacterial cells are much smaller than mammalian cells. Therefore, they lie much
closer to the background signal, making it not straightforward to separate the
two. In most cases, background is still manually removed using a fixed digital
gating strategy. A difficulty rises due to technical and biological variability, as
the gating template should match all samples. I feel this is a process that could
be automated, which would also reduce the bias in the data. One could try and
model the background as a separate distribution from the signal as a first step,
using for example the flowDensity package (Malek et al., 2015), an algorithm that
specifically tries to reproduce the manual gating of FCM data based on a bivariate
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Figure 10.1: LDA of 100 in silico communities for S = 10 using the FACSVerse data
(see Section 5.2.2), based on the methodology as presented in Chapter 4. The analysis was
performed using the raw data, and using the f(x) = asinh(x) and logicle transformation.
The accuracy is reported for held-out test sets. Boxplots contain the accuracy per in
silico community, in which the median is visualized, along with whiskers that display the
interquartile range.

gating approach. In case it is very hard to find one fixed gate that can be applied
to all samples, one could gate a number of few samples individually, and next
use a semi-supervised approach that automatically determines the gate for other
samples (Lux et al., 2018).

While our research group has settled for flowAI to perform additional automated
denoising, other packages are available as well, such as flowQ (Le Meur et al., 2007)
and flowClean (Fletez-Brant et al., 2016). Based on experiences from our research
group, the use of flowAI is favored, but a comparison study seems to be currently
lacking in literature.

Batch effects & inter-sample heterogeneity

A lot of attention in high-throughput biological research is given to the detection of
batch effects, amongst which research in FCM. Batch effects are subgroups of sam-
ples that have been measured in different conditions. These variations can wrongly
affect the outcome of an experiment (Leek et al., 2010). Batch effects occur due to
differences in time of measurement, operator, instrument or laboratory conditions.
If not controlled for, a batch effect can lead to differences that are statistically
significant due technical instead of biological variations. When conditions are
known, batch effects can be identified accordingly. Keeping track of experimental
conditions, such as the MIFlowCyt document for FCM experiments (Lee et al.,
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2008) or our recently proposed Raman metadata standard (see García-Timermans
et al. (2018)) can assist in this. An additional normalization can be performed to
correct for batch effects in FCM data, see the per-channel normalization procedure
as proposed by Hahne et al. (2010). More advanced methods are being actively
developed, see for example a recent approach that makes use of residual neural
networks (Shaham et al., 2017).

The influence of batch effects remains however relatively unexplored in the field of
microbial FCM. “The central appreciation from performing microbial analysis at
the single-cell level is that there is rarely - if ever - such a thing as a homogeneous
population” (Müller and Nebe-von Caron, 2010, p.555). Microbial communities are
highly dynamical and heterogeneous, which is reflected in cytometric measurements.
This can be caused by changes in the environment, or due to intrinsic sources
such as cell cycle phases, age distribution, the stochasticity of gene expression and
mutations (Müller et al., 2010; González-Cabaleiro et al., 2017). These sources
of heterogeneity can affect both the genotypic as the phenotypic properties of a
bacterial population and community. Therefore, FCM has been proposed since a
long time to study the heterogeneous properties of microbial communities (Kell
et al., 1991). In case one wants to rightly attribute sources of heterogeneity to a
biological origin instead of a technical one, batch effects need to be controlled for
as much as possible, and when applicable, corrected.

Possible extensions of PhenoGMM

In Chapter 7 an adaptive fingerprinting strategy was proposed, which we called
PhenoGMM. The idea is to fit a mixture of Gaussian distributions to the data. In
this way the complex distribution can be decomposed into simpler distributions
that can be used to describe the data, in this case by counting the number of cells
per mixture and sample. At this stage, we overcluster the data, in order to make
sure all ‘interesting’ regions in the data are covered. Before continuing the analysis,
which in this dissertation would imply fitting a machine learning model or the
association of specific mixtures with an experimental outcome, a merging criterion
could be used to reduce the number of mixtures, and increase the statistical power.
This can be based on a similarity measure (see e.g. Leite Pereira et al. (2019)), and
could be especially helpful for biomarker identification, i.e. to identify those regions
in the cytometric fingerprint that correspond with an experimental outcome. This
could be a disease state (Chapter 8) or the association with a certain bacterial
taxa (Chapter 9).

Another extension could be the inclusion of additional experimental metadata. In
many experimental setups, samples can be grouped according to space, time or an
external variable. It has been demonstrated for microbial communities that both
spatiotemporal and physical-chemical variations can have a large impact on the
community composition. In order to increase the resolution of PhenoGMM, one
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could group the samples according to these variables, fit a GMM per group and
next store the cells per mixture and sample according to multiple mixture models.
This has the advantage that a GMM has to be determined for only a subset of
samples, at the cost of a linear increase of the number of variables. However,
interpretation becomes more difficult, as each region in the fingerprint is described
by multiple mixtures.

We have settled for GMMs due to previous results in literature, their interpretability
and predictive performance. Other fingerprinting methods could be developed as
well. Self-organizing maps (SOMs), the basis of FlowSOM (see Van Gassen et al.
(2015)) that was reported as the top-performing automated gating technique in
the benchmark study by Weber and Robinson (2016), was tested in preliminary
stages of the research, but did not result in considerable improvements compared
to PhenoGrid. Mixtures of more complex distributions could be considered as
well, such as the t-distribution (Lo et al., 2009), but these are to be explored for
cytometric fingerprinting purposes.

Benchmarking

Cytometric fingerprinting approaches are being more and more adopted by micro-
biologists, yet the rate of adoption is still rather slow. This could be due to the
fact that the proposed methods are quite scattered, for which guidance is lacking.
In 2010, the FlowCAP initiative was launched, aimed at a critical assessment of
populations identification methods. The aim was to advance the development of
computational methods for the identification of cell populations and evaluate them
using a set of common datasets. The potential to predict a clinical outcome was
evaluated as well, either to identify a disease state, or to predict the survival time.
Four summits were held, of which the results are reported in Aghaeepour et al.
(2013) and Aghaeepour et al. (2016). This initiative resulted in guidance con-
cerning the choice of computational methods, but, and perhaps more importantly,
initiated a proper benchmarking of new methods, as a set of common datasets
with evaluation measures became available. Nowadays, when a new method is
presented, one of these datasets is often included, and the method is compared
with the state-of-the-art.

In Chapter 7, we have made an attempt to benchmark PhenoGMM and compare
its performance with a traditional binning algorithm. A microbial FlowCAP could
be focused on the development of fingerprinting methods tailored towards specific
goals; these could be diversity estimations, the prediction of a clinical outcome, but
also the identification of rare populations or disturbances of a certain ecosystem.
Not only would this initiative lead to new methods as standard datasets would
become available, this could lead to an increased interest of bioinformaticians
and computational biologists and bridge the gap between immunophenotyping
cytometry and microbial FCM.
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Data deposition

FlowRepository facilitates the free storage and access of FCM data (Spidlen et al.,
2012), and is a recommended repository by Cytometry Part A, all PLOS journals,
Springer Nature journals and eLife. Yet during this research, I have encountered
several publications in which the researchers did not make the raw FCM data
available, including some of the aforementioned journals (see e.g. Sgier et al. (2016),
Vandeputte et al. (2017) or Rivett and Bell (2018)) or other open access journals
(see e.g. Anvarian et al. (2016) or Bowsher et al. (2019)). I do not think this is
due to deliberate misconduct, but stems from the fact that many microbiologists
(who are also reviewers and editors) still perceive a flow cytometer as a cell counter.
Likewise, these publications simply add the registered cell counts per sample, and
made these data available. Following the narrative from above, the habit to store
raw FCM data on publicly available repositories would facilitate the availability
of shared datasets and likewise the development of computational methods for
microbial FCM.

Microbial FCM & automation

In Part III, I mostly focused on the integration of FCM with 16S rRNA gene
amplicon sequencing. The studied sample sizes in this dissertation are small to
medium, ranging between 36 and 300 training instances. This was mostly due to
limitations of the latter, as sequencing samples are still (moderately) expensive
to collect. Therefore, it would be interesting to scale up the analysis, in order to
further investigate and exploit the relationship between microbial FCM and 16S
rRNA gene sequencing at larger scale.

Microbial FCM data is easy to collect. This allows to conduct long-term surveys at
relatively high frequencies, for example to study microbial diversity in response to
ocean’s warming (Morán et al., 2015) or to monitor a drinking water distribution
system for multiple years (Prest et al., 2016). The advantage of the limitations
in staining is that the process has been automated, opening up the possibility to
perform FCM online (Hammes et al., 2012) or even in real-time (Arnoldini et al.,
2013). This allows to conduct short-term surveys with many measurements, for
example to characterize disturbances in drinking water in real-time (Props et al.,
2018a) or to track growth characteristics of microbial isolates (Buysschaert et al.,
2018). Therefore, it is expected that sample sizes will increase in the future, and
big data approaches that scale up the analysis of microbial FCM data, such as the
one presented by Hyrkas et al. (2015), could have a real impact on the field.
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10.2.2. Concerning the technology

FACS

Fluorescence Activated Cell Sorting allows to sort cells of predefined subcommunities
within the cytometric fingerprint. These can then be used for a follow-up analysis.
A number of surveys have applied this technique, mostly to retrieve the identity of
subcommunities through DGGE or 16S rRNA gene sequencing (see e.g. Park et al.
(2005); Vila-Costa et al. (2012); Koch et al. (2013c); Zimmermann et al. (2016)).
These surveys have illustrated the connection between the genetic make-up and
its phenotypic properties as derived through microbial FCM. Taken together with
the results presented in this dissertation, this technology would allow to further
scrutinize and exploit these results, for example to further inspect the identity
of specific operational groups, such as the HNA and LNA group, for different
ecosystems.

Recently, so-called index sorting has become available (Penter et al., 2018). This
technique allows to sort out individual cells, while storing its cytometric mea-
surements. Single-cell genomics can then be applied to determine the genotypic
characteristics of each cell. The application to bacterial cells is still at a stage of
proof-of-concept (Stepanauskas et al., 2017), but allows to simultaneously study
genotypic and phenotypic heterogeneity at the single-cell level.

Scanning FCM

Scanning FCM is an example of a customized flow cytometer that collects an
increased amount of information concerning the morphological properties and
fluorescence properties of cells, as cells are ‘scanned’, and therefore signal is
collected at multiple locations of the cell (Dubelaar and Gerritzen, 2000). Most
of the times no staining is performed when applied to microorganisms, which
means that cells are analyzed based on their morphological and autofluorescence
properties. Therefore, this technology is being used to analyze microorganisms
that display autofluorescence, such as phytoplankton and cyanobacteria, and is
often applied in aquatic environments (Pomati et al., 2011). Other bacterial cells
are mostly part of the background. Phytoplankton and autofluorescence bacterial
populations can be more easily detected as separated cell populations, which is
why the data analysis techniques are more of a mix between customized methods
and those developed by computational cytometrists (see e.g. Thomas et al. (2018)).
An interesting avenue would be to explore opportunities that allow to increase the
identification resolution of scanning FCM for bacterial communities. For example,
cytometric fingerprinting approaches could be applied to scanning FCM data, in
order to try and increase the resolving power between background, bacterial and
phytoplankton populations.
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Other extensions

A number of other extensions of FCM are being actively developed. While with-
holding great potential, their application for bacterial analysis remains relatively
unexplored and under development. This is mainly due to the same reasons that
make it so hard to develop multicolor procedures for bacteria: their small sizes and
high complexity. Some research has been done, and these include:

• CyTOF: Cytometry by Time Of Flight combines the ideas of FCM and
mass spectrometry, hence its name ‘mass cytometry’ (Bendall et al., 2011). It
makes use of rare-earth-metal stable isotopes instead of antibodies to tag cells.
This increases the resolution, as more than 40 variables can be measured
per cell, at the slight cost of a lower throughput (Spitzer and Nolan, 2016).
Just like for FCM, CyTOF is mainly used for drug development and the
improvement of therapeutic programs in clinical settings. However, it has
been applied to bacterial cells as well, albeit at preliminary stage. Guo et al.
(2017) have demonstrated that based on CyTOF, live and dead bacteria could
be discriminated from one another, and in addition, different concentrations
of silver could be detected. Leipold et al. (2011) have shown that E. coli cells
could be differentiated based on their cell surface polysaccharides.

• Imaging FCM: Imaging FCM combines the ideas of a microscope and FCM,
i.e., cells are measured individually and in a high-throughput manner, but
many fluorescence and morphological characteristics are stored by using a
fluorescence microscope and converted to images. It is similar to scanning
FCM in the sense that morphological and fluorescence characteristics are
collected using multiple measurements. However, the first technique scans
the cell at multiple locations, while the latter measures fluorescence at once
using a microscope and converts them to images. At this stage, imaging
FCM is still primarily used for clinical research (Doan et al., 2018), and its
application to bacterial cells is very little. Recently, Dey et al. (2019) were
able to detect and quantify different states of Pseudomonas aeruginosa using
imaging FCM.

• Spectral FCM: Spectral FCM shifts the focus from measuring an intensity
of the signal at a specific wavelength to measuring the entire spectral signa-
ture. This is achieved by combining a large array of detectors with dispersing
the emitted signal by using prisms or grating (Nolan and Condello, 2013).
If multiple fluorochromes are used, then the final signal will be the result
of multiple spectra, which need to be unmixed, similar to the idea of com-
pensation in polychromatic FCM experiments. It has already achieved over
18-color FCM (Schmutz et al., 2016), and according to Robinson (2019, p.824)
“[s]pectral flow cytometry is going to replace polychromatic FCM eventually.
It is not a matter of if, but when.” Its application to microbial communities
remains unexplored, but keeping autofluorescence properties in mind together
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with current limitations in staining and the results from Chapter 5, this
technology can become very interesting for microbial research in the near
future.

FCM vs other single-cell technologies

Since more than a decade, single-cell technologies have been proposed to study
microbial heterogeneity (Davey and Kell, 1996; Brehm-stecher and Johnson, 2004).
It is out of the scope of this dissertation to give a full overview of these technologies,
we refer to the works of Brehm-stecher and Johnson (2004) and Davis and Isberg
(2016) for a full overview. In Chapter 6, the use of Raman spectroscopy was com-
pared to FCM for the study and quantification of phenotypic heterogeneity. From
this it was clear that Raman spectroscopy allows a more in-depth characterization
of bacterial cells at the cost of being (much) lower in throughput. This trade-off
is something that seems to be applicable to most single-cell technologies. Either
a technology is fast and/or fairly easy to use and/or high in resolution. To have
all three is really difficult, and so the user needs to determine beforehand how to
balance each of these aspects.

One interesting avenue is the current development of Raman Activated Cell Sorting
(RACS) (Song et al., 2016). Within this setup, live cells can be sorted based on
measurements in specific regions of the Raman spectrum. As certain regions are
associated with biochemical compounds, functionality sorting can be performed
in quite a straightforward way. As such, Jing et al. (2018) have recently used
this technology to directly link Synechococcus spp. and Pelagibacter spp. to
carbon fixation in the ocean. As was noted before, the main drawback of Raman
spectroscopy, including sorting, is the low throughput of measurements (Zhang
et al., 2015). Recently, Lee et al. (2019) developed a RACS platform that is able
to measure and sort cells between 200-500 cells per hour. Although this is still not
of the same order as FACS, it starts to be high enough to make RACS a worthy
competitor.

Besides optical technologies, single-cell rRNA gene sequencing and other omics
technologies are being applied to microbial cells. Due to biological and financial
limitations, only a few reports exist applying these techniques to bacterial cells. A
brief summary can be found in Heins and Weuster-Botz (2018).

10.2.3. Concerning the applications

Synthetic microbial communities

A considerable part of the research in this dissertation was devoted to the analysis of
synthetic microbial communities using FCM (see Chapters 4, 5 and 7). Supervised
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machine learning models can be used to identify cells according to their taxonomy
based on cytometric measurements. For communities with few constituent members,
high identification accuracies can be achieved. When the species richness increases,
the accuracy drops, but remains considerably above random guessing. Reinspecting
Fig. 4.4 allows to further hypothesize about the number of populations that can
be investigated in synthetic consortia by FCM. With the current procedures, it
should be feasible to monitor synthetic microbial community dynamics of higher
species richness, potentially up to a 100 different populations (Fig. 10.2). To do
this, one will need cytometric fingerprinting methods to track the dynamics of
these rich microbial communities, as current single-cell identification accuracies are
too low.

Figure 10.2: Extrapolation of identification accuracies for the data reported in Sec-
tion 4.3.3. Average identification accuracies were modelled by the function f(x) =
a exp(−bxc), in which the coefficients a, b and c were estimated using the curve_fit()
function from the Scipy package (Jones et al., 2001).

In Chapter 7, PhenoGMM reported a better performance concerning the estimation
of both α- and β-diversity for in silico synthetic microbial communities. We demon-
strated that diversity estimations for synthetic microbial communities are feasible
metrics to monitor the community composition. However, additional investigation
is needed concerning the use of PhenoGMM to perform fingerprinting studies of
synthetic microbial communities. To illustrate that the choice of fingerprinting
method can influence the interpretation of the results, I performed the same analysis
as reported in Section 6.3.1, using both PhenoFlow (using a 128× 128 grid for each
bivariate parameter combination) and PhenoGMM (with 128 mixtures) (Fig. 10.3).
While in Chapter 6 we reported that differences within a growth stage were smaller
or comparable compared to those within a replicate, β-diversity estimations based
on PhenoGMM revealed clearly smaller dissimilarities within a growth stage than
within a replicate. Which one is more correct is hard to say at this stage, but
the most important message is that the choice of fingerprinting method can affect
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results and interpretation.

It has to be noted that it is difficult to build a single-cell classifier that is robust to
track a synthetic bacterial community through time due to sources of heterogeneity.
As things currently stand, this approach is useful for static experiments (for example
to compare different staining procedures) or to perform a simulation study, such as
the one presented in Chapter 7. Further research is needed to test and develop
methods to analyze synthetic microbial communities through time. An interesting
avenue could be to explore strategies in which properties of bacterial populations
at the stage of assembly can be incorporated in the models. For example, one
could create an in silico community at the start of an experiment to estimate the
mean and covariance matrix of each population in a supervised way, for example by
Quadratic Discriminant Analysis1. Next, Gaussian distributions can be initialized
using these parameters, and this GMM can be used to track populations through
time. Preliminary results were not in favor of these results, probably due to the fact
that such a community needs to be frequently monitored so that each population
remain assigned to the same mixture. An interesting approach to consider in this
context is the one recently proposed by Hejblum et al. (2019), in which the authors
propose a mixture of skewed t-distributions, that can be updated sequentially using
Dirichlet processes. This would allow to describe each bacterial population by a
more complex distribution and to update their parametrization in parallel to the
experiment.

A B

Figure 10.3: Quantification of phenotypic heterogeneity of the data presented in Sec-
tion 6.3.1, using A: PhenoFlow and B: PhenoGMM. Dissimilarities between samples
were quantified using the Bray-Curtis dissimilarity. Samples were grouped together using
hierarchical clustering.

1 An extension of LDA, in which each class is described by a Gaussian distribution, but this time
each class can have its own unique covariance matrix.
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Natural communities

At this stage, single-cell identification of bacterial populations is intractable for
natural microbial communities, as this would either require single-cell sorting
and sequencing at large scale or the assembly and analysis of in silico natural
communities. Therefore, other types of data are needed to evaluate the extent to
which FCM is able to capture the composition of a natural community. In this
work, we made use of 16S rRNA gene sequencing to quantify the correspondence
between the two. It was already shown that the taxonomic diversity correlates well
with cytometric diversity for both marine communities (García et al., 2015) and
freshwater samples (Props et al., 2016, 2018b). In this work we confirmed the latter,
and also showed that the correspondence holds for synthetic microbial communities
(based on in silico community assembly, see Chapter 7) and gut communities (see
Chapter 8).

In Chapter 7, it was demonstrated that the correspondence between the two
technologies can be exploited, and taxonomic diversity and abundances can be
predicted for samples for which no 16S rRNA gene sequencing data was available.
However, it has to be noted that 16S rRNA gene sequencing data still is subject
to a number of biases (Bonnet, 2002; McCarthy et al., 2015; Walker et al., 2015;
Hugerth and Andersson, 2017; Louca et al., 2018), next to a different detection limit
(i.e., number of sequences) compared to FCM (i.e., number of cells). This explains,
next to phenotypic heterogeneity, why there is not a one-to-one correspondence
between FCM and 16S rRNA gene sequencing. As things currently stand, 16S
rRNA gene sequencing can only serve as a silver standard instead of a golden
one.

FCM could be used to assist in preprocessing of 16S rRNA gene sequencing data.
Retrieved sequences need to be denoised due to technical variations. However,
strategies differ, and the predictive modelling of cytometric fingerprints can assist
in determining the appropriate strategy. In this dissertation, an OTU abundance
threshold was used of either 1 sequence in 3% of the samples (Chapter 7) or 5
sequences in 10% samples (Chapter 9). The latter is a very strict form of filtering,
and was used as we were interested in associating certain OTUs with functioning.
However, when the data with this filtering was compared to a representation in which
1 sequence in 3% of the samples was retained and clustered into OTUs, we noticed
a higher predictive performance in most, but not all, evaluated setups. Therefore,
one can use cytometric fingerprints as a baseline, and preprocess sequences in such
a way that results in the strongest correlation or predictive performance between
the two types of data (Fig. 10.4).

Whether the cytometric structure reflects a phylogenetic ordering was only partially
addressed in this dissertation. In Chapter 8, the taxonomic diversity was defined
at the genus level, and still showed a significant correlation with the cytometric
diversity. In Chapter 9, different levels of taxonomy could be associated with
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the HNA and LNA group. In case of a phylogenetic ordering, that is, bacterial
populations can be ordered according to a certain taxonomic level in the cytometric
fingerprint, one would expect that diversity estimations at this level would stand
out compared to other levels. The analysis from Section 7.3.2 was repeated, with
estimations of 1D at all possible taxonomic levels for Dataset 3. The results confirm
the correspondence between the two types of data, but no clear ordering according
to a certain taxonomy can be identified (Fig. 10.5).

FCM allows to routinely monitor an ecosystem of interest. When certain samples
have been analyzed by additional technologies, machine learning models can be
used to relate cytometric fingerprints to these additional measurements and impute
the missing values (conform Fig. 7.3). This could facilitate large-scale surveys,
both in space and time. Microbial FCM as such can also be used to study
macroecological patterns, see for example the studies by Li (2002) and Morán et al.
(2015). Performing FCM at such a scale will result in new challenges concerning
the data analysis, such as spatiotemporal aspects that need to be addressed, along
with differences between cytometric instruments (for which it is hard to compare
data), but also larger sample sizes that allow the use of more advanced machine
learning models.

In Chapter 8, we reanalyzed a clinical dataset, and demonstrated that microbial
FCM can be successfully used to diagnose microbiome-associated diseases, in this
case Crohn’s disease. This opens up a new research line, in which FCM can be
used to incorporate the microbiome in precision medicine. Most major hospitals
already have a flow cytometer at their disposal for immunophenotyping diagnostics,
an advantage that would make this kind of diagnostics readily available. Much
more research needs to be done in this context, but the use of microbial FCM as a
diagnostic tool seems promising.
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Figure 10.4: Illustration of how a possible filtering strategy for 16S rRNA gene sequenc-
ing can be varied; a certain sequence has to occur a number of times (horizontal axis)
in a certain percentage of the samples (vertical axis). Sequencing data can be filtered
according to these different values, and based on these representations, α-diversity can be
determined and modelled in function of cytometric fingerprints. In case the prediction,
evaluated by the R2 is high (green), one has found a representation of the sequencing
data that closely matches the cytometric fingerprints. If its low (red) or medium (orange),
one has to search for a different strategy to filter out noisy sequences.

Figure 10.5: R2
CV for predictions of 1D at all possible taxonomic levels for Dataset 3

following the methodology from Section 7.3.2.
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10.3. A call for a computational microbial
flow cytometry

FCM is a powerful and versatile technology that can be used to answer various
research questions in the field of microbial ecology. The application of FCM for
bacterial analyses is steadily increasing, with 687 registered records in the Web
of Science in 20182. During the last decade, the general interest in bioinformatics
and computational biology has increased considerably, which is reflected in the
research that is done by the cytometry community (Fig. 10.6). The field is changing
towards a data-driven and quantitative cell science. However, this trend is absent
for microbial FCM and the development of computational methods seems to be in
need of a spark.

Figure 10.6: Illustration of the number of records that are being registered in Web of
Science between 1991 and 2018. The search included the terms ‘flow cytometr* AND
bact*’, ‘flow cytometry AND (bioinform* OR comput*)’ and ‘flow cytometry AND bact*
AND (bioinform* OR comput*)’. The Web of Science was accessed on 14-06-’19.

In this dissertation I have proposed a number of strategies that originate from
the field of machine learning that can assist in the analysis of microbial FCM
data. These strategies allow to automate the data analysis, increase its resolution
and to integrate FCM with other types of data. Additionally, it provides new
strategies to gain a better insight into the studied communities and ecosystems.
This research is not finished, but with this dissertation I hope to have contributed
to the development of a computational microbial flow cytometry.

2 Accessed on 14-06-’19.
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