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Samenvatting

In de afgelopen decennia is videobewaking een essentieel instrument gewor-
den voor het bewaren van publieke en private veiligheid. Om videobewaking
te automatiseren, worden computervisiemethoden gebruikt. Deze inspecteren
videocontent automatisch en maken het monitoringproces routinematiger en
systematischer. Computervisiemethoden stellen ons dus in staat om automa-
tisch objecten te detecteren, te herkennen, te volgen en om hun activiteiten te
begrijpen en te analyseren met behulp van videogegevens van een of meerdere
camera’s. Dit type technologie wordt gebruikt in toepassingen zoals orde-
handhaving, verkeersmonitoring, diefstalpreventie in de detailhandel en ma-
chinevisie. In dit proefschrift hebben we verschillende verwerkingsblokken voor
een video-analyse systeem ontwikkeld, deze variëren van beelddescriptorextrac-
tie tot multicamera heridentificatie van objecten. Deze blokken hebben we
later gecombineerd om een verkeersmonitoringsysteem te bouwen. Daarnaast
hebben we een nieuwe beeldfiltertechniek ontwikkeld voor slimme camera’s die
worden aangedreven door een processor waarbij parallelisme wordt uitgebuit.
Een overzicht van al deze bijdragen wordt gepresenteerd in de volgende para-
grafen.

Objectherkenning door trace-transformatiebeschrijvingen

Objectherkenning en -categorisatie zijn fundamentele stappen in elk video-
analyse systeem. Deze bouwstenen zijn sterk afhankelijk van descriptoren
waarmee machines patronen en categorieën optimaal kunnen herkennen. In de
literatuur is een groot aantal descriptoren beschikbaar, in onze studie hebben
we ons gericht op de trace-transform descriptoren. De traceretransformatie
biedt een ongeëvenaarde flexibiliteit om descriptoren te ontwerpen die robuust
zijn tegen verschillende beelddegradaties, zoals geometrische vervormingen, be-
lichtingsveranderingen en ruis door de juiste functionalen te gebruiken. Jam-
mer genoeg worden trace-transformatiebeschrijvingen als rekenkundig complex
beschouwd en ontbreken er technieken voor parameterselectie. Het gevolg hier-
van is het gebruik en de ontwikkeling van trace-transformatiebeschrijvingen
belemmerd. Om deze problemen het hoofd te bieden, hebben we een uitge-
breide richtlijn ontwikkeld om op een efficiënte manier de trace-transform de-
scriptoren te berekenen. Eerst hebben we verschillende implementaties van de
trace-transformatie geanalyseerd met behulp van populaire programmeertalen.
Vervolgens hebben we de afhankelijkheid van de uitvoeringstijd onderzocht on-
der invloed van factoren als de afbeeldingsgrootte, de functionele complexiteit
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en de rotatiehoek. Dankzij dit werk kunnen gebruikers de afwegingen beter be-
grijpen bij de keuze tussen verschillende implementaties en parameters. Op ba-
sis van een functieselectieanalyse, ontdekten we ook dat veel klassieke functies
voor trace-transformatie sterk gecorreleerde descriptoren genereren. Om dit
probleem op te lossen, hebben we een optimalisatiemethode ontwikkeld die de
functionele combinaties identificeert om herkenningsprestaties maximaliseren
met een minimaal aantal descriptoren. Op deze manier zijn de geselecteerde
descriptoren informatie-efficiënter en kunnen we de rekenlast verminderen.

Naast het volledig analyseren van de trace-transform descriptoren, hebben
we een nieuwe variant voorgesteld die bekend staat als gedecorreleerde circus-
functies. Deze descriptoren zijn afgeleid uit een reeks functionalen op basis van
orthogonale polynomen. Het doel is om automatisch meerdere gedecorreleerde
descriptors te genereren zonder de noodzaak van een functieselectieanalyse.
Onze experimenten tonen aan dat de voorgestelde functionalen minder, maar
beter presterende, descriptoren genereren dan klassieke functionalen: Een ver-
betering van 8% in de herkenningsprestaties met 60 % minder descriptoren.
We gebruiken dit onderzoek als basis om identificatie- en classificatieproble-
men voor een verkeersbewakingssysteem aan te pakken.

Multicamera heridentificatie en tracking

Naast het detecteren en herkennen van objecten, moeten bewakingssystemen
deze objecten ook automatisch volgen, doorheen het gezichtsveld van een
camera en zelfs met meerdere camera’s. Multicamera-tracking is de sleu-
tel voor videobewakingsapplicaties om incidenten, patronen en acties te de-
tecteren die later kunnen worden geanalyseerd en compact kunnen worden
vastgelegd. In ons geval richten we ons onderzoek op het probleem van het
volgen van voertuigen met niet-overlappende camera’s die in wegtunnels zijn
geplaatst. Om dit probleem op te lossen, stellen we een computervisiealgo-
ritme voor dat bestaat uit twee verwerkingsfasen, namelijk intracamera be-
waking en intercamera verbinding. Intracamera bewaking zorgt voor de de-
tectie en het volgen van waargenomen voertuigen binnen het gezichtsveld van
de camera. Voor dit doel hebben we een nieuwe voertuigdetector voorgesteld
die speciaal is ontworpen om de belichting omstandigheden in tunnels aan te
pakken. Deze detector resulteert in complete en correcte detecties terwijl het
risico op vals alarm wordt geminimaliseerd. Aan de andere kant koppelt de
tracking tussen de camera’s voertuigen die door verschillende camera’s wor-
den waargenomen. Voor deze taak hebben we een Bayesiaans framework
voorgesteld dat op efficiënte wijze bewegings- en uiterlijkfuncties combineert
om het identificatieprobleem op te lossen. In een eerste stap hebben we een pre-
classificatieschema gebruikt dat evalueert of een koppel voertuigen een match
is door te controleren of de voertuigen van hetzelfde type zijn en of hun be-
weging overeenkomt met een kinematisch model. Vervolgens hebben we dy-
namisch geclusterde voertuigen met gemeenschappelijke kandidaat-matches om
later de beste toewijzing af te leiden aan de hand van een Bayesiaanse schat-
ting. Onze experimenten tonen aan dat de pre-classificatie stap de kansen op
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het bekomen van correcte matches aanzienlijk vergroot door het aantal mo-
gelijke matches exponentieel te verminderen in vergelijking met voorgaande
werk. Ondertussen presteert onze matchingstrategie beter dan eerdere werken
dankzij de beter onderscheidende kracht van trace-transformatiebeschrijvingen,
bewegingsconsistentie-indicatoren en rijpatroonstatistieken gecombineerd met
onze inferentieradering. Ten slotte gaat het voorgestelde algoritme, in tegen-
stelling tot eerdere werken, beter om met reële verkeersomstandigheden, omdat
niet wordt aangenomen dat de voertuigen een strikte volgorde tussen camera’s
behouden.

Niet-lineaire filtering met ingebouwde vision-camera’s

Naast ons onderzoek naar multicamera heridentificatie en tracking, hebben we
aandacht besteed aan de ontwikkeling van visie-algoritmen voor intelligente
camera’s. Dit type camera’s integreren beeldprocessors die beeldpatronen
herkennen, autonome beslissingen nemen en bidirectionele communicatie on-
derhouden met een centrale server. Op deze manier worden video-analysetaken
gedistribueerd uitgevoerd in een netwerk met meerdere camera’s, waardoor
de algehele infrastructuur wordt verminderd en de analyse meer rekenefficiënt
wordt.

Van de verschillende soorten intelligente camera’s hebben we onze aan-
dacht gericht op de categorie die een array-processor integreren in de optische
sensoren. De array-architectuur staat toe om low-level beeldbewerkingen zoals
pixel- en bloksgewijze operaties parallel uit te voeren. Om het enorme parallel-
lisme dat wordt gevonden in 2D-array-beeldprocessoren efficiënt te benutten,
moeten implementaties van bekende computervisiealgoritmen opnieuw worden
ontworpen. Stapelfilters zijn bijvoorbeeld een grote klasse niet-lineaire fil-
ters die van fundamenteel belang zijn voor het verbeteren van afbeeldingen
en voor het maken van patroonherkenningstoepassingen. Daarom hebben we
een nieuwe implementatie van deze filters voorgesteld met behulp van een 2D-
array-processor.

De voorgestelde methode bestaat uit drie stappen. Eerst wordt het invoer-
beeld ontbonden in bitvlakken. Vervolgens wordt elk bitvlak hiërarchisch gefil-
terd door ons stackfilter-algoritme. Ten slotte wordt de gefilterde afbeelding
gereconstrueerd door eenvoudigweg de gefilterde bitvlakken te stapelen volgens
hun volgorde van significantie. Dankzij deze hiërarchische structuur worden
de meest significante bitvlakken, die de grove resolutiebenadering inhouden,
veel sneller berekend dan de minst significante bitvlakken, die beelddetails en
textuur inhouden. Bovendien stelt dit ons in staat om een stapelgefilterde
afbeelding te benaderen door de minst significante bitvlakken te negeren en
daarmee de verwerkingstijd te verkorten met een minimale invloed op de filter-
prestaties. Aan de andere kant hebben we ook een geoptimaliseerde versie van
ons algoritme voorgesteld die de verwerkingstijd aanzienlijk verkort, afhankelijk
van de grijswaardendistributie van het beeld en de grootte van het structuurele-
ment. Dankzij de voorgestelde optimalisaties wordt het algoritme versneld, niet
alleen door de berekening van de minder significante bitvlakken weg te laten,
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maar ook door overbodige berekeningen te vermijden zonder het resultaat te
verminderen.

Tot slot presenteren we in dit werk verschillende nieuwe ontwikkelingen
op het gebied van video-analyse, variërend van de ontwikkeling van kernver-
werkingsblokken voor verkeers- en mensenbeveiligingssystemen tot de massale
parallellisatie van klassieke beeldalgoritmen voor slimme camera’s. Wat publi-
caties betreft, leidde het onderzoek voor dit proefschrift tot de publicatie van 5
peer-reviewed artikelen in internationale tijdschriften en 9 peer-reviewed papers
op internationale conferenties.



Summary

In the last decades, video surveillance has become an essential instrument to
enforce public and private safety. To automate video surveillance, computer
vision methods have been used to automatically inspect video content and to
make the monitoring process more routinely and systematic. In a nutshell,
computer vision methods permit us to automatically detect, recognize, and
track objects to understand and analyze their activities using video data from
one or multiple cameras. This type of technology has been exploited in ap-
plications such as law enforcement, traffic management, retail loss prevention,
and machine vision. In this thesis we developed various processing blocks of
a video analysis system that range from image descriptor extraction to multi-
camera re-identification of objects. These blocks have been later combined to
build a traffic monitoring system. Additionally, we developed a novel image
filtering technique for smart cameras that are powered by a massively-parallel
processor. An overview of all these contributions is presented in the following
paragraphs.

Object recognition with trace transform descriptors

Object recognition and categorization are fundamental steps in any video anal-
ysis system. These building blocks strongly rely on a set of meaningful and
compact features that allow a machine to optimally recognize patterns and
categories. Among the plethora of descriptors proposed in literature, we fo-
cused our study on the trace-transform descriptors. The trace transform of-
fers an unparalleled flexibility to design descriptors robust against multiple
image variations such as geometrical deformations, illumination changes, and
noise perturbations by using the appropriate functionals. Unfortunately, trace-
transform descriptors are considered computationally expensive, and they lack
of specific guidelines on how to select the multiple parameters and functionals
to generate them efficiently. As a result, all these factors have discouraged their
use and hindered their further development. To cope with these issues, we de-
veloped a comprehensive guideline to efficiently compute the trace-transform
descriptors. First, we analyzed several implementations of the trace transform
using popular programming languages. Then, we investigated the dependency
of the execution time on factors such as image size, the functional complex-
ity, and the rotation angle. Thanks to this work, users can better understand
the trade-offs of choosing different programming languages and parameters to
customize and optimize their implementation. Based on a feature selection
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analysis, we also found that many classical trace-transform functionals gen-
erate highly correlated descriptors. To deal with this issue, we developed an
optimization method that identifies the functional combinations that maximize
the recognition performance with a minimum set of descriptors. In this way, the
selected descriptors are more informationally efficient and allow us to reduce
the computational burden.

Apart from analyzing the trace-transform descriptors exhaustively, we pro-
posed a novel variant known as decorrelated circus functions. These descriptors
are derived from a novel set of functionals based on orthogonal polynomials.
The target is to automatically generate multiple decorrelated descriptors with-
out the need of a feature selection analysis. Our experiments reveal that the
proposed functionals generate fewer, but more distinctive descriptors than those
returned by the classical functionals. Hence, the novel descriptors report an
improvement of 8% in the recognition performance using 60% less descriptors.
All this research served as groundwork to later tackle identification and classi-
fication problems for a traffic surveillance system.

Multicamera re-identification and tracking

After detecting and recognizing the objects of interest, surveillance systems
need to automatically track these objects along the camera’s field of view and
across multiple cameras. Multicamera tracking is key for video surveillance ap-
plications to detect incidents, patterns, and actions that can be later analyzed
and compactly logged. In our case, we focus our study on the problem of vehicle
tracking across non-overlapping cameras placed in road tunnels. To solve this
problem, we proposed a computer vision system divided into two processing
stages, namely intra-camera monitoring and inter-camera association.

The intra-camera monitoring performs the detection and tracking of the
vehicles observed within the cameras’ field of view. For this purpose, we pro-
posed a novel vehicle detector particularly designed to tackle the illumination
conditions encountered in tunnels. This detector returns complete and fairly
tight detections while minimizing the risk of false alarms. On the other hand,
the inter-camera association performs the vehicle assignment between cameras.
For this task, we proposed a Bayesian framework that efficiently combines mo-
tion and appearance features to successfully solve the re-identification problem.
In a first step we used a pre-classification scheme that evaluates whether a pair
of vehicles is a candidate match or not by checking that the vehicles are of
similar type and their motion is consistent with a kinematic model. Then,
we dynamically clustered vehicles with common candidate matches to later in-
fer the best assignment using a Bayesian estimation. Our experiments show
that the pre-classification step significantly improves the chances of getting the
correct assignment by exponentially reducing the matching combinations in
comparison with previous works. Meanwhile, our assignment method outper-
forms earlier works thanks to the better discriminative power of trace-transform
descriptors, motion consistency indicators, and driving pattern statistics fused
by our inference approach. Finally, the proposed framework, unlike previous
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works, better copes with real traffic conditions since it does not assume that
the vehicles keep a strict order between cameras.

Non-linear filtering with embedded vision cameras

Apart from our research on multicamera re-identification and tracking, we also
centered our interest in the development of vision algorithms for embedded
vision cameras. This type of cameras integrate image processors that are capa-
ble of recognizing image patterns, making autonomous decisions, and holding
bidirectional communication with a central server. In this way, video analysis
tasks are offloaded from central servers and distributed through the multicam-
era network, reducing the overall infrastructure and making the analysis more
computationally efficient.

Among the different types of embedded cameras, we focused our attention
on those that integrate an array processor into the optical sensors. This array
architecture permits us to execute low-level image operations such as point- and
block-wise operations in parallel. To efficiently exploit the massive parallelism
found in 2D-array image processors, existing implementations of well-known
vision algorithms need to be redesigned. For instance, stack filters are a large
class of non-linear filters that are fundamental to enhance images and to build
pattern recognition applications. Hence, we proposed a novel implementation
of these filters using a 2D array processor.

The proposed method consists of three steps. First, the input image is
decomposed into bitplanes. Then, we filter every bitplane hierarchically by
using our stack filter algorithm. Finally, the filtered image is reconstructed by
simply stacking the filtered bitplanes according to their order of significance.
Owing to this hierarchical structure, the most significant bitplanes, which
convey the coarse-resolution image data, are computed much faster than the
least significant bitplanes, which convey image details and texture. Moreover
it allows us to approximate a stack filtered image by discarding the least
significant bitplane and reduce the processing time by half with a minimal
impact on the filtering performance. On the other hand, we also proposed an
optimized version of our algorithm that significantly reduces the processing
time depending on the gray-level distribution of the image and the size of the
structuring element. Thanks to the proposed optimizations, the algorithm
is speeded up not only by discarding the computation of the less significant
bitplanes, but also by actively discarding superfluous computations without
compromising the image fidelity.

In conclusion, this thesis work presents a variety of novel advances in video
analysis that range from the development of core processing blocks for traffic
and people surveillance systems to the massive parallelization of classic vision
algorithms for smart cameras. In terms of publications, the research carried
out for this thesis book also led to the publication of 5 peer-reviewed articles in
international journals and 9 peer-reviewed papers in international conferences.
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1
Introduction

In modern society, electronic surveillance is a mainstay for public and private
safety. It has changed the paradigm of law enforcement and justice. From
biometric identification to people tracking with satellite imagery, electronic
surveillance has become more sophisticated and efficient thanks to the tech-
nological advances in the last decades. In particular, these advances have en-
abled the automation of surveillance tasks by making them more routinely and
systematic. Surveillance based on images is a key technology for monitoring
people, and it is considered one of the earliest methods of identity verification.
Its origins dates back to the birth of photography itself, occurred in 1839. One
year after this event, the gendarmerie of Paris already envisioned the potential
of photography for identifying criminals. Meanwhile, in London, the initia-
tive of photographing prisoners facilitated the identification of recidivists by
including photos in their criminal records [Norris 02].

By 1926, the development of television encouraged the use of moving im-
ages for surveillance; however, it was until the 1960’s that the firsts closed-
circuit television (CCTV) systems were commercialized and put in operation.
Initially, these systems were composed of a few cameras, which came to the
aid of police forces in tasks such as routine policing and robbery prevention
in public areas. In the retail sector, CCTV systems started to prove effective
in catching shoplifters. In summary, in the early days of video surveillance,
CCTV systems were implemented at a small scale and focalized in very specific
applications.

Large-scale surveillance emerged in the 1990’s thanks to the increasing
capacity to store video data and the low cost of cameras. In particular, large
camera networks were mainly deployed in strategic infrastructures such as roads
and airports. In the wake of the terrorist attacks of September 11th, home-
land security in western countries was tightened as if of war [Lyon 03]. As a
result, the demand of video surveillance systems rapidly increased, and their
range of application spanned from monitoring civilian homes to military bases.
In raw numbers, more than 30 million surveillance cameras were sold in the
United States in a period of 10 years after the terrorist attacks. Moreover, video
surveillance business represents a $21.4 billion industry, and it is expected to
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Figure 1.1: Control center of a CCTV system.

grow up to $55 billion by 2020 according to recent studies [Research 18]. Ev-
idently, this booming not only encouraged security forces to monitor strategic
infrastructure with more resources, but also to remain omnipresent in the pub-
lic life of cities. Note that these advantages come at the expense of having
permanently several operators in front of multiple screens to detect suspicious
activities, as shown in Fig. 1.1. In practice, video inspection with humans is
tiring, expensive, and ineffective. For instance, monitoring 25 cameras 24 × 7
using human observers costs approximately $ 150k per year. Moreover, ex-
periments suggest that human attention to video monitors degenerates to an
unacceptable level after only 20 minutes [Haering 08]. Therefore, despite the
large amount of information retrieved by surveillance cameras, most of this
data are not properly analyzed, thus leading to security flaws.

Automated video surveillance consists of automatically detecting, recog-
nizing, and tracking objects of interest to understand and analyze their activi-
ties using video data collected by several surveillance cameras [Wang 13]. Video
analysis technologies are a solution to automate such tasks with minimum or
no human intervention at all. With this technology it is possible to analyze,
organize, and summarize the information retrieved by cameras while keeping a
detailed log of the activities recorded. To date, video analysis technologies have
found significant commercial success in a number of applications. Evidently,
the main application is the monitoring of buildings and strategic infrastructure.
Other popular applications include law enforcement, traffic management, retail
loss prevention, market data gathering, and general machine vision.

The basic workflow of a video analysis system is depicted in Fig. 1.2. Evi-
dently, the system’s input is composed of video streams retrieved from multiple
cameras. The first task consists of detecting and localizing motion changes and
scene variations that indicate the presence of the targets in the image. The sec-
ond stage performs a recognition and validation of the detected objects. Once
the targets are localized in the image, they are tracked around the scene while
motion data are collected and logged. Later, the activity and behavior analysis
module exploits the tracking and appearance data to infer potential incidents
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Figure 1.2: Workflow of a typical video analysis system.

or unusual events. In the end, the system’s output triggers alarms or signals
that control other devices.

In this thesis work, we develop a set of novel techniques focused on solv-
ing core problems of a video analysis system. First, we study a fundamental
problem shared by several building blocks of a video analysis system, which is
the extraction of meaningful and compact characteristics from images. In this
study, we review several feature extraction methods. Moreover, we perform a
comprehensive assessment of an image transform-based descriptor, and we pro-
pose a novel variant of it. Then, based on this work, we construct the modules
of a video analysis system that monitors the traffic in a tunnel. Finally, a novel
image filtering technique for a smart camera is proposed; this camera integrates
a parallel processor that is able to perform basic video analysis tasks.

1.1 Outline
The research work presented in this thesis is conveniently split into seven chap-
ters and two appendices. A brief description of each of them is presented below.

Chapter 2 presents an introduction to several feature extraction methods
and their classification. First, we describe the desired properties of a good
image descriptor used for recognition and identification purposes. Then, we
briefly review a set of global and local descriptors widely used by recognition
systems. In particular, the fundamentals of trace transform (TT) [Petrou 04]
descriptors are introduced. These descriptors are relevant to the work devel-
oped in the following chapters.

Chapter 3 presents a comprehensive evaluation of trace-transform descrip-
tors and the proposal of a new variant. The evaluation provides user guide-
lines about all parameters and factors that influence on the computation and
the recognition performance of the trace transform. Based on this study, we
also present a feature selection analysis that identifies the optimal parame-
ter combination that yields low-correlated descriptors. Apart from analyzing
the trace-transform descriptors exhaustively, we propose a new variant known
as decorrelated circus functions. These descriptors are derived from a novel
set of functionals based on orthogonal polynomials, and their performance is
compared with the classical features.

Chapter 4 introduces the basics of automated video surveillance. In the
first place, we outline the elements that integrate a multicamera network such as
the camera type, topology, and data communication. Later, we describe the two
main types of video analysis architectures, namely centralized and distributed,
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and we analyze the advantages and disadvantages of each of them. Finally, we
describe the workflow of a typical video analysis system and its major building
blocks. All these subjects serve as a prelude to the work presented in the next
two chapters.

Chapter 5 presents an automated surveillance system that detects, follows,
and matches vehicles across multiple non-overlapping view cameras located in
a tunnel. The proposed method consists of two processing stages, namely intra-
camera monitoring and inter-camera association. The intra-camera monitoring
deals with the localization and tracking of the vehicles observed in every cam-
era. Besides, it collects spatio-temporal data required in the second stage. The
inter-camera association performs the vehicle identification between cameras
based on a Bayesian framework that finds the optimal assignment. The pro-
posed method relies strongly on the trace-transform descriptors, described in
Chapter 3, to extract the appearance information of the vehicles. Finally, we
perform a series of experimental tests to evaluate and compare our approach
with previous works.

Chapter 6 presents a novel image filtering technique for embedded vision
cameras with a massively-parallel processor. This type of camera is able to per-
form basic video analysis tasks in real time by performing point- and block-wise
operations on a entire image at once. Based on this architecture, we develop
a novel implementation of a large class of non-linear filters known as stack fil-
ters, which are used for pattern recognition and denoising applications. The
proposed method consists of decomposing an image into bitplanes to take ad-
vantage of the massively-parallel architecture, and then process every bitplane
hierarchically. A detailed explanation of this algorithm and its complexity
are presented in this chapter. Additionally, several experimental results and a
comparison with a baseline implementation are provided.

Chapter 7 presents the conclusions and the main contributions of this
thesis work.

Appendix A presents the derivation of the correlation-angle probability
function, and a novel data imputation method. These statistical tools serve to
model several distributions of the Bayesian framework proposed in Chapter 5.
On the other hand, Appendix B presents the derivation of mathematical ex-
pressions that link two image decomposition methods that are fundamental for
Chapter 6.

1.2 Contributions and publications
The main contributions presented in this thesis are made in three different do-
mains: image feature extraction, automated video surveillance, and massively-
parallel image processing. A summary of every contribution is presented in the
following sections. Regarding the publication output, the research carried out
for this doctoral thesis was published in 5 A1 journal articles, 7 P1 conference
papers, and 2 C1 conference papers. From these publications, the first-authored
articles amount to 9.



1.2 Contributions and publications 5

1.2.1 Image feature extraction
A fundamental problem of visual object recognition is to describe the content
of an image with meaningful and compact features that allow a machine to
easily interpret them to automatically categorize and compare objects. For in-
stance, objects can be described in terms of their size, shape, and color. These
features may be sufficient to distinguish many objects. Nevertheless, two dif-
ferent objects may share the same general description such as an apple and
a peach (reddish, rounded, 6 to 8 cm diameter), thus leading to confusions.
On the other hand, two images of the same object may seem of different size
and shape due to scale and pose variations when captured. Consequently, it
is often necessary to extract image descriptors that are invariant to geomet-
rical variations and that provide sufficient discriminative information to avoid
ambiguities. To comply with these requirements, either a raw or a prepro-
cessed image is usually transformed from the pixel domain to an invariant
domain. An example of this type of transform is the trace transform [Kady-
rov 01,Petrou 04], which returns image descriptors by projecting along straight
lines of an image in multiple orientations by applying several functionals. With
the proper normalization, these descriptors are robust to affine pose variations,
uneven illumination, noise perturbations, and partial occlusions; thus making
them suitable for image recognition in video surveillance systems. For instance,
the trace transform has been used for people surveillance in specific tasks such
as face recognition and human action detection. In this thesis work, we will
use the trace transform for traffic surveillance applications in the identification
of vehicles.

Although successfully applied in a wide range of recognition tasks, the
trace transform is computationally expensive because most of its functionals
involve intensive operations with exponential and higher-order polynomials.
Moreover, some descriptors derived from this transform may return redundant
information. Both issues are critical for its implementation in practical video
surveillance systems due to the hardware constraints and real-time performance
required in these systems. Therefore, to effectively exploit the trace transform
it is necessary to investigate ways to optimize its implementation as well as
to reduce the redundancy between descriptors while preserving their discrimi-
natory power. To this end, we present in Chapter 3 an in-depth study of the
trace transform that analyzes and proposes solutions to these problems.

Firstly, we implemented the trace transform in several programming lan-
guages to compare their pros and cons. Also, we tested multiple settings by
varying the algorithm parameters such as the image size, the interval angle,
and the functionals applied. The intention is to fully characterize the trace
transform to assist users in finding an optimal implementation. Part of this
analysis was published in our paper: Case study of multiple trace transform
implementations [Besard 15], and it is here extended with a novel set of simu-
lations.

Secondly, we evaluated the saliency of the trace-transform descriptors by
testing the correlation between them. To this end, we carried out an exper-
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iment that shows that 62% of the descriptors are highly correlated to each
other. Unfortunately, highly correlated descriptors convey very similar infor-
mation, which is of little use for the recognition of multiple objects with very
similar characteristics. Hence, they are seen as a computational burden by
recognition systems with hardware constraints. On the other hand, this ex-
periment also revealed that correlated descriptors are usually obtained from
functionals with similar weighting functions. Therefore, we proposed a novel
set of functionals based on orthonormal functions such as the Hermite func-
tions. The new method ensures that all descriptors are only slightly correlated
to each other, and permits us to easily derive multiple weighting functions by
using a recurrence relation. Consequently, a smaller set of these new descrip-
tors usually achieve a higher recognition performance than those derived with
the classical functionals. Part of this work was originally published in our pa-
per: Object identification by using orthonormal circus functions from the trace
transform [Frías-Velázquez 12].

1.2.2 Automated video surveillance
To improve the security in tunnels, multicamera surveillance systems have been
extensively deployed to monitor traffic activity. The intention is to provide
valuable information to security and emergency corps on hazardous situations
in a timely fashion. A downside of a multicamera surveillance system is the
considerable amount of video data generated and its storage. As a tunnel length
may reach up to 25 km, hundreds of cameras and human operators are needed
to have a full coverage of the tunnel. To minimize the cost of the multicamera
network, its maintenance, and data flow, the camera array is placed with non-
overlapped fields of view (FOV), as shown in Fig. 1.3. Unfortunately, the
monitoring system lose track of the vehicles in the blind zone by using this
camera setup. Therefore, vehicle re-identification is necessary to associate the
vehicles between cameras as they may change lane, speed, and the relative
order while crossing the blind zone. The re-identification is also key to detect
incidents in areas not covered by cameras. For example, collisions and broken-
down vehicles can be detected when a vehicle is seen by one camera, but not by
the next one after a certain time. Re-identification is also crucial to keep track
of vehicles that pose a high risk to the tunnel safety, such as trucks carrying
dangerous goods. By knowing the position of dangerous vehicles in the tunnel,
proper measures can be taken in case of accident.

To solve the multicamera re-identification problem, we proposed a com-
puter vision system divided into two processing stages, namely intra-camera
monitoring and inter-camera association. The intra-camera monitoring detects
and follows the vehicles observed within the cameras’ field of view. Addi-
tionally, it gathers motion and appearance data of the vehicles to be used in
the second stage. To achieve these goals, we propose a novel vehicle detector
particularly designed to tackle the illumination conditions encountered in tun-
nels. This detector carries out a background subtraction in an illumination-
invariant domain using a statistical filter and morphological operators. The
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Figure 1.3: Example of a multicamera setup for tunnel surveillance with non-
overlapping views. Vehicle re-identification is needed to correctly associate each of
the vehicles across different cameras installed in the tunnel.

second processing stage, known as inter-camera association, deals with the ve-
hicle assignment between cameras. For this task we propose a probabilistic
framework based on a two-step strategy. The first step consists of splitting
the re-identification problem by connecting groups of vehicles observed in dif-
ferent cameras using certain motion and appearance criteria. In the second
step, we build a Bayesian model that finds the optimal assignment between
vehicles of connected groups. Descriptors like trace transform signatures, lane
change, and motion discrepancies are used to derive our probabilistic frame-
work. Experimental tests reveal that connected groups derived from the first
step are composed of 4 vehicles on average. This allows us to constrain the
number of candidate matches and increase the chances of getting the correct
match. In the second step, our Bayesian model succeeds in matching vehicles
among candidates with very similar appearance and under uneven illumination
conditions. In general, our system reports a re-identification accuracy of 92%
using a nearest-neighbor matcher, and 98% using a one-to-one matcher. These
results outperform previous re-identification methods.

Note that the proposed method and other related contributions were origi-
nally published in the following papers [Frías-Velázquez 11,Niño-Castañeda 11,
Frías-Velázquez 13, Jelača 13,Frías-Velázquez 15]. All this research is covered
in Chapter 5 where detailed explanations and supplementary simulations are
provided.

1.2.3 Massively-parallel image processing
Stack filters are a large class of non-linear filters that can be implemented
as stacks of positive Boolean functions (PBFs). For instance, order-statistic
filters such as the median, minimum, and maximum belong to this class of
filters. Typically, these operators are used for primary functions such as noise
removal and image enhancement, but they can be also the basis of sophisticated
computer vision algorithms when accompanied by mathematical morphology
fundamentals. This combination results in a powerful tool that allows us to
analyze the morphology of objects and process geometrical structures in images.
Evidently, this tool can be exploited for diverse applications such as the analysis
of shapes and patterns, detection and segmentation of objects, among other
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recognition tasks.
Thanks to advances on parallel computing, power-efficient semiconductors,

and chip miniaturization now it is possible to integrate a massively-parallel pro-
cessor (2D array processor) into the pixel sensors of a camera. This architecture
not only provides more computational power to cameras, but also more auton-
omy to take decisions based on video analytics. However, to efficiently exploit
these capabilities it is necessary to adapt the implementation of classic image
operators such as stack filters to the target architecture. In this chapter, we
propose a novel implementation of stack filters using a 2D-array processor em-
bedded in a smart camera. The proposed method consists of decomposing an
image into bitplanes to take advantage of the massively parallel architecture,
and then process every bitplane hierarchically. The filtered image is recon-
structed by simply stacking the filtered bitplanes according to their order of
significance. Owing to its hierarchical structure, our algorithm allows us to
trade-off between image quality and processing time, and to significantly re-
duce the computation time of low-entropy images. Also, experimental tests
show that the processing time of our method is substantially lower than that of
classical methods when using large morphological elements. All these features
are of interest to a variety of real-time applications based on morphological
operators.

The research presented in this chapter came as a result of several publi-
cations. An early development of the method described above was presented
in a conference paper [Frías-Velázquez 09b], it was specifically tailored to the
erosion filter. In another conference paper [Frías-Velázquez 10], we general-
ized the structure of the erosion filter algorithm to the more generic stack
filter algorithm. Finally, a journal paper [Frías-Velázquez 17] presents a formal
derivation of the stack filter algorithm and extends the description and simu-
lations of our algorithm. Additionally, an optimized version of our algorithm
is derived, which significantly reduces the processing time.
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2.1 Overview
A fundamental problem of visual object recognition is to describe the content
of an image with meaningful and compact features that allow a machine to
easily interpret them to automatically categorize and compare objects. This
procedure is known as feature extraction, and it is the very first step to per-
form an automatic object recognition. Many image descriptors used in com-
puter vision are handcrafted by the system designer based on global and local
properties of the object of interest. For instance, perception features such as
color, shape, size, and edge information are commonly used for object descrip-
tion. Also, there are many other features based on mathematical formulations
that have proved effective in several recognition tasks. As an antithesis of
handcrafted descriptors, a novel type of features, known as learned features,
have been emerging in recent years. As their name suggests, these descriptors
are automatically learned from large image databases by using deep learning
techniques. According to [LeCun 15], these techniques are based on multiple
processing layers that automatically learn data representations with multiple
levels of abstraction. In the end, this sort of feature extraction can be both
jointly optimized and seamlessly integrated with the classification phase of a
recognition system.

In this chapter we focus on reviewing the literature on global and local
handcrafted descriptors given their relevance and use in the following chapters.
In particular, we center our interest on a set of global features based on the
trace transform. In a nutshell, trace-transform descriptors are computed by
aggregating image data over straight lines using functionals. This is repeated
over multiple orientations. With the proper normalization, these descriptors
have several properties sought in a good descriptor such as robustness to affine
pose changes, uneven illumination, noise perturbations, and partial occlusions.
These characteristics make the trace-transform descriptors quite useful for ob-
ject recognition systems. For instance, a vehicle recognition system based on
these descriptors will be developed in Chapter 5.

Although our main focus are the handcrafted features, a brief account
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of the literature on learned features is presented below for the sake of com-
pleteness. We refer the reader to the following surveys to get an overview
of the design, interpretation, and application of the learned features. First,
a gentle introduction to learned features and an explanation of the un-
derlying learning mechanism can be found in [LeCun 15]. Meanwhile, in
[Oquab 14, Zeiler 14, Lenc 19] the reader can get several insights about the
image representation with learned features, and how these features achieve in-
variance to different geometrical variations. According to these studies, learned
features become more abstract, invariant, and complex as the number of layers
increases. For instance, the first layer extracts low-level features such as edges,
whereas the deeper layers generate task-specific descriptors by combining fea-
tures from the lower hierarchical layers. In summary, the image representation
strongly depends on the architecture of the deep-learning network employed.
This means that the engineering needed to design handcrafted features has
now been transferred to the design of better deep learning architectures. In
this respect, a survey on the different types of deep learning architectures is
presented in [Liu 17]. Additionally, several network architectures have been
proposed in the literature to tackle different visual recognition tasks such as
object detection and tracking [Liu 18,Agarwal 18,Zhao 18,Brunetti 18], object
classification [Zhao 17], and action recognition [Herath 17].

This chapter is organized as follows: In Section 2.2, we will describe the
properties sought in an image descriptor. These properties serve as a guide-
line to select good features and as criteria to develop novel descriptors. In
Section 2.3, we will review several global and local image descriptors used for
recognition applications. In particular, the trace transform (TT) [Petrou 04]
will be detailed in Section 2.3.1.4. This descriptor is fundamental for the re-
search described in the following chapters. Finally, a summary of the reviewed
descriptors is presented in Section 2.4, and the conclusions of this chapter are
stated in Section 2.5.

2.2 Properties of descriptors
In our daily life, we compare objects by using generic features such as size,
color, and shape. Each of these features have certain properties that combined
contribute to the correct recognition and classification of an object. For in-
stance, color information is repeatable between instances of the same object,
and invariant to position, scale, and rotation changes. On the other hand,
shape features are usually very compact, and robust to illumination changes.
The main properties sought in image descriptors are repeatability, robustness,
invariance, and distinctiveness. According to [Tuytelaars 08, Nixon 08] these
properties are defined as follows:

Repeatability : Two objects must have the same descriptors if and only
if they have the same appearance. In other words, when two images of
the same object are captured under different viewing and illumination con-
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ditions, we nevertheless expect to extract the same descriptors from both
images.

Robustness/Congruence : Ability of a descriptor to recognize instances
of the same object with relatively small appearance changes. Also, it is the
ability to recognize similar objects when they have similar descriptors. In
general, image descriptors should be robust to moderate noise disturbances,
discretization effects, compression artifacts, blurring, geometric distortions,
and illumination changes.

Invariance : Property that allows us to recognize an object despite geo-
metrical transformations such as shift, scale, rotation, and pose variations.
Therefore, invariant descriptors need to be particularly designed to remain
unaffected by the type of variations experienced by the images. For exam-
ple, affine-invariant features are resilient to position, scale, and orientation
changes. On the other hand, projective-invariant features are in addition
robust to perspective changes. Both types of descriptors are very important
when recognizing objects observed from different viewpoints.

Distinctiveness/Compactness : Image descriptors should convey rele-
vant information about the object of interest in a compact fashion. In other
words, descriptors should only contain information about what makes an
object unique or different from other objects. Consequently, the amount of
information carried by the descriptors should be less than the information
needed to have a complete description of the object itself.

Unfortunately, it is very difficult to find a feature that strictly complies
with all the desired properties at the same time. The problem is that some
properties inevitably conflict to each other. For instance, invariance usually
conflicts with distinctiveness because the former is usually obtained by ex-
tracting general characteristics of the object, whereas the latter is achieved by
targeting specific characteristics. As a result, the higher the invariance of the
features, the lower their distinctiveness. Another dichotomy occurs between
robustness and distinctiveness. For instance, the higher the robustness of the
features, the lower their distinctiveness. This occurs because unique object
information is usually disregarded in the process of removing noise and other
image perturbations to achieve robustness. In conclusion, the best recognition
performance is obtained by carefully selecting multiple features that trade-off
the desirable properties. In this way, the feature selection strongly depends on
the application and the object type to be recognized.

2.3 Types of descriptors
Knowing the properties sought in features, many descriptors can be developed
under these guidelines. In general, descriptors are classified in terms of their
region of influence as global and local. In the following subsections, we will
present an overview of the most representative descriptors of both classes.
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2.3.1 Global descriptors
Global descriptors are defined as those that model an object as a whole by
using global characteristics [Treiber 10].

2.3.1.1 Geometrical descriptors

Geometrical descriptors are measurements related to the geometry of the object
of interest. They basically extract information concerned with the size and
shape of the objects. In general, these features are invariant to gray-tone
changes as well as to shift and rotation changes. Basic geometrical descriptors
include the area, perimeter, compactness, and dispersion. These descriptors
are defined as follows:

Area It measures the region comprised by the shape of a given object. In
practice, the area A of the shape S described by the binary image I(x, y) is
computed as follows:

A(S) =
∑
x

∑
y

I(x, y) δx δy, (2.1)

where I(x, y) = 1 if the pixel at the position (x, y) lies within the shape, and
I(x, y) = 0 otherwise. If we assume that the pixel area δx δy is equal to 1,
then the total area corresponds to the number of pixels. Evidently, the area
descriptor varies with scale, but it is invariant to rotation changes. Never-
theless, it should be noted that small computation errors may result from the
discretization when the image is rotated.

Perimeter It measures the length of the boundary of a given object. Let x
and y denote the coordinates of the discrete curve that encloses the shape S.
Consequently, the perimeter P of the shape S is computed as

P (S) =
∑
i

√
(xi − xi−1)2 + (yi − yi−1)2, (2.2)

where xi and yi represent the coordinates of the i-th pixel of the enclosed curve.
Note that this equation adds up all the lengths of linear segments defined by
the discrete curve. Similarly as the area descriptor, the perimeter varies with
scale, but remains invariant to displacement and rotation changes.

Compactness It measures the efficiency in which a boundary encloses the
area of a given object. Naturally, this descriptor is based on the area and
perimeter measurements described above. It is defined as the ratio between
the area of the shape and the area of a isoperimetric circle of the shape. In
formulas, the compactness C is expressed as follows

C(S) =
A(S)

P 2(S)/4π
. (2.3)
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A = 42717.50
P = 772.90
C = 0.89
D = 1.01

A = 25315.50
P = 766.05
C = 0.54
D = 3.19

A = 18456.00
P = 1014.17
C = 0.22
D = 6.21

Figure 2.1: Geometrical descriptors of a circle, a triangle, and an irregular shape.

In practice, a shape becomes more compact as the pixel distribution is closer
to the center of gravity of the object. Therefore, a circle is the most compact
shape given that C = 1, which represents the maximum compactness value. On
the other hand, the compactness of a square shape is C = π/4. Unfortunately,
compactness alone is not a good shape discriminator because low compact-
ness values are associated with both intricate and highly elongated shapes.
Nevertheless, this ambiguity can be resolved by including additional shape de-
scriptors. Finally, it should be noted that the compactness feature inherits the
shift and rotation invariance from the area and perimeter estimations.

Dispersion Also known as irregularity, it measures the distribution of the
shape with respect to the center of mass of the object. The dispersion D is
measured as the ratio between the radius of a circumscribed and an inscribed
circle in the shape. In practice, the radius of the circumscribed circle is com-
puted as the maximum distance between the boundary pixels (xi, yi) of the
shape and the center of mass (x, y), whereas the inscribed circle corresponds
to the minimum distance. It is computed as follows

D(S) =
max
i

(√
(xi − x)2 + (yi − y)2

)
min
i

(√
(xi − x)2 + (yi − y)2

) . (2.4)

Note that the dispersion increases for irregular and spreading shapes. In par-
ticular, the dispersion of a circle is equal to one, while the dispersion of a square
is equal to

√
2. Regarding its properties, dispersion is invariant to shift and

rotation changes. Moreover, it is more robust to noise than compactness be-
cause dispersion is a ratio of distances, whereas compactness is a ratio of area
to distance.

To have a practical intuition of geometrical descriptors, we compare the
features of a circle, a triangle, and an irregular shape as presented in Fig. 2.1.
Note that the compactness decreases as the shape becomes less rounded. Mean-
while, the dispersion increases as the shape becomes more irregular. It is worth
to point out that the values of these features deviate from their theoretical es-
timations due to image discretization.
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2.3.1.2 Moments

Moments are scalar quantities used to characterize a function and to capture
its significant features [Jan 09]. Historically, moments were developed and
applied in the domains of statistics and classic mechanics. For instance, they
are commonly used to model the shape of probability density functions and to
summarize statistical data. On the other hand, they are also used to describe
the shape of rigid bodies and to measure their mass distribution.

In the domain of object recognition, moments are global features that
describe the shape’s structure of a given object. Therefore, their function is
similar to the geometrical descriptors, but their use extends to grayscale images.
Let wpq(x, y) be a polynomial basis function. Then, the moments of the image
I(x, y) with respect to the basis function are defined as follows

mpq =

∫∫
D

wpq(x, y) I(x, y) dxdy, (2.5)

where D is the domain of the polynomial basis, while p and q are non-nega-
tive integers whose sum r defines the moment order. In particular, when the
polynomial function is defined as wpq(x, y) = xpyq, the resulting moments are
referred to as geometric moments. For this case, low-order moments have a
physical interpretation for an object’s shape. For instance, the moment m00

represents the object’s area when applied to a binary image, and the object’s
"mass" when applied to a gray-scale image. Also, the normalized first-order
moments m10/m00 and m01/m00 define the center of gravity or centroid of
the image. Meanwhile, the second-order moments m20 and m02 measure the
distribution of the object’s mass with respect to the coordinate axes.

Apart from their descriptive function, moments need to be invariant to
geometric changes in order to compare objects that have different position,
scale, and orientation. Geometric transformations that involve translation,
rotation, and scaling (TRS) are commonly found in most practical applications.
Therefore, a TRS model is often sufficient to explain object geometric changes,
provided the scene is flat and nearly perpendicular to the optical axis. Given
that x represents the 2D coordinates of an object, its TRS transformation with
a scaling factor s, a rotation angle α, and a translation t is obtained as follows

xt = sR · x + t, where R =

(
cosα − sinα
sinα cosα

)
. (2.6)

TRS-invariant moments are first derived by making the geometric moments
invariant to translation. This is achieved by shifting the polynomial basis into
the object centroid (xc, yc) as follows

µpq =

+∞∫
−∞

+∞∫
−∞

(x− xc)p(y − yc)q I(x, y) dxdy, (2.7)
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where xc = m10/m00 and yc = m01/m00. The resulting moments µpq are
known as central geometric moments. Then, to achieve scale invariance, the
central moments are normalized with respect to the zeroth moment µ00 as

ηpq =
µpq
µγ00

, where γ =
p+ q

2
+ 1. (2.8)

The resulting moment ηpq is called normalized central moment. Note that
any moment can be used as normalization factor; however, the zeroth moment
is chosen due to its numerical stability (avoids the division by zero) and its
robustness to noise. Finally, rotation invariance is obtained by using algebraic
invariants as proposed in [Hu 62]. Seven rotation invariants are derived and
expressed in terms of normalized moments yielding the TRS moments as follows

φ1 =η20 + η02,

φ2 =(η20 + η02)2 + 4η2
11,

φ3 =(η30 − 3η12)2 + (3η21 − η03)2,

φ4 =(η30 + η12)2 + (η21 + η03)2,

φ5 =(η30 − 3η12)(η30 + η12)
(
(η30 + η12)2 − 3(η21 + η03)2

)
+

(3η21 − η03)(η21 + η03)
(
3(η30 + η12)2 − (η21 + η03)2

)
,

φ6 =(η20 + η02)
(
(η30 + η12)2 − (η21 + η03)2

)
+ 4η11(η30 + η12)(η21 + η03),

φ7 =(3η21 − η03)(η30 + η12)
(
(η30 + η12)2 − 3(η21 + η03)2

)
−

(η30 − 3η12)(η21 + η03)
(
3(η30 + η12)2 − (η21 + η03)2

)
. (2.9)

To better understand the concept of moments, we present in Fig. 2.2a and
Fig. 2.2b images of a bike and a car, respectively, that experience a TRS
transformation. Meanwhile, in Fig. 2.2c we present a scatter plot with the
TRS-invariant moments of these images. In the scatter plot, we can see that
the moments of the original and transformed image of every class are very close
to each other, thus proving geometrical invariance. Also, we can see the fea-
ture separability between bike and car, which allows us to discriminate these
objects.

In conclusion, image moments provide a global description of an object
in a compact fashion and with invariance properties. Moreover, they have
proved popular and successful in many image recognition applications. For
the interested reader, a complete treatment of image moments can be found
in [Jan 09].

2.3.1.3 Fourier descriptors

Fourier descriptors consist of a set of numbers that convey the frequency infor-
mation of a shape contour. These descriptors are derived from the frequency
analysis of the shape, where the low-frequency coefficients convey coarse infor-
mation of the shape, while the high-frequency coefficients convey fine details
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Figure 2.2: TRS-invariant moments of bike and car images. In (a) and (b), we can
see the original and the TRS-transformed images of a bike and a car, respectively. A
scatter plot with the TRS moments of each image is shown in (c).

and noise. As a result, low- and mid-frequency coefficients are usually cho-
sen for shape recognition. In general, Fourier descriptors are computed in two
steps: first, the curve is parametrized in an angular representation; second,
a Fourier series expansion is applied to the parametrized curve to obtain its
Fourier coefficients.

In the first step, the curve parametrization is performed with the cumula-
tive angular function (CAF), which is defined as the amount of angular change
between a given point and the starting tracing point of the curve. It is called
cumulative since it represents the summation of the angular change to each
point. For instance, consider the closed curve depicted in Fig. 2.3, which is
traced in a clockwise direction. The starting tracing point is denoted as c(0)
and the position of any other point on the curve is denoted as c(l), where l is the
arc length between these points measured in a clockwise direction. Meanwhile,
the angular direction of the tangent line at a given point of the curve is denoted
by θ(l), where the initial angular direction is denoted by θ(0). In mathematics,
the cumulative angular function ϕ of a curve of length L is defined by

ϕ(l) = θ(l)− θ(0), where 0 ≤ l ≤ L (2.10)

and its domain is in the interval 0 ≤ ϕ ≤ −2π.
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c(l)

θ(0)
θ(l)

Figure 2.3: Curve parametrization with a cumulative angular function.

In particular, the cumulative angular function of a circle is given by
ϕ(l) = −2π

L l. From this example, we verify that the CAF is already invari-
ant to translation changes, but not to scale changes due to its dependence
on the length of the curve. Nevertheless, scale invariance can be achieved by
normalizing the CAF with respect to a circle in the following way

γ(t) = ϕ

(
L

2π
t

)
+ t, where 0 ≤ t ≤ 2π. (2.11)

This normalization also enforces that γ(0) = γ(2π) = 0, thus making the curve
periodic and without discontinuities. After applying the scale normalization,
we can proceed to apply the Fourier series expansion as follows

γ(t) =
a0

2
+

∞∑
k=1

(ak cos(kt) + bk sin(kt)) , (2.12)

where ak and bk are the Fourier coefficients of the k-th harmonic defined by

ak =
1

π

∫ 2π

0

γ(t) cos(kt)dt and bk =
1

π

∫ 2π

0

γ(t) sin(kt)dt. (2.13)

At this point, these coefficients are only translation and scale invariant since
rotation produces a shift in the angular function. Consequently, rotation in-
variance can be obtained by using the shift invariant property of the coefficients
amplitude as follows

|ck| =
√
a2
k + b2k, (2.14)

thus leading to a TRS-invariant descriptor.
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Figure 2.4: Fourier descriptors of an object contour and its TRS transformation.
In (a) we can see the contour, the cumulative angular function, and the Fourier
descriptors of the original object. Meanwhile, in (b) we present the corresponding
plots of the TRS-transformed version of the object.

In Fig. 2.4, we present the CAF and the Fourier descriptors of a jet fighter
shape and its TRS-transformed version. Note that the cumulative angular
functions of the original and the transformed shape are very similar to each
other except for the shift by 3π/4 radians, which corresponds to the angle
of rotation. Then, after applying the Fourier series to the CAFs, the resulting
Fourier descriptors are TRS invariant yielding nearly identical descriptors. The
small discrepancies between Fourier descriptors are due to image discretization
errors.

2.3.1.4 The trace transform

The trace transform is a global descriptor that extracts image features by pro-
jecting along straight lines of an image in multiple orientations [Kadyrov 01].
This transformation originates from the Radon transform, which applies a
functional that sums the pixel values over each projecting line. In contrast,
the trace transform generalizes this concept by proposing functionals based
on integrals and medians with different weighting functions. Through careful
selection of aggregating functionals, multiple descriptors can be extracted con-
veying different features of an object [Petrou 04, Frías-Velázquez 12]. Among
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Figure 2.5: Trace transform descriptors of the test image depicted in figure (a).
Figure (b) shows the corresponding sinogram using the functional T4, while figure
(c) shows the circus function using the functional P2.

these descriptors, the most useful ones are robust to image variations such as
affine geometrical distortions, uneven illumination, and noise perturbations.
Such invariant descriptors have proven useful in a variety of object recognition
and identification applications, including face recognition [Srisuk 05], vehicle
identification [Frías-Velázquez 13,Frías-Velázquez 15], and human action recog-
nition [Goudelis 11,Goudelis 15].

The trace transform is obtained as follows: let I(x, y) be an image with
pixel coordinates x and y, as shown in Fig. 2.5a. Moreover, let x(t;φ, p) and
y(t;φ, p) be the parametric equations of a projecting line in the image, where
p is the closest distance between the center of the image O and the projecting
line. The parameter φ represents the positive angle formed by the x-axis and
the segment OA, while t indicates the pixel position along the projection coor-
dinate. Based on these definitions, we can get the pixel values on a projecting
line as follows l(t;φ, p) = I(x(t;φ, p), y(t;φ, p)).

The procedure to extract invariant descriptors from the trace transform
is performed in three steps: first, we compute the trace functional, called T -
functional, over the pixel values l(t;φ, p) of each projecting line. This procedure
maps an image from the (x, y) pixel domain into the Hough domain (φ, p),
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T1{l(t)} =
∫∞
t1

(t− t1) l(t− t1)dt

T2{l(t)} =
∫∞
t1

(t− t1)2 l(t− t1)dt

T3{l(t)} =
∫∞
t2

(t− t2) ei5log(t−t2) l(t− t2)dt

T4{l(t)} =
∫∞
t2
ei3log(t−t2) l(t− t2)dt

T5{l(t)} =
∫∞
t2

√
(t− t2) ei4log(t−t2) l(t− t2)dt

T6{l(t)} = wmedian
t≥t2

(
(t− t2) l(t− t2),

√
l(t− t2)

)
T7{l(t)} = wmedian

t≥t1

(
l(t− t1),

√
l(t− t1)

)
With: t1 = wmedian

t
(t, l(t))

t2 = wmedian
t

(t,
√
l(t))

a For notational simplicity, l(t;φ, p) is denoted by l(t)
b wmedian

x∈X
(f(x), w(x)) denotes the weighted median of f(x)

in domain X, with weighting function w(x).

(a) List of T -functionals.

P1{s(p)} =
∑
k|s(pk+1)− s(pk)|

P2{s(p)} = wmedian(s(p), |s(p)|)
P3{s(p)} =

∫
|F{s(p)}(ω)|4dω

a For notational simplicity, S(p;φ) is de-
noted by s(p)

(b) List of P -functionals.

Φ1{h(φ)} =
∑
k|h(φk+1)− h(φk)|

Φ2{h(φ)} = std(h(φ))

Φ3{h(φ)} = (
∫
h(φ)4dφ)1/4

Φ4{h(φ)} = wmedian(h(φ), |h(φ)|)
a The operator std represents the stan-

dard deviation

(c) List of Φ-functionals.

Table 2.1: Trace transform functionals.

yielding a sinogram denoted by S(φ, p) = T{l(t;φ, p)}. For example, processing
the image displayed in Fig. 2.5a using the T4 functional from Table 2.1a results
in the sinogram displayed in Fig. 2.5b. Second, the sinogram is processed by
applying a diametrical functional over p, called P -functional, returning a 1D-
signature as shown in Fig. 2.5c. This signature is called circus function, and
it is defined as follows h(φ) = P{S(φ, p)}, where P is defined in Table 2.1b.
Third, the circus function is reduced to a single value v, known as the triple
feature, by applying the so-called Φ-functional as follows v = Φ{h(φ)}. The Φ
functionals are defined in Table 2.1c.

The main advantages of the trace transform are the following: (1) It of-
fers the possibility of constructing multiple affine-invariant features in batch by
using different functional combinations. This characteristic is useful when one
needs a large number of image descriptors to effectively discriminate several
classes. (2) It can retrieve invariant descriptors to specific types of distor-
tions by designing and combining the appropriate functionals. (3) The trace
transform yields invariant features of different levels of compactness. This im-
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plies that they can be used with classifiers of different complexity and memory
restrictions. For instance, the sinogram is a 2D signal descriptor, the circus
function is a 1D signal descriptor, whereas the triple feature is a single value
descriptor. Note that only the triple feature and the circus function are affine
invariant.

On the other hand, the main disadvantages are the following: (1) Given
that the trace transform is a global feature, it cannot cope with occluded objects
and objects under clutter. (2) It is necessary to first extract the object of
interest from its background to discard background information in the resulting
descriptors. Although this task can be performed by automatic segmentation
methods, there is a risk of also removing relevant parts of the object of interest.
(3) Some of the classic functionals return redundant features that increase the
computation cost without paying off on the recognition performance.

2.3.1.5 Advantages and disadvantages of global descriptors

The advantages of global descriptors are the following: first, the entire object
information is compactly conveyed in a single feature rather than in multiple
features. Second, feature comparison of two objects is quickly computed since
the evaluation consists of a one-to-one comparison. Third, global features are
ideal for describing simple and regular objects with uniform background and
uniform illumination, as occurs in industrial applications.

The disadvantages of global descriptors are the following: first, these de-
scriptors typically require a preprocessing stage to segment the object of interest
from its background. In practice, this segmentation is difficult and error prone
in the presence of a cluttered background. Second, global features are signifi-
cantly affected by occlusions yielding different descriptors for the same object.
Third, the information retrieved by a few global features often not suffices to
distinctively characterize complex objects.

2.3.2 Local descriptors
Local descriptors are features extracted from salient patches or segments that
model local characteristics of an object. Most local descriptors are based on
a two-stage strategy [Treiber 10]: 1. Detection of the so-called interest points
(keypoints), which represent salient characteristics of an object like a corner. 2.
For each interest point, a feature vector called region descriptor is calculated
from the image information available around the local neighborhood. Then,
object recognition is performed by comparing region descriptors between can-
didate matches, as well as their location and spatial configuration.

2.3.2.1 Scale invariant feature transform (SIFT)

The SIFT feature is probably the most popular and representative local im-
age descriptor, which was originally proposed by Lowe [Lowe 04] for general
image recognition. This descriptor aims to provide invariant information to
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lighting and TRS changes by encoding the image information in a localized set
of gradient orientation histograms. In the following paragraphs, we will first
explain the procedure to extract the SIFT descriptors from an image, and then
we will present the method to compare images using this descriptor for object
recognition.

Feature extraction As mentioned earlier, local descriptors are extracted by
first localizing points of interest or keypoints in the image. These keypoints usu-
ally correspond to corners, edge points, and other structural features that are
sought in the x and y directions of an image, and along different image scales.
In particular, keypoint exploration at different scales is performed because tex-
ture details are more noticeable at fine scales, whereas structural information
is revealed at coarse scales. An image representation at a specific scale s can
be calculated by the convolution operator (denoted by ∗) of the original image
I(x, y) with a Gaussian kernel G(x, y, σ) as follows

Is(x, y, σ) = G(x, y, σ) ∗ I(x, y), (2.15)

where
G(x, y, σ) =

1√
2πσ

e
−(x2+y2)

2σ2 , (2.16)

and σ represents the scale of evaluation. By subtracting two images at nearby
scales, it is possible to detect local maxima and minima along the scale space
that indicate the localization of candidate keypoints. Equivalently, this opera-
tion can be calculated by convolving an image with a Difference of Gaussians
(DoG) as shown below

D(x, y, σ) = (G(x, y, kσ)−G(x, y, σ)) ∗ I(x, y), (2.17)

where k is a constant factor between 1.1 and 1.4. Consequently, D(x, y, σ) is
known as the DoG blob response map, which is evaluated along the scale space
by varying σ at a fixed step size. Then, local maxima and minima are searched
in these maps over space and over scales. Since the scale coordinate is only
sampled at discrete levels, the resulting keypoint locations are further refined
by using quadratic interpolation. In the left-most part of Fig. 2.6, we can see
the keypoints (circle markers) of a testing image using the DoG detector. Note
that most of the keypoints are located in the feather hat and around the eyes
since they correspond to local extrema with a strong response.

Once the keypoints are detected, we proceed to extract the region descrip-
tors from the corresponding local neighborhoods around the keypoints. The
extent of each neighborhood is associated with the scale in which the keypoint
was detected. Therefore, the radius or width of the neighborhood is set to 3σ
as a rule of thumb. After defining a keypoint region, this is divided into 4× 4
rectangular sub-regions for which intensity gradients are computed. Based on
these gradients, the angular orientations are estimated and accumulated in an
8-bin histogram for each sub-region. Finally, all histograms are concatenated
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Figure 2.6: Graphical representation of the SIFT feature extraction.

in a single vector of 128 elements, thus composing the SIFT descriptor of a
keypoint region. It is worth noting that this procedure ensures invariance to
translation, rotation, and scale changes. A graphical representation of all steps
mentioned above is presented in Fig. 2.6.

Recognition phase In general, the recognition phase consists of comparing
the SIFT descriptors of a query image and the descriptors of a database or
a template image. More formally, the recognition phase is performed in three
steps: descriptor matching, object pose hypothesis, and hypothesis verification.

The descriptor-matching step consists of finding potential correspondences
between keypoint regions of the query and template images by comparing their
SIFT descriptors. Potential correspondences are established by using the near-
est-neighbor search and a dissimilarity function such as the Euclidean distance.
The distance between SIFT vectors has to remain below a pre-defined thresh-
old to ensure that keypoint regions exhibit enough similarity. Unfortunately,
over 90% of the potential matches are outliers. That is, they are associations
that do not agree with the geometrical transformation model that relates cor-
responding regions. These outliers come from two sources: false matches or
true matches that do not fit in with the transformation model. In both cases,
the dissimilarity between projected regions exceed a tolerance threshold.

The second step of the recognition phase intends to verify candidate
matches based on the fact that true correspondences experience similar pose
changes. This implies that the x and y displacements, as well as the scale
change and the rotation should be the same for corresponding regions. There-
fore, as more correspondences have similar pose parameters, it is more likely
that such candidate matches are not outliers. In this way, each candidate match
casts a vote in a 4D Hough space composed by the 4 pose parameters. Then, a
hypothesis of the object’s pose is created when each accumulator cell contains
at least three votes. The bin size of the accumulator cells is kept rather large
to reduce the memory requirements and to increase the robustness to local
distortions such as viewpoint changes.

In the final step of the recognition phase, the resulting hypotheses of the
voting mechanism are verified using an affine transformation model. In other
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Figure 2.7: Visual representation of object recognition using SIFT features.

words, keypoint correspondences of a given hypothesis are used to estimate
the six parameters of the affine transformation, which is later used to map
keypoint regions to verify their consistency with their corresponding regions.
Based on these checks, the transformation parameters are iteratively refined by
including/excluding certain correspondences until an acceptable consistency
level is obtained. In the end, a hypothesis is accepted when at least three
correspondences fit in with the model. In Fig. 2.7, we present a graphical
representation of the three steps that comprise the recognition phase.

2.3.2.2 Variants of the SIFT descriptor

Given the success of the SIFT descriptor to deal with challenging situations
such as heavy occlusion and/or clutter, its implementation has been used to
benchmark other local descriptors. In essence, variants of the SIFT descriptor
follow the same two-stage procedure to extract local features, which consists of
the keypoint detection and the local region description. These variants aim to
improve both stages by first increasing the quality and number of the keypoints
detected, and then by increasing the discriminative power and compactness of
the region descriptors. In the following paragraphs we will briefly introduce
alternative methods to improve each processing stage.

Alternative keypoint detectors In general, the performance of local de-
scriptors is conditioned on the number of the keypoints detected and their
repeatability between comparing images. Notably, these two conditions de-
pend on the detector’s robustness to deal with illumination changes, object
deformations, and different camera viewpoints. In particular, the DoG detec-
tor is somewhat robust to illumination changes and scale variations, but not to
rotation changes. Therefore, alternative detectors are required to improve the
repeatability and distinctiveness of the interest points. Basically, these detec-
tors are divided in two categories: 1. Corner-based detectors, which respond
well to structured regions, but rely on the presence of sufficient gradient infor-
mation. 2. Region-based detectors, which respond well to uniform regions and
to zones with smooth brightness transitions.



2.3 Types of descriptors 25

An example of corner-based detectors is the Harris detector [Harris 88],
which is based on the correlation matrix between the gradient responses in
the x- and y-direction of a local neighborhood. As the eigenvalues of this
matrix represent the principal signal changes in two orthogonal directions, cor-
ners can be found in locations where the image signal varies significantly in
both directions (i.e., when both eigenvalues are large). The main advantage of
this detector is its invariance to illumination, translation, and rotation changes.
Moreover, it stands out for its repeatability, informativeness, and sub-pixel pre-
cision. Unfortunately, the Harris detector is sensitive to scale changes and affine
transformations. To deal with these problems, Mikolajczyk and Schmid [Miko-
lajczyk 04] proposed the Harris-Laplace detector, which combines the Harris
detector with a Laplacian of Gaussian (LOG) function for scale detection. This
approach was extended by the same authors leading to the Harris-affine de-
tector, which generalizes the approach for affine transformations. It is worth
to mention that both detectors gain geometrical invariance at the expense of a
considerable speed loss.

On the other side of the spectrum, a representative region-based detector
is the maximally stable extremal region (MSER) detector, proposed by Matas
et al. [Matas 04]. Its algorithmic principle is based on thresholding the image
for all tones of the dynamic range in ascending order. Then, as the thresh-
old level increases, black areas grow in the binarized image until they merge
together. In particular, we are interested in the black areas that remain sta-
ble for a large threshold interval. These areas are known as MSER regions,
which reveal the position and the characteristic scale of keypoint regions for
descriptor calculation. Evidently, these regions describe image zones that are
significantly darker than their surrounding. On the other hand, by inverting
the image and repeating the same procedure, we can find the MSER detections
of characteristic bright regions.

In contrast to many other detectors, MSER regions are of arbitrary shape,
but they can be approximated by an ellipse to carry on with the descriptor
calculation. Another difference is that the MSER detector finds fewer keypoint
regions than the corner-based detectors, but their detection is more stable.
Additionally, the MSER detector is invariant to image affine transformations,
which makes it robust to viewpoint changes.

Finally, we refer the reader to the surveys presented in [Tuytelaars 08,Li 08]
to get a broad overview of various keypoint detectors.

Alternative region descriptors As any other image descriptor, region de-
scriptors should balance their discriminative power, dimensionality reduction,
and geometrical invariance in order to perform object recognition efficiently. In
practice, some descriptors stand out more than others for certain properties, so
they are chosen depending on the recognition problem and the computational
resources available. Therefore, there is a large variety of region descriptors
for different applications. In general, they are classified as distribution-based
descriptors, moment-based descriptors, and binary descriptors.
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Distribution-based descriptors are derived from histograms of data avail-
able in the keypoint region such as the pixel’s gray value or the gradient ori-
entation. These histograms are usually normalized to provide some invari-
ance to scale and rotation changes. Apart from the SIFT descriptor, another
distribution-based descriptor is the gradient location orientation histogram
(GLOH) proposed by Mikolajczyk and Schmid [Mikolajczyk 05]. In this case,
the histogram is calculated from a log-polar location grid consisting of 17 sub-
regions, where each subregion is composed of a 16-bin histogram of gradient
orientation. By concatenating these histograms, the region descriptor is com-
posed of a 272-bin histogram. Finally, the descriptor’s size is reduced to 128
by applying principal component analysis (PCA).

Another descriptor is the contrast context histogram (CCH) proposed by
Huang et al. [Huang 08]. This descriptor is based on the contrast values re-
sulting from the intensity difference between every pixel of the region and its
center. As a result, this descriptor is computed much faster than those based
on local gradients. The descriptor is first constructed by splitting the interest
region into a log-polar grid of 32 subregions. Then, the number of positive
and negative contrast values are accumulated in a two-bin histogram for each
subregion. Finally, the resulting descriptor is formed by concatenating the his-
tograms of each subregion yielding a 64-bin histogram. In comparison with the
standard SIFT descriptor, the calculation of the CCH is accelerated by a factor
of 5, whereas the matching stage by a factor of 2.

Local binary patterns (LBP) [Pietikäinen 15] compose a family of well-
known region descriptors that are quite popular due to its good performance
and computational simplicity. In particular, the variant known as the center-
symmetric local binary pattern (CS-LBP) has been adapted to work in a similar
fashion as the SIFT descriptor. In a nutshell, the CS-LBP descriptor is com-
puted by comparing the intensities of the center-symmetric sampling points of
a pixel neighborhood. Then, these comparisons generate a sequence of ones
and zeros for each pixel that together represent an integer label known as local
binary pattern. Later, the region of interest is divided into subregions, and a
histogram of local binary patterns is computed for every subregion. Finally,
the region descriptor is composed by concatenating the histograms.

Moment-based descriptors are based on scalar quantities that summarize
statistical information of the keypoint region. In Section 2.3.1.2, we intro-
duced moment features to describe an entire image, whereas in this case they
describe local regions of an image. To derive the local descriptor, multiple in-
variant moments of different order are computed from the gradient responses
of the interest region. Then, they are concatenated in a vector yielding a low-
dimensional descriptor with the desired invariance properties. This approach
was originally proposed by Van Gool et al. [Van Gool 96], and later retaken by
Bay et al. [Bay 08] to develop a fast local descriptor.

Binary descriptors came as a result of the success and influence of lo-
cal binary patterns. The core idea lies in representing an entire image patch
with a binary descriptor rather than a concatenation of histograms. Evidently,
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some of the advantages of binary descriptors are their high compactness and
fast computation, thus contrasting with traditional descriptors represented by
large vectors that are processed and stored in floating-point precision. In gen-
eral, a binary descriptor is computed by first smoothing the input image patch
to reduce the noise. Then, numerous intensity difference tests are performed
between pixels from different positions in the patch. Finally, the binary de-
scriptor is represented by a vector that includes the results of the intensity
tests. Some examples of binary descriptors are the so-called binary robust in-
dependent elementary features (BRIEF) [Calonder 12], oriented FAST and ro-
tated BRIEF (ORB) [Rublee 11], binary robust and invariant scalable keypoints
(BRISK) [Leutenegger 11], and the fast retina keypoint (FREAK) [Alahi 12]
descriptors, which each of them provide certain invariance to scale and rotation
changes.

For a complete overview of the region descriptors proposed in the litera-
ture, we refer the reader to the following surveys [Li 08, Grauman 11, Li 13,
Fan 15].

2.3.2.3 Advantages and disadvantages of local descriptors

The main advantage of local descriptors is their ability to match objects despite
large changes in viewing conditions, occlusions, and image clutter. Moreover,
they come in handy in the description of objects for image retrieval and image
categorization because multiple objects share the same part-based structure.
Additionally, image segmentation is not a prerequisite to extract the descrip-
tors. On the other hand, the main disadvantage of local descriptors is that
they do not guarantee that the same features are found between corresponding
images because keypoint repeatability is strongly affected by appearance and
geometric changes. Moreover, they are quite sensitive to noise, and it is diffi-
cult to match images with large flat areas given the small number of keypoints.
From a computational point of view, local keypoint descriptors are usually more
expensive than global features because of the multi-resolution processing and
their elaborated matching scheme.

2.4 Summary
An object descriptor is the vehicle to convey distinctive characteristics of an
object in a quantitative manner to build a visual recognition system. As the
performance of a recognition system strongly depends on the selected descrip-
tors, it is important to carefully choose those that possess properties such as
robustness, repeatability, invariance, distinctiveness, and compactness. Un-
fortunately, it is quite difficult to find a single descriptor that has all these
properties, hence a combination of descriptors is usually needed to achieve the
desired results. Traditionally, object descriptors are classified in terms of the
described region as global and local.
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Global descriptors such as geometrical measurements and moments con-
vey compact information of the object’s structure such as shape, size, and
orientation. On the other hand, transform-based features such as Fourier de-
scriptors result from the frequency analysis of the object’s shape, which allows
us to separate the coarse and fine detail information. Another example are the
trace-transform descriptors, which provide invariant features from projecting
lines at multiple image orientations. One of the advantages of using global
features is that they can describe simple and regular objects in a very compact
fashion (i.e. one descriptor conveys information of the entire object). More-
over, the recognition process is quickly performed with a one-to-one feature
comparison. On the other hand, a clear disadvantage is that global features
cannot cope with occlusions, clutter, and elastic deformations of the objects.
Additionally, the object of interest needs to be segmented from its background
before extracting the descriptor.

Local descriptors are extracted from image patches or segments that char-
acterize the object of interest. These descriptors are basically computed in two
steps: 1. Localize repeatable landmark points in the image such as corners to
define patches or segments around them. 2. Extract invariant features from
the image regions based on edges, color, statistics, etc. For instance, the most
representative local descriptor is the SIFT feature, which is based on a set of
gradient orientation histograms. Apart from this feature, there is a plethora of
other similar descriptors based on gradient orientations, intensity differences,
moments, among others. In comparison with global descriptors, local descrip-
tors can deal with large viewing changes, occlusions, and image clutter. More-
over, they can be used to retrieve and categorize images since multiple objects
share similar local patterns. The main disadvantages of local descriptors are
their computation cost and the difficulty of finding repeatable descriptors. In
conclusion, a good understanding of image descriptors and their properties are
essential to properly choose the descriptors for a given application.

2.5 Conclusions
Selecting the appropriate set of features in a recognition task is important
because they define the complexity of the classification scheme and the recog-
nition performance. Moreover, they define the robustness to certain geomet-
rical deformations, illumination changes, and noise perturbations. Empirical
tests [Lisin 05, Hentschel 13] show that the best recognition performance is
obtained when a mix of global and local descriptors is used. In terms of geo-
metrical invariance, global descriptors can deal with shift, scale, and rotation
changes, whereas local descriptors can additionally deal with large viewing
changes, occlusions, and image clutter.

In following chapters, a detailed evaluation of the trace transform descrip-
tors will be presented, and a new variant will be proposed. This descriptor will
be the basis of a system that performs the re-identification and classification
of vehicles.
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3.1 Introduction
In Section 2.3.1.4 of the previous chapter we introduced the fundamentals of
the trace transform and its baseline implementation. As earlier noted, this
transformation returns descriptors that exhibit several advantageous proper-
ties such as repeatability, invariance to geometrical distortions, and robustness
to noise and appearance changes. Additionally, the trace transform can gen-
erate numerous invariant descriptors on the fly by applying several functional
combinations at its different processing steps. Despite its advantages and wide
potential range of applications, the trace transform has not been extensively
investigated in comparison with mainstream image descriptors such as SIFT
or HOG. The lack of interest in this descriptor is due to its apparent high
computational complexity.

In the seminal collection of papers presented by Petrou and Kady-
rov [Kadyrov 01, Kadyrov 03, Petrou 04] there are no specific guidelines on
how to choose the multiple parameters and functionals of the trace transform,
and how all of them affect on the recognition performance. Also, from the
computational viewpoint, little is known about the performance of the trace
transform using different architectures and software implementations. Con-
sequently, the lack of all this information discourage its use and hinders its
efficient implementation. To cope with these issues, it is necessary to get a
full panorama of the trade-offs among the parameter/functional selection, the
recognition performance, and the computation costs in order to effectively ex-
ploit the trace transform. Therefore, the key problem consists of finding the
combination of parameters and functionals that return the highest recognition
performance with the lowest computational cost. With this information, one
can consciously choose the appropriate parameters and functionals depending
on the target application and the computational power available. Therefore,
in this chapter, we present some optimization guidelines and a comparative
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analysis of several trace-transform implementations. Additionally, we propose
a novel set of trace-transform functionals that generate decorrelated descrip-
tors. These features convey distinctive information from an image using less
descriptors than those computed with the regular functionals.

The rest of the chapter is organized as follows: in Section 3.2, we present
an in-depth analysis of the trace-transform implementation using different com-
puting platforms. On the other hand, in Section 3.3 we present a feature selec-
tion analysis that identifies the optimal combination of functionals that yields
low correlated descriptors. In Section 3.4, we propose a novel set of functionals
that automatically generate decorrelated circus functions. These descriptors
are compared with the regular circus functions in Section 3.5. Finally, the pub-
lications and the main contributions resulting from this chapter are stated in
Section 3.6, and the conclusions are given in Section 3.7.

3.2 An in-depth analysis of the trace transform
In the following subsections, we carry out a thorough examination of the trace
transform by evaluating the performance of several implementations. Also, we
analyze the factors that have an impact on the execution time such as the
image size, the functional complexity, and the interval angle.

3.2.1 Implementation
In general, the structure of the trace transform implementation resembles the
pseudocode of Listing 3.1. Take into account that this pseudocode is struc-
tured based on indentations. The implementation follows the next sequential
processing steps: image → sinogram → circus function → triple feature. Pri-
marily, the sinogram is computed by rotating the input image at intervals of
one degree, and then applying the T -functional to each column of the rotated
image as shown in lines 4 to 10. Note that this procedure is equivalent to
applying the T -functional to all projecting lines resulting from all possible p
values at a given angle. Moreover, note that the sinogram is computed with a
nested loop, where the outer loop controls the angle of rotation, while the inner
loop controls p. After each iteration of the φ loop, a column of the sinogram
is computed, which allows us to immediately apply the P -functional and get a
sample point of the circus function, as shown in lines 12 to 14. In this way, the
entire circus function is computed simultaneously with the sinogram once the
outer loop is completed. Finally, the triple feature is obtained by applying the
Φ-functional to the circus function as shown in line 17.

Given the regularity of the implementation of the trace transform, the par-
allelization is rather straightforward. For instance, when multiple T -functionals
are used, these can be applied within the inner loop in a parallel fashion. The
same applies to the implementation with multiple P - and Φ-functionals. More-
over, the inner loop can be parallelized by processing all projecting lines at
once rather than sequentially.
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1 preprocess(image)
2

3 # outer loop
4 for phi = 0:angular_resolution:360
5 input = rotate(image, phi)
6

7 # inner loop
8 for p = 1:cols(input)
9 t_projection = input[:, p]

10 sinogram[p, phi] = t_functional(t_projection)
11

12 # circus function
13 p_projection = sinogram[:,phi]
14 circus_function[phi] = p_functional(p_projection)
15

16 # triple feature
17 triple_feature = phi_functional(circus_function)

Listing 3.1: Pseudocode of the trace-transform implementation.

3.2.1.1 Complexity analysis

According to [Kadyrov 01], computing the sinogram with nt samples of the
parameter t along the image diagonal, np samples of the parameter p, and nφ
samples of the parameter φ requires approximately CTntnpnφ/2 operations,
where CT is the number of operations per sample of a trace functional. A fur-
ther computation of the circus function requires CPnpnφ additional operations,
where CP is the number of operations per sample of a P -functional. Finally,
the computation of a triple feature requires CΦnφ extra operations, where CΦ

is the number of operations per sample of a Φ-functional. By summing up the
number of operations of each processing stage, the total computational com-
plexity is approximately CTntnpnφ/2 +CPnpnφ +CΦnφ. As CT , CP , and CΦ

are of similar order, we can note that a large percentage of the complexity
comes from the sinogram computation. The subsequent two processing stages
are highly similar and only contribute minimally to the total execution time.

3.2.2 Computational benchmark
Several object recognition applications [Srisuk 05,Fahmy 07,Goudelis 13] show
that the trace transform returns high recognition results at the expense of
high computational power. To help researchers choose the best programming
language and the optimal parameters, this section evaluates the implementation
of the trace transform using several popular programming languages of different
level.

As high-level language, we chose MATLAB as prime development plat-
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Processor Intel i7-3770K
(3.5 GHz, 4 cores, 8 threads)

Memory 16 GB DDR3
GPU NVIDIA GeForce GTX Titan
OS Debian GNU/Linux 3.14, 64 bit

Table 3.1: Specifications of the test system.

form because of its popularity and perceived ease of use. We also selected
two open-source contenders known as Octave and Scilab, which have similar
syntax and capabilities as MATLAB. In particular, these languages are based
on matrix manipulation by handling scalars and arrays in a vectorial fashion.
Moreover, most functions of standard libraries are capable of processing arrays
in a column-wise fashion. Additionally, we also created an implementation us-
ing the Julia programming language; a relatively new scientific programming
language, designed with performance in mind.

As low-level language, we opted for C++, a popular general purpose lan-
guage which is directly compiled down to native code. This gives us a lot of
control over the exact execution, and will prove useful when optimizing for per-
formance. Furthermore, we can use C++ to optimize parts of the MATLAB
implementation. C++ is also a good base language to be used with hardware
acceleration thanks to its good compatibility with libraries and driver toolkits.
As a result, C++ can be combined with the OpenMP library to parallelize
code for multicore processors. Meanwhile, CUDA language exploits the raw
power of NVIDIA GPU. For the sake of consistency, we developed all these
implementations by following the general structure of the algorithm described
in Listing 3.1. Moreover, we made good use of the parallel constructs, vector
expressions, and built-in functions that are natively supported in every pro-
gramming language. The performance tests were carried out in a system with
the specifications described in Table 3.1.

Most of the experiments were run with a source image of 150×150 pixels
such as the one presented in Fig. 2.5a. As the complexity analysis showed in
Section 3.2.1.1, we expect the sinogram computation to be the most demanding
processing step. This fact was experimentally confirmed, since approximately
98% of the computation time is spent on the sinogram calculation. As a result,
in the following tests we will focus on analyzing the performance of the T -
functionals listed in Table 2.1a, which generate the sinograms.

3.2.2.1 Overall performance

In Fig. 3.1, we present the performance of each implementation relative to the
MATLAB implementation for every T -functional. Note that the Octave and
Scilab implementations are around 4 and 200 times slower than the MATLAB
implementation, respectively. These two implementations underperform be-
cause most of their functions were entirely coded in their respective language
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Figure 3.1: Relative performance of various software implementations with respect
to MATLAB.

due to the lack of predefined functions. In contrast, MATLAB integrates many
built-in functions that are written and manually optimized in a low-level lan-
guage such as C++. In particular, the large performance difference between
Scilab and Octave lies on the way the image rotation is implemented. In Octave,
image rotation depends on a built-in function implemented in C++, whereas
in Scilab is implemented with Scilab language. Lastly, it should be noted that
MATLAB accelerates many vector operations using Intel’s libraries, which is
not the case for either Scilab or Octave.

In general, Julia’s implementation performs similar to that of MATLAB,
except for the T3, T4, and T5 functionals that run slightly faster in Julia.
In particular, these functionals are based on complex exponentials that Julia
computes up to 1.5 faster than MATLAB, thus explaining the small differences
in performance. Note that Julia’s performance has merit considering that it
makes use of the OpenBLAS library for linear algebra primitives rather than
the proprietary Intel’s Math Kernel Library (MKL) exploited by MATLAB.
Moreover, Julia’s standard library does not parallelize vector expressions as
MATLAB does. Both implementations can be further improved by reducing
superfluous data-type conversions and bound checks that are called by the
image rotation function.

The MEX implementation yields a speed up factor between 2 and 5
times for the different functionals. Evidently, performance gains come from
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re-implementing burdensome MATLAB routines, such as the functional im-
plementation, in C. By doing this, exponential-based functionals gain more in
performance than the polynomial- and median-based functionals. On the other
hand, note that the performance of the MEX implementation closely matches
to that of C++, which is 3 to 6 times faster than MATLAB for the different
functionals. This implies that the overhead caused by the MEX conversion
layer is small compared to the C++ implementation.

Both OpenMP and CUDA versions significantly outperform their peers by
performing on average 10 and 15 times faster than MATLAB’s implementation,
respectively. In case of the OpenMP implementation, little effort is needed to
adapt the C++ code to OpenMP as the algorithm can be easily split into
multiple parallel tasks. As shown in Listing 3.1, there are no code statements
that depend on other statements from different iterations in either the outer
or the inner loop (i.e. no loop-carried dependencies). This allows concurrent
execution of loop iterations by simply invoking the for parallel construct.
In contrast, CUDA implementation is not so straightforward, because CUDA
works on the basis of single instruction multiple threads (SIMT), which exe-
cute the same instruction in lockstep. Therefore, it suits algorithms with very
regular tasks and non-dependent data execution. Unfortunately, the integra-
tion limits of the functionals are content dependent, thus breaking the lockstep
premise. To comply with it, we split the implementation in three steps: (1)
compute the weighted sum of all elements in a column, (2) use this informa-
tion to determine the index of the weighted median, and (3) apply the actual
functional to part of the column starting from the weighted median.

3.2.2.2 Image size

As previously discussed in Section 3.2.1.1, the complexity of trace transform
strongly depends on the image size. In order to analyze the impact of this
variable on the performance of each implementation we introduce Fig. 3.2.
This figure compares the execution time of each implementation using input
images of different size. The reported numbers indicate the computation time
of all T -functionals referred in Table 2.1a.

For the Scilab implementation, the computation time is the largest com-
pared to the other implementations. Moreover, it rapidly increases as the image
size increases since a linear behavior in the log scale represents an exponen-
tial behavior in the linear scale. This implies that by doubling the image size,
the computation time of a given image may pass from a couple of seconds to
several minutes. On the other hand, the curves of the Octave, Matlab, and
MEX implementations exhibit a much better performance than Scilab and a
two-stage behavior. In the first stage, we can see that the computation time
slowly increases as the image size increases until the image size is approximately
30 kB. Then, in the second stage, the computation time rapidly increases at a
larger change rate than in the first stage. This behavior is basically caused by
the cost of interpreting high-level code into machine language. As a result, for
small images this computation cost is significant compared to the actual work-
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Figure 3.2: Log-linear graph of the execution time of several implementations with
images of different size.

load, whereas for larger images this overhead is negligible. It is worth to clarify
that although MEX code is compiled, several parts of the implementation are
written in MATLAB code, which needs to be interpreted.

Compiled languages such as Julia and C++ avoid interpretation overheads,
thus yielding a linear behavior that outperform the MATLAB and MEX im-
plementations, respectively, when processing small images. However, for large
images, the performance of Julia converges to that of MATLAB, while the per-
formance of C++ converges to that of MEX. On the other hand, the curve of
the CUDA implementation also displays a two-stage behavior, where the con-
stant overhead comes from the cost of configuring the GPU and launching the
functionals to be applied. Therefore, for small images OpenMP seems to be a
better choice than CUDA, while for large images definitely CUDA is the one to
go for. Lastly, the OpenMP implementation exhibits no perceptible constant
overhead thanks to the coarse level of parallelism of the algorithm.
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Figure 3.3: Relative overtime of the T -functionals with respect to the Radon func-
tional.

3.2.2.3 T -functional complexity

As mentioned before, the trace transform extracts distinct features from a
given image by applying multiple functionals. These functionals are described
in Table 2.1a, and we classified them as polynomial-, exponential-, and median-
based functionals. Polynomial-based functionals such as T1 and T2 employ a
polynomial function as weight function. On the other hand, exponential-based
functionals such as T3, T4, and T5 include a complex exponential function
within their weight function. Meanwhile, median-based functionals such as T6

and T7 are characterized by applying a weighted median to the input function
rather than a weighted integral.

As every functional has a different degree of complexity, some functionals
are computed faster than others. Therefore, in Fig. 3.3, we evaluate the compu-
tational performance of every functional with respect to the Radon functional,
which is an integral functional with a weight function equal to one. In partic-
ular, this functional is the simplest and the fastest to compute, thus serving
as benchmark to compare with other functionals. By using the computation
time of the Radon functional as reference, we measure the percentage of over-
time required to compute every T -functional. By examining the graph, we can
see that the polynomial-based functionals perform very similar to each other,
requiring only an additional 10% of the reference time. For the exponential-
based functionals, the percentage of overtime ranges from 20% to 24% as the
exponential computation and the complex integration weigh on the execution
time. Finally, the performance of the median-based functionals is considerably
slower than the other functionals. The overtime for T7 reaches 69%, whereas
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Figure 3.4: Speed-up gain of the trace-transform implementation by increasing the
interval angle.

for T6 reaches up to 83%. Both functionals perform significantly slower due to
the data sorting and the multiple passes through the data.

3.2.2.4 Interval angle

Another key factor that has a significant impact on the computation time is the
number of image rotations. In principle, the number of rotations depends on
the interval employed to sample the projection angle φ from 0 to 360 degrees.
As this interval can be arbitrarily chosen, a rule of thumb is to set it to one
degree. Consequently, an image should be rotated 359 times to return a circus
function of 360 samples. However, in many cases, we can reduce the number of
samples to speed-up the computation without losing significant information.

In Fig. 3.4, we can analyze the speed-up gain by increasing the interval
angle. If we define Tα as the computation time by using an interval of α degrees,
the speed-up gain can be mathematically expressed as follows

Speed-up gain =
T1 − Tα
T1

× 100, (3.1)

where T1 is the reference time computed with a one-degree interval. In the
graph, we can observe that the computation time quickly decreases as the
interval angle increases. For instance, by choosing an interval of two degrees,
the processing time is reduced by half, while by choosing an interval of 4 degrees,
we can reduce the computation time up to 75%. Unfortunately, in exchange to a
fast computation, relevant image information may be lost due to aliasing. Note
that the circus function and the sinogram are discrete signals that are sampled
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at a rate that depends on the interval angle. Therefore, these descriptors need
to be sampled at least two times the higher frequency conveyed. In practice, a
trade-off between speed-up gain and information loss should be experimentally
found for the target application. In Section 3.2.3, we will evaluate the impact
of increasing the interval angle on the recognition performance.

3.2.2.5 Image processing throughput

So far, we have analyzed the performance of the functionals individually. How-
ever, several functionals are actually applied together to extract multiple fea-
tures. Therefore, the total processing time per image depends on the number
and the combination of functionals applied. These two factors are critical when
running the trace transform in real-time because the more functionals are used,
the less the image processing rate. In Fig. 3.5, we evaluate the processing rate
of several implementations by using different number of functionals. This eval-
uation is divided into two parts: in Fig. 3.5a we evaluate the processing rate
using an interval angle of one degree, whereas in Fig. 3.5b we use an interval
angle of five degrees. In both cases, the results were obtained by processing an
image of 150× 150 pixels. The number of functionals shown in the horizontal
axis corresponds to the accumulation of T -functionals in ascending order of
complexity, as defined in the following sequence (T1, T2, T4, T3, T5, T7, T6).

In Fig. 3.5a, we can see that the processing rate decreases as the number
of functionals increases for all the implementations. Note that the throughput
or processing rate is measured in images per second (ips). For both Julia and
Matlab implementations, the image processing rate is less than one, making
them suitable only for off-line applications. Meanwhile, the image processing
rate of the C++ implementation lies between 0.8 and 2 images per second,
outperforming both Julia and Matlab implementations, but still far from a
real-time performance. On the other hand, the OpenMP implementation is
able to process between 4 to 10 images per second, being a reasonable option
for recognition tasks that allow moderate latencies. Finally, the CUDA imple-
mentation is able to process 5 images per second by applying all functionals,
and up to 30 ips by applying only one functional. In conclusion, computing all
functionals with a one-degree interval might not be the optimal implementation
setting for real-time applications.

In Fig. 3.5b, we present the processing rate analysis of several implemen-
tations using an interval angle of 5 degrees. By comparing both figures, we
observe a similar trend of the performance curves, except for the scale of the
processing rate, which is approximately 5 times larger. Therefore, the C++,
OpenMP, and CUDA implementations are now able to compute all functionals
in real-time by increasing the interval angle. For instance, the OpenMP and
CUDA implementations are able to process around 20 images per second. In
conclusion, if a given image processing rate is targeted, this can be traded-off
with the number of functionals applied and the interval angle.
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Figure 3.5: Log-linear graphs of the image processing rate of several implementa-
tions using an interval angle of: (a) one degree and (b) five degrees.

3.2.3 Recognition performance
After benchmarking several trace-transform implementations, we focus on eval-
uating the recognition performance in terms of the rotation angle and the num-
ber of descriptors employed. In general, we expect the recognition performance
to increase as more descriptors are computed. To investigate this premise, we
carried out a simple vehicle recognition test with images captured from a tun-
nel. In short, the recognition task consists of finding the correct correspondence
between a set of vehicles observed at different time instances. The details of
this experiment will be given in Chapter 5, where the trace transform is ex-
tensively used to solve vehicle recognition problems. For the moment, we will
simply analyze the change in the recognition rate by varying the number of
functionals and vehicles.
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Figure 3.6: Evaluation of the recognition gain using an interval angle of: (a) one
degree and (b) five degrees.

In Fig. 3.6a, we analyze the percentage of recognition gain in terms of the
number of functionals applied, and the number of vehicles involved in the recog-
nition task. Note that this gain is measured with respect to the performance
obtained with only one functional. Also, note that the recognition performance
obtained with a given number of functionals is computed by averaging the per-
formance of all functional combinations resulting from choosing that number
of functionals out of the total of seven. From the graph, we can see that the
recognition gain increases with the number of functionals applied regardless of
the number of vehicles considered. The curves exhibit two phases: in the first
phase, the recognition gain quickly increases up to a certain number of func-
tionals; in the second phase, the recognition gain keeps growing marginally.
Although the behavior of the curves is similar to each other, the recognition
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gain actually increases with the size of the recognition problem. For instance,
for small recognition problems (i.e. 5 or 10 vehicles), the recognition gain does
not significantly improve by using more than 3 functionals. On the other hand,
when the recognition task involves numerous vehicles, the more descriptors
available, the better the recognition. This is expected since multiple vehicles
may have similar descriptors, thus we need more information to match them
correctly.

In Fig. 3.6b, we perform a similar analysis to that described above, but
using an interval angle of 5 degrees. For this simulation, the recognition gain is
relative to the performance obtained with a one-degree interval. In this way, we
can compare both figures using the same benchmark. In principle, this figure
shows the impact of the interval angle on the recognition performance. For
instance, the curves reveal a recognition loss of 7% when only one functional
is applied, and then they bounce back as the number of functionals increases.
Note that when we apply 7 functionals, the recognition gain of each curve is
slightly lower than its counterpart reported in Fig. 3.6a. In conclusion, it is
feasible to reduce the computation time by increasing the interval angle without
significantly compromising the recognition performance.

3.3 Optimal T -functional combinations
As previously mentioned, trace-transform descriptors possess many character-
istics sought in a good descriptor. For instance, they are compact and invariant
to affine transformations. Moreover, they are robust to noise perturbations and
partial occlusions. However, little is known about their distinctiveness/infor-
mativeness. Consequently, the goal of this section is to evaluate the informa-
tiveness of circus functions, and then select the functional combination that re-
turns a minimum set of descriptors that maximize the recognition performance.
This analysis is important because descriptors with redundant information do
not really contribute with new evidence to recognize distinct objects. Besides,
superfluous information represents a computational burden for recognition sys-
tems.

When several image descriptors are employed to perform recognition tasks,
we expect such descriptors to be uncorrelated to each other. In this way, we
can match corresponding images when described with very similar features and
discriminate among other candidate images when the descriptors are different.
For the trace-transform, the independence among descriptors is assumed by
using different functionals. However, in reality, such assumption does not al-
ways hold, yielding correlated descriptors. As a result, several descriptors may
carry superfluous information and provide little benefit to the recognition per-
formance.

In principle, trace-transform descriptors were basically designed to obtain
image features that are invariant to geometrical distortions. For instance, the
seminal paper of Kadyrov and Petrou [Kadyrov 01] presented several ways to
construct functionals that comply with the affine invariance conditions. How-
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ever, little is known about their degree of correlation, and thus their actual
discriminative power. In this regard, feature selection methods may shed light
on how to choose the functionals that retrieve the most salient descriptors.
To this end, we performed a feature selection analysis based on the filter ap-
proach [Liu 05] by testing the functionals proposed in the literature. The filter
approach is a combinatorial optimization method that finds the best combina-
tion of features from a pool of choices by evaluating an optimality criterion.
In our case, the feature selection analysis evaluates the correlation coefficient
of circus functions obtained with the T - and P -functionals presented in Ta-
bles 2.1a and 2.1b, respectively. These functionals were tested in a vehicle im-
age database with 1131 exemplars. For each image we applied 7 T -functionals
and 3 P -functionals, thus yielding 21 circus functions.

In Fig. 3.7, we present three charts displaying the average correlation coef-
ficient between circus functions resulting from the combination of (a) two, (b)
three, and (c) four T -functionals. In Fig. 3.7a, we can readily notice that the
correlation between polynomial-based functionals like T1 and T2 is the largest,
thus conveying very similar information. Similarly, the pairwise combinations
of the exponential-based functionals like T3, T4, and T5 return descriptors with
a high correlation. Evidently, functionals with a similar weighting function
returned descriptors with a high correlation. In contrast, functionals with dif-
ferent weighting function such as T5 and T7 returned descriptors with a lower
correlation between them. In conclusion, the correlation between circus func-
tions strongly depends on the weighting function used by the functional.

To tackle most recognition problems, more than two T -functionals are
commonly used to enhance the descriptors diversity. Therefore, the functionals’
combination should be carefully chosen to minimize the average correlation
between them. In Fig. 3.7b, we present the average correlation of the 35 possible
combinations of 3 functionals. Note that the combinations are ranked according
to their average correlation. Therefore, at the rightmost side of the graph
we can see that the functional combination T2, T4, and T7 yields the lowest
correlation. Interestingly, these functionals have different weighting function,
which supports the link between the weighting functions and the correlation
among descriptors. Conversely, at the leftmost side of the graph we can see
that the functional combination T1, T2, and T3 returns the highest correlation.
Evidently, these functionals share a similar weighting function.

The correlation analysis can be further extended for combinations of 4
functionals. In Fig. 3.7c, we present the average correlation of the 35 possible
combinations of 4 functionals. In this case, the functionals with the lowest
correlation correspond to the set (2,5,6,7), which exhibit dissimilar weighting
functions. Meanwhile, the functionals with the largest correlation correspond
to the set (1,2,3,5), which all include a polynomial in their weighting function.
Note that the feature selection analysis can be easily computed by ranking all
possible combinations when testing only a few functionals. However, listing and
ranking all combinations for numerous functionals is not practical. In this case,
combinatorial optimization methods [Korte 02] are more efficient and faster.
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Figure 3.7: Average correlation of circus functions resulting from the combination
of (a) two, (b) three, and (c) four T -functionals.
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In conclusion, the feature selection analysis shows that the classical trace-
transform functionals return descriptors with different degree of correlation.
Moreover, we learned that redundant descriptors are actually derived from
functionals with similar weighting functions. Finally, the analysis revealed the
functional combinations that minimize the correlation among descriptors, and
give us directions to choose the optimal functionals. It is worth to mention that
all these results served as inspiration to other feature selection methods based
on evolutionary optimization algorithms [Albukhanajer 15a,Albukhanajer 15b].

3.4 Decorrelated circus functions
The feature selection analysis discussed above brought to light information
about the correlation between functionals, and gave us hints to intuitively pick
good functional combinations. In this section, we propose a method that gen-
erates decorrelated circus functions based on a set of orthonormal functionals.
Evidently, the idea is to produce descriptors with a lower correlation than those
derived with classical functionals. By doing this, we expect to extract relevant
image information with a smaller number of circus functions. Note that re-
trieving compact and distinctive descriptors contributes to reduce the memory
usage, the dimensionality of feature space, and the classifier complexity.

The decorrelated circus functions are derived as follows: let hi(φ) =
〈wi(p), S(p, φ)〉 be a circus function obtained via the inner product between
the weighting function wi(p) and the sinogram S(p, φ). Ideally, uncorrelated
circus functions need to comply with the following condition

ρ =
〈hi(φ), hj(φ)〉
‖hi(φ)‖‖hj(φ)‖ = δ(i− j), (3.2)

where δ(i − j) is the Kronecker delta. Therefore, the correlation coefficient ρ
is equal to one only when the circus functions i and j are the same, and zero
otherwise. Note that the correlation between circus functions depends on both
the weighting function and the sinogram. Then, if we assume that the sinogram
is orthonormal, that is 〈S(p, φ), S(p′, φ)〉 = δ(p − p′), we can rewrite (3.2) as
follows

ρ =
〈wi(p), wj(p)〉
‖wi(p)‖‖wj(p)‖

= δ(i− j). (3.3)

In this way, the correlation lies exclusively in the weighting function that can
be defined by an orthogonal function (e.g. orthogonal polynomials). Unfortu-
nately, the sinogram does not usually complies with the orthonormality assump-
tion stated above, thus requiring an orthonormalization. There exist several
orthonormalization methods such as the Gram-Schmidt process and House-
holder reflections that sequentially convert a set of vectors to an orthonormal
basis. These methods can be used to orthonormalize the sinogram by consider-
ing as input vectors the sinogram columns. However, their main disadvantage
is that two similar sinograms yield quite different orthonormalization matrices,
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which severely affects the recognition process. This problem occurs because
these orthonormalization methods are quite sensitive to the processing order
of the input vectors. For instance, when a small image rotation takes place,
the sinogram columns shift along the φ coordinate, changing the processing
order of these columns when sequentially orthonormalized. In conclusion, the
orthonormalization needs to be invariant to the processing order and to return
an orthonormal sinogram that resembles the original one. To comply with these
requirements, we estimate the nearest orthonormal matrix Γ of the sinogram
S as follows

Γ = argmin
Ω
‖Ω− S‖F subject to ΩTΩ = I, (3.4)

where Ω is any orthonormal matrix, while ‖·‖F is the Frobenius norm. An effi-
cient solution to this problem was proposed by Schönemann [Schönemann 66]
using singular value decomposition (SVD). Then, if we assume that the sino-
gram S is decomposed as UΣV T , the nearest orthonormal matrix Γ is computed
as UV T .

In the light of the findings presented above, a novel set of functionals can
be derived. Let us assume that Γ(z, φ) = (γ1(z), γ2(z), . . . , γN (z)) is a nearest
orthonormal matrix, where γ represents a column of this matrix. Then, a novel
group of functionals, called Z-functionals, can be defined as follows

Zn{γ(z)} =

∫
D

wn(z)γ(z)dz, (3.5)

where wn(z) is an orthonormal weighting function of order n, and D is the
integration domain of such a function.

Evidently, multiple orthonormal functions can be used as weighting func-
tions, such as the Laguerre functions and the Hermite functions. The Laguerre
functions are defined as

wn(z) = Ln(z)e−z/2, (3.6)

where Ln(z) is a polynomial computed with a recurrence relation defined by
Ln+1(z) = 1

n+1 ((2n+1−z)Ln(z)−nLn−1(z)) with L0 = 1 and L1 = 1−z. The
integration domain of these functions lies in the interval [0,∞). On the other
hand, Hermite functions are computed using the following recurrence formula

wn+1(z) =
√

2/n+1 z wn(z)−
√
n/n+1wn−1(z), (3.7)

where wn(z) = (−1)n(2nn!
√
π)−1/2ez

2/2 dn

dzn e
−z2 . The integration domain of

these functions lies in the interval (−∞,∞).
The implementation of the decorrelated circus functions is detailed in List-

ing 3.2. Note that the main core of the algorithm is very similar to that pre-
sented in Listing 3.1. In the first step, we compute the sinogram by gradually
rotating the image and applying the T -functional. In particular, note that in
the step 1.c, each projecting line of the sinogram is normalized for translation
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1 preprocess(image)
2

3 # Step 1: Compute the sinogram
4 for phi = 0:angular_resolution:360
5

6 # Step 1.a: Rotate the input image
7 input = rotate(image, phi)
8 ncols = width(input)
9

10 # Step 1.b: Apply the T-functional to each column
11 for p = 1:ncols
12 t_projection = input[:, p]
13 s[p] = t_functional(t_projection)
14

15 # Step 1.c: Normalize sinogram’s projecting lines
16 c = weighted_median((1:ncols),s)
17 for p = 1:ncols
18 z = p - c
19 sinogram[z,phi] = s[p]
20

21 # Step 2: Compute the nearest orthonormal matrix (NOM)
22 Gamma = NOM(sinogram)
23

24 # Step 3: Apply the Z-functional
25 for phi = 0:angular_resolution:360
26 gamma = Gamma[:,phi]
27 circus_function[phi] = z_functional(gamma)

Listing 3.2: Implementation of the decorrelated circus functions.

using a simple change of variable z = p−c. This normalization is needed before
computing the nearest orthonormal matrix because this procedure is sensitive
to translations. In the second step, we find the nearest orthonormal matrix
to the sinogram as established in (3.4). Finally, in the third step, we apply
the Z-functional to each projecting line of the orthonormal matrix to get the
decorrelated circus function.

3.5 Regular versus decorrelated circus functions
In order to evaluate the proposed descriptors, we performed a recognition ex-
periment that compares the performance of the decorrelated circus functions
with the regular circus functions proposed by Petrou and Kadyrov [Petrou 04].
The recognition experiment consists of finding the correct correspondence of
image vehicles captured in different conditions. For instance, two correspond-
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Figure 3.8: Image pairs of vehicles captured by cameras placed in a tunnel.

ing images may experience translation, scale, and pose variations. Some sample
images of the data set are presented in Fig. 3.8. These images were captured
by two different cameras placed in a tunnel. They are represented in 256 gray
tones, and their resolution is 150 × 150 pixels. The evaluation data set is
composed of 377 image pairs. For each image, we computed 21 circus func-
tions resulting from the combination of 7 T -functionals and 3 P -functionals,
which were previously defined in Tables 2.1a and 2.1b, respectively. Also, we
computed 8 decorrelated circus functions generated from the combination of 4
T -functionals and 2 Z-functionals. The T -functionals are the T2, T5, T6, and
T7, which generate descriptors with the lowest correlation between them, as
shown in Fig. 3.7c. Meanwhile, the Z-functionals are based on the Laguerre
polynomials L1(z) = 1 − z and L2(z) = 1

2z
2 − 2z + 1, as defined in (3.6). To

evaluate the dissimilarity dij between the images i and j, we compare their
respective circus functions hi and hj as follows

dij =
1

π
√
Nh

√√√√Nh∑
n=1

(
arccos

(
ρmax(hin, h

j
n)
))2

, (3.8)

where ρmax indicates the maximum correlation coefficient, and Nh represents
the number of circus functions. Note that we choose the correlation coefficient
as the basis of the comparison because it better captures the shape differences
of the signatures than metrics based on the Euclidean distance. Moreover, the
correlation coefficient is less sensitive to small distortions and signal biases.

In the first part of the evaluation, we compare the average correlation of
the regular and the decorrelated circus functions of 6 pairwise T -functional
combinations, as shown in Fig. 3.9. This graph shows that the decorrelated
signatures are on average 50% less correlated than the regular circus functions.
Therefore, they are expected to convey image information more efficiently by
using less signatures than the regular descriptors. On the other hand, note that
the correlation values are not exactly zero for the decorrelated signatures. This
residual correlation is caused by finite precision errors in the numerical inte-
gration of the functionals, and by the weak correlation between T -functionals.

In the second part of the evaluation, we compare the recognition perfor-
mance using the regular and the decorrelated circus functions, as shown in



48 Trace Transform Descriptors

0.0 0.1 0.2 0.3 0.4 0.5

Average correlation coefficient

(6, 7)

(5, 7)

(2, 5)

(5, 6)

(2, 7)

(2, 6)

T
−

fu
n

ct
io

n
al

co
m

b
in

at
io

n
s

Decorrelated

Regular

Figure 3.9: Average correlation of regular circus functions (purple) and decorrelated
circus functions (green) for different functional combinations.

Fig. 3.10a. The comparison is carried out in terms of the number of vehicles
to be matched using a one-to-one assignment method [Jonker 87]. Apart from
the baseline performance obtained with the 21 regular circus functions, we also
analyzed two matching schemes that rely on a specific subset of the correlation
coefficients used by the dissimilarity metric (3.8). The first scheme uses the
8 top-ranked correlation coefficients out of the 21. The second scheme uses 8
correlation coefficients obtained with the circus functions from the optimal T -
functional combination (2,5,6,7) and the P -functionals (1,2). These matching
schemes are compared with the performance obtained with 8 correlation coeffi-
cients from the decorrelated circus functions. Note that the recognition perfor-
mance for all these cases decays with the number of vehicles to be matched, as
shown in Fig. 3.10a. Evidently, this behavior occurs because it is more difficult
to distinguish between a true and false match among numerous vehicles with
a very similar appearance. Additionally, our image database contains several
vehicles that experience drastic appearance changes between observations that
even a human finds difficult to correctly match. From the graph, we can also
notice that the recognition performance of the first matching scheme is the
lowest. Meanwhile, the performance of the baseline and the second matching
scheme are very similar to each other and much greater than the performance
of the first matching scheme. Finally, the recognition with the decorrelated
circus functions outperforms all other cases.
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Figure 3.10: Recognition performance in (a) absolute and (b) relative terms of the
regular circus functions (RCFs) and the decorrelated circus functions.

To better analyze the differences between all the matching cases, we eval-
uate their relative recognition performance with respect to the baseline per-
formance, as shown in Fig. 3.10b. For instance, the dot-marked curve shows
the performance of the first matching scheme. In this case, the performance
drops as we increase the number of matching objects. This implies that we
actually miss crucial information by selecting only the top-ranked correlation
coefficients. Meanwhile, the cross-marked curve shows the relative performance
of the second matching scheme. In this case, the curve exhibits a mixed perfor-
mance by reporting a small recognition loss when the number of vehicles is less
than 50, and a gain of up to 2.5% when the number of vehicles to be matched is
larger. In general, the performance of this matching scheme is quite similar to
the baseline approach; however, the number of circus functions employed is 2.6
times lower. Finally, the square-marked curve shows the relative performance
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of the decorrelated circus functions. In this case, the recognition performance
gradually increases with the number of objects to be matched until reaching a
gain of about 8.0%. Therefore, the decorrelated circus functions return a higher
performance than the regular circus functions by using only eight descriptors
instead of 21.

In terms of computation time, the decorrelated circus functions are com-
puted, on average, 2.5 times slower than the regular circus functions. The over-
head comes from the sinogram orthonormalization by using the singular value
decomposition (SVD). In our experiments, we used the exact SVD implemen-
tation from linear algebra libraries such as EIGEN and LAPACK. However,
we believe that by using an optimized implementation or a fast approximation
such as the truncated SVD, the computation overhead could be significantly
reduced. In particular, note that such approximation may have an impact on
the descriptors’ performance, which is a topic that needs to be investigated in
the future.

Having analyzed the performance of the decorrelated signatures in terms
of their inter correlation and recognition rate, we conclude that the proposed
descriptors provide three important advantages over the original circus func-
tions proposed by Petrou and Kadyrov [Petrou 04]: (i) the extraction method
ensures that all circus functions are only slightly correlated to each other, thus
providing independent features to the recognition process; (ii) if additional
decorrelated signatures are necessary, there is no need to perform a feature se-
lection analysis to pick the most relevant features; (iii) the decorrelated circus
functions achieve a higher recognition performance using less signatures than
the regular circus functions.

3.6 Contributions
The main contributions of this chapter are summarized in four points:

1. We analyzed several implementations of the trace transform using popu-
lar programming languages such as MATLAB, Octave, Scilab, C++, and
CUDA. The intention is to help researchers choose the best program-
ming language depending on the performance and productivity required.
Furthermore, we evaluated the execution time of every implementation
by testing several computational factors such as the image size, the func-
tional complexity, and the rotation angle. With all this information, users
can better understand the computational trade-offs and optimize their
implementation. Part of this work was published in a journal article [Be-
sard 15], and all implementations (source codes) are publicly available in
a repository1.

2. Image downscaling, functional saving, and increasing the rotation angle
can greatly speed-up the computation of the trace transform. However,

1https://github.com/maleadt/tracetransform

https://github.com/maleadt/tracetransform
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these actions have an impact on the recognition performance. Thus,
finding an optimal balance is not a trivial task. To guide users on this
issue, we presented a full characterization of the recognition performance
by varying all factors that have an impact on the computation speed.

3. We presented a feature selection analysis that identifies the optimal T -
functional combination by evaluating the correlation between descriptors.
The aim is to reduce the computational burden by preventing the com-
putation of very similar features. This analysis was originally presented
in [Frías-Velázquez 12] and further developed in this work.

4. To cope with the problem of highly correlated descriptors, we derived
a novel set of trace-transform functionals based on orthogonal poly-
nomials that yield decorrelated descriptors. With these functionals
we can generate fewer, but more distinctive descriptors than those re-
turned by the classical functionals. This work was introduced in [Frías-
Velázquez 12,Frías-Velázquez 13] and now extended in this chapter.

3.7 Conclusions
In this chapter, we presented a comprehensive evaluation of the trace trans-
form. This evaluation serves as a guideline to efficiently implement the trace
transform given certain computation and recognition performance required.
Therefore, users can easily analyze the trade-offs of choosing different pro-
gramming languages and different parameters of the algorithm. For instance,
our analysis reveals that polynomial- and exponential-based functionals are
computed up to 8 times faster than median-based functionals, thus favoring
the implementation of the former ones. However, the correlation analysis in-
dicates that median-based functionals convey less correlated information than
the other two types of functionals. As a result, it is up to the user to find a
balance between these factors. On the other hand, one can reduce up to 80%
of the computation time by increasing the interval angle in five degrees at the
expense of a loss of 3% in the recognition performance. Beyond this limit, the
resolution of the resulting descriptors has a stronger impact on the recognition
performance. Finally, we proposed a novel set of functionals that return low-
correlated descriptors, which are known as decorrelated circus functions. By
comparing the recognition performance of 21 regular circus functions with only
8 decorrelated ones, the novel descriptors can improve the performance in 8%,
thus yielding more efficient descriptors.
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4
An Overview of Automated

Video Surveillance

4.1 Introduction
Automated video surveillance consists of automatically detecting, recognizing,
and tracking objects of interest to understand and analyze their activities us-
ing video data collected by several surveillance cameras [Wang 13]. In general,
video surveillance systems are designed with specific capabilities depending
on the target application and the security requirements. In this respect, an
important design criterion is the environment in which the camera network is
installed (see Fig. 4.1). Whether it is placed indoors, outdoors, or airborne, the
environment defines several features of the camera to be used such as the angle
of view, the type of data communication (cable or wireless), and the camera
case. Similarly, other design criteria are the extent and layout of the monitored
area, which define the number of cameras to be installed and the topology of
the camera network, as shown in Fig. 4.2. These factors have in turn a strong
impact on the needs of computation power, video storage capacity, and network
maintenance. Another element to consider in the design of a video surveillance
system is whether the cameras are mobile or stationary. If stationary, the cam-
eras can be manually calibrated to convert pixel measurements to real world
distances. In contrast, with mobile cameras, manual calibration is unpracti-
cal, although auto-calibration methods can return approximate measurements.
Furthermore, mobile cameras return video that needs to be pre-processed to
stabilize the images and to compensate the motion blurring effect before they
are analyzed.

Apart from defining the infrastructure and the topology of a multicam-
era network, it is also important to define where and how the video analysis
tasks are performed in a surveillance system. To understand these topics, we
review the architectures and the building blocks of a video analysis system.
In Section 4.2, we describe the two main types of video analysis architectures,
namely centralized and distributed, and we analyze the advantages and disad-
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(a) Indoor camera (b) Outdoor camera (c) Airborne camera

Figure 4.1: Camera types for three different settings.
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Figure 4.2: View coverage map of a multicamera network.

vantages of each of them. Meanwhile, in Section 4.3, we describe the workflow
of a typical video analysis system and its major building blocks. Finally, the
conclusions of this chapter are presented in Section 4.4.

4.2 Video surveillance architectures
The architecture of video surveillance systems has evolved together with the
development of new camera technologies, networking capabilities, and increas-
ing video storage capacities. In the 1990’s, the introduction of digital video
recorders (DVR) transformed the surveillance industry by substituting analog
tape recordings with digital hard drives. This innovation enabled to store sev-
eral days of video by using digital compression techniques. In Fig. 4.3, we can
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Analog Cameras

DVR

Monitor

Figure 4.3: A classical DVR-based surveillance system

see the architecture of a DVR-based video surveillance system. Note that the
architecture is quite simple. Primarily, the DVR receives the video signal from
analog cameras and converts it into digital form. Then, it is stored in hard
drives and later displayed on monitors. In this way, the DVR replaced the sig-
nal multiplexer and the videocassette recorder (VCR) used for analog setups.
Although no automated surveillance tasks are performed in this architecture,
the transition from analog to digital enabled to quickly search through recorded
video, and to eventually connect devices to a digital network.

Apart from their advantageous capabilities in terms of networking and
storage, modern video surveillance architectures may integrate processing units
into their system components to analyze video. Depending on the device where
the video analysis is performed, the architecture is classified as centralized or
distributed. These architectures are discussed in the following subsections.

4.2.1 Centralized intelligence systems
In centralized architectures, the video from all cameras is sent over a digital
network to a PC server, where the video is stored and analyzed. An example
of this architecture is presented in Fig. 4.4. On the one hand, we can see that
the video signal from analog cameras is sent to a video encoder in order to be
digitized and then streamed through the network in a compressed format. On
the other hand, internet protocol (IP) cameras, also called network cameras,
perform the digitization and compression internally in each camera. Hence, IP
cameras can be directly plugged into the network and keep a two-way commu-
nication with the server by sending video data and receiving camera setting
adjustments. The traffic flow is controlled by the switch, while the PC server
stores the video and runs the algorithms to perform the video analysis. Once
the video data is analyzed, both video and metadata can be accessed by client
stations either locally or remotely.

The main advantage of this architecture is its greater flexibility and scala-
bility than proprietary DVR-based architectures because digitization and com-
pression are pushed out towards the network cameras and video encoders. The
disadvantage is that the communication slows down as the camera network in-
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Figure 4.4: Centralized video analysis system.

creases, likewise the video processing in the PC server. Moreover, the PC server
requires significant computational power to transcode, store, and analyze the
video from all cameras in real time. As a result, centralized architectures are
mostly suitable for relatively small CCTV networks.

4.2.2 Distributed intelligence systems
In distributed architectures, the video is directly analyzed by both video en-
coders and network cameras that include a video processing unit. In particular,
these cameras are more commonly referred to as smart cameras, and they rep-
resent a cornerstone for architectures based on the so-called "intelligence at
the edge". An example of this type of camera will be later introduced in more
detail in Chapter 6. In Fig. 4.5, we can see an example diagram of a distributed
architecture. In this setup, the video encoder digitizes and analyzes the video
signal received from analog cameras with an embedded processor. On the other
hand, smart cameras acquire, digitize, and analyze the video within the same
case. The output of both devices consists primarily of metadata that is contin-
uously sent to the server, whereas compressed video is only sent when the event
of interest is detected. The PC server fuses the metadata received from several
cameras, and then applies high-level reasoning algorithms to trigger alarms and
actuators that secure the surveilled area automatically.

The advantages of distributed architectures are described by mainly three
features: bandwidth efficiency, high scalability ratio, and cost-effectiveness.
Distributed architectures are bandwidth efficient because only metadata and
occasionally video is sent over the network. For instance, in applications such as
automatic number plate recognition or people counting, only the number plate
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Figure 4.5: Distributed video analysis system.

information or the number of people are sent together with a few snapshots.
In this way, the network and server are not overloaded with uneventful data.
In terms of scalability, distributed systems can cope with a larger number of
cameras installed per server than centralized systems. That is, a centralized
system typically processes from four to twelve video streams per server, whereas
a distributed system is able to handle more than 100 video streams. Regarding
the costs of a distributed system; they are usually lower than in a centralized
system because the number of servers, networking devices, and hard drives are
significantly lower. Finally, it is worth to note that smart cameras perform the
video analysis with the source video data instead of its transcoded form, thus
avoiding compression artifacts that affect the system performance.

4.3 Typical video analysis system
In order to define more clearly the tasks performed by the video analysis al-
gorithms, let us introduce Fig. 4.6. The blocks of this diagram constitute the
basic modules required by a typical surveillance system. In the following sec-
tions, we will briefly describe the problems tackled by each of these modules.

4.3.1 Object detection
Object detection basically consists of establishing whether the objects of inter-
est are present or not in scene, as well as their location and extent in the image.
This analysis is important because we can omit the computation of subsequent
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Figure 4.6: Workflow of a typical video analysis system.

processing modules in case that the objects of interest are not present in the
scene. Moreover, it avoids sending unnecessary data through the network in
the case of distributed systems.

There are two main conventional approaches to deal with object detection:
background subtraction and appearance learning detection. The first approach
is mainly suitable for stationary cameras and consists of subtracting a back-
ground model of the scene from the current captured frame. Then, the image
difference is thresholded, and later filtered by using morphological operations
to reduce the noise. Finally, the resulting binary blobs are labeled to return
the detected objects. The main advantages of this approach are its fast compu-
tation and its rapid object localization. However, it is sensitive to illumination
changes, camera displacements, and scene variations. A basic scheme of the
background subtraction technique is presented in Fig. 4.7a. On the other hand,
the second approach creates an appearance model of both the object of interest
and the background by using descriptors extracted from a set of image exem-
plars. Note that such descriptors were previously introduced in Chapter 2 and
Chapter 3. Then, based on these features, a classifier is trained to recognize
positive detections (object of interest) and negative detections (background).
This classifier is used to evaluate image subwindows at different positions and
scales. The main advantages of this approach are its robustness to clutter, oc-
clusions, and camera displacements. The main drawback is that the evaluation
of all image subwindows is computationally expensive. Unlike background sub-
traction methods, this approach performs the object detection and recognition
at the same time. In Fig. 4.7b we present a basic scheme of the appearance
learning detection.

4.3.2 Object recognition
Object recognition is defined as the ability to discriminate accurately a given
object or category of objects from all other possible objects regardless of
changes in position, size, pose, and illumination. Therefore, a common task
after detecting an object is to determine its category within a set of object
classes. For instance, in a road environment, the detected objects may be
classified within the following predefined categories: pedestrian, vehicle, mo-
torcycle, or bicycle. Another recognition task is the re-identification of objects,
which consists of associating a detected object with its previous observations
captured at different conditions such as pose variations and scene changes.

The generic procedure to determine the category of an object is composed
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Figure 4.7: Benchmark methods for object detection.

of a training and testing phase. During the training phase, a set of image ex-
emplars of the object classes are gathered. Then, an appearance model of each
class is created by extracting image descriptors that are invariant to a num-
ber of geometrical distortions such as pose, scale, rotation, and illumination.
After the feature extraction, the descriptors are employed to train a multi-
class classifier. In the testing phase, the image descriptors of detected objects
are evaluated by the classifier to determine their corresponding category. An
example of this procedure is depicted in Fig. 4.8a.

Object re-identification can be approached using unsupervised and super-
vised classification methods. Unsupervised methods directly compare the image
descriptors of the detected object with the ones from previous observations. A
score function is empirically built with these comparisons, and then used to
determine whether the objects match or not. In contrast, supervised meth-
ods involve a training and testing phase as described above. In particular, the
training phase is devoted to build a classifier that is able to recognize between
true and false matches. In the testing phase, image descriptors of both current
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Figure 4.8: Examples of typical recognition tasks.

and previous detections are compared and later evaluated by the classifier to
identify the true matches. This last approach is exemplified in Fig. 4.8b.
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4.3.3 Tracking
Once the objects have been detected and recognized, it is necessary to record
their movement over time. Tracking is defined as the problem of estimating
the trajectories of the detected objects as they move around the monitored
area [Javed 08a]. A tracking system is basically composed of a data association
system and a motion model [Maggio 11]. The data association system per-
forms the connection between detections observed at different time instances.
That is, it determines whether two detections come from the same target or
not, and pairs new detections with known tracks. On the other hand, motion
models are mathematical expressions that characterize the kinematics of the
object of interest based on certain motional assumptions. These models, often
described by statistical filters, serve to estimate and predict the tracking state
(i.e. position, speed, and direction) of an object.

In general, tracking methods are based on two-dimensional (2D) or three-
dimensional (3D) models depending on whether the camera network is com-
posed of one camera or multiple cameras, and their degree of overlapping.
Consequently, single-camera tracking is based on 2D motion models that em-
ploy the detections of the object of interest to estimate its position, speed, and
direction in the image. An example of people tracking with a single camera is
depicted in Fig. 4.9a. On the other hand, in a multicamera setup with over-
lapping views, the 2D detections of a given object are combined to compute
the 3D detection of the object, which is later used by the multicamera tracking
system to estimate its motion state variables with a 3D model. An example of
people tracking with multiple cameras is presented in Fig. 4.9b.

By quantity of targets, target tracking can be divided into single-target
tracking (STT) and multi-target tracking (MTT) [Geng 17]. In the case of
STT, a tracking model is enough to follow the object of interest since all detec-
tions are associated to a unique target. In contrast, data association is crucial
for multi-target tracking because multiple detections need to be linked to their
corresponding target tracks. The classical methods to perform the data asso-
ciation are: the nearest-neighboring data association (NNDA), the probability
data association (PDA), and the joint probability data association (JPDA).
The NNDA performs the data association based on the smallest distance be-
tween the detection and the predicted position of the object. This method is
the simplest and more suitable for tracking multiple targets in sparsity. On the
other hand, PDA is based on associating gates, which are probability regions
where a true detection may fall. Thus, every target has an associating gate
that constrains the search space of a new detection. This method is suitable
for low and mid-density target tracking, but not for the case of high density be-
cause once the distance between targets is small, the associating gates overlap
causing interference to each other leading to wrong associations and erroneous
tracking. Finally, JPDA is built on PDA, and it is widely recognized as a classic
algorithm for tracking multiple targets in high-density. It tracks multiple tar-
gets using a joint probability data association by considering all targets in the
surveillance area. First, noisy detections are discarded by using an associating
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Figure 4.9: Examples of single-camera tracking and multicamera tracking.

gate based on the joint probability. Then, every valid detection is linked to its
most probable tracking trajectory. This method entails two preconditions: the
first one is that the number of targets is known, and the second one is that
every detection comes from a single target and vice versa. For your reference,
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(a) Nearest neighboring association (b) Probability density association

(c) Joint probability density association

Figure 4.10: Data association methods. A tracking position and a target prediction
at a given time t are denoted by s and ŝ, respectively. Meanwhile, every target
detection is denoted by d.

we present examples of these three data association methods in Fig. 4.10.
Ideally, tracking is a relatively easy task if the objects are visible and

detected all the time, and if the shape, size, and motion of the objects do
not vary over time. Unfortunately, these conditions usually do not hold in
practice. For instance, when monitoring people, persons move at a variable
speed, and their shape change while moving. Moreover, the visibility of a
person can be blocked by other people, and by other objects in the scene.
This problem is referred to as occlusion, and affects the accurate estimation
of the motion variables due to discontinuous detections. That is, missed and
false detections have a significant impact on the trackers’ performance. Missed
detections may cause losing a target because the tracking state is not longer
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updated. Meanwhile, false detections can lead us to track noise or other objects
rather than the actual target. In conclusion, object tracking is a hard problem
for automated surveillance systems in realistic scenarios.

4.3.4 Behavior and activity analysis
As mentioned before, the main output of a video surveillance system is to
provide an automated analysis of the monitored scene by reporting the behavior
and activity of the objects of interest. In simple cases when the target is
detecting and locating certain objects, the output returned by the recognition
and tracking algorithms is employed straightforwardly. In contrast, in more
complex cases, such as the recognition of particular actions, the recognition
and tracking information is combined by higher-level reasoning algorithms that
provide a more detailed scene understanding. Primarily, these algorithms learn
particular actions or behaviors by using image descriptors and tracking data
obtained from the analysis of training sequences. Then, the algorithms identify
similar actions to those learned during training in testing videos. In case that
an event of interest is detected, the system will trigger the proper alarms.

An example of activity analysis for people surveillance is detecting whether
a person is sitting down or walking, and the transitions from one state to the
other; that is, from sitting down to standing up and vice versa. For this case,
a multicamera network like the one depicted in Fig. 4.9b is commonly used.
Therefore, the height of the 3D detection can tell us whether the subject is
standing up or not, while the tracking data can tell us whether the person
is moving or not. By combining these features, the reasoning algorithm may
conclude that a person is sitting down when there is no displacement, and the
height of the detection is reduced. The walking state, on the other hand, can be
detected when the subject is moving and the detection height does not change
too much.

4.4 Conclusions
In this chapter we presented a general introduction to video surveillance sys-
tems. This overview addressed basic architectures and video analysis methods
devoted to surveillance systems. The intention was to provide a panorama
of the tasks and problems to be tackled in the following chapters. In gen-
eral, video surveillance systems are usually designed for very specific environ-
ments, applications, and security requirements. In particular, the monitored
area has a strong impact on the system design because the scene environment
(indoors/outdoors) and the view coverage define several elements of the system.
For instance, these factors influence on the size and topology of the camera net-
work, as well as the type of camera and data communication (cable or wireless)
to be used. In terms of its video analysis architecture, a surveillance system
can be centralized or distributed. On the one hand, a centralized system col-
lects and performs the video analysis from multiple cameras in a central server.
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On the other hand, in a distributed system, the video is captured and ana-
lyzed within every camera. Then, metadata and/or images are transmitted to
a central server for their post processing. From a computational standpoint,
a centralized architecture demands high computational power and bandwidth
to simultaneously transmit, decode, and analyze all video streams in real time.
Conversely, with a distributed system one can spread the video-analysis work-
load over all cameras and minimize the data traffic sent to the central server.

Regardless of the chosen architecture, a video analysis system is usually
composed of the following building blocks: object detection, object recogni-
tion, tracking, and activity analysis. The object detection determines whether
the object of interest is present or not in the monitored area, as well as its
location and extent in the image. Meanwhile, the object recognition help us
to discriminate between objects and to categorize them regardless of changes
in position, size, pose, and illumination. Once the objects have been detected
and recognized, it is necessary to record their movement over time. For this
task, tracking algorithms estimate the trajectories of the objects as they move
around the monitored area. Finally, the activity analysis fuses the information
from previous blocks to infer certain actions, patterns, or behaviors that might
trigger a security alarm.

As reviewed, automated video surveillance combines different knowledge
areas such as multicamera networking, computer vision, and computing ar-
chitectures. Having an overview of these topics is essential to later describe
the vehicle re-identification system to be proposed in Chapter 5. Addition-
ally, it will be important to study a novel type of smart camera presented in
Chapter 6. This camera embeds a massively-parallel processor that performs
the complete video analysis pipeline within the camera. Thus, novel image
filtering techniques are proposed to fully exploit this architecture.
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5
Vehicle Re-identification for

Tunnel Surveillance

5.1 Overview
Unfortunately, road accidents kill 150,000 persons every year, and injure about
5.5 million persons in the same period according to the United Nations [UN-
ECE 11]. Road accidents are particularly critical in tunnels because the risk
of being killed in a tunnel accident is twice as high as in open roads [Nauss-
baumer 07]. One factor that increases the fatalities in tunnels is the risk of
crashing into the tunnel walls. Another factor is the risk of fire because the
chances of death by suffocation and burning increases in confined spaces. In
1999, a tragic fire accident at the Mont Blanc tunnel1 prompted the authorities
to revise the security protocols and to improve the infrastructure in tunnels.
An outcome was the extensive deployment of multicamera surveillance systems
to monitor traffic activity. However, multicamera systems retrieve considerable
amount of video data that needs to be continuously inspected by human opera-
tors. To deal with this problem computer vision techniques are integrated into
surveillance systems to automatically detect and track vehicles across camera
views. Their aim is to draw the operators attention only when potential inci-
dents take place, as well as to provide valuable information to first responders
on hazardous situations in a timely fashion.

As a tunnel length may reach up to 25 km, hundreds of cameras are needed
to have a full coverage of the tunnel. To minimize the cost of the multicamera
network, its maintenance, and data flow, the camera array is placed with non-
overlapped fields of view (FOV), as shown in Fig. 5.1. In exchange to these
benefits, the vehicles cannot be visually followed through the blind zones, thus
temporarily losing track of them. Consequently, it is necessary to perform an
identity handover or re-identification to associate corresponding vehicles across
camera views and to link their tracking record. In practice, this re-identifica-
tion is key to detect incidents in areas not covered by cameras. For example,

1http://news.bbc.co.uk/2/hi/europe/304946.stm
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Figure 5.1: Example of a multicamera setup for tunnel surveillance with non-
overlapping views. Vehicle re-identification is needed to correctly associate each of
the vehicles across different cameras installed in the tunnel.

collisions and broken-down vehicles can be detected when a vehicle is seen by
one camera, but not by the next one after a certain time. Re-identification is
also crucial to keep track of vehicles that pose a high risk to the tunnel safety,
such as trucks carrying dangerous goods. By knowing the position of danger-
ous vehicles in the tunnel, proper measures can be taken in case of accidents.
Previous works have studied the problem of vehicle re-identification for open
road scenarios with stable illumination conditions. However, little research has
been done to study the problem for road tunnels, where the illumination is
not isotropically distributed, thus causing shadows and drastic changes on the
appearance of the vehicles.

In this chapter, we propose a method that jointly exploits the appear-
ance and motion information of vehicles to perform a fast and robust re-
identification. Firstly, we develop a intra-camera monitoring system that is
robust to the illumination conditions found in tunnels. This system localizes
and follows the vehicles observed by every camera to collect spatio-temporal
data required by our re-identification method. Then, we propose a vehicle as-
sociation system based on a Bayesian framework composed of two steps: the
first one consists of splitting the re-identification problem by associating groups
of vehicles observed by different cameras using certain motion and appearance
criteria. In the second step, we build a Bayesian model that finds the optimal
assignment between the vehicles of every group. Notably, this model relies
strongly on the trace-transform descriptors described in Chapter 3 to extract
the appearance information of the vehicles. Finally, we performed a series of
experimental tests to evaluate and compare our approach with previous works.
These tests reveal that the vehicle groups resulting from the first processing
step are composed of 4 vehicles on average. This allows us to constrain the
number of candidate matches and increase the chances of getting the correct
match. In the second step, our Bayesian model succeeds in matching vehicles
among candidates with very similar appearance and under uneven illumination
conditions. In general, our system reports a re-identification accuracy of 92%
using a nearest-neighbor matcher, and 98% using a one-to-one matcher. These
results outperform previous works and encourage us to develop our solution for
other re-identification applications.

The rest of the chapter is organized as follows: a review of the state-of-the-



5.2 State-of-the-art 69

art on vehicle re-identification is presented in Section 5.2. In Section 5.3, we
develop the intra-camera monitoring system and the re-identification method
based on our Bayesian framework. In Section 5.4, we present a series of exper-
imental tests of the proposed method and a comparison with previous works.
The main contributions and publications resulting from this chapter are out-
lined in Section 5.5. Finally, the conclusions are stated in Section 5.6.

5.2 State-of-the-art
The problem of visual re-identification across multiple cameras has been stud-
ied for several years. It has been primarily studied in works on multicamera
tracking to associate corresponding targets between cameras. Depending on
the multicamera setting, the re-identification problem is approached differently
with overlapping and non-overlapping camera views. For the case with over-
lapping views, the re-identification task is considered relatively easy due to the
space-time correlation between observations and the small appearance changes
between corresponding images. On the other hand, associating targets from
non-overlapping view cameras is rather more complex because their motion
estimation and prediction is less reliable as the distance between observations
increases. Moreover, corresponding images experience larger geometrical and
appearance changes. Consequently, having a robust re-identification method is
key for multicamera tracking systems with non-overlapping views.

A review of early works related to multicamera re-identification with
overlapping and non-overlapping views can be found in [Javed 08a]. A
more recent and comprehensive review of the state-of-the-art is presented
in [Wang 13, Khan 19]. These surveys analyze several multicamera tracking
methods in terms of their camera overlapping, network topology, motion/ap-
pearance model, and target application. We refer the reader to these surveys to
get a broad overview of the re-identification techniques for multicamera track-
ing. In this section, we will focus on reviewing re-identification methods for
multicamera tracking with non-overlapping view cameras. In particular, we
center our attention to those methods designed for traffic surveillance applica-
tions. In Section 5.2.1, we look at re-identification methods exclusively based
on the appearance information of the vehicles. Meanwhile, in Section 5.2.2, we
survey the methods that exploit both the appearance and the spatio-temporal
information of the vehicles.

5.2.1 Re-identification methods based on appearance mo-
dels

Under moderate appearance variations, vehicle re-identification is posed as a
same-different classification problem by several methods based on appearance
descriptors [Ferencz 05,Shan 05,Shan 08]. In general, a same-different classifi-
cation method consists of a training and a testing phase as shown in Fig. 5.2.
In the training phase, an image database of same and different vehicle pairs is
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Figure 5.2: Outline of same-different classification methods.

created. Then, image features of every pair are compared to each other yielding
similarity scores. In this way, the problem is represented in a multidimensional
feature space where the discriminatory information is learned from the simi-
larities and differences between vehicles. Later, a classifier is trained using the
similarity scores, yielding a classification rule. In the testing phase, the scores
of image pairs are evaluated by the classifier to decide whether they correspond
to the same vehicle or not. This methodology has been exploited by several re-
identification approaches using different features and matching techniques. For
instance, [Shan 05] proposed a feature vector composed of edge-map distances
between a given vehicle and some exemplars within the same camera. Then,
feature vectors of same and different vehicles from distinct cameras were used
to build the same-different classifier. On the other hand, [Ferencz 05] built a
same-different classifier based on image patches of same and different vehicles.
Features like position, edge contrast, and patch energy are used to implement
the classifier.

Re-identification methods based on 3D models [Guo 08,Hou 09] deal bet-
ter with large variations of pose and illumination than approaches based on
a single-view image. In a first step, these 3D methods estimate the pose and
appearance of the reference and target vehicles using 3D models. In a second
step, the vehicles are rendered in a normalized 3D space making the compar-
ison of the vehicles geometrically invariant. In particular, [Hou 09] not only
performed this pose normalization, but also estimated the albedo to compare
the vehicles under the same illumination conditions. Note that these methods
are computationally too demanding for most real-time applications due to the
precision constraints imposed by the 3D models and the computation of the
pose estimation. A graphical representation of a 3D identification method is
presented in Fig. 5.3.
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Figure 5.3: General framework of 3D vehicle identification methods.

5.2.2 Re-identification methods based on the fusion of ap-
pearance and spatio-temporal models

Probabilistic methods represent a natural framework to combine multiple cues
and to pose the re-identification problem in a probabilistic fashion. For in-
stance, [Javed 08b] presented a re-identification system based on maximum
likelihood (ML) estimation using space-time and appearance cues. The ap-
pearance cues are derived from a subspace of brightness transfer functions,
while the space-time cues depend on physical constraints that the tracked ob-
jects may encounter on their way. By combining appearance and motion cues,
the identification rate significantly improves in comparison with the perfor-
mance of each feature. Although this approach was not tested for traffic ap-
plications, it has served as inspiration to methods intended for traffic surveil-
lance [Dixon 09,Choe 10,Matei 11].

Multicamera systems in large-scale networks, like those installed in urban
areas, have attracted a lot of interest in recent years. An example of this
multicamera setup is described by [Dixon 09], which exploits the structure of
the urban environment to convert the 2D tracking problem into a 1D problem
by generating tracklets as shown in Fig. 5.4. Then, a maximum a posteriori
(MAP) formulation is used to associate tracklets as the vehicles switch fields
of view. On the other hand, [Matei 11] developed a re-identification method
based on a data association technique known as multiple hypothesis track-
ing (MHT) [Reid 79]. This method propagates over time the best trajectory
hypotheses, including new and disappearing targets, missing and false detec-
tions. Matei et al. extended this technique by incorporating vehicle appearance
information into the predictive motion model of each association hypothesis.
In [Choe 10], a method to analyze the traffic flow in an urban area with low-
frame rate cameras is presented. The traffic analysis is based on detecting
and tracking key vehicles to evaluate the traffic conditions of the network. As
corresponding vehicles may be distant from each other, significant contextual
information such as position, lane, orientation, and speed is fused with local
image descriptors to effectively match the vehicles. Finally, [Kogut 01] pre-
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Figure 5.4: Multicamera tracking in an urban area. Three vehicles are followed by
a tracking system using cameras installed at different points of a city. The dots in
the satellite image indicate the observation points, while the colored lines indicate
the resulting path of every vehicle by linking its tracklets. (Image taken from Dixon
et al. [Dixon 09])

sented a method for tracking groups of vehicles in a metropolitan area. The
method relies on color data and the spatial organization of vehicles to find
corresponding groups of vehicles.

Multicamera tracking for tunnel surveillance was explored by [Rios-
Cabrera 12]. This work aims to detect, track, and re-identify vehicles by sharing
the same Haar features on each processing stage. These features are primarily
used by an AdaBoost cascade classifier to detect the vehicles. Then, the Haar
features are reused to build another classifier for the re-identification step as
illustrated in Fig. 5.5. This step starts by first thresholding the Haar feature
responses, thus creating a binary descriptor named vehicle fingerprint. Later,
binary fingerprints of same and different vehicles are compared yielding a dis-
tance measure that is used, along with lane change information, to build the
classifier. Finally, the output of the classifier is later used by a matching voting
system to perform the assignment.

In our research group, we also studied the problem of multicamera tracking
of vehicles in an earlier work [Niño-Castañeda 11]. This method is composed of
two steps. In a first step, we performed the vehicle detection and classification
with an Adaboost classifier using Haar features. In a second step, we used the
vehicle detections and optical-flow data to track the vehicles with a Kalman
filter. Finally, the vehicles were matched between cameras by comparing 1D
signatures from every vehicle image. This last step was further developed in
another of our papers [Jelača 13]. More concretely, the re-identification step
was improved by using multiple Radon-like signatures to describe the appear-
ance of the vehicles, as shown in Fig. 5.6. Four signatures were computed by
finding the projections of each vehicle image at four different angle orientations
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Figure 5.6: Vehicle re-identification in tunnels using Radon-like signatures.

(0◦, 45◦, 90◦, 135◦). Then, the signatures of candidate matches were aligned to
each other using global and local methods to later get a matching score. Finally,
a confusion matrix was filled in with the score of every matching combination,
and the Hungarian algorithm (HA) was used to optimally solve the one-to-one
assignment. More details on this approach and a comparative analysis will be
described in the following sections.
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Figure 5.7: Graphical representation of the intra-camera monitoring and inter-
camera association of vehicles in a tunnel.

5.3 Proposed method
Vehicle re-identification across non-overlapping view cameras is a difficult task
because the appearance of corresponding vehicles may drastically change from
camera to camera due to pose and illumination variations. To better under-
stand these problems, in Section 5.3.1 we will study the appearance changes
caused by illumination and pose variations, and their repercussion on the ve-
hicle re-identification in tunnels. After having an overview of the factors and
conditions to be considered, we propose a re-identification method composed of
two steps, namely intra-camera monitoring and inter-camera association. The
first step consists of gathering appearance and spatio-temporal information
of the vehicles within every camera view using vehicle detection and tracking
methods. This step will be described in Section 5.3.2. Meanwhile, the second
step is focused on associating the vehicles observed in different camera views
by using a Bayesian framework that exploits the appearance and motion data
collected in the first step. This procedure will be detailed in Section 5.3.3. For
our tunnel application, these two steps are graphically represented in Fig. 5.7.

5.3.1 Challenges of vehicle recognition in tunnels
Even though the vehicle recognition problem has been widely studied in the
last decade, dealing with the strong illumination and pose variations in non-
controlled scenarios remain major challenges. For instance, in road tunnels the
illumination is not isotropic, causing shadows and drastic changes on the ap-
pearance of the vehicles. Moreover, vehicles’ head and rear lights are normally
turned on, which introduce local illumination changes in the scene.

In Fig. 5.8, we present some examples that illustrate the typical illumina-
tion problems encountered in tunnels. In particular, in Fig. 5.8a, the areas A
and B stand out the rear and the side marker lights of a cargo truck. In this
case, multiple light sources from the same vehicle may be wrongly associated
with multiple vehicle detections. This is because vehicle detection methods
strongly rely on the vehicle lights when dealing with poor illumination condi-
tions. On the other hand, ellipse C outlines light reflections, which may cause
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Figure 5.8: Examples of illumination perturbations encountered in road tunnels.

Figure 5.9: Illustration of the re-identification challenges faced in a tunnel.

false vehicle detections. Meanwhile, shadows like the one outlined by area D
tend to overestimate the detected area of vehicles. Additionally, in Fig. 5.8b,
we analyze other illumination problems experienced in tunnels. In particular,
the area A draws our attention to strong reflections on the road, which create
potential false positive detections. Meanwhile, shadows created by large trucks
affect the appearance of neighboring vehicles, as outlined by the area B.

Illumination and pose variations also turn the vehicle re-identification into
a very challenging problem, as illustrated in Fig. 5.9. The first three rows
of each column show images of the same vehicle captured in three different
cameras. The last row shows vehicles that look quite similar to their coun-
terparts found in every column, but they come from a different vehicle. We
name these distractors masqueraders. In columns A, B, and C we can see the
similarity between corresponding images and masqueraders, which may lead to
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Figure 5.10: Block diagram of the proposed vehicle detection system.

false alarm matches. Moreover, in columns D and E we can see that scale and
pose changes may also cause mismatches. Finally, in columns F and G we can
observe the impact of vehicle lights on the appearance of the vehicles.

5.3.2 Intra-camera monitoring
The intra-camera monitoring basically consists of detecting and tracking the
vehicles that appear on every camera to extract the images and motion data
needed to derive our appearance and motion model for re-identification. To
accomplish this goal, we specifically develop a vehicle detection system aimed
for tunnels in Section 5.3.2.1. Meanwhile, in Section 5.3.2.2, we develop a
tracking system using the vehicle detections.

5.3.2.1 Vehicle detection

The block diagram of the proposed vehicle detection system is depicted in
Fig. 5.10. The first step consists of applying a pre-processing filter based on
higher-order statistics (HOS) in order to provide some illumination invariance
by passing the input image into a high-pass domain. Then, the resulting image
is processed by a foreground detector, which localizes the image regions where
potential vehicle detections take place. After this procedure, either complete
or fragmented vehicle detections are retrieved. In the latter case, blobs that
likely belong to the same vehicle are linked together by using a clustering tech-
nique based on blob distance, area, and lane information. Then, a contour
approximation of the clustered blobs is computed to delineate the detection
boundaries. Finally, the resulting candidate detections are assessed by a val-
idation test to discard false detections caused by noise or light reflections on
the road.

Image pre-processing In general, traffic surveillance images, such as those
captured in tunnels, are characterized by large grayscale flat zones. As a result,
the background scene contains little texture information, which allows us to
easily detect the presence of objects with a richer texture content. In this
regard, higher-order statistic filters excel in segmenting image regions with
different texture. To this end, we propose a local HOS filter that measures the
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pixel concentration within a certain grayscale interval. Primarily, let’s assume
that x is a realization of the random variable X that models the pixel values
in the interval [0, 1]. Moreover, let fX(x) be the distribution of this random
variable. Based on these assumptions, we define the concentration index CI
around the grayscale interval α± σα as follows

CIα =


E
{

(X − α)4
}

σ4
α

− 1 if fX(x) 6= δ(x),

0 otherwise,

(5.1)

where α is the center of the interval and σα = E{(X −α)2}1/2 is the standard
deviation of the distribution around α. Meanwhile, the operator E computes
the expected value, and δ is the Dirac delta distribution. It is worth noting that
the concentration index is a generalization of the kurtosis, which is obtained
when α = µ = E{X}.

For our pre-processing step, we estimate the concentration index by set-
ting α = 0. Therefore, the concentration index increases as most pixel values
lie in the interval [0, σ0), as shown in Fig. 5.11. In general, flat or nearly
flat image regions return a low response because the fourth moment and the
square of the second moment in (5.1) are very similar for highly peaked dis-
tributions, thus giving a concentration index close to zero. Meanwhile, image
regions with a sharp transition from dark to bright return a high concentration
index. In particular, this occurs when the pixel distribution is skewed towards
zero, which implies that the fourth moment is greater than the square of the
second moment. In general, the response of the proposed HOS filter is similar
to that of high-pass filters and edge detectors. To evaluate the response of
the proposed filter, we compare it with similar operators in Fig. 5.12. In this
figure, the response of every filter is obtained by processing the image depicted
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Figure 5.12: High-pass response of: (a) Laplacian-of-Gaussian filter, (b) entropy
filter, and (c) concentration-index filter.

in Fig. 5.8a with a neighborhood of 5× 5 pixels. In Fig. 5.12a, we observe the
high-pass response of a derivative filter called Laplacian of Gaussian. Owing
to the uneven illumination conditions of the scene, the response of the Lapla-
cian of Gaussian is far to be uniform. As a result, edge and texture detection
is inevitably performed with a critical decision threshold, which in turn may
prompt numerous false vehicle detections. On the other hand, in Fig. 5.12b
we present the response of a local entropy filter, which measures the average
information contained in every image window. This filter is characterized by
returning a low response in regions with a peaked distribution (flat regions),
and a high response in regions with a uniform distribution (textured regions).
Note that the response of this statistical filter is more robust against uneven
illumination than the Laplacian of Gaussian. That is, edges and textured el-
ements display a uniform response, but unfortunately the background noise is
also enhanced. Hence, the edge and texture detection also depends on a critical
threshold given the high background-noise response. Finally, in Fig. 5.12c, we
present the response of the proposed filter described in (5.1). By comparing
the response of the three filters, we can easily notice that the proposed filter
outperforms the others in terms of illumination invariance and noise suppres-
sion. The resulting image is practically binary, and the high-pass content can
be obtained without a critical threshold. In this way, edges and textured re-
gions are well preserved, while most of the background noise can be discarded
during thresholding.

Foreground detection In Fig. 5.13a, we present the block diagram of the
proposed foreground detection system. This system operates in a high-pass do-
main given the nature of the CI filter applied in the pre-processing step. Con-
sequently, the high-pass response is basically composed of edges and textured
regions, which are important to preserve the shape of detected vehicles. The
core of the algorithm consists of two parts referred to as short-term detection
(STD) and long-term detection (LTD). The former detects the frame-by-frame
motion changes, whereas the latter detects the differences between the input
frame and a background model. In the end, both detections are combined, and
the resulting image is processed with morphological operators to construct the
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Figure 5.13: Foreground detection system.

foreground blobs and to remove noise.
A more detailed description of the method is given in Algorithm 5.3.1.

The algorithm is based on three consecutive frames (f̂k−1, f̂k, f̂k+1), where f̂k
is the CI filter response of the input frame fk at a given time instance k.
Additionally, the algorithm depends on the background model b̂, which is the
CI filter response of the image b obtained by averaging several frames of the
camera view with no traffic. By averaging the frames we reduce the temporal
noise and the lighting variations of the scene model. An example of the resulting
background model is shown in Fig. 5.13b.

In the short-term detection, vehicle edges are computed based on the
frame-by-frame motion. To achieve this, two estimations are performed. First,
we compute the point-wise minimum operation between the forward and back-
ward frame difference. Second, we compute the difference between the forward
and backward point-wise minimum. Then, both results are combined by us-
ing the point-wise maximum and the output is thresholded with a hysteresis
thresholding (HT), which retains strongly-connected edge detections while re-
moving noise responses. The HT operator thresholds an image using two gray
levels referred to as the narrow level n and the wide level w. The thresholded
image with the narrow level marks and reconstructs the objects to be kept from
the thresholded image with the wide level, while the rest is filtered out. After
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Algorithm 5.3.1: ForegroundDetection(b̂, F̂ )

comment: Foreground detection based on the background model b̂ and
the triplet of frames F̂k =

(
f̂k−1, f̂k, f̂k+1

)
at the time instance k.

loop

Compute the short-term detection (STD)ds1 = |f̂k−1 − f̂k| ∧ |f̂k+1 − f̂k|
ds2 = |(f̂k−1 ∧ f̂k)− (f̂k+1 ∧ f̂k)|
std = HT(n1,w1) [ds1 ∨ ds2 ]

Compute the long-term detection (LTD)
dl1 = |f̂k − b̂|
dl2 = |fk − b| ∧ Tt1 [f̂k ∧ b̂]
g = HT(n2,w2)[dl1 ∨ dl2 ]
h = Tt2 [γ(dl1)]
ltd = Rδg(h)

c = std ∨ ltd Merge the short- and long-term detection
u = FillHoles(c) Fill the holes of closed contours
v = Rδu[ε(u)] Remove noisy detections
z = ConnectedComponents(v) Label connected pixels
k = k + 1
return (z) Return the candidate detections

this operation, the short-term detection, denoted by std, is returned.
The long-term detection isolates the vehicles’ high-pass response from the

background. Primarily, the background model is subtracted from the input
frame, which effectively removes road marks and other static elements, but
unfortunately also some parts of the vehicles. This problem occurs when fore-
ground and background pixels have a similar CI response. Consequently, ve-
hicle parts may be missed or cropped due to this ambiguity. To recover these
parts, first we retrieve the ambiguity zones by thresholding at level t1 the in-
tersection of the input and background frame. Then, this result serves to mask
the frame difference between the original input frame and background model.
The retrieved foreground is added to the background subtraction result to re-
connect broken edges and missing parts of the vehicles, and then a hysteresis
thresholding is applied. The binary output is further processed by applying
a morphological operator called reconstruction by dilation, denoted by Rδ,
which removes noise detections by only reconstructing the blobs indicated by a
marker image. This marker image is obtained by thresholding the morpholog-
ical opening of the background subtraction. The output of this morphological
reconstruction corresponds to the long-term detection denoted by ltd.

Having obtained the short and long-term detections, both motion detec-
tion sources are merged by using the point-wise maximum. Then, closed-curve
detections are converted into blobs by filling their holes using the fillhole mor-
phological operator. Later, small false detections, attributed to noise, are fil-
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tered out by applying an opening by reconstruction. This operator removes
small blobs by erosion ε, and then reconstructs the rest to their original shape.
Finally, each of the resulting blobs are labeled using the connected components,
thus yielding the candidate detections.

Blob grouping Although the foreground detection intends to preserve the
integrity of the vehicle’s detections, it may turn out that some of them are
fragmented into a couple of blobs. Consequently, it is necessary to group them
to recompose the vehicle detections. This problem is mostly experienced in
lorry detections because they usually occupy a large space of the field of view.
Luckily, the foreground detector returns binary blobs that are compactly frag-
mented. That is, true detections are normally composed of one or two large
blobs that are closely surrounded by smaller blobs.

In order to merge the blobs, we use a hierarchical clustering method
[Theodoridis 10] based on an agglomerative strategy. That is, the method
follows a bottom-up approach by agglomerating pairs of clusters as the hier-
archical level increases. Therefore, all blobs are found at the lowest level of
the hierarchy, and then they are merged pairwise at each hierarchical level
given certain criterion. At the end, a single cluster is formed at the top of the
hierarchy. The criterion to merge a pair of clusters is based on the smallest
inter-cluster dissimilarity. For our application, this dissimilarity is obtained by
using features such as the minimum distance between blobs s, the area dif-
ference A, and the lane distance `. In mathematical terms, the dissimilarity
between the clusters i and j, denoted by dij , is defined as follows

dij =

(
α
sij
smax

+ β
`ij
`max

)(
1− Aij

Amax

)
, (5.2)

where smax, Amax, and `max are the maxima of the blob distance, area dif-
ference, and lane distance, respectively. Meanwhile, α and β are constants
that weight the contribution of the blob distance and the lane distance to the
dissimilarity function. Based on this function, the hierarchical clustering re-
turns a tree structure where the clusters are ordered from the lowest to the
largest dissimilarity. Therefore, when the dissimilarity is low, we expect clus-
ters composed of small and large blobs that are close to each other and within
the same lane. On the other hand, when the dissimilarity is high, we expect
clusters composed of very large blobs from distant locations and lane positions.
To identify disjoint clusters, a dissimilarity threshold is defined. Finally, after
clustering the blobs, the silhouette of every cluster is obtained by computing
its hull [Moreira 07], which is either a convex or concave polygon that covers
the area occupied by the blobs.

Validation Several illumination issues may cause false detections regardless
of the illumination invariance provided by the pre-processing filtering. For in-
stance, strong reflections on the road may yield detections of comparable size of
a vehicle. Consequently, we need to verify that the resulting detections actually
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correspond to vehicles. To this end, we trained a support vector machine (SVM)
classifier based on the concentration-index histogram and trace-transform sig-
natures extracted from true and false exemplar detections. In the testing phase,
the classifier is tuned to discard false detections as much as possible without
missing any true detection.

5.3.2.2 Intra-camera tracking

After obtaining the vehicle detections from the foreground detection system,
the tracking problem is solved by linking over time the detections generated by
the same target and then by using these detections to estimate its trajectory.
The motion of the vehicles is modeled with a linear dynamic system, which
is used to predict forthcoming motion states and to link the most probable
detection to its corresponding target.

Motion model The motion model is based on the Kalman filter, which is a
stochastic dynamic system that estimates and predicts the motion of an object
under noisy measurements. Let us assume that motion variables of a given
vehicle at the discrete time k are defined by the vector xk = (xk, vk, a)T, where
xk is the position, vk is the velocity, and a is the acceleration. Moreover, let
the vector yk be a noisy observation of xk. Then, the linear dynamic system
is defined with the following state equations

xk = Fxk−1 + wk (5.3)
yk = Hxk + vk, (5.4)

where F is the system matrix that defines the object dynamics, and wk is the
system noise vector. On the other hand, H represents the observation matrix,
and vk is the observation noise vector. More concretely, the matrices F and H
are mathematically defined as follows

F =

1 δt 1
2δt

0 1 δt
0 0 1

 H =

1 0 0
0 0 0
0 0 0

 , (5.5)

where δt is the actual time difference between states. Meanwhile, the noise vec-
torswk and vk are assumed to be white, uncorrelated, Gaussian noise processes
with zero mean and with covariance matrices Qk and Rk, respectively.

In order to optimally estimate and predict the motion variables, the
Kalman filter recursively computes statistical estimates such as the mean and
variance of probability density functions from consecutive motion states. These
states are commonly known as prior, posterior, and prediction. Therefore, given
a sequence of observations Yk−1 = (y1,y2, . . . ,yk−1) up to time k − 1, we de-
fine the prior density of the object state at time k − 1 as p(xk−1|Yk−1), which
is assumed Gaussian with mean x̂k−1|k−1 and covariance Pk−1|k−1. Similarly,
the posterior density of the object state at time k is also defined by a Gaus-
sian distribution as p(xk|Yk) with mean x̂k|k and covariance Pk|k. Meanwhile,
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the prediction density at time k is defined as p(xk|Yk−1) with mean x̂k|k−1

and covariance Pk|k−1. Based on these statistical estimates, the Kalman fil-
ter recursively updates its knowledge about the system noise to minimize the
prediction error. The implementation of the filter follows three phases namely
prediction, updating, and innovation, which are described below and applied
recursively

Prediction phase
In the first phase, we assume that prior estimates x̂k−1|k−1 and Pk−1|k−1

correspond to the current observable state. Then, we compute the pre-
diction estimates x̂k|k−1 and Pk|k−1 of the next motion state as follows

x̂k|k−1 = Fx̂k−1|k−1 (5.6)

Pk|k−1 = FPk−1|k−1F
T + Qk (5.7)

Updating phase
In the second phase, we calculate the predicted observation ŷk|k−1 as
shown in (5.8), and once the observation yk is available, the residual
vector sk is estimated as in (5.9).

ŷk|k−1 = Hx̂k|k−1 (5.8)
sk = yk − ŷk|k−1 (5.9)

Additionally, the residual variance matrix, also called innovation matrix,
is computed as follows

Sk = HPk|k−1H
T + Rk. (5.10)

This matrix is later used to compute the optimal Kalman gain Kk as
follows

Kk = Pk|k−1H
TS−1

k , (5.11)

which is a matrix that minimizes the mean square error on the state
estimate (i.e. E[(xk − x̂k|k)2]).

Innovation phase
In the third phase, we compute the posterior estimates x̂k|k and Pk|k us-
ing the prediction estimates, the residual vector, and the optimal Kalman
gain as follows

x̂k|k = x̂k|k−1 + Kksk (5.12)
Pk|k = (I−KkHk)Pk|k−1. (5.13)

Note that these estimates will become the prior estimates in the next
iteration.
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Figure 5.14: Example of the validation and association of tracking data. The black
circles represent the past observations of the target, while the gray one represents the
prediction of the current observation. On the other hand, the black squares represent
detections from multiple targets that are tested with the gating criterion. Therefore,
the detections that fall inside of the validation gate are considered the candidate
observations, whereas the rest are discarded. Finally, the closest observation to the
predicted state is linked to the target.

Gating and data association In a multi-target tracking scenario, observa-
tions from different vehicles are returned simultaneously by the vehicle detector.
Therefore, every observation needs to be linked to its corresponding target to
update its tracking filter. Unfortunately, as the number of targets increases,
several observations can be associated to the same target. Consequently, it
is necessary to restrict the number of candidate observations per target given
certain criterion. This process is commonly known as measurement validation
or gating. The main idea is that some observations are not consistent with the
expected motion of the target and therefore it is possible to discard them based
on some validation criteria.

A common gating approach consists of predicting the current motion state
based on past data, and then assess the consistency of each observation with this
prediction. Evidently, the motion state prediction and the validation criterion
can be derived from the tracking model. According to [Maggio 11], a validation
criterion can be derived using the Mahalanobis distance between the detections
and the predicted observation of a given target as follows

d(yk, ŷk) =
√

(yk − ŷk)TS−1
k (yk − ŷk) < T, (5.14)

where T is the validation threshold. Since the Mahalanobis distance follows a
χ2-distribution, the validation threshold can be estimated by choosing a rejec-
tion percentile from such distribution.
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After constraining the number of candidate observations, we proceed to
associate one of these observations to its corresponding target. This task is
known as data association, and in our case is performed with the nearest-
neighbors approach. That is, we simply select the candidate observation that
is both the closest to the predicted state and the most consistent with the target
trajectory. These association criteria suit the scenario depicted in Fig. 5.7 since
the vehicles follow the path of a lane in a specific direction, and when changing
lane, the transition is carried out without experiencing abrupt motion changes.
For your reference, we present an example of this gating and association method
in Fig. 5.14. Note that this combined strategy is applied to each tracking target
independently.

5.3.3 Inter-camera association
In this part, we propose a Bayesian framework that jointly exploits the ap-
pearance and motion information of vehicles to perform a fast and robust re-
identification. A simple example illustrating our association method is pre-
sented in Fig. 5.15. The proposed framework is basically composed of two
steps: The first step, called matching problem decomposition (MPD), dynam-
ically splits the association problem into several matching subproblems based
on a statistical hypothesis test. Each subproblem represents the assignment
problem of a group of vehicles observed by different cameras. The second step,
called vehicle assignment (VA), finds the best bijective assignment for each
matching subproblem using a maximum-a-posteriori (MAP) estimation. The
posterior probability is built with descriptors based on appearance and motion
cues. In summary, this section is divided into three parts: primarily, some in-
sights about matching problem decomposition are presented in Section 5.3.3.1.
Then, the MPD approach is developed in Section 5.3.3.2, while our vehicle
assignment method is described in Section 5.3.3.3.

5.3.3.1 Insights about matching problem decomposition

To effectively use a re-identification system for multicamera tracking, corre-
sponding vehicles need to be re-identified shortly after being detected in con-
secutive cameras. This kind of implementation involves additional tasks before
performing the vehicle assignment. On the one hand, we have to ensure that
corresponding vehicles have been observed by consecutive cameras at the mo-
ment of the assignment. We refer to this problem as the observation delay
problem, which arises because vehicles take some time to pass from one camera
to other. On the other hand, we have to split the re-identification problem
into smaller subproblems to restrict the possible matches and to quickly per-
form the assignment. In practice, this decomposition can be performed on the
basis of time slots or batches of vehicles. Unfortunately, by splitting the re-
identification problem, corresponding vehicles may end up in different groups
of vehicles causing mismatches. Therefore, the decomposition method has to



86 Vehicle Re-identification for Tunnel Surveillance

a1 a2
a3 a4

a5

b1 b2 b3 b4
b5

Cam 1

Cam 2
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Figure 5.15: A simple example of our two-step strategy performing the vehicle
association between adjacent cameras. In (a) we can see a graph that shows the first
step of our strategy, called matching problem decomposition. The vertices labeled as
a and b represent the vehicles observed by camera 1 and 2, respectively. The edges
of the graph represent the candidate matches resulting from a statistical hypothesis
test. With this information, we find the connected components of the graph like those
formed with solid and dashed edges that we call matching subproblems. In (b) we
can see another graph that represents the second step of our strategy, referred to as
vehicle assignment. In this stage, a MAP estimation is used to get the best bijective
assignment for each matching subproblem.

minimize this type of mismatches, while allowing a fast re-identification with
small groups of vehicles.

In Fig. 5.16, we show with graphs a high-level representation of the decom-
position methods proposed in previous works and in this paper. In particular,
the method proposed by [Rios-Cabrera 12] is depicted in Fig. 5.16a. This figure
shows a fully connected graph where a matching window slides over the graph
applying a voting mechanism to perform the vehicle assignment. The win-
dow length is carefully chosen to ensure that corresponding vehicles are duly
included in the matching window. In practice, the optimal window length is
found offline by selecting the one that yields the highest re-identification rate.
In conclusion, this window-based re-identification is mostly effective if vehicles
move at a constant speed and keep a strict ordering between cameras, which is
unlikely to happen in real situations.

In Fig. 5.16b, we present a graph that illustrates the method proposed in
our early work [Jelača 13] on vehicle re-identification. Unlike Fig. 5.16a, this
graph is not fully connected because a candidate match selection is applied to
discard unlikely matches. The criterion for the candidate selection establishes
that every vehicle observed by a given camera can be potentially matched with
vehicles observed within a certain time frame by the previous camera. This
time frame is estimated with the maximum and minimum delay between cam-
eras to deal with the observation delay problem. To perform the assignment,
this method also uses the sliding window and the voting mechanism described
in [Rios-Cabrera 12].

In Fig. 5.16c, we present a graph that represents the method proposed in
this work. First, as vehicles are detected in consecutive cameras, a candidate
match selection based on a statistical test is applied. This test verifies that
the candidate matches are consistent with the motion model and of to the
same type of vehicle. The aim is to discard numerous unlikely matches while
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Figure 5.16: Example graphs representing the re-identification methods proposed
in: (a) the paper of [Rios-Cabrera 12], (b) our previous work [Jelača 13], and (c) this
work. The vertices labeled as a and b represent the vehicles observed by camera 1
and 2, respectively. Every line connecting two vertices represents a candidate match.
These links are drawn with different colors to enhance their visualization. In (a),
no candidate match selection is used yielding a highly connected graph. In (b), a
candidate match selection based on the elapsed time between cameras is applied,
thus reducing the number of edges of the graph. In both (a) and (b), a matching
window that slides over the graph is used to delimit the re-identification problem. In
(c), the labels C and T next to the vertices stand for car and truck, respectively. A
candidate selection using a statistical test generates a sparsely connected graph by
linking vehicles that are consistent with the motion model and of the same type. This
strategy splits the graph into smaller bipartite graphs, as shown with dashed lines,
that we call matching subproblems. Finally, the vehicle assignment is performed once
the composition of each subproblem remains stable over time.

minimizing the risk of rejecting true matches. Then, vehicles with common
candidate matches are dynamically clustered to create what we call match-
ing subproblems. At first, subproblems composed of recently detected vehicles
change their configuration as new vehicles are detected, we called them un-
stable subproblems. At some point, the configuration of these subproblems
remains stable over time and a MAP estimation is applied to get the vehicle
assignment. In comparison with the methods described above, our approach is
more effective in reducing the candidate matches by using a statistical classifier
based on motion and appearance information. Additionally, the vehicles are
dynamically clustered according to the traffic conditions instead of a sliding
window whose size is fixed and needs to be estimated offline. Finally, our ap-
proach infers the correct match more robustly than with a voting mechanism
by using a probabilistic approach.

5.3.3.2 Matching problem decomposition

The matching problem decomposition consists of first selecting candidate
matches for every vehicle based on features like spatial discrepancy and vehicle
type information. Then, based on the candidate selection, we group vehicles
with common candidate matches to compose the matching subproblems.
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Candidate match selection

A candidate match is established when a pair of vehicles of similar type yields
motion data that agree with a linear acceleration model. This model fits to
tunnel roads as they are usually straight, and most vehicles have a uniform
acceleration between cameras because they are separated by less than 100 me-
ters. To evaluate whether a given pair of vehicles is a candidate match or not,
we propose a statistical hypothesis test. The null H0 and the alternative H1

hypotheses are defined as follows:

H0: The pair of vehicles is a candidate match.

H1: The pair of vehicles is not a candidate match.

The decision rule of this test is based on a candidate match probability, denoted
as Pc. This probability is derived from two probability functions that evaluate
certain motion and appearance criteria. The probability function Pκ verifies
the consistency of the motion data of a pair of vehicles with a kinematic model.
On the other hand, the probability Pa verifies that the same pair of vehicles are
of similar type. The subscripts κ and a refer to the kinematic and appearance
evidence on which the probabilities are based. As a result, we state that Pc =
PκPa by assuming that motion and appearance features are independent to
each other. Finally, the decision rule that determines the best hypothesis H is
stated as follows

H = Pc

H0

R
H1

Υ, (5.15)

where Υ is a probability threshold. In the following paragraphs we will derive
the density functions Pκ and Pa to estimate Pc.

Motion gating function Pκ In order to derive Pκ, we propose a feature
called spatial discrepancy. Let us introduce the spatial discrepancy by con-
sidering Fig. 5.17. This figure shows the position-time graph that relates any
vehicle i observed at the exit point in camera r with any other vehicle j ob-
served at the entry point in camera r + 1. The motion variables involved are
the displacement sij , elapsed time tij , exit velocity vi, and entrance velocity
vj . According to the constant acceleration model, these variables are related
to each other as follows

sij =
1

2
(vi + vj)tij , (5.16)

and measured using the intra-camera tracking information. The spatial dis-
crepancy ε evaluates the fitness between the displacement estimate sij and
the actual distance between cameras d as stated in (5.17). According to the
error analysis [Taylor 96], the displacement estimation can be also expressed
as sij = d̂ij + δsij , where d̂ij is the best estimate of d, and δsij is the mar-
gin of error. By substituting this equation into (5.17), we rewrite the spatial
discrepancy as shown in (5.18).
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Figure 5.17: Position-time (s-t) graph showing the motion variables that relate
vehicle i and j observed by camera r and r + 1, respectively. The variables vi and
vj denote the speed of the vehicles i and j. Meanwhile sij and tij represent the
displacement and elapsed time, respectively.

εij = sij − d (5.17) εij = d̂ij − d+ δsij (5.18)

Note that the spatial discrepancy essentially depends on the margin error δsij
when the displacement is computed for corresponding vehicles (true matches).
Distinct vehicles (false matches), on the other hand, are expected to have
discrepancy values of larger deviation. These statements can be verified in
Fig. 5.18, where the conditional densities of the spatial discrepancy given the
occurrence of a true match (m = T ) and a false match (m = F ) are pre-
sented. In both instances, the probability density is modeled with a normal
distribution N (ε;µ, σ2) of mean µ and standard deviation σ. Note that the
false match density resembles to a uniform distribution due to its large stan-
dard deviation. The parameters of the distributions are estimated with data
from our training set, which is described in Section 5.4.1. Prior probabilities
of true and false matches are also derived from our training set. The rate of
true and false matches is obtained from all matching combinations with an ob-
servation delay between 0 and tmax seconds. The lower bound of this interval
verifies the chronological consistency of the paired vehicles. The upper bound
is the maximum delay between cameras by traveling at the minimum speed
vmin recommended in the monitored tunnel.

Having established the parametric distributions of the spatial discrepancy
for true and false matches, we use the Likelihood Ratio (LR) (5.19) to derive
the motion gating function Pκ (5.20).

LRκ =
Pκ

1− Pκ
,
P (ε | m = T )P (m = T )

P (ε | m = F )P (m = F )
(5.19)
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Figure 5.18: Conditional probability functions of the spatial discrepancy given the
occurrence of a true and false match. The left and right y-axes show the range of the
conditional probability of the true and false match instances, respectively.
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Figure 5.19: Motion gating function Pκ.

Pκ =
LRκ

1 + LRκ
(5.20)

The distribution of Pκ can be observed in Fig. 5.19. This graph shows that
the probability of having a true match increases as the spatial discrepancy
tends to zero. Based on this probability, a criterion of motion consistency
can be established. Such criterion should at least verify that the candidate
matches are chronologically consistent, that is tij > 0, which implies that
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εij > −d. In Section 5.4.3.1, we will evaluate the performance of the motion
gating function and its impact on the re-identification performance.

Appearance gating function Pa The probability Pa aims to evaluate the
vehicle type similarity between vehicles observed by consecutive cameras based
on descriptors like the size and the bodywork complexity of the vehicles. The
size of every vehicle was estimated with the area of its bounding box detected
at the entrance of the FOV. Therefore, we expected the area of a truck to be
much larger than the one of a car. On the other hand, the complexity descriptor
C intends to quantify the texture and structure of the bodywork of a vehicle
by using corner detection information. Before estimating the complexity, we
applied to every image an illumination normalization procedure [Zuiderveld 94]
to cope with the lighting changes. Then, the complexity was computed as
the weighted mean of the N distances between the position q of each corner
detection and the centroid g of the vehicle detection. In mathematical terms,
it follows that

C =

N∑
n=1

wn‖qn − g‖, (5.21)

where w is the normalized corner score returned by the corner detector [Ros-
ten 06]. Note that as the size of a vehicle increases, the bodywork tends to
be more textured and structurally more complex. Therefore, the complexity
descriptor increases with the vehicle size because the number of corners and
their dispersion around the centroid increases.

In order to derive a compact appearance descriptor, we reduced the fea-
ture space composed by the area and complexity descriptor into a 1D fea-
ture ξ by applying non-parametric discriminant analysis (NDA) [Fukunaga 90].
In Fig. 5.20, we can see the conditional distribution of ξ given the occurrence of
a car (ν = 0) and a truck (ν = 1). The distribution of the car type was modeled
with a Log-Logistic (LL) density function of median α and shape parameter β
as follows

P (ξ | ν = 0) =
(β/α)(ξ/α)β−1

[1 + (ξ/α)β ]
2 . (5.22)

On the other hand, the distribution of the truck type was modeled with a gen-
eralized gamma distribution (GGD) of scale ag, shape bg, and free parameter
cg as follows

P (ξ | ν = 1) =
agcg(agξ)

bgcg−1e−(agξ)
cg

Γ(bg)
. (5.23)

The parameters of these distributions were estimated with data from our train-
ing set. In Fig. 5.20, we can see the good separability between these distribu-
tions, which suggests a low risk of misclassification.

To derive Pa, let ξri and ξ
r+1
j be the appearance descriptors of vehicle i and

j in camera r and r+1, respectively. Moreover, let ha = {0, 1} be the random
variable that states whether vehicles i and j are of the same type (ha = 1) or
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Figure 5.20: Conditional distributions of ξ given the occurrence of a car and a truck.

not (ha = 0). Based on all these variables, we defined the likelihood ratio as in
(5.24) to later express Pa as in (5.25).

LRa =
Pa

1− Pa
,
P (ξri , ξ

r+1
j | ha = 1)P (ha = 1)

P (ξri , ξ
r+1
j | ha = 0)P (ha = 0)

(5.24)

Pa =
LRa

1 + LRa
(5.25)

The conditional distributions required by the likelihood ratio (5.24) can be
expressed in terms of the car and truck distributions referred above by assuming
that ha = (νi ∧ νj) ∨ (¬νi ∧ ¬νj). Consequently, the conditional distribution
P (ξri , ξ

r+1
j | ha = 1) when the vehicles i and j are of the same type is defined

as follows

P (ξri , ξ
r+1
j | ha = 1) = λP (ξri | νi = 0)P (ξr+1

j | νj = 0)

+ (1− λ)P (ξri | νi = 1)P (ξr+1
j | νj = 1), (5.26)

where λ is defined as

λ =
P 2(ν = 0)

P 2(ν = 0) + P 2(ν = 1)
. (5.27)

Furthermore, when ha = 0, the conditional distribution is determined as follows

P (ξri , ξ
r+1
j | ha = 0) =

1

2
P (ξri | νi = 0)P (ξr+1

j | νj = 1)

+
1

2
P (ξri | νi = 1)P (ξr+1

j | νj = 0). (5.28)



5.3 Proposed method 93

ξri

ξ
r+

1
j

log10(Pa)

0

0

−0.01

−0.01

−1

−5
−2

−0.3

−1

−5

−2

−0.3

−0.3

−0.3−0.01

0 0.2 0.4 0.6 0.8 1 1.2

0

0.2

0.4

0.6

0.8

1

1.2

Figure 5.21: Contour plot of the appearance gating function Pa. The probability
that two vehicles are of the same type increases as their appearance features lie within
the reddish isolines.

The prior probabilities referred in (5.24) are defined as P (ha = 1) = P 2(ν =
0) + P 2(ν = 1) and P (ha = 0) = 2P (ν = 0)P (ν = 1). In Fig. 5.21, we
present the contour plot that shows the isoprobability lines of the appearance
gating function (5.25). Note that a high probability is returned when the
features ξri and ξr+1

j most likely come from vehicles of the same type. This
probability progressively decreases as the features approach to the intersection
of the distributions depicted in Fig. 5.20. Finally, the chances practically vanish
when the features most likely come from a different type of vehicle.

Matching subproblems

Based on the candidate match selection (5.15), we can now group vehicles with
common candidate matches to compose the matching subproblems.

In Fig. 5.22a, we can see the connection matrix that represents the bi-
partite graph of a given set of vehicles A and B detected in camera r and
r + 1, respectively. Specifically, this matrix denotes the pairwise relationship
between vehicles after applying the hypothesis test defined in (5.15). Note
that many unlikely matches have been discarded thanks to the hypothesis test,
yielding a sparse connection matrix. Based on this matrix, we find the con-
nected components, as shown in Fig. 5.22b, by using the algorithm proposed by
Tarjan [Tarjan 72]. Note that each connected component represents a matching
subproblem.

To dynamically determine the matching subproblems, we start by keeping
record of the candidate matches as the vehicles are detected using a connection
matrix. If we compute the connected components of that matrix at a given
time, some components might not be complete due to the observation delay
between cameras. These components are called unstable, since their compo-
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B︷ ︸︸ ︷
b1 b2 b3 b4 b5 b6 b7 b8 b9 b10 b11 b12

A



a1 1 1
a2 1 1
a3 1 1
a4 1 1 1 1
a5 1 1 1 1
a6 1 1 1 1
a7 1 1
a8 1 1 1 1
a9 1 1 1
a10 1 1
a11 1 1
a12 1 1

(a) Connection matrix

B︷ ︸︸ ︷
b1 b4 b5 b6 b8 b9 b2 b3 b7 b10 b11 b12

A



a1 1 1
a4 1 1 1 1
a5 1 1 1 1
a6 1 1 1 1
a8 1 1 1 1
a9 1 1 1
a2 1 1
a3 1 1
a7 1 1
a10 1 1
a11 1 1
a12 1 1

(b) Connected components

Figure 5.22: Connection matrix of (a) two sets of vehicles observed by different
cameras, and (b) its bundled form after finding the connected components. The cells
filled with ones denote the candidate matches after applying the criterion defined in
(5.15) to all possible matching combinations. The empty cells, on the other hand,
denote the unlikely matches. Note that in (a), the candidate matches are scrambled
in the matrix, making it difficult to recognize the connected components. In (b),
we show in different colors the connected components obtained with the algorithm
described in [Tarjan 72].

sition changes with the arrival of new detected vehicles. Consequently, after
finding the connected components, it is necessary to resolve which of them
remained stable over time. To identify a stable component, we measure its
stability period τs. Also, we measure the elapsed time between the first and
last vehicle included in the connection matrix, called buffering time τb. Then,
we consider a stable component if τs / τb ≥ ζ. For our tunnel setting, we have
experimentally found that a threshold ζ of 0.7 is a suitable point of operation.
This procedure to dynamically split the re-identification problem is detailed in
Algorithm 5.3.2.

5.3.3.3 Vehicle assignment

The optimal vehicle assignment for each matching subproblem is performed
with a Maximum-a-Posteriori (MAP) estimation. The features on which the
posterior probability is based, and the model itself are described in the following
paragraphs.

Features

A fusion of appearance and motion features builds the MAP estimation that
finds the best bijective assignment. These features are described as follows:
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Algorithm 5.3.2: StableComponents(G, cc)

comment:Determine the Stable Components SC from the
connection matrix G with connected components cc.

initialization: Get the initial connected components ccold
from the connection matrix Gold
loop

wait till detect a new vehicle in cam r + 1
assign Gold to Gnew and include the new vehicles
ccnew = ConnectedComponents(Gnew)
if exist common components between ccold and ccnew

then



compute the buffering time τb
for each common component

do


compute the stability time τs
if τs / τb ≥ ζ
then

{
remove SC from ccnew, Gnew
return (SC)

Gold = Gnew
ccold = ccnew

Appearance feature The appearance feature is derived from circus func-
tions of the trace transform, which were extensively described in Chapter 3.
Recall that these descriptors are invariant to affine transformations and global
illumination changes. By comparing the signatures Si and Sj computed from
the vehicle i and j, we can evaluate their appearance distance θij as follows

θij =
1

π
√
Ns

√√√√ Ns∑
n=1

(
arccos

(
ρmax(Sin, S

j
n)
))2

, (5.29)

where ρmax indicates the maximum correlation coefficient, and Ns represents
the number of signatures. The distribution of θ is modeled with a correlation
angle distribution CAD(θ;ϑ, η) (see Appendix A.1), where ϑ and η represent
the population and sample parameters, respectively. This distribution is the arc
cosine transformation of the correlation coefficient distribution [Hotelling 53]
that is defined as follows

P (θ) =

√
π

2

(η − 2)Γ(η − 1) sin(η−1)(πϑ) sinη−3(πθ)

Γ(η − 1/2)(1− cos(πϑ) cos(πθ))(η−3/2)(
1 +

cos(πϑ) cos(πθ) + 1

4(2η − 1)
+

9(cos(πϑ) cos(πθ) + 1)2

16(2η − 1)(2η + 1)
+ · · ·

)
, (5.30)

where Γ is the gamma function. It is worth to mention that the appearance
feature ξ was not considered in the vehicle assignment step because its discrim-
inatory capabilities are more effective to distinguish between cars and trucks
rather than to re-identify vehicles directly. The fast computation of this feature
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Table 5.1: Lane change distribution of true and false matches

Matching case (m) Number of lane changes (`)
0 1 2 3

% True match 94.96 4.91 0.13 0.00
% False match 21.74 43.25 24.6 10.41

allows us to perform a quick candidate match selection, and leave the heavier
computation of the trace transform for the vehicle assignment step. Moreover,
experimental tests revealed that the re-identification results did not improve
by including the feature ξ in the assignment step.

Spatio-temporal features Let `ij be the discrete random variable that de-
scribes the number of lane changes observed between the vehicle i and j from
different cameras. The distribution of this feature is presented in Table 5.1,
which is estimated with data from our training set. In this table, we can see
that most vehicles do not change lane between cameras. This behavior is ex-
pected, since most drivers remain in the same lane for safety reasons, and a
few vehicles can change lane in a blind zone not greater than 100 m. As a
result, 95% of the true matches stay in the same lane, while 78.26% of the
false matches change at least one lane. In conclusion, the lane change provides
valuable evidence to discriminate among potential matches.

In addition to the lane information, we have also included the spatial dis-
crepancy descriptor ε into the MAP estimation. Recall that this feature conveys
important information about the motion consistency of a pair of vehicles with
the kinematic model. In the following paragraphs, we will show that the com-
bination of features like spatial discrepancy and the number of lane changes
creates a strong synergic effect in solving the correspondence problem.

Model

In general, an assignment problem can be mathematically described by a per-
mutation function. Therefore, a matching subproblem with K vehicles can be
described by the permutation function φ as follows

φ =

(
1 2 · · · K
p1 p2 · · · pK

)
, (5.31)

where every vehicle i in camera r is assigned to vehicle pi in camera r + 1.
In order to find the best assignment, we derive a MAP estimation based on
the multivariate random variable Oφ = (O1p1 , O2p2 , ..., OKpK ) that assembles
the observation vectors Oij = (θij , εij , `ij) of every correspondence in the as-
signment φ. Similarly, Mφ = (m1p1 ,m2p2 , ...,mKpK ) gathers the binary states
mij = {T, F} that denote whether vehicle i matches (T ) or not (F ) to vehicle
j. Meanwhile, Hφ collects the candidate match hypotheses of every correspon-
dence in the assignment φ.
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Having defined the random variables involved in our problem, we estimate
the optimal assignment φ̂ with the following MAP formulation

φ̂MAP = arg max
φ∈S

(
P (Mφ =

#”

T | Oφ,Hφ =
#”

H0)
)
, (5.32)

where the statements Mφ =
#”

T andHφ =
#”

H0 imply that theK correspondences
in φ are true matches and candidate matches, respectively. The solution space
S represents the set of possible permutations. By assuming that the corre-
spondences are conditionally independent to each other, we can express the
posterior probability of (5.32) as follows

P (Mφ =
#”

T | Oφ,Hφ =
#”

H0) =

K∏
i=1

P (mipi = T | Oipi , H = H0). (5.33)

Then, by applying the logarithm to (5.33), we can rewrite (5.32) in its equiva-
lent log-posterior form as follows

φ̂MAP = arg max
φ∈S

K∑
i=1

Piφ(i), (5.34)

where Piφ(i) = log (P (mipi = T | Oipi , H = H0)). Note that the MAP estima-
tion in (5.34) is posed as a linear sum assignment problem (LSAP) [Burkard 09],
which can be solved with the LAPJV algorithm proposed by Jonker and Vol-
genant [Jonker 87]. In practice, LSAP solvers manipulate a profit matrix,
where every entry contains a matching score for each combination. Then, the
solver matches each row element with exactly one column element and vice
versa, in such a way that the sum of the corresponding entries is maximized.
In our case, every vehicle observed by a given camera is paired with exactly
one vehicle observed by the next camera.

Data distribution In Fig. 5.23a-d, we present the scatter plots of true and
false match samples in terms of the appearance distance, spatial discrepancy,
and number of lane changes. Note that these graphs were obtained with data
from our training set. By analyzing the scatter plots, we can see that most
true matches have a spatial discrepancy between −15 and 15. In contrast,
false matches are distributed in a larger range of discrepancy values. The
distribution of samples along θ shows that the distance between true and false
matches decreases as ` increases. This means that the differences between
corresponding vehicles increase due to the pose variations when changing lane.
On the other hand, the distribution of samples for different number of lane
changes shows that many true matches do not change lane, whereas most false
matches change at least one lane, as previously noted in Table 5.1. Finally,
it is worth to remark that in Fig. 5.23a our three descriptors show a synergic
effect on the separability of true and false matches. That is, the population of
false matches significantly decreases in the range of −15 ≤ ε ≤ 15 while most
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true matches are found in the same interval. Moreover, the appearance feature
enhances the separability of the distributions along θ.

Note that the number of true matches for ` = 2 and ` = 3 is basically zero,
thus making it difficult to estimate their density function. According to Little
and Rubin [Little 86], we are experiencing a missing data mechanism referred
to as MAR (missing at random), but not OAR (observed at random). This
means that the samples at a given instance of ` have the same probability to
occur, but the observations at different instances of ` do not occur with the
same probability, as shown in Table 5.1. Note that this phenomenon happens
because numerous drivers remain in the same lane, and very few change more
than one lane.

A straightforward strategy to overcome the missing data problem is to
analyze a much larger database. However, to get a representative number of
samples of rare events may require a prohibitive amount of data. Related works
dealing with missing data, such as Little and Rubin [Little 86], propose several
imputation techniques to cope with partially missing data. However, in our
case, we do not even count on partial information for these instances. To cope
with this problem, we propose an imputation method that estimates the missing
densities using the model and parameters of the observable distributions. This
imputation method is detailed in Appendix A.2.

Probability map The probability maps sketched in Fig. 5.23e-h show the
posterior probability for different number of lane changes. By analyzing the
probability maps along ε, we can see that the largest probabilities occur when
−15 ≤ ε ≤ 15. Therefore, our statistical inference gives a higher matching
probability to candidates with a strong motion consistence. Regarding the in-
ference along θ, the matching probability generally increases as the appearance
distance tends to zero. However, note that in Fig. 5.23e-f there are regions
with a large appearance distance that yield a high matching probability. In
these specific cases, the evidence provided by the spatial discrepancy domi-
nates over the appearance distance. Finally, the statistical inference shows
that the matching probability quickly decreases as the number of lane changes
increases.

5.4 Experimental results
In this section we present an evaluation of our vehicle re-identification system.
First, a description of the experimental setup is presented in Section 5.4.1.
Then, an evaluation of the intra-camera monitoring system is presented in
Section 5.4.2. Finally, in Section 5.4.3, we assess the performance of the inter-
camera association method.
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(a) Scatter plot for ` = 0.
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(b) Scatter plot for ` = 1.
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(c) Scatter plot for ` = 2.
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(d) Scatter plot for ` = 3.
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(f) Posterior probability for ` = 1.
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(g) Posterior probability for ` = 2.
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(h) Posterior probability for ` = 3.

Figure 5.23: Scatter plots and probability maps for different number of lane changes
` = {0, 1, 2, 3}. The scatter plots are depicted in the top figures, showing samples of
true matches (circles) and false matches (dots) for each instance of `. In the bottom
figures, we can see the corresponding probability maps.
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(a) Camera 1 (b) Camera 2 (c) Camera 3

Figure 5.24: Non-overlapping views of three consecutive cameras installed in a
tunnel. The green and red lines represent the entry and exit checkpoints of the field
of view, respectively.

5.4.1 Experimental setup
The video collection is composed of three sequences of 11 minutes each.
These videos are retrieved by three non-overlapping view cameras separated
83m on average, as shown in Fig. 5.24. A ground plane camera calibration
method [Cathey 06] based on road marks is used to translate speed and dis-
placement measurements from image coordinates to physical units. In relation
to the video properties, the decoded frames have a spatial and temporal res-
olution of 720 x 576 pixels and 25 fps, respectively. The color depth is 8-bit
gray-scale. Regarding the traffic statistics, the traffic flow in the tunnel was
estimated at 52.18 vehicles/min.

5.4.2 Evaluation of the intra-camera monitoring system
In order to evaluate the performance of the proposed system, we compare it
with an appearance learning detector [Felzenszwalb 10] that we train to recog-
nize vehicles in our tunnel setting. In general, this approach follows the scheme
described in Section 4.3.1. According to the authors, this method not only deals
with illumination and viewpoint variations, but also with non-rigid deforma-
tions and shape variations. To cope with all these appearance changes, the
method is based on a mixture of multiscale deformable part models. In other
words, objects are represented by a collection of parts arranged in a deformable
configuration. In particular, each object part captures local appearance infor-
mation, while the deformable configuration is regarded as a spring-like network
that models the pairwise connections between parts.

The evaluation data set is composed 260 vehicles, where 186 are cars and
74 are trucks. The detection results are analyzed using the so-called pre-
cision and recall scores, which are defined in terms of the number of cor-
rect detections Nc, false positives Nfp , and false negatives Nfn as follows

Precision =
Nc

Nc +Nfp
× 100 (5.35) Recall =

Nc
Nc +Nfn

× 100. (5.36)
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Table 5.2: Vehicle detection performance.
% Percentage

Method Recall Precision
Appearance learning detector 87.04 79.66
Foreground detector 100 98.86

Note that a false positive occurs when a vehicle detection is considered cor-
rect when in fact is not. On the other hand, a false negative occurs when a
vehicle detection is missed. To decide whether a given detection is considered
correct or not, we measured the degree of overlapping between the predicted
detection and the ground truth using the intersection over union (IOU). This
metric is defined as the overlapping area between the predicted detection and
the ground truth divided by the union of both detected and ground truth areas.
For our experiment, a correct detection occurs when the IOU is greater than
50%. In Table 5.2, we present the precision and recall scores of our vehicle
detector based on foreground detection, and the one based on deformable part
models. By comparing the recall scores, we can see that our approach achieves
a better performance than the appearance learning method. This implies that
the appearance learning method failed to detect several vehicles, whereas our
approach did not miss any of them. Similarly, our approach reports a higher
precision score than the appearance learning method, thus yielding a lower
number of false positive detections. In conclusion, our approach better han-
dles the illumination issues in tunnels by minimizing false positives detections
caused by shadows and reflections without missing any vehicle detection.

Apart from evaluating the rate of false positive and negative detections,
it is also necessary to assess the tightness and completeness of the vehicle
detections. To this end, we evaluate the binary regions where the vehicles
are detected, also called blobs, and we compare them with their respective
ground truth detection. Consequently, the tightness and completeness scores
are defined in terms of the overlapping area Ao, the missing area Am, and the
residual area Ar of the blobs with respect to their ground truth as follows

tightness =
Ao

Ao +Ar
× 100 (5.37)

completeness =
Ao

Ao +Am
× 100. (5.38)

In Table 5.3, we present the average tightness and completeness scores returned
by the foreground and appearance learning detector. In principle, note that
the foreground detector yields a higher completeness score than the one of
the appearance learning detector. This implies that the foreground detections
largely overlap with the actual blobs of the vehicles. Conversely, the appearance
learning detector returns vehicle blobs that are incomplete, which may have a
significant impact on the re-identification performance. On the other hand, by
looking at the tightness score, we can see that the appearance learning detector



102 Vehicle Re-identification for Tunnel Surveillance

Table 5.3: Blob detection performance.
% Percentage

Method Completeness Tightness
Appearance learning detector 75.87 80.04
Foreground detector 97.82 72.62

performs slightly better than our approach. This is because the appearance
learning detector is trained to dismiss shadows and reflections that surround
the vehicles. In contrast, the foreground detector overestimates the vehicle
boundaries since the shadows and reflections cannot be completely removed by
frame differencing methods.

To summarize, the evaluation reveals that our approach detects all vehicles
in the data set with only 1% of false positive detections. Concerning the quality
of the detections, all of them are complete (i.e. no missing vehicle parts), but
about 27% of the detected area comes from the background. In contrast, the
appearance learning detector ignores 13% of the vehicles, while 20% of the
detections are false positive detections. Regarding the quality of the detections,
we found that approximately 20% of the detected area is out of the ground-
truth limits, and approximately 24% of the ground-truth area is not detected
at all.

5.4.3 Evaluation of the inter-camera association system
The evaluation of the inter-camera association system is performed with a data
set of 564 vehicle images; each of them captured in three different cameras.
This data set of manually annotated vehicles is partitioned into a training and
a testing set. On the one hand, the training set is composed of 377 vehicles
with their corresponding observations in each camera. Note that this group of
vehicles was used for the estimation of the gating functions and the posterior
probability of our MAP estimation, as described in sections 5.3.3.2 and 5.3.3.3.
On the other hand, the remaining 187 vehicles were used during the testing
phase. Additionally, we evaluated our system by using automatic detections
generated with the vehicle detector described in previous sections.

Before extracting the appearance descriptors, every image was pre-
processed to compensate lighting changes between cameras with an illumi-
nation normalization method [Zuiderveld 94]. Then, the circus functions were
computed using the functionals previously described in Table 2.1. As a result,
7 T -functionals and 3 P -functionals returned in total Ns = 21 different sig-
natures per vehicle. On the other hand, the complexity descriptor, based on
corner detections, was computed with a 9-point FAST detector [Rosten 06].
This detector was chosen due to its outstanding corner repeatability between
warped images.
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Figure 5.25: Empirical PR curves of the candidate match probability and motion
gating function.

5.4.3.1 Assessment of the matching problem decomposition

In this section we evaluate the hypothesis test that rules the candidate match
selection. Moreover, we present a statistical analysis of the matching subprob-
lems generated.

Hypothesis test evaluation The performance of the hypothesis test defined
in (5.15) is evaluated in terms of its precision and recall rates. These scores are
based on the number of true positives tp, false positives fp, and false negatives
fn as follows

Recall =
tp

tp + fn
, (5.39) Precision =

tp
tp + fp

. (5.40)

In Fig. 5.25, we can see the precision versus recall (PR) curve that evaluates
the performance of the motion gating function Pκ. Moreover, we present the
PR curve that evaluates the hypothesis test based on the candidate match
probability Pc, which combines the gating functions Pκ and Pa.

The ultimate goal of the hypothesis test is to establish candidate matches
without losing any true match (recall = 1) while discarding the largest number
of unlikely correspondences (precision→ 1). By analyzing the PR curve of the
motion gating function, the recall is maintained in 1.0 up to a precision of
approximately 0.3. Loosely speaking, this implies that for every vehicle in
camera r, approximately 4 candidate matches are selected in camera r + 1.
This is the case if only the motion gating function Pκ is used. On the other
hand, the PR curve of the candidate match probability Pc shows the result of
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Figure 5.26: Distribution of the matching subproblems in terms of their size. Note
that most subproblems have a small size, thus reducing the number of possible assign-
ments. The first bin shows that some vehicles were already re-identified, suggesting
that the vehicle-type descriptor and the spatial discrepancy provided enough evidence
to get the correct match. On average, the matching subproblems are composed of 4
vehicles, which is also an approximate number of candidate matches per vehicle.

combining the appearance and motion cues. In this case, the recall is kept to 1.0
up to a precision of approximately 0.4. As a result, for every vehicle observed
in camera r, an average of 3 candidate matches are selected in camera r + 1.
In conclusion, the hypothesis test allows us to considerably reduce the number
of unlikely matches without losing any true match.

In Fig. 5.25, we can also see the operational point that we set for the
hypothesis test. This point corresponds to a probability threshold of Υ = 10−3,
which yields a precision of 0.36 and a recall rate of 1.0.

Analysis of the matching subproblems After selecting the candidate
matches, the matching subproblems were found as described in Section 5.3.3.2.
In Fig. 5.26, we present the distribution of the size of the matching subprob-
lems. This figure shows that the re-identification problem is split in different
matching subproblems of small size. In contrast, the sliding window meth-
ods [Rios-Cabrera 12, Jelača 13] commonly used a fixed window size of 10 ve-
hicles. This implies that each vehicle had 10 candidate matches, whereas our
approach yields 4 candidate matches per vehicle on average.

An important aspect to analyze from a matching subproblem is its connec-
tion matrix, which describes the matching combinations. In this matrix, some
matching combinations may be restricted, as shown in Fig. 5.22b. As a result,
the number of possible assignments can be reduced, and the chances of get-
ting the correct match increase. In order to evaluate the chances of randomly
pick the correct one-to-one assignment in a matching subproblem, we analyzed
the entropy of this event. If we assume that PR = 1/NR is the probability of
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Figure 5.27: Distribution of the matching subproblems in terms of their number of
vehicles and entropy. The asterisk markers show the entropy of matching subproblems
of different sizes with a full connection matrix. The cross markers show the entropy of
the subproblems returned by the decomposition step, while the circle markers denote
their average entropy. For comparative purposes, we include with a triangle and a
square marker the entropy of previous work using a sliding-window approach.

getting the correct match out of NR possible assignments, we can define the
entropy E as follows

E = log2

(
1

PR

)
= log2(NR), (5.41)

where the subscript R denotes the connection matrix that is being eval-
uated. In order to enumerate the NR permutations of a connection ma-
trix with forbidden combinations it is necessary to derive its rook polyno-
mial [Tucker 06]. This polynomial can be automatically generated by using
Fielder’s algorithm [Fielder 04].

An entropy analysis of the matching subproblems is addressed in Fig. 5.27.
In this figure, the asterisk markers show the entropy of matching subproblems
with a full connection matrix. In this case, getting the correct assignment
is very challenging because the number of permutations increases in a facto-
rial way with the number of vehicles. On the other hand, the cross markers
show the entropy of the matching subproblems returned by the decomposition
step. In this case, most of the subproblems reported a lower entropy than
their equivalents with a full connection matrix. This means that by restricting
some matching combinations we can gain some “knowledge” about the correct
assignment. Interestingly, matching subproblems of big size lose more entropy
because their connection matrix is more sparse.

In comparison with previous methods, we found that our approach yields
an average entropy of 2.24 bits, whereas sliding window methods like in [Rios-
Cabrera 12] and [Jelača 13], returned an entropy of 15.30 bits and 18.47 bits,
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Figure 5.28: Cumulative matching curves using a nearest neighbor matcher. The
CMCs obtained with the training and testing set are shown with cross and circle
markers, respectively. The curve with asterisk markers represents the CMC obtained
with automatic detections. Finally, the curve with triangle markers shows the per-
formance of matching vehicles from non-adjacent cameras.

respectively. In summary, the entropy study reveals that our decomposition
step may significantly improve the chances of getting the correct assignment,
and thus the re-identification rate.

5.4.3.2 Assessment of the vehicle assignment

In this section, we evaluate our performance in terms of the ranking capabilities
of our Bayesian model to discriminate between true and false matches. More-
over, we present a comparative analysis of our re-identification performance in
relation to previous work.

Match ranking performance After a matching subproblem has been
found, the log-posterior probability is computed for all valid matching combi-
nations. Then, based on this evidence, we use an assignment method to finally
solve the vehicle re-identification problem. For comparative purposes, we tested
our performance with a nearest neighbor (NN) matcher and a bijective matcher
like the LAPJV algorithm [Jonker 87]. The intention is to evaluate the ranking
capabilities of our inference model using these two assignment methods. Ac-
cording to [Bolle 05], the ranking capabilities of a re-identification system can
be assessed with a cumulative matching curve (CMC). The CMC estimates the
cumulative accuracy of correct identifications found within a certain rank of
ordered solutions. In general, matching a group of K vehicles between cam-
eras with the NN matcher generates K possible matching solutions for each
vehicle. This matching scheme allows several vehicles from a given camera to
be matched to the same vehicle from the next camera. In contrast, with the
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Figure 5.29: Cumulative matching curves using a bijective matcher. The curve
with circle markers denote the CMCs obtained with the training and testing set. The
curve with asterisk markers represents the CMC obtained with automatic detections.
Finally, the curve with triangle markers shows the performance of matching vehicles
from non-adjacent cameras.

bijective matcher every vehicle from a given camera is matched to exactly one
vehicle from the next camera, thus producing K! unique solutions.

An assessment of the re-identification performance using the nearest neigh-
bor matcher is presented in Fig. 5.28. In general, the performance of a CMC is
evaluated in terms of its first ranked identification rate, and the number of ranks
needed to reach the 100% of the cumulative accuracy. In these terms, the re-
identification rate of our system is 97.5% with the training set and 92.0% with
the testing set. The performance with automatic detections reaches 91.7%.
Meanwhile, when we match vehicles from non-adjacent cameras, the perfor-
mance drops to 84.8%. In this case, note that the distance between cameras is
larger than the case of adjacent cameras, which increases the spatial discrep-
ancy and the chances that vehicles change lane and pose. In relation to the
convergence of the CMCs, we can see that all of them converge at most in the
fifth rank. This implies that all the correct matches were found within the first
five ranked solutions. The fast convergence of these curves can be explained
by two factors: 1. Most matching subproblems are composed of less than 15
vehicles, which constrains the possible assignments. 2. Our inference model
evaluates the probability of true and false matches in a consistent way.

The ranking capabilities of our inference model can be also evaluated with
the LAPJV algorithm [Jonker 87]. Unlike the NN matcher, the LAPJV algo-
rithm performs a one-to-one assignment, and finds the optimal solution of the
MAP formulation described in (5.34). In order to determine the rank of the
bijective assignments we used Murty’s algorithm [Murty 68].

The re-identification performance using the LAPJV algorithm can be an-
alyzed in Fig. 5.29. Note that the re-identification rate increased in relation
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Figure 5.30: Re-identification performance for different matching windows using
manual detections. The curve with asterisk markers shows the performance reported
by [Rios-Cabrera 12]. The performance presented in our earlier work [Jelača 13] is
depicted with triangle markers. On the other hand, the performance curves of our
Bayesian framework with the training set (TRN) and testing set (TST) are shown
with diamond and square markers, respectively. A NN matcher is used in these last
cases. Finally, the curve with cross markers shows our performance with the training
and testing set using a bijective matcher.

to the NN matcher for all cases. This improvement is thanks to the MAP
formulation, which jointly optimizes the bijective assignment, and not each
vehicle independently. For the training and testing set, the CMCs reach a
re-identification performance of 100%. With automatic detections the perfor-
mance is 98%. Interestingly, the re-identification performance between non-
adjacent cameras is 95%. This is an encouraging result considering the larger
distance between cameras and the larger dissimilarity between vehicles. Re-
garding the convergence of the CMCs, we can see that all of them converge at
most in the ninth rank. Note that the convergence is slower than with the NN
matcher because a bijective matcher has a larger solution space. Nevertheless,
thanks to the small size of the subproblems and their sparse connection matrix,
our method reaches the convergence within a few ranked solutions.

Comparative analysis Having investigated the ranking capabilities of our
inference model, we compared our re-identification performance with previ-
ous work. Recall that these approaches use a sliding window to group the
vehicles between cameras and to perform the assignment. Therefore, their
re-identification performance is reported in terms of the window size chosen.
Although our method does not require a sliding window, we evaluated it using
this scheme for the sake of comparison.

In Fig. 5.30, we can compare the performance of our approach with ear-
lier work using manual detections. Note that the matching curves reported by
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Figure 5.31: Re-identification performance for different matching windows using au-
tomatic detections. The curve with asterisk markers shows the performance reported
by [Rios-Cabrera 12]. The performance presented in our earlier work [Jelača 13] is
depicted with triangle markers. On the other hand, the curve with circle markers
shows the performance of the circus functions using the LAPJV matcher without any
statistical support. The matching curves with square and cross markers denote the
performance of our Bayesian framework using a NN and LAPJV matcher, respec-
tively.

previous work decrease as the window size increases. This behavior is caused
by two factors: 1. The factorial increase of the number of possible assignments
with the window size. 2. The difficulty of matching vehicles of similar appear-
ance within large windows. This last factor becomes more relevant for methods
based exclusively on appearance models. On the contrary, the matching curves
obtained with our Bayesian framework exhibit a transient and a steady state.
These curves reach a steady state thanks to our candidate match selection,
which significantly constrains the number of possible assignments. By using a
nearest neighbor matcher, the steady state is reached when the re-identification
is 97.5% with the training set, and 94% with the testing set. These percentages
improve to 100% by using the LAPJV matcher. It is worth to remark that all
the performance curves in Fig. 5.30 were estimated assuming that the vehicles
keep a strict ordering between cameras. Therefore, corresponding vehicles were
always included within the matching window, thus avoiding the observation de-
lay problem discussed in Section 5.3.3.1. In a later evaluation with automatic
detections this assumption is not longer considered.

In Fig. 5.31 we compare the performance of our approach with previous
work using automatic detections. By analyzing the matching curves of previous
methods, we can observe a faster decay than their corresponding curves in
Fig. 5.30. On average, the performance of these curves dropped 16%. This
drop is not only caused by the misalignments of the automatic detections, but
also due to the observation delay problem. Therefore, corresponding vehicles
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may not be found within the matching window leading to mismatches. The
performance of our matching curves using the NN and LAPJV matcher are also
presented in Fig. 5.31. Note that these curves maintain a transient and steady
state. The steady state is reached when the re-identification rate is 92% using
the NN matcher and 98% using the LAPJV matcher. In Fig. 5.31, we also
evaluate the re-identification performance by only using the circus functions
to match the vehicles. The intention is to show the differences in performance
when the circus functions are used alone without statistical support, and in
combination with the motion cues using our Bayesian framework. As a result,
by only using the circus functions, the performance is similar to that reported in
previous papers, and lower than the one obtained with our Bayesian framework.
In conclusion, the performance gain of our method can be due to two factors:
1. The candidate match selection, which restricts the possible assignments
making it easier for the appearance descriptor to discriminate among a few
vehicles rather than numerous vehicles of similar appearance. 2. The Bayesian
formulation, which effectively exploits the good separability between true and
false matches by combining motion and appearance features to infer the best
assignment.

5.5 Contributions
The main contributions of this chapter are the following:

1. We proposed a solution for the vehicle re-identification in road tunnels.
The approach consisted of two steps, namely intra-camera monitoring and
inter-camera association. The intra-camera monitoring performed the
detection and tracking of the vehicles observed within the cameras’ field
of view, whereas the inter-camera association performed the matching of
vehicles observed by distinct non-overlapping cameras.

2. To solve the intra-camera monitoring problem we proposed a vehicle de-
tector particularly designed to tackle the illumination conditions encoun-
tered in tunnels. This detector carried out a background subtraction in
an illumination-invariant domain using a statistical filter and morpho-
logical operators. The local higher-order statistical filter played a key
role to provide some illumination invariance to shadows, reflections, and
low lighting. The foreground detector returned complete and fairly tight
detections while minimizing the risk of false detections. This work was
originally published in [Frías-Velázquez 11] and further developed in this
thesis.

3. To solve the inter-camera association problem we proposed a novel
Bayesian framework that efficiently combined motion and appearance fea-
tures to successfully solve the re-identification problem. First, descriptors
like the spatial discrepancy and the vehicle complexity built a statistical
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test that dynamically split the re-identification problem into small match-
ing subproblems. Then, descriptors like the circus functions, spatial dis-
crepancy, and lane change were used to derive a MAP formulation to find
the optimal assignment for each matching subproblem. This work was
published in [Jelača 13,Frías-Velázquez 15] while our research on vehicle
complexity and classification was published in [Frías-Velázquez 13].

5.6 Conclusion
In this chapter, we studied the problem of vehicle re-identification across mul-
tiple non-overlapping cameras. To detect the vehicles in every camera view we
proposed a combination of a morphological foreground detector and a false-
detection filter. On the one hand, the foreground detector returned complete
and fairly tight detections while minimizing the risk of missing detections. On
the other hand, the false-detection filter based on a Bayesian classifier enforced
the rejection of false-positive detections overlooked by the foreground detector.
In terms of performance, the proposed method correctly detected all vehicles
in the data set, and only 1% of the total corresponded to false positive detec-
tions. We compare our approach with an appearance learning detector, which
correctly detected 87% of the vehicles, and 20% of the total detections were
false positives. Regarding the quality of our detections, all of them covered
the complete vehicle, but 27% of the detected area also included background
pixels. With the appearance learning detector 76% of the vehicle area was
covered, and 20% of the detected area was part of the background.

To associate the vehicles across cameras, we dynamically clustered vehi-
cles with common candidate matches to later infer the best assignment. Our
experiments revealed that the clusters were composed of 4 vehicles on aver-
age, where every vehicle had 3 candidate matches. In contrast, sliding window
methods [Rios-Cabrera 12, Jelača 13] split the re-identification problem using
a fixed window of 10 vehicles, which implies that every vehicle had 10 candi-
date matches. In summary, our decomposition method improved the chances
of getting the correct assignment by significantly reducing the possible match-
ing combinations. On the other hand, an evaluation of the assignment model
showed that the correct assignment was found within the first 7 out of 120
ranked solutions for all matching subproblems. Also, the evaluation reported
a re-identification rate of 100% and 98% using manual and automatic detec-
tions, respectively. Overall, our re-identification method outperformed both
the approach proposed by Rios-Cabrera et al. [Rios-Cabrera 12] in 15% and
our earlier work [Jelača 13] in 7%.
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6
Hierarchical Stack Filtering

6.1 Overview
Recent advances in semi-conductor process technology and embedded imaging
have allowed integrating sophisticated image processors into compact cameras.
In particular, the so-called smart cameras integrate image processors capable
of recognizing image patterns and making autonomous decisions. This sort of
camera stands out from conventional cameras because of its low power con-
sumption, high processing power, and autonomy. Today, smart-camera prod-
ucts are used in many real-world applications, especially in video surveillance,
industrial machine vision, robotics, games and toys, and human-computer in-
terfaces [Shi 10]. In particular, modern distributed surveillance systems (see
Fig. 4.5) make good use of smart cameras by acquiring, processing, and com-
municating high-level video information in an efficient way, thus enabling mod-
ularity and scalability of multicamera networks, as previously discussed in Sec-
tion 4.2.2.

Smart cameras are classified depending on their programming flexibility,
the target application, and the integration level between sensor and processing
layer [Belbachir 10,Bobda 14,Kyung 16]. In particular, we are interested in a
high-silicon integration camera that fuses a mixed-signal parallel processor and
optical sensors into a single chip known as focal plane processor (FPP). With
this type of processor one can manipulate an image in the analog domain just
after being captured, and before any digitization is applied. This allows us,
for instance, to apply multiple image filter operations much faster than in the
digital domain. However, its programming should be done with care because
intermediate results are saved in analog memories, which are volatile and non-
persistent. This implies that the grayscale values are stored using different
voltage levels that decay over time. To prevent data loss, the voltage levels
need to be refreshed or digitized to be saved in digital memories. As a result,
the programmer needs to adopt a new programming mindset and have a good
knowledge about what analog and digital processing can offer.

The architecture of an FPP basically consists of an interconnected ar-
ray where every element integrates an optical sensor (pixel), a memory, and a
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processing unit [Zarándy 11]. This array architecture is known as massively-
parallel SIMD (MP-SIMD), which permits us to execute low-level image oper-
ations such as point- and block-wise operations in parallel. For instance, image
operators such as image addition and Gaussian filtering are executed in all
pixel/regions of the image at once.

To efficiently exploit the parallelism of an MP-SIMD architecture, exist-
ing implementations of well-known vision algorithms need to be reformulated.
Several works have studied this topic for specific applications. For instance,
Wu et al. [Wu 07] mapped several computer vision algorithms into an MP-
SIMD architecture for an application of gesture analysis. Similarly, Zarandy et
al. [Zarándy 11] presented a collection of algorithms implemented in an FPP
for applications such as laser beam control, finger tracking, and traffic sign
detection. On the other hand, multiple-view camera problems, such as the 3D
pose reconstruction of humans, have been studied and implemented with smart
cameras by [Zivkovic 09].

Platform-aware implementations of basic image operations are essential to
build efficient applications on massively-parallel processors. In this chapter,
we propose a novel implementation of stack filters using a 2D-array processor.
These filters compose a large class of nonlinear filters that return local rank
statistics of an image. Classic filters like median, erosion, and dilation belong to
this type of filters; they are widely used in image denoising, pattern recognition,
and object segmentation. The proposed method consists of decomposing an
image into bitplanes to take advantage of the MP-SIMD architecture, and then
process every bitplane hierarchically. The filtered image is reconstructed by
simply stacking the filtered bitplanes according to their order of significance.
Owing to its hierarchical structure, our algorithm allows us to trade-off image
quality and processing time, and to significantly reduce the computation time
of low-entropy images. Also, experimental tests show that the processing time
of our method is substantially lower than that of classical methods when using
large structuring elements. All these features are of interest to a variety of real-
time applications based on morphological operations such as video enhancement
and object recognition.

The content of this chapter is organized as follows: in Section 6.2, we
present a brief review on smart cameras and their classification. In Section 6.3,
an introduction to stack filters and a review of the state-of-the-art is presented.
In Section 6.4, we analyze the relationship between the classical threshold de-
composition and the bitwise decomposition as our algorithm is based on the
latter. In Section 6.5, we present the proposed algorithm and its complex-
ity analysis. Meanwhile, details about the algorithm implementation with the
Eye-RIS vision system [Rodríguez-Vázquez 08] are described in Section 6.6,
and the experimental results are discussed in Section 6.7. Finally, the contri-
butions presented in this chapter are summarized in Section 6.8, and the overall
conclusions are stated in Section 6.9.
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Figure 6.1: Functional block of smart cameras

6.2 Review on smart cameras
According to [Shi 10], a smart camera is an embedded vision system capable
of extracting application-specific information from images, and then use this
information to generate event descriptions or to perform automated decisions.
For example, a smart camera can be used to detect bank robbers by detecting
unusual activity in non-working hours and then automatically trigger sirens,
alert security personnel, or block escape exits. As an embedded system, a
smart camera contains all necessary components to work autonomously, such
as microprocessor(s), memory, power source, and communication interface, all
in a compact case.

Fig. 6.1 shows the block diagram of the functional parts of a typical smart
camera. Primarily, optic instruments capture the light in the desired spectrum
such as visible light, infrared, or thermal radiation. Then, light stimuli are
transduced to electrical signals using a solid-state array sensor to capture the
image. Once the image is formed, it is processed by the application-specific
information processing (ASIP) block, which is the core component of the smart
camera. The ASIP block consists of hardware and software components that
analyze the input video and generate event and control signals. On the one
hand, the hardware consists of one or more microprocessors, a memory chip,
and communication buses. On the other hand, the software executes efficient
video analytics algorithms that extract useful information, recognize patterns,
detect events, and take decisions. The complexity of these algorithms range
from simple motion detection to complex human gesture recognition. Finally,
all processed data are encoded and transmitted to a user or an intelligent system
for high-level reasoning analysis via communication interfaces and I/O ports,
which also receive incoming instructions.

Depending on the level of integration between the image sensor and the
ASIP block, smart cameras are classified into three categories [Shi 10]: inte-
grated smart cameras, compact-system smart cameras, and distributed smart
cameras, as shown in Fig. 6.2. Naturally, integrated smart cameras convey
the image sensor and the ASIP block within the same camera case. One can
subdivide this class into single-chip smart cameras, stand-alone smart cameras
and embedded smart cameras. A single-chip smart camera contains the image
sensor and the ASIP in the same chip; therefore, these cameras are small, fast,
and have low power consumption. In contrast, a stand-alone smart camera
conveys the image sensor and ASIP block in different chips, this type of cam-
era is not as efficient as single-chip cameras in terms of speed, size, and power
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Figure 6.2: Smart camera classification

consumption; however, they are more flexible in terms of programmability and
modularity. Finally, an embedded smart camera is a smart camera embedded
in another device, for example, a mobile phone.

Non-integrated smart cameras includes compact-system smart cameras,
which are vision systems that usually have two major components: a conven-
tional camera and a nearby unit containing the ASIP block and communication
interfaces. Meanwhile, a distributed smart camera system is a network of cam-
eras or smart cameras that together are regarded as a single virtual smart
camera where the ASIP functionality is either centralized in a processing unit
or distributed on each smart camera. The topology of these types of multicam-
era networks was previously introduced in Section 4.2.2.

6.3 Introduction to stack filters
Stack filters compose a large class of nonlinear filters that return local rank
statistics of an image. Classic filters like median, erosion, and dilation belong to
this class of filters; they are widely used in image denoising, pattern recognition,
and object segmentation. The naive implementation of these filters consists of
first sorting the input data, and then selecting the desired ranked element.
Alternative implementations [Avedillo 04, Chakrabarti 98, Chen 89, Droogen-
broeck 05, Gevorkian 95, Urbach 08] decompose the input data into binary
signals, and then apply a simple binary filter to these signals, thus avoiding the
use of expensive sorting methods.



6.3 Introduction to stack filters 117

Figure 6.3: Example of a median filter implementation via threshold decomposition.

The baseline implementation of stack filters via binary decomposition con-
sists of three steps, as shown in Fig. 6.3: First, the input data is decomposed
into binary signals by thresholding the data for every level of the data range.
This step is known as threshold decomposition (TD) [Wendt 86]. Second, a
binary filter is applied to the binary signals of each level of decomposition.
Third, the output is obtained by summing up the filtered data of all levels of
decomposition.

In the literature we can find several implementations of stack filters using
different architectures. For instance, Chakrabarti and Lucke [Chakrabarti 98]
proposed an implementation that applies the threshold decomposition to each
input sample in a serial fashion, and then filters the binary words of all levels of
decomposition in parallel. On the other hand, Gevorkian et al. [Gevorkian 95]
proposed an implementation that decomposes all input samples in parallel us-
ing Fibonacci p-codes (binary representation of integers based on Fibonacci
numbers) to reduce the number of decomposing levels, and then filters the
binary words of every level of decomposition in a serial fashion. Avedillo et
al. [Avedillo 04] proposed a binary decomposition based on an ordering matrix
resulting from the comparison between input samples. In this way, the number
of decomposing levels no longer depends on the gray-level range of the input
data, but on the number of samples. After applying such decomposition, the
binary words of all levels are filtered in parallel. Meanwhile, Mertzios and
Tsirikolias [Mertzios 98] proposed the use of coordinated logic filters to imple-
ment classical morphological operations for applications that range from noise
removal to edge extraction. These kind of filters also rely on bitwise decom-
position, and allow to compute a filter approximation by only processing the
most significant bits to improve the computation speed. However, they do not
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Figure 6.4: Block diagram of the bitplane stack filter algorithm.

easily generalize to other stack filters. Finally, Spiliotis and Boutalis [Spilio-
tis 11] also exploited the idea of separating an image in bitplanes by using the
bitwise decomposition, although their goal was to accelerate the computation
of image moments. This strategy enabled them to save significant computation
time while achieving a high accuracy of the computed moments.

In general, stack filter implementations sequentially process a pixel neigh-
borhood that slides over the image using the TD method. In this paper, we
follow a different approach by combining bitwise image decomposition with
bitplane processing. The bitwise decomposition allows us to filter an image
hierarchically, while the bitplane architecture helps us to exploit the very fast
processing of both logical operations and binary filters in a focal plane proces-
sor (FPP) [Zarándy 11]. The approach is basically implemented in three steps.
First, the image is decomposed in bitplanes. Then, we filter every bitplane
hierarchically by using our stack filter algorithm. Finally, the filtered image
is assembled by simply stacking the filtered bitplanes according to their order
of significance. A block diagram that outlines our bitplane stack filter (BSF)
algorithm is presented in Fig. 6.4. To test our approach, we implemented it in
the Eye-RIS vision system [Rodríguez-Vázquez 08], which is a smart camera
that contains a mixed-signal FPP called Q-Eye.
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6.4 Relationship between bitwise and threshold
decomposition

In this section we will derive expressions to obtain the threshold decomposition
of an image from its bitwise decomposition, and vice versa. These expressions
will allow us to later propose a stack filter algorithm implemented with the
image bitwise decomposition.

Let I(n,m) be a digital image with spatial indices n,m ∈ Z, and L
grayscale levels. The image can be decomposed into L threshold planes with
the threshold decomposition function T as follows:

Tl(n,m) = Tl(I(n,m)) =

{
1, if I(n,m) ≥ l,
0, if I(n,m) < l,

(6.1)

where T represents the threshold plane at the l level. On the other hand, the
bitwise decomposition function B splits an image into K = dlog2(L)e bitplanes
as follows:

Bk(n,m) = Bk(I(n,m)) =

⌊
I(n,m)

2k

⌋
mod 2, (6.2)

where B represents the bitplane at the k-th bit of significance. To recompose
a multilevel image from its threshold decomposition we evaluate:

I(n,m) =

L∑
l=1

Tl(n,m), (6.3)

whereas from its bitwise decomposition we evaluate:

I(n,m) =

K−1∑
k=0

Bk(n,m)2k. (6.4)

Note that monotone functions like the threshold function (6.1) preserve the
order of the decomposed data, which is key to implement stack filters using
binary filters [Wendt 86]. In contrast, non-monotone functions like the bitwise
decomposition do not satisfy this order preserving property. In Fig. 6.5 we
can observe the differences between these decomposition functions. Although
the bitwise decomposition does not fulfill the monotonicity property, it pos-
sesses two important advantages over the threshold decomposition: 1. The
bitwise decomposition is obtained by simply reading the bit fields of the data,
whereas the TD requires many comparisons. 2. The image information is con-
veyed hierarchically, which allows us to prioritize the computation of the most
informative bitplanes and to reduce processing time by discarding the least
significant bitplanes without significantly compromising the filter performance.

6.4.1 From threshold to bitwise decomposition
To understand the link between threshold and bitwise decomposition, we first
derive an equation that expresses the bitplanes in terms of threshold planes.
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(a) (b)

Figure 6.5: Examples of: (a) the bitwise and (b) the threshold decomposition
functions. Note that in (a) B0 and B1 are not monotone functions, whereas in (b)
all functions are monotone.

To obtain such expression we manipulate equation (6.2) as described in Ap-
pendix B.1, thus yielding:

Bk =

Nk+1∨
j=0

bj,k, bj,k = T(2j+1)2k ∧ ¬T(j+1)2k+1 (6.5)

where bj,k is the j-th partial output of the k-th bitplane and Nk = 2K−k − 1.
For simplicity, the spatial indices n and m of the binary planes have been omit-
ted. From (6.5) we conclude that every k-th bitplane can be reconstructed with
2K−k threshold planes. Thus, the number of thresholdings increases exponen-
tially as the bit of significance decreases. This means that coarse-resolution
image data can be generated with a couple thresholdings, whereas fine details
require many of them.

6.4.2 From bitwise to threshold decomposition
To compute threshold planes from bitplanes (the inverse relationship of (6.5)),
we prove in Appendix B.2 that a threshold plane at level l can be expressed in
terms of the q most significant bitplanes as follows:

Tl = (BK−1 ./
λK−1

(BK−2 ./
λK−2

· · · (BK−q+1 ./
λK−q+1

BK−q))) (6.6)
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where (λK−1λK−2 ...λ1λ0)2 is the binary representation of l, and every bit
controls the following conditional expression

./
x

=

{
∨, if x = 0,
∧, if x = 1.

(6.7)

The number of the most significant bitplanes is q = K−z, where z is the number
of the least significant bits of l set to zero. For instance, to compute T168, we
express 168 as (10101000)2, which yields z = 3 and q = 5. By analyzing
(6.6), we conclude that the threshold decomposition can be generated from the
bitwise decomposition using simple Boolean operations.

6.5 The bitplane stack filter algorithm
In this section, we will present two algorithms to perform the bitplane stack
filtering. In Section 6.5.1 we describe the general procedure to filter an image
from the most to the least significant bitplane, while in Section 6.5.2 we describe
optimization rules that help to reduce the computation time depending on the
image’s gray-level distribution. Both algorithms return the exact filter output,
but the computation time of the optimized algorithm is usually faster.

In general, the filtered response B̂k of a bitplane Bk (I) is defined by B̂k =
Ψs,f [Bk (I)], where Ψ is a binary filter with a structuring element s and a
positive Boolean function (PBF) f , which is a Boolean expression with no
complemented variables. Therefore, in light of (6.4), the filtered response I∗ of
the grayscale image I using the bitwise decomposition is obtained as follows

I∗ =

K−1∑
k=0

B̂k 2k =

K−1∑
k=0

Ψs,f [Bk (I)] 2k (6.8)

By using (6.5), the filtering of every bitplane can be derived from threshold
planes that are filtered with the binary stack filter Φ. Thus, it follows that:

B̂k =

Nk+1∨
j=0

b̂j,k, where b̂j,k = Φs,f
[
Tuj,k(B)

]
∧ ¬Φs,f

[
Tvj,k(B)

]
(6.9)

and the threshold planes at levels uj,k = (2j + 1)2k and vj,k = (j + 1)2k+1 are
generated from the bitplane set B = (B0, ..., BK−1) using (6.6). Finally, if we
express a filtered threshold plane as T̃ = Φs,f [T ], then we can rewrite (6.9)
more compactly as follows:

B̂k =

Nk+1∨
j=0

b̂j,k, where b̂j,k = T̃uj,k ∧ ¬T̃vj,k (6.10)
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Algorithm 1 StackFilter((B0, . . . , BK−1),s,f)

1: B̂K ← 0
2: for k = (K − 1) down to 0 do
3: B̂k ← 0
4: for j = 0 to Nk+1 do
5: u← (2j + 1)2k

6: v ← (j + 1)2k+1

7: (µK−1µK−2 . . . µK−p0 . . . 0)2 ← (u)10

8: (νKνK−1 . . . νK−q0 . . . 0)2 ← (v)10

9: Tu ← (BK−1 ./
µK−1

(BK−2 ./
µK−2

· · · (BK−p+1 ./
µK−p+1

BK−p)))

10: T̃u ← Φs,f [Tu]

11: T̃v ← (B̂K ./
νK

(B̂K−1 ./
νK−1

· · · (B̂K−q+1 ./
νK−q+1

B̂K−q)))

12: b̂j,k ← T̃u ∧ ¬T̃v
13: B̂k ← B̂k ∨ b̂j,k
14: end for
15: end for
16: return (B̂0, . . . , B̂K−1)

6.5.1 The proposed algorithm
Our algorithm consists of filtering the bitplanes of an image using (6.10). Its
structure is described in Fig. 6.4. Each processing block, denoted as BSFk,
represents the implementation of (6.10) for the k-th bitplane of significance.
The algorithm runs from the most to the least significant bitplane because each
processing block depends on bitplanes of greater or equal significance than the
k-th block. This hierarchy is related to the number of bitplanes required to
generate Tu and Tv using (6.6). For instance, to compute Tu using bitplanes, we
need the p most significant bitplanes such that p = K − k. On the other hand,
to compute Tv we need the q most significant bitplanes such that q ≤ K−k−1.
Then, we conclude that q ≤ p − 1, which suggests that Tv can be determined
with at least one bitplane less than Tu. This allows us to compute T̃v directly
from output bitplanes of greater significance than the level to be processed. For
this reason, the output bitplanes in Fig. 6.4 are eventually input into processing
blocks of lower level of significance. In contrast, T̃u is obtained by first deriving
Tu from the input bitplanes, and then the binary stack filter is applied to it.

Algorithm 1 details the bitplane stack filtering. It is composed of a nested
for-loop. The outer loop controls the order in which the bitplanes are processed
(from the most to the least significant bitplane). The inner loop executes the
k-th bitplane filtering by computing and accumulating 2K−k−1 partial outputs
in accordance with (6.10).
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Figure 6.6: Mappings from grayscale to Boolean domain of partial outputs from
consecutive bitplanes. Top: mapping of the partial output b̂j,k. Bottom: mapping of
b̂j′,k−1 ∨ b̂j′+1,k−1. Variables u,v are the threshold levels of the partial outputs.

6.5.2 Optimized algorithm
The optimized algorithm follows a similar structure as the general algorithm.
The main difference is the inclusion of rules that avoid partial output com-
putations using properties of the image’s grayscale distribution. Before in-
troducing these rules, let us remember that a partial output is defined by
b̂j,k = T̃uj,k ∧¬T̃vj,k , which represents a rectangle function that maps from the
grayscale domain to the Boolean domain as shown in Fig. 6.6. In this figure,
the top function represents a partial output at the k-th level of significance.
The bottom function represents the logical sum of two partial outputs at the
(k− 1)-th level of significance, where each rectangle function represents a par-
tial output. As a result, a partial output at a given level is split into two
partial outputs in the next lower level within the same grayscale domain. This
pattern is repeated in all mappings from the bitwise decomposition, as shown
in Fig. 6.5a.

Let us consider Fig. 6.6 as a model to derive the optimization rules. The
first rule states that if the partial output b̂j,k is a bitplane of zeros, then the
computation of b̂j′+1,k−1 can be avoided since it also yields a bitplane of zeros.
This can be verified in Fig. 6.6 because if none of the pixels of the filtered image
have a gray level between uj,k and vj,k, then no pixel will have a gray value in
the subinterval between uj′+1,k−1 and vj′+1,k−1. On the other hand, the second
rule states that if the threshold plane T̃uj,k returns a bitplane of ones, then the
computation of b̂j′,k−1 can be avoided since it yields a bitplane of zeros. This
rule can be also verified in Fig. 6.6 because if all pixels of the filtered image
have a gray value greater or equal than uj,k, then no pixel has a gray value
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Algorithm 2 Optimized_SF((B0, . . . , BK−1),s,f)

1: B̂K ← 0
2: JK−1 ← {0}
3: for k = (K − 1) down to 0 do
4: B̂k ← 0
5: Jk−1 ← {∅}
6: for all j ∈ Jk do
7: u← (2j + 1)2k

...
...

14: B̂k ← B̂k ∨ b̂j,k
15: Jk−1 ←Eval_Criteria(j, b̂j,k, T̃u, Jk−1)
16: end for
17: end for
18: return (B̂0, . . . , B̂K−1)

Algorithm 2a

1: function Eval_Rules(j, b̂, T̃u, J)
2: if b̂ = 0 then
3: J ← J ∪ {2j}
4: else if T̃u = 1 then
5: J ← J ∪ {2j + 1}
6: else
7: J ← J ∪ {2j, 2j + 1}
8: end if
9: return J

10: end function

between uj′,k−1 and vj′,k−1 − 1. By incorporating these two rules into the
stack filter algorithm, we avoid computing partial outputs in the lower levels
of significance, thus reducing the processing time. Note that excluded partial
outputs correspond to grayscale intervals with no pixels; therefore, we expect to
process low-contrast images much faster than those with a full dynamic range.

In Algorithm 2 we present the optimized algorithm that includes the sim-
plification rules described above. This algorithm follows the same structure
as Algorithm 1. The main differences occur in lines 6 and 15. In line 6, the
j-indexed loop computes only the partial outputs that are linked to the indices
stored in Jk. These indices are derived from the optimization rules (evalu-
ated with the function EVAL_RULES). Given that every partial output of
index j yields two partial outputs of indices 2j and 2j + 1 in the next level of
significance, the rules stated in Algorithm 2a define the partial output to be
computed in the next level for each case.
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Table 6.1: Number of logical and filtering operations required to process each bit-
plane of significance.

Filtering operator Logical operator
TD GA OA TD GA OA

k s1×3 s5×5 s15×15 s1×3 s5×5 s15×15

0 128 128 87 36 1,921 2,177 1,477 611
1 64 64 45 19 833 961 676 282
2 32 32 23 10 353 417 299 130
3 16 16 12 5 145 177 134 55
4 8 8 6 3 57 73 56 28
5 4 4 4 2 21 29 28 14
6 2 2 2 2 7 11 11 10
7 1 1 1 1 2 4 4 4
Total 255 255 255 180 78 13,778 3,339 3,849 2,685 1,134
Note: TD-Threshold Decomposition; GA-General Algorithm; OA-Optimized Algorithm.

6.5.3 Algorithm complexity
From the algorithms described above, we can see that the most demanding
operations are the logical and the binary filtering, both evaluated at a bitplane
level. Therefore, the computational complexity of our algorithms can be es-
timated by enumerating these operations. Recall that FPPs compute logical
operations and binary filters in parallel at a bitplane level. In Table 6.1, we
compare the complexity of the classical TD approach with the algorithms pro-
posed. The operation count is done per bitplane, from the least to the most
significant bitplane, given an 8-bit image.

First, we focus on analyzing the number of filtering operations. Both the
TD approach and the general algorithm (GA) require 255 filtering operations,
although their distribution per bitplane is different. That is, the TD approach
applies a binary filter per threshold level, whereas the general algorithm applies
27−k per bitplane depending on its level of significance k. This implies that the
most significant bitplanes, which convey the coarse-resolution image data, are
computed much faster than the least significant bitplanes, which convey image
details and texture. Meanwhile, the optimized algorithm (OA) follows the
same hierarchical distribution, but its complexity actually varies with the image
content. In other words, its performance depends on the image’s gray-level
distribution, and the size of the structuring element. For instance, in Table 6.1,
we enumerate the operations required to filter a uniformly-distributed image
with structuring elements of different size. Particularly, with a 1×3 structuring
element, the number of operations is the same as with the general algorithm. In
contrast, with a 5×5 or a 15×15 structuring element, the number of operations
is drastically reduced in the least significant bitplanes. This reduction occurs
because the simplification rules (Algorithm 2) discard numerous partial outputs
in the less significant bitplanes as the size of the structuring element increases.
This behavior is expected given that the filtered image is usually smoother and
coarser.



126 Hierarchical Stack Filtering

Table 6.2: Number of logic gates per pixel for every filtering method.

Sort-and-select TD GA
n best worst erosion median erosion median

3 455 585 14,816 14,818 86 88
5 1,105 1,625 17,894 17,908 144 158
7 1,820 3,185 20,972 21,030 202 260
9 2,600 5,265 24,050 24,264 260 474
11 3,445 7,865 27,128 27,851 318 1,401
13 4,335 10,985 30,206 32,674 376 2,844
15 5,330 14,625 33,284 41,902 434 9,052

Note: TD-Threshold Decomposition; GA-General Algorithm.

In terms of the number of logical operations, the TD approach needs 4
times more operations than the general algorithm. This overhead is caused by
thresholdings and full additions, which are required to decompose and recom-
pose the image. Meanwhile, the optimized algorithm reports a 15% overhead
when using a small structuring element of 1× 3 points. In this case, the over-
head comes from the implementation of the simplification rules established in
Algorithm 2. Nevertheless, as the size of the structuring element increases,
these rules pay off by drastically reducing the number of logical operations, as
shown in the table. In conclusion, the optimized algorithm can filter an image
much faster than the general algorithm without compromising the fidelity of
its output. Also, the proposed algorithms can be speeded up while running
in a coarse mode operation by discarding the computation of the least signif-
icant bitplanes. A further comparison between the proposed methods will be
discussed in Section 6.7.2.

Although our algorithms filter images in a bitplane fashion, it is inter-
esting to compare the complexity of the sort-and-select approach with the
decomposition-based methods at a pixel level. In Table 6.2, we present an
estimation of the number of gates required to filter a pixel using an n-point
structuring element. First, we evaluate the complexity of the sort-and-select
filtering method. In this case, the complexity depends mostly on the number of
comparisons to sort the data. In general, current sorting methods need between
2n log n and n2 comparisons in the best and worst case, respectively. Assum-
ing that an 8-bit comparator requires 65 logic gates, the complexity bounds of
the method can be estimated in terms of logic gates, as shown in Table 6.2.
These bounds move apart as the size of the structuring element increases. On
the other hand, the complexity of the decomposition-based methods not only
depends on the size of the structuring element, but also on the type of filter
applied and the decomposition method. For instance, for the TD approach,
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Figure 6.7: Conceptual block diagram of the Eye-RIS vision system.

the main burden is the implementation of decomposition/recomposition steps,
which demand thresholdings and full adders. Conversely, our approach mini-
mizes the decomposition/recomposition burden, but still depends on the filter
complexity. Note that the erosion and the median filter are the extremes in the
scale of complexity.

6.6 Implementation in the Eye-RIS system
To implement our algorithm, we use the Eye-RIS vision system [Rodríguez-
Vázquez 08]. A conceptual block diagram of this system is presented in Fig. 6.7.
This smart camera is composed of a mixed-signal FPP (Q-Eye), a digital mi-
croprocessor (NIOS II), plus some hardware interfaces, resulting in a low cost
system that can make autonomous decisions and control external devices. The
Q-Eye is a mixed-signal MP-SIMD processor with a computational power of
250 GOPS (Giga Operations Per Second) and a power consumption of 4 mW/-
GOPS. This processor is composed of a 176 x 144 cell array that processes
binary and grayscale images. Eight grayscale and four binary image memory
banks are internally available in the Q-Eye to buffer intermediate results. As
the optical sensors and the Q-Eye are embedded in the same chip, grayscale
images are directly processed in the analog domain. Thus, these images are
digitized when sent to an external SRAM memory and later manipulated by
the microprocessor. On the other hand, the NIOS-II is a 32-bit general purpose
microprocessor that performs 75 MIPS at 70 MHz. It acts like the “brain" of the
system by controlling the Q-Eye, the SRAM memory, and the communication
ports. The average power consumption of the camera is 1.5 W.

The implementation of our algorithm in the Eye-RIS vision system is com-
posed of two parts: on the one hand, the image decomposition/recomposition
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is performed in the microprocessor by simply reading/writing the bits of the
input/output image. On the other hand, the stack filter algorithm is executed
in the Q-eye to take advantage of its fast implementation of logical and binary
filters since they are the basis of our algorithm. Note that thanks to the massive
parallelism of the Q-eye, all of its cells perform the same operation at the same
time. In particular, note that each cell contains a combination of analog and
digital processing modules that interact between them. For our implementa-
tion, two of these digital processing modules play a relevant role. One of them
is the local logic unit (LLU), which is a two-input logic block that performs
logic operations between binary images in 2.5 µs. Thanks to a programmable
truth table, different types of logical operations can be defined. Meanwhile, the
other module is known as the hit-and-miss unit (HMU), which checks whether
the 3×3 neighborhood of a cell matches a specific pattern or not. This pattern
or structuring element can be programmed to define the pixels included in the
filtering operation. Based on this hit-and-miss operator, many other binary
morphological operators such as the erosion, dilation, opening, and closing can
be programmed in the Q-Eye. Every hit-and-miss operation is executed in ap-
proximately 10 µs. Another advantage of the hit-and-miss unit is that large
structuring elements can be quickly performed with a minimal overhead by
applying the predefined 3× 3 structuring element multiple times with a single
instruction. This type of operation largely differs from that of sequential imple-
mentations whose complexity rapidly increases with the size of the structuring
element.

In order to develop applications with the Eye-RIS, we need to understand
its execution flow. Primarily, note that NIOS microprocessor is programmed
with C/C++ code, whereas the Q-Eye is programmed with a simple C-like
programming language developed by AnaFocus called CFPP code. Therefore,
any application developed in the Eye-RIS is composed of both types of code.
The main control flow is performed by the NIOS microprocessor, which makes
calls of CFPP code to be executed in the Q-Eye. In our algorithms, the image
decomposition and recomposition is performed by the NIOS microprocessor
because the Q-Eye cannot cope with them given its mixed-signal nature. Such
decomposition and recomposition takes approximately 14 ms and 25 ms, re-
spectively. Meanwhile, Algorithms 1 and 2 are programmed with CFPP code
and computed in the Q-Eye. Unfortunately, the Q-Eye contains only 12 im-
age memories internally. For our implementation, eight of these memories are
reserved for the input bitplanes, and only 4 are available to store the 8 out-
put bitplanes and other intermediate results. Consequently, we are forced to
transfer some of these bitplanes to the external SRAM memory. Unfortunately,
transferring data between the Q-Eye and the SRAM memory is very slow, thus
representing a bottleneck of the implementation. In some experiments, we
found that such memory transfers can reach up to 65% of the total processing
time. As a result, the coarse mode operation and the optimization rules not
only help to reduce the number of bitplane operations, but also the number of
memory transfers. In total, the computation time of an image with the opti-
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mized algorithm ranges from 46.27 ms to 84.0 ms depending on its gray-level
distribution and the size of the structuring element. These values correspond
to a frame rate that goes from 11.9 fps to 21.6 fps. Note that there are two
bottlenecks in the Eye-RIS that hinder the full potential of our algorithm. One
of them is the decomposition and recomposition steps, which generate a base-
line cost of 39 ms. The other is the limited number of image memories in the
Q-Eye, and the slow transfers between internal and external memories. Despite
these limitations, the time overhead of our approach is much lower than the
TD implementation because the image decomposition and recomposition also
need to be performed in the NIOS processor. In this case, such operations can
take more than 3 seconds, which is prohibitive. The problem is that image
thresholding in the Q-eye is performed with analog comparators, which are
quite inaccurate due to noise when the threshold level is set below 127.

6.7 Experimental results
To validate the proposed algorithms, we implemented them with the Eye-RIS
vision system [Rodríguez-Vázquez 08]. In the following sections, we will present
an evaluation of our algorithms and a comparison with the baseline method
based on threshold decomposition. In particular, the baseline method consists
of applying the threshold decomposition to an 8-bit input image, which gener-
ates 255 bitplanes. Then, we apply a binary stack filter to each bitplane, and
the output image is generated by summing up the 255 filtered bitplanes.

6.7.1 Evaluation of the hierarchical processing
To compare the hierarchical processing of our algorithm with the linear pro-
cessing of the baseline approach, we measured the percentage of time needed to
compute a certain number of bitplanes and the quality of the resulting image.
For this experiment, we applied a median filter with a cross-shaped structuring
element of width 3 to a test image of uniformly distributed random numbers
by using Algorithm 1 and the baseline method.

In Fig. 6.8a, we present the percentage of time spent in filtering a number
of threshold planes in ascending threshold order using the baseline approach.
This graphic reveals that the processing time linearly increases with the num-
ber of bitplanes, which means that the computational cost of every threshold
plane is the same. In Fig. 6.8b, we present the percentage of time spent in
filtering a certain number of bitplanes in descending order of significance. Note
that the processing time exponentially increases with a factor of 2 as the num-
ber of bitplanes increases. This implies that the computational cost of every
bitplane is not the same, and increases as the significance of the bitplane de-
creases. In other words, the most significant bitplanes are computed much
faster than the least significant bitplanes. This behavior is expected, since the
most significant bitplanes are computed with a small number of logical and
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Figure 6.8: In (a) and (b): relative processing time of a certain number of threshold
planes and bitplanes, respectively. In (c) and (d): quality of a filtered image with a
given number of threshold planes and bitplanes, respectively.

filtering operations, whereas the least significant bitplanes need many of them,
as shown in Table 6.1.

In Fig. 6.8c, we evaluate the quality of a filtered image obtained by approx-
imation with a certain number of threshold planes processed in ascending order.
The image quality is measured with the peak signal-to-noise ratio (PSNR) be-
tween the filtered image I∗ and its approximation I∗L with L threshold planes.
Fig. 6.8c reveals that, by only processing the first threshold plane, the PSNR
is around 6dB; this value increases exponentially at a rate of 1.2% until all
threshold planes are processed, and the reconstruction is perfect. In contrast,
in Fig. 6.8d, we can see the evolution of the image quality as we filter the
bitplanes from the most to the least significant bitplane. The image quality is
also measured using PSNR between the filtered image and its approximation,
but now L represents the number of bitplanes. The bar chart shows that the
approximation of the filtered image with the most significant bitplane yields a
PSNR of 10.7dB; this value increases linearly at a rate of 6.63 dB per bitplane
until all bitplanes are processed and the reconstruction is perfect.

In general, to filterK bitplanes in descending order of significance, we need
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(a) (b) (c)

Figure 6.9: (a) Median filtered image, (b) Filtered image with 127 threshold planes
(PSNR = 19 dB), (c) Filtered image with the seven most significant bitplanes (PSNR
= 51dB).

to filter 2K − 1 threshold planes to derive the corresponding partial outputs.
This relation can give us an approximate equivalence of the complexity between
our algorithm and the baseline approach. For instance, by processing the seven
most significant bitplanes, the PSNR of the reconstructed image is 51 dB, as
shown in Fig. 6.8d. Equivalently, by processing 127 threshold planes with the
baseline approach, the PSNR is only 19 dB as shown in Fig. 6.8c. Thanks to
the hierarchical structure of our algorithm, we can get an approximation of the
filtered image of much better quality than with the baseline approach using the
same number of threshold planes. Fig. 6.9 confirms this statement by compar-
ing a median filtered image with the two approximations. In Fig. 6.9b, we can
see the approximation with 127 threshold planes using the baseline approach,
which gives a darker and coarser image than Fig. 6.9a. In contrast, Fig. 6.9c
shows the approximation with the seven most significant bitplanes using our
approach, which gives a very similar image to Fig. 6.9a. In conclusion, by not
filtering the least significant bitplane, we can reduce the computation time of
an image by half with a minimal impact on the filtering performance. This
filtering approximation may become attractive to many real-time applications
based on stack filters.

6.7.2 Comparison between the general and the optimized
algorithm

In Section 6.5.2, we proposed some optimization rules that reduce the compu-
tation time of Algorithm 1 depending on the image distribution. Therefore, we
expect to compute images with a low dynamic range much faster than those
with a high dynamic range. This relationship is further examined by testing our
optimized algorithm with three images of different entropy, which are depicted
in Fig. 6.10a-c. The corresponding histograms of these images are presented in
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Figure 6.10: Test images with: (a) low entropy (5.2 bits), (b) medium entropy (6.2
bits), and (c) high entropy (7.6 bits). The histogram of these images are depicted in
(d), (e), and (f), respectively.

Fig. 6.10d-f. The stack filter implemented in the test is the erosion filter with
a square structuring element.

In Fig. 6.11a we plot the number of bitplane erosions required to filter
every image using the general and the optimized algorithm with square struc-
turing elements of different width. With the general algorithm, the number of
bitplane erosions is 255 regardless of the image entropy. Conversely, with the
optimized algorithm, the number of erosions decreases as the image entropy
decreases or the structuring element increases. In particular, when the struc-
turing element increases, the optimization rules start to discard partial output
computations at the higher levels of significance, exponentially reducing the
number of bitplane erosions in the lower levels of significance. Evidently, fil-
tered images with large structuring elements drastically reduce their dynamic
range and entropy, thus becoming coarser and with several flat zones (pixel
regions with the same gray tone). In Fig. 6.11b, we evaluate the processing
time of the low, medium, and high entropy images using the general and the
optimized algorithm. With the general algorithm, the processing time increases
with the size of the structuring element because, although the number erosions
is fixed, the erosion computation gets slower as the structuring element in-
creases. On the other hand, with the optimized algorithm, the processing time
decreases as the image entropy decreases or the structuring element increases.
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Figure 6.11: Plots of (a) the number of bitplane erosions, and (b) the processing
time required to filter the images of low, medium, and high entropy with square
structuring elements (SE) of different width. Results are provided for the general
algorithm (GA) and for the optimized algorithm (OA).

This time reduction is closely related to the exponential decay of the number
of bitplane erosions, and larger than the time overhead caused by filtering with
large structuring elements. In conclusion, the optimized algorithm can signifi-
cantly reduce the computation time of an image depending on its entropy and
the size of the structuring element employed.

6.7.3 Rank-order filter implementation and performance
Rank-order filters (ROFs), also called order-statistic filters [Maragos 87], com-
pose a stack-filter subclass that return local statistics of an image. A ROF
of rank r, denoted as ROF(r), selects the r-th largest element from a list of
pixel values defined by a structuring element. As r goes from 1 to N , where
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N is the number of elements, the filters ROF(1) and ROF(N) correspond to
the morphological dilation and erosion operators, respectively. Another special
case occurs when r = (N + 1)/2, which corresponds to the median filter when
N is an odd value.

The implementation of rank order filters can be performed with the naive
sort-and-select method or with our optimized algorithm by using the appropri-
ate binary rank filter. These binary filters return the r-th largest element from
a list of binary values. Unfortunately, the Eye-RIS system does not provide
any sorting algorithm implemented in the Q-Eye, and only provides a limited
number of built-in binary filters such as the erosion and dilation. As a result,
it is necessary to explore a way to implement the binary rank filters based on
these built-in filters. According to Wendt et al. [Wendt 86], any binary rank fil-
ter can be represented as a positive Boolean function. For instance, the binary
erosion (ε) and dilation (δ) of an N -point neighborhood X = (x1, x2, · · · , xN )
can be expressed with the following PBFs:

ε(X) = x1x2 · · ·xN , (6.11)
δ(X) = x1 + x2 + · · ·+ xN , (6.12)

where x ∈ {0, 1} and the addition represents the OR operation, while the
multiplication the AND operation. According to [Chen 89], the PBF of any
binary rank-order filter can be expressed as follows:

ROF(r)(X) =
∑

1≤n1<n2<···<nr6N
xn1

xn2
· · ·xnr , (6.13)

where the indices n1, n2, · · · , nr are defined by the set of combinations that
meet the inequality. By combining (6.11) with (6.13), we can rewrite the latter
as follows:

ROF(r)(X) =
∑

1≤n1<n2<···<nr6N
ε
(
(xn1

, xn2
, · · · , xnr )

)
. (6.14)

As a result, every product term of the PBF can be implemented as an erosion,
and its output is added up yielding the desired rank filter. Equivalently, this
procedure can be performed by applying bitplane erosions with all structuring
element combinations defined by the inequality stated in (6.14), and adding up
the resulting bitplanes. The number of erosions required to derive a r-th rank
filter is determined by the binomial coefficient

(
N
r

)
, where N is the number

of elements of the structuring element. In Table 6.3, we show the number of
erosions required by each rank-order filter with a structuring element of size 5.
Also, this table shows that the number of erosions for r < 3 can be reduced
by using the duality property [Maragos 87], which states that ROF(r)(X) =
¬ROF(N−r+1)(¬X). Therefore, ROF(1) can be derived in terms of ROF(5),
while ROF(2) can be derived in terms of ROF(4). In particular, the number of
erosions Ne using the duality property is computed as follows

Ne =

{(
N

N−r+1

)
, if 1 ≤ r ≤ N+1

2 ,(
N
r

)
, if N+1

2 < r ≤ N. (6.15)
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Table 6.3: Number of erosion operations required to implement each ROF with a
5-point neighborhood.

Number of erosions

Rank Order Filter
(

5
r

)
duality

ROF(1)(Dilation) 5 1

ROF(2) 10 5

ROF(3)(Median) 10 10

ROF(4) 5 5

ROF(5)(Erosion) 1 1
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Figure 6.12: ROF performance on the Eye-RIS vision system.

To evaluate the processing time of rank-order filters using our stack fil-
ter algorithm, we filtered the image depicted in Fig. 6.10c with a cross-shaped
structuring element of 5 points. This image is linearly mapped to different
dynamic ranges that run from 1 to 255 gray tones to test our algorithm with
images of different entropy values. The performance of the 5 possible rank fil-
ters is shown in Fig. 6.12. In general, the processing time decreases as the image
entropy decreases. This behavior was previously discussed in Section 6.7.2 for
the case of the erosion. Now, we can see that other rank-order filters follow a
similar behavior. In Fig. 6.12, we can also see that low-entropy images such
as synthetic images can be processed in less than 20ms since their entropy is
usually less than 5 bits. On the other hand, natural images have an entropy
between 5 and 8 bits, thus giving a processing time between 15 and 80ms
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approximately. In particular, note that the curves of dual filters such as ero-
sion/dilation and ROF(2)/ROF(4) have similar performance. This is expected
because dual rank filters require the same number of erosions, as shown in Ta-
ble 6.3. Moreover, the processing time of the median filter is slower than the
other filters because it requires more binary erosions. Therefore, if a larger
structuring element is used, the gap in time between the median and erosion
filter would be larger. In summary, our stack filter algorithm allows us to im-
plement any type of rank-order filter based on either bitplane erosions or its
direct PBF implementation. Moreover, by integrating the optimization rules
into our algorithm, we can reduce its computation time depending on the image
distribution without compromising the quality of the filtered image.

6.8 Contributions
The main contributions presented in this chapter are the following:

1. We proposed a novel stack filter algorithm for a 2D array processor that
hierarchically filters the image bitplanes. An early version of this algo-
rithm designed to implement morphological filters was published in [Frías-
Velázquez 09a]. The generalization to stack filters was later published
in [Frías-Velázquez 10,Frías-Velázquez 17].

2. We derived a Boolean transform and its inverse that link the bitwise and
threshold decomposition. These transforms played an important role to
devise our filtering method based on bitplanes, and to compare it with
the classical method based on the threshold decomposition.

3. We proposed two optimization rules that reduce the processing time of
our algorithm depending on the gray-level distribution of the image and
the size of the structuring element. Thanks to these rules, the algorithm
can be speeded up not only by discarding the computation of the less
significant bitplanes, but also by actively discarding superfluous compu-
tations without compromising the image fidelity.

4. A complexity analysis and a comparison with other stack filter imple-
mentations were provided.

6.9 Conclusion
In this chapter, we proposed a stack filter algorithm based on the image bitwise
decomposition for a smart camera with a 2D-array image processor. Thanks to
its hierarchical structure, this algorithm prioritizes the processing of the most
informative bitplanes because they are filtered much faster than the least in-
formative bitplanes. As a result, by discarding the computation of the least
informative bitplane, we can reduce the processing time by half at the expense
of a minimal impact on the filtering performance of the output image. On the
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other hand, we also proposed some optimization rules that reduce the compu-
tation time depending on the image’s gray-level distribution, thus allowing us
to process low-entropy images up to 5 times faster than high-entropy images.
Another interesting feature is that our approach drastically reduces the pro-
cessing time when using large structuring elements. This is possible because
filtered images with large structuring elements convey less texture and details,
a fact exploited by our optimization rules to prevent the computation of nu-
merous operations in the least significant bitplanes. All these features make
our algorithm attractive to applications that demand a variable computation
throughput and intensive morphological/order-statistic operations.



138 Hierarchical Stack Filtering



7
Conclusions

In the following sections we present the main contributions and conclusions of
this thesis work. Additionally, some ideas for future work and a list of all our
research publications are presented.

7.1 Contributions

7.1.1 Object description with the trace transform
Object recognition and categorization problems strongly rely on a set of mean-
ingful and compact features that allow a machine to optimally recognize pat-
terns and categories. Among the plethora of descriptors proposed in literature,
we focused our study on the trace-transform descriptors. As reviewed in Chap-
ter 2, the trace transform offers an unparalleled flexibility to design descriptors
robust against multiple image variations such as geometrical deformations, illu-
mination changes, and noise perturbations by using the appropriate functionals.
Additionally, it can generate multiple descriptors of different compactness on
the fly by applying several functionals in each processing stage.

The seminal works of Petrou and Kadyrov [Kadyrov 01,Petrou 04,Kady-
rov 06] showed the great potential and advantages of trace-transform descrip-
tors. However, they were considered computationally expensive at the time
they were proposed, a factor that hindered their further development. The
lack of a computational benchmark and specific guidelines on how to choose
the multiple parameters and functionals may also have discouraged their use.
With the cheapening of very fast processors and the recent advances on parallel
computing, the trace-transform descriptors now seem more affordable. There-
fore, we deemed important to carry out a comprehensive evaluation of the
trace-transform descriptors and continue their development. Our main con-
tributions to this domain are split into three major axes: a comprehensive
guideline to efficiently compute the trace-transform descriptors, a feature se-
lection analysis that identifies optimal functional combinations, and a novel
method to compute decorrelated descriptors with the trace-transform.
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The comprehensive evaluation provides user guidelines about all param-
eters and factors that influence on the computation and the recognition per-
formance of the trace transform. Firstly, we analyzed several implementations
of the trace transform using popular programming languages such as MAT-
LAB, Octave, Scilab, C++, and CUDA. From this assessment we learned that
the trace-transform algorithm can be easily implemented with multiple parallel
processes. As a result, the C++ implementation could be accelerated up to 10
times with respect to the MATLAB implementation by just including OpenMP
parallelization directives. Meanwhile, the parallelization of the CUDA imple-
mentation required an extra effort that payed off by running up to 15 times
faster than the MATLAB implementation. Secondly, we also investigated mul-
tiple parameters and factors that affect the execution time such as the image
size, the functional complexity, and the rotation angle. This analysis revealed
that polynomial- and exponential-based functionals are computed up to 8 times
faster than median-based functionals. Also, we found that one can reduce up
to 80% of the computation time by increasing the interval angle in steps of five
degrees at the expense of a loss of 3% in recognition performance. With the
proper combination of functionals, interval angle, and computing platform, the
image processing throughput can reach up to 30 images per second. However,
such combination should be carefully chosen because reducing the number of
functionals, the image size, or the angular resolution inevitably have an impact
on the recognition performance. For this reason, we also provided an analysis
that assesses this trade-off. In summary, thanks to this work, users can bet-
ter understand the trade-offs of choosing different programming languages and
parameters to customize and optimize their implementation.

Another relevant contribution is the feature selection analysis of the trace
transform descriptors, which are obtained by using multiple functionals. In
this analysis we investigated the correlation between these descriptors and its
link with the functionals that originated them. The evaluation showed that
functionals with a weight function of the same type (e.g. polynomial-based
functionals) yield descriptors with a correlation of up to 80%. Meanwhile,
functionals with different weight function yield descriptors with a correlation
of about 30%. In light of these findings, we used an optimization method to
get the T -functional combinations that maximize the recognition performance
with a minimum set of descriptors. In our experiments, we observed that 8 cir-
cus functions resulting from the the least correlated T -functional combination
achieved a comparable recognition performance as 21 circus functions. As a re-
sult, we could significantly reduce the computational burden without sacrificing
the recognition performance thanks to our feature selection analysis. Finally,
it is worth noting that this work served as inspiration to other feature selection
algorithms [Albukhanajer 15a, Albukhanajer 15b] applied to trace-transform
descriptors.

Apart from analyzing the trace-transform descriptors exhaustively, we pro-
posed a new variant known as decorrelated circus functions. These descriptors
are derived from a novel set of functionals based on orthogonal polynomials.



7.1 Contributions 141

The target is to automatically generate multiple decorrelated descriptors with-
out the need of a feature selection analysis. Our experiments revealed that
the proposed functionals generate fewer, but more distinctive descriptors than
those returned by the classical functionals. For instance, by comparing the
recognition performance of 21 regular circus functions with only 8 decorre-
lated ones, the novel descriptors improved the performance in 8%. Despite the
promising results, the new features require a sinogram orthogonalization via
singular value decomposition, which is computationally expensive. Therefore,
alternative or simplified orthogonalization methods should be investigated in
the future to tackle this issue.

It is worth to remark that all the contributions referred above were crucial
to solve the identification and classification problems described in Chapter 5.
As future work, it would be interesting to evaluate the performance of the
trace-transform features as local descriptors. In the past, the implementation of
local trace-transform descriptors had been considered unreasonably expensive.
Now, such task seems more attainable with the use of faster processors and the
provided guidelines. Finally, another line of research would be continuing the
investigation of decorrelated circus functions and their optimal implementation.

7.1.2 Multicamera re-identification and tracking
Several contributions to the fields of multicamera re-identification and track-
ing were made during these doctoral studies. These contributions were mainly
applied to traffic and people surveillance applications. In Section 7.1.2.1, we
recapitulate our findings and major contributions to solve the problem of mul-
ticamera re-identification of vehicles. Meanwhile, in Section 7.1.2.2, we briefly
review our input into the fields of people tracking and automatic object an-
notation. Although this last research work is not treated in this book, it was
originally developed by the author, and later retaken and published in a journal
paper [Niño-Castañeda 16] by research colleagues.

7.1.2.1 Traffic surveillance

In the last decades, the road transportation sector has been adopting video
surveillance technologies to monitor traffic activity. With the help of com-
puter vision techniques, traffic surveillance systems can now automatically de-
tect, identify, and track vehicles using video data. In this thesis work we
studied these problems; particularly, the vehicle re-identification across non-
overlapping cameras placed in road tunnels. To tackle this case, we proposed
a computer vision system divided into two processing stages, namely intra-
camera monitoring and inter-camera association.

The intra-camera monitoring performed the detection and tracking of the
vehicles observed within the cameras’ field of view. For this purpose, we pro-
posed a novel vehicle detector particularly designed to tackle the illumination
conditions encountered in tunnels. This detector carried out a background
subtraction in an illumination-invariant domain using a statistical filter and
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morphological operators. The devised filter used local higher-order statistics
to provide resilience to shadows and uneven lighting. To evaluate the perfor-
mance of our detector, we compare it with an appearance learning detector. In
terms of accuracy, the proposed method correctly detected all vehicles in the
video data set, and only 1% of the total came from false positive detections.
In contrast, 87% of the vehicles were correctly detected with the appearance
learning detector, and 20% of the total came from false positive detections.
In terms of precision, the proposed method returned detections that covered
whole vehicles, but 27% of the detected area also included background pixels.
On the other hand, with the appearance learning detector, only 76% of the
vehicle area was detected, while 20% of the detected area came from the back-
ground. In summary, our foreground detector returned complete and fairly
tight detections while minimizing the risk of false detections.

The second processing stage, known as inter-camera association, deals with
the vehicle assignment between cameras. For this task, we proposed a Bayesian
framework that efficiently combines motion and appearance features to success-
fully solve the re-identification problem. Firstly, the re-identification problem
was dynamically split into several matching subproblems by grouping common
candidate-match vehicles using a hypothesis test. This test evaluates whether
a pair of vehicles is a candidate match or not by checking that the vehicles
are of similar type and their motion data is consistent with a kinematic model.
Then, the candidate matches were dynamically grouped in matching subprob-
lems with a novel clustering algorithm. In our experiments we found that
a matching subproblem was composed of 4 vehicles on average, where every
vehicle had 3 candidate matches. In contrast, sliding window methods [Rios-
Cabrera 12,Jelača 13] split the re-identification problem using a fixed window
of 10 vehicles, which implies that every vehicle had 10 candidate matches. In
conclusion, our approach significantly improved the chances of getting the cor-
rect assignment by finding it among 24 possible matching combinations rather
than 3.6 million combinations with the sliding window method.

After decomposing the re-identification problem into smaller subproblems,
we derived a vehicle assignment method based on a maximum-a-posteriori es-
timation to infer the optimal match. This method depends on a same-different
probability model built with appearance features such as trace-transform de-
scriptors and motion cues such as the spatial discrepancy and the number of
lane changes. In general, the inference model gave a high matching probabil-
ity to candidates with a strong motion consistence and a similar appearance.
Also, the matching probability was higher for vehicles that stayed in the same
lane since 95% of the true matches stay in the same lane, whereas 78% of the
false matches reported at least one lane change. The vehicle assignment was
evaluated using two matching schemes, namely nearest-neighbors and bijec-
tive matching. With the nearest-neighbor matcher the re-identification rate in
the training and testing set got to 97.5% and 92.0%, respectively. Meanwhile,
the performance with automatic detections reached 91.7%. With the bijective
matcher the re-identification performance in the training and testing set got
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to 100%. On the other hand, with the automatic detections the performance
reached 98%. Overall, the re-identification rate of our method outperformed
that of Rios-Cabrera et al. [Rios-Cabrera 12] by 15% and our earlier work [Je-
lača 13] by 7%. Also, from a practical point of view, our approach better
copes with real traffic conditions in comparison with previous methods since it
does not assume that the vehicles keep a strict order between cameras. More-
over, the vehicle clustering is performed automatically whereas sliding window
methods need prior traffic information to set the appropriate window size.

As future work, the proposed method can be further tested in other road
scenarios and traffic conditions. Additionally, this work can be extended to
other surveillance applications such as people re-identification. It is worth
to remark that an initial exploration of this problem was already performed
showing promising results. However, further work is needed to reach a maturing
stage.

7.1.2.2 People surveillance

Historically, video surveillance has been mainly focused on monitoring public
areas. However, in recent years, low-cost cameras and advances in video ana-
lytics have encourage their use in homes leading to the so-called smart homes.
The target is not only to use the cameras for security purposes, but also to im-
prove the quality of life of people, and to plug homes into the internet of things
(IOT). Under this new paradigm, several applications have emerged apart from
the typical security tasks such as elder incident detection, automatic lighting
and heating control, among others.

In this context, people tracking is the basis for the development of any
automatic monitoring system. Unfortunately, existing tracking methods are
not robust enough in cluttered environments, and some trackers work better in
certain situations than others. Knowing that a single tracking method cannot
tackle the problem, we derive a tracking approach based on the concept of en-
semble diversity. The idea is to combine the output of several tracking methods
of diverse and complementary characteristics. In this way, while some trackers
of the ensemble may fail in certain situations, it is expected that the major-
ity concur with the true location of the target, thus improving the robustness.
Apart from being used for monitoring systems, the proposed method can be
exploited for other applications. For instance, we can create a semi-automatic
annotation tool that generates tracking data for the development of a higher-
level behavior analysis system. On the other hand, we can evaluate existing
trackers in a comprehensive manner and study difficult situations to improve
their robustness.

Experimental tests were performed with video captured from a multicam-
era setup installed in a holiday home. The people tracking was evaluated at
the ground level using real-world coordinates derived from manual camera cal-
ibration. Tracking data was extracted from 5 different trackers called base
trackers, while tracking checkpoints were estimated by a high-confidence peo-
ple detector. These checkpoints had a similar precision as manual annotations,
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thus they were considered as ground truth. Unfortunately, this ground-truth
was available only in a small part of the data set because high-confidence de-
tections are usually rare and randomly retrieved. In summary, the ensemble
tracker is composed of a training and an inference phase. In the training phase,
tracking errors of each base tracker were computed by measuring the distance
between the tracking estimates and the checkpoints. Then, these errors were
used to built a likelihood distribution model. In the inference phase, the error
distributions were used to derive a maximum likelihood estimator that infers
the correct position of the target from the ensemble of tracking results. On
average, our tracking system reported an error of 18.63 cm, whereas by simply
computing the centroid of the tracking outputs we got an error of 39.76 cm. The
system also reported that approximately 80% of the tracking results reached
an accuracy lower than 20 cm, whereas with the centroid approach only 40%
of the tracking results lie within the same accuracy. Finally, this method was
further developed by colleagues in our research group and later published in a
journal paper [Niño-Castañeda 16].

7.1.3 Massively-parallel filtering in smart cameras
To efficiently exploit the massive parallelism found in 2D-array image pro-
cessors, existing implementations of well-known vision algorithms need to be
redesigned. In this work, we proposed a novel implementation of the stack fil-
ters using a 2D array processor. The proposed method consisted of three steps.
First, the input image was decomposed into bitplanes. Then, we filtered every
bitplane hierarchically by using our stack filter algorithm. As every filtered
bitplane depends on a number of threshold planes, we studied the relationship
between threshold and bitwise decomposition, and we derived mathematical ex-
pressions that permit us to directly transform threshold planes into bitplanes
and vice versa. Finally, the filtered image was reconstructed by simply stacking
the filtered bitplanes according to their order of significance.

By comparing our algorithm with the benchmark method based on thresh-
old decomposition we found that both approaches require a total of 255 filtering
operations to process an 8-bit image. However, their distribution per binary
plane is quite different for each case. With the threshold approach, a binary
filter is applied to each of the 255 threshold planes, whereas with our method
the number of filter operations per bitplane exponentially decreases as the level
of significance increases. This implies that the most significant bitplanes, which
convey the coarse-resolution image data, are computed much faster than the
least significant bitplanes, which convey image details and texture. Based on
these findings, we could approximate a stack filtered image by discarding the
least significant bitplane and reduce the processing time by half with a minimal
impact on the filtering performance. Alternatively, we also proposed some opti-
mization rules that discard superfluous computations in our algorithm without
compromising the filtering performance. These rules are effective when the
image’s gray-level distribution does not extend over the full dynamic range.
Therefore, low-dynamic range images are computed much faster than those
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with a full dynamic range. In our experiments we found that low-entropy im-
ages are processed up to 5 times faster than high-entropy images using the
optimized algorithm.

Apart from analyzing the hierarchical structure of our algorithms, we also
analyzed their performance using large structuring elements. With the gen-
eral algorithm, the processing time increased with the size of the structuring
element. This happens because the filtering operation gets slower as the struc-
turing element increases while the total number of operations remains fixed.
On the other hand, with the optimized algorithm, the processing time decreases
as the structuring element increases. This is possible because filtered images
with large structuring elements convey less texture and details, a fact exploited
by our optimization rules to prevent the computation of numerous operations
in the least significant bitplanes.

On average, eroding a gray-scale image with the general algorithm took
around 47ms, whereas with the optimized algorithm it ranged from 7ms to
47ms depending on its gray-level distribution and the size of the structuring
element. On the other hand, we also performed an evaluation of the rank-order
filters using the optimized algorithm with a 5-point structuring element. For
this case, the processing time ranged from 10ms to 80ms in function of the
image entropy. In conclusion, owing to its hierarchical structure and the pro-
posed optimization rules, our algorithm can dynamically discards superfluous
computations depending on the image’s gray-level distribution and the struc-
turing element. Moreover, it allows us to trade-off between image quality and
processing time.

As future work, the proposed algorithms could be used to implement other
morphological operations such as alternating sequential filters, skeletonization,
and granulometry, which require multiple filtering operations and large struc-
turing elements. Also, it would be interesting to exploit the natural coarse-to-
fine filtering structure of our algorithm to derive an image compression tech-
nique.

7.2 Publication output
The research carried out for this doctoral thesis was published in 5 A1 journal
articles, 7 P1 conference papers, and 2 C1 conference papers. From these
publications, the first-authored articles amount to 9. For your reference, a list
of all the publications is presented below:

• Andrés Frías-Velázquez, Josep Ramon Morros, Mario García &Wilfried Philips.
Hierarchical Stack Filtering: A Bitplane-Based Algorithm for Massively Parallel
Processors. Journal of Real-Time Image Processing, March 2017

• Jorge Niño-Castañeda, Andrés Frías-Velázquez, Nyan Bo Bo, Maarten Slem-
brouck, Junzhi Guan, Glen Debard, Bart Vanrumste, Tinne Tuytelaars & Wil-
fried Philips. Scalable Semi-Automatic Annotation for Multi-Camera Person
Tracking. IEEE Transactions on Image Processing, vol. 25, no. 5, pages 2259–
2274, 2016
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• Tim Besard, Andrés Frías-Velázquez, Bjorn De Sutter & Wilfried Philips. Case
Study of Multiple Trace Transform Implementations. International Journal of
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Probability density functions

A.1 Correlation angle distribution
According to Hotelling [Hotelling 53], the correlation coefficient distribution of
r with a ρ population coefficient and η samples is defined as follows

PR(r) =
(η − 2)Γ(η − 1)(1− ρ2)(η−1)/2(1− r2)(η−4)/2
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where −1 ≤ r ≤ 1, Γ(· ) is the gamma function, and 2F1 is the hypergeometric
function defined as follows
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To derive the correlation angle distribution, we map the correlation distribu-
tion using the function θ = 1

π arccos(r). This change of variable can be easily
obtained as follows

PΘ(θ) = PR(r(θ))

∣∣∣∣drdθ
∣∣∣∣ = π sin (πθ)PR (cos (πθ)) . (A.3)

By substituting (A.1) in (A.3), we finally obtain the correlation angle distribu-
tion of θ as follows

PΘ(θ) =
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where 0 ≤ θ ≤ 1 and ϑ = 1
π arccos(ρ). Unfortunately, the parameter estimation

of the correlation angle distribution cannot be easily computed due to the
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non-closed-form of the distribution. As a result, we use a variation of the
Fisher transform [Fisher 15], stated in (A.5), to transform correlation-angle
distributed samples θ to normal distributed samples z. In this way, we can
estimate ϑ and η with the mean µ and the variance σ2 of the mapped samples
using (A.6) and (A.7). In particular, (A.7) has been derived from the extended
Hotelling series expansion approximation [Fouladi 08].

z = arctanh(cos(πθ)) (A.5) µ = arctanh(cos(πϑ)) (A.6)
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A.2 Imputation of unknown distributions
As stated in Section 5.3.3.3, vehicles changing more than one lane between
cameras is a very unlikely event. Therefore, it is difficult to gather data for these
cases and estimate their distribution. To overcome this problem, we propose a
method that estimates the missing probability density functions based on the
distributions of the observable instances. In other words, the target is to use
the statistics from the instances ` = 0 and ` = 1 to estimate the distribution
parameters for ` = 2 and ` = 3.

In principle, we assume that the spatial discrepancy of true matches is in-
dependent of lane changes. This is true if the discrepancy measurement takes
into account the additional distance when a vehicle changes lane. In this way,
the spatial discrepancy remains exclusively dependent on the accuracy of the
motion measurements. This implies that the spatial discrepancy is modeled
with the same normal distribution depicted in Fig. 5.18 regardless of the num-
ber of lane changes. In contrast, the appearance distance is not independent
of the number of lane changes because vehicles usually have a different pose
when changing lane. That is, signatures from the same vehicle increasingly
differ to each other as the number of lane changes increases, thus yielding a
larger appearance distance. Therefore, the correlation angle distribution of
every lane change has different population and sample parameters. For this
case, we require a transformation model that estimates the parameters of the
correlation angle distribution as the lane change increases. Due to the highly
non-linear behavior of the correlation angle distribution, we rather express
the transformation model in terms of Gaussian random variables by using the
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Figure A.1: Mean and standard deviation of the Fisher-transform distribution for
all lane change instances.

Fisher transform [Fisher 15]. As a result, the appearance distance θ is trans-
formed into a Gaussian-distributed descriptor z using (A.5). This change of
domain ensures that any manipulation of z with a linear transformation will
only modify the parameters of the distribution, and not the density function
itself. Consequently, we propose a linear regression model that relates the data
of true and false matching cases m = {T, F} for a given lane-change instance `
as follows

zT` = α1(`)zF` + α0(`), (A.8)

where α1(`) and α0(`) represent certain scale and shift functions to be
estimated. If we apply the first and second moments to (A.8), we can find the
relation of the moments between matching cases as follows

µT` = α1(`)µF` + α0(`) (A.9) σT` = α1(`)σF` . (A.10)

Then, we assume that the scale and shift functions are defined by
α0(`) = a0 + b0 e

−c0` and α1(`) = a1 + b1 e
−c1`. Now, we focus on

finding the parameters of these expressions by substituting the first and second
moments of the instances ` = 0 and ` = 1 in (A.9) and (A.10). This give us
an under-determined equation system of six unknowns and four equations. To
solve the equation system, we assume that α0(+∞) = 0 and α1(+∞) = 1,
which implies that the mean and standard deviation of true and false matches
are basically the same when the lane change is very large. This assumption is
sustained on the basis that the appearance distance increases with the number
of lane changes. Once the shift and scale functions are determined, we use the
moments of the false match distributions of the instances ` = 2 and ` = 3 to
estimate the moments of their respective true match distributions by using
(A.9) and (A.10). In Fig. A.1, we plot the mean and standard deviation for all
lane change instances, including the imputation of the true match distributions
of ` = 2 and ` = 3. Note that both parameters monotonically decrease, while
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the separation between true and false matches decreases as the lane change
increases. Finally, having estimated the mean and standard deviation of the
missing distributions, these parameters are mapped back to the correlation
angle domain using the inverse functions of (A.6) and (A.7).
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Link between image decompositions

In this section, we derive the expressions that link the bitwise and the threshold
decomposition. In Section B.1, we derive the forward transform that converts
threshold planes to bitplanes. In Section B.2, we derive the inverse transform
that converts bitplanes to threshold planes.

B.1 Derivation of the forward transform
The bitwise decomposition function, stated in (6.2), can be expressed in terms
of floor functions using the modulo operator x mod y = x − y bx/yc and the
identity bbx/pc/qc = bx/pqc as follows

Bk =

⌊
I

2k

⌋
− 2

⌊
I

2k+1

⌋
. (B.1)

In general, a floor function has a staircase shape, where every step can be
expressed in terms of threshold functions. Therefore, we can state that⌊

I

p

⌋
=
∑
j

j
(
Tjp − T(j+1)p

)
, (B.2)

where p is an integer number that determines the stair width. Consequently,
the floor functions in (B.1) can be expressed as⌊

I

2k

⌋
=

Nk∑
j′=0

j′
(
Tj′2k − T(j′+1)2k

)
, (B.3)

⌊
I

2k+1

⌋
=

Nk+1∑
j=0

j
(
Tj2k+1 − T(j+1)2k+1

)
, (B.4)
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where Nk = 2K−k − 1 and K represents the bit depth of the image. As the
stair width in (B.4) is two times larger than in (B.3), the indices j and j′ point
to different thresholding levels. Therefore, to use a common index, we express
(B.3) with the index j as follows⌊

I

2k

⌋
=

Nk+1∑
j=0

2j
(
Tj2k+1 − T(2j+1)2k

)
+(2j+1)

(
T(2j+1)2k − T(j+1)2k+1

)
. (B.5)

By substituting (B.4) and (B.5) into (B.1) we obtain the relation between
decompositions as

Bk =

Nk+1∑
j=0

T(2j+1)2k − T(j+1)2k+1 . (B.6)

Equivalently, we can express this relation in terms of Boolean operators as
shown below

Bk =

Nk+1∨
j=0

(
T(2j+1)2k ∧ ¬T(j+1)2k+1

)
. (B.7)

B.2 Derivation of the inverse transform
As stated in (6.1), the threshold function is based on the comparison of the
image I and a gray level `. The equality comparator, on the other hand, is a
more fundamental operation defined as shown below

C`(n,m) =

{
1, if I(n,m) = `,

0, otherwise.
(B.8)

If we apply the bitwise decomposition to I and `, we get (BK−1, ..., B0)2 and
(βK−1,`, ..., β0,`)2, respectively. By comparing their K bit levels of decomposi-
tion, we can also express the equality comparator as follows

C`(n,m) =

K−1∧
k=0

Bk(n,m)↔ βk,`. (B.9)

Based on equality comparisons we can reformulate the threshold function (6.1)
as shown below

Tl(n,m) =

2K−1∨
`=l

C`(n,m), (B.10)

where C` can be substituted by (B.9) leading to

Tl(n,m) =

2K−1∨
`=l

K−1∧
k=0

(Bk(n,m)↔ βk,`) . (B.11)
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This Boolean function has the canonical form of a sum of products (SoP)
[Roth Jr 13], and it can be minimized yielding a simplified representation. In
the following paragraphs, we will perform the minimization of (B.11) by as-
suming that Tl returns the minimized expression and Fl(BK−1, BK−2, . . . , B0)
is the sum-of-products representation. In this way, we start applying the Shan-
non’s expansion theorem [Shannon 49] to Fl as follows

Fl(BK−1, BK−2, . . . , B0) = (BK−1 ∧ Fl(1, BK−2, . . . , B0))∨
(¬BK−1 ∧ Fl(0, BK−2, . . . , B0)) , (B.12)

where 1 and 0 represent bitplanes of ones and zeros, respectively. This expres-
sion can be reduced for two possible cases:

Case 1. If l < 2K−1, then Fl(1, BK−2, . . . , B0) = 1 by the uniting theo-
rem [Roth Jr 13]. As a result, we can reduce (B.12) to Fl(BK−1,
BK−2, . . . , B0) = BK−1 ∨ (¬BK−1 ∧ Fl(0, BK−2, . . . , B0)), and then
use the elimination theorem [Roth Jr 13] to get

Fl(BK−1, BK−2, . . . , B0) = BK−1 ∨ Fl(0, BK−2, . . . , B0). (B.13)

Case 2. If l ≥ 2K−1, then Fl(0, BK−2, . . . , B0) = 0. For this case, the equa-
tion (B.12) is reduced to

Fl(BK−1, BK−2, . . . , B0) = BK−1 ∧ Fl(1, BK−2, . . . , B0). (B.14)

By gathering (B.13) and (B.14) into a single function, we can express (B.12)
as follows

Tl =

{
BK−1 ∨ Fl(0, BK−2, . . . , B0), if λK−1 = 0,

BK−1 ∧ Fl(1, BK−2, . . . , B0), if λK−1 = 1,
(B.15)

where λK−1 is the most significant bit of l given that (l)10 = (λK−1λK−2...λ0)2.
Note that λK−1 = 0 implies that l < 2K−1, while λK−1 = 1 implies that
l ≥ 2K−1. This piecewise function can be redefined more compactly as follows

Tl = BK−1 ./
λK−1

Fl(λK−1, BK−2, . . . , B0), (B.16)

where λK−1 represents a bitplane of either zeros or ones depending on the value
of λK−1, while the bow tie operator is defined by

./
x

=

{
∨, if x = 0,

∧, if x = 1.
(B.17)

The expression in (B.16) can be further worked out by applying the Shannon’s
expansion theorem to Fl(λK−1, BK−2, . . . , B0), which leads to

Fl(λK−1, BK−2, . . . , B0) = (BK−2 ∧ Fl(λK−1,1, BK−3, . . . , B0))∨
(¬BK−2 ∧ Fl(λK−1,0, BK−3, . . . , B0)) . (B.18)

This expression can be simplified for four possible cases:
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Case 1. If l < 2K−2, then Fl(0,1, BK−3, . . . , B0) = 1, which after substituted
in (B.18) we get

Fl(0, BK−2, . . . , B0) = BK−2 ∨ Fl(0,0, BK−3, . . . , B0). (B.19)

Case 2. If l ≥ 2K−2, then Fl(0,0, BK−3, . . . , B0) = 0, which reduces (B.18)
to

Fl(0, BK−2, . . . , B0) = BK−2 ∧ Fl(0,1, BK−3, . . . , B0). (B.20)

Case 3. If l < 3 · 2K−2, then Fl(1,1, BK−3, . . . , B0) = 1, and the expansion
is simplified as

Fl(1, BK−2, . . . , B0) = BK−2 ∨ Fl(1,0, BK−3, . . . , B0). (B.21)

Case 4. If l ≥ 3 · 2K−2, then Fl(1,0, BK−3, . . . , B0) = 0, which after substi-
tuted in (B.18) returns

Fl(1, BK−2, . . . , B0) = BK−2 ∧ Fl(1,1, BK−3, . . . , B0). (B.22)

All these cases are put together in the following form:

Tl = (BK−1 ./
λK−1

(BK−2 ./
λK−2

Fl(λK−1,λK−1, BK−3, . . . , B0))) (B.23)

In light of (B.16) and (B.23), we can easily deduce the last Shannon’s expansion
as follows

Tl = (BK−1 ./
λK−1

(BK−2 ./
λK−2

· · · (B0 ./
λ0

Fl(λK−1,λK−2, . . . ,λ0)))) (B.24)

Given that Fl(λK−1,λK−2, . . . ,λ0) = 1, then equation (B.24) can be simplified
if the least significant bits of l are set to zero. For instance, if z is the number of
the least significant bits of l set to zero, then λz−1 = λz−2 = · · · = λ0 = 0 and
the rightmost part of (B.24) is reduced as follows Bz−1 ∨ Bz−2 ∨ · · · ∨ 1 = 1.
Finally, the minimization of the sum of products stated in (B.11) is shown
below

Tl = (BK−1 ./
λK−1

(BK−2 ./
λK−2

· · · (BK−q+1 ./
λK−q+1

BK−q))) (B.25)

where q = K − z.
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