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Abstract: We present our latest results on silicon photonics neuromorphic information pro-
cessing based on techniques like reservoir computing. We will discuss aspects like scalability,
novel architectures for enhanced power efficiency, as well as all-optical readout. Addition-
ally, we will touch upon new machine learning techniques to operate these integrated readouts.

1. Introduction

The persistent increase in demand for systems that can process the massive amounts of data available today has
strained the currently employed transistor-based von Neumann architectures. Simultaneously, the growing demand for
high-throughput, high-fidelity telecommunications systems has generated significant implementation hurdles for the
associated signal processing systems.

To address the compounding challenges for these computation and communication systems, a major design revo-
lution is underway for the next generations of these systems in the IT research world. The frantic search for potential
solutions has initiated a revisit to analog computation platforms but with the aim of combining them with the state-of-
the-art in large-scale integration technology. These platforms exploit the inherent dynamics of certain physical systems
for processing and/or computing. Of these, prominently under consideration are biologically inspired techniques, and
particularly brain-inspired computing approaches that employ artificial structures that mimic the brain’s neural com-
putational semantics.

Reservoir computing (RC) is a brain-inspired computing approach that initially emerged as a way around the in-
tricacies associated with correctly training recurrent neural networks [1–3]. Classical software RC involves setting
up a large randomly initialized nonlinear dynamical system (the reservoir) – usually an artificial neural network –
that is tuned into a specific dynamical regime to allow for the following three conditions: separability of the inputs,
generation of similar outputs for similar inputs and some form of finite memory of the previous inputs. Under these
circumstances, the states of the reservoir can be linearly combined, following task-imposed optimization criteria, to
extract the desired outputs for the specified inputs.

Beyond the initial software implementations, RC has evolved into a way to enable computing with physical non-
linear dynamical systems. Photonic RC particularly presents a number of benefits compared to e.g. electronics, as it
offers a large bandwidth and is inherently massively parallel. A recent development in the design of RC systems is the
realization that for certain tasks that are not strongly nonlinear, it is possible to achieve state-of-the-art performance
using a completely passive linear network, i.e., one without amplification or nonlinear elements. The required nonlin-
earity is introduced at the readout point, typically with a photodetector [4]. The work discussed in this paper is also
based on this architecture.

The rest of this paper is organised as follows. First, we discuss how passive reservoirs can benefit from improved
power efficiency by distributing the same total input power over multiple inputs. Second, we introduce a novel
hardware-friendly training scheme for devices with integrated all-optical readout.

2. Passive Integrated Photonic Reservoir Computing

We compare the performance of an architecture with the same size as in [4], with the same total input power injected
into the reservoir but distributed over different nodes. We will show that even when the same power is injected into the
reservoir, the increased variation between the reservoir states contributes considerably to the computing power of the
architecture.
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Fig. 1. Error rate vs total input power for different injection scenarios. The minimum measurable
error, given the number of bits used for testing, is 10−3.

In this work, each considered combination of reservoir initialization and input configuration was tasked to solve the
delayed XOR task. The current output bit for this task is the XOR of the current input bit with one ndelay bits in the
past. Here we express it as:

y[n] = x[n]⊕ x[n−ndelay], (1)

where x[n] is the bit-level representation of the input data stream and y[n] is the bit-level representation of the output.
Before injection into the reservoir, the inputs (x[n]) are converted from logical levels to discrete sampled data by
upsampling and pulse shaping steps.

For all considered input cases, the 4x4 (16 node) reservoir architecture was used to generate the states. This number
of nodes was chosen as it is a design that is both cost-effective to produce with multi-project wafer runs, but also has a
good performance on a number of tasks. In all cases, the length of the interconnections between the reservoir translates
to a propagation time of 62.5 ps, matching the current generation of available chips.

For a fair comparison between the different cases, the same aggregate input power across all input nodes was used:
100 mW. Where the input was fed into more than one node, the power was equally divided between the nodes. Results
are reported as averages across 30 different random initialisations of the input weights and reservoir waveguide phases
(each using different randomly generated bit streams).

Figure 1 shows averaged error rates plotted against total input power.
We observe that as we increase the number of the input nodes, the minimum power requirements for error-free

performance also go down. The most significant jump in power efficiency is an approximately 2 orders of magnitude
decrease for the best 4-input node combination as compared to the 1 or 2 node input combinations. This can be
attributed to the fact that the [5, 6, 9, 10] combination is the central loop in the swirl architecture which allows for
significant signal distribution for a small number of inputs. We also observe that increasing the number of input
nodes beyond 4 does not significantly impact the power efficiency. Since each input that needs to be driven incurs an
additional hardware cost, we can conclude that driving the central four nodes is the most cost- and power-efficient
solution.

3. Hardware-friendly training algorithms

Regular reservoir training algorithms, e.g., ridge regression or recursive least squares, assume full observability of all
states of the reservoir. For a passive photonic reservoir with on-chip readout, this full observability is only obtained if
a high-speed photodetector is implemented on the chip for each reservoir state to be read out. This multiple-detector
approach is costly in terms of chip footprint and power consumption, and therefore we want to investigate an approach
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where the linear combination is happening in the optical domain and the result is being sent to a single photodiode.
Since this loses full observability of the states, novel algorithms to train passive photonic reservoirs need to be found.

In order to achieve this, we exploit the weighting mechanism of the optical readout of the reservoir to read out
all reservoir states through the single photodetector available at the end of the summing structure. Reading out the
state variable si in response to the training input sequence can be simply realized by setting the weight of that state
variable to 1 and all other weights to 0. By presenting the whole training input sequence to the reservoir n times,
where n is the number of nodes of the reservoir, the training responses of all nodes can be collected through the single
photodetector. By taking the square root of each measured power value, we can approximately invert the nonlinearity
of the photodetector and obtain an estimate for the evolution of the light intensity over time at the corresponding
reservoir node. However, since passive photonic reservoirs work with coherent light, it is not sufficient to know only
the light intensities at the points predefined as reservoir states: we also need to know the corresponding phase of the
light. While the absolute phase of the optical signal inside the reservoir is lost within the photodetection process, the
relative phases between the optical state signals influence the power at the detector output. We therefore estimate the
phase between two given optical signals within the integrated reservoir by obtaining the evolution of the sum of their
states through time as we apply the training signal at the reservoir’s input. We now use the phase of one state signal
(node) as a reference. Using the evolution of the power of sum between the reference node’s signal and each other
node signal, as well as the previously determined powers of all individual states, we are able to estimate the relative
phase of each node signal with respect to the reference node using basic trigonometric relationships. The last stage
of this calculation consists of an inverse cosine, which is is injective, in the sense that there are always two solutions
within the range [−π,π]. To discriminate between them, we perform a third measurement between the reference
node’s signal and each other node’s signal, now shifting the phase of the reference node’s readout weight by π

2 and
comparing with the phase estimate obtained before. As a result, the whole process requires that we feed the training
sequence through the reservoir 3n− 2 times. Under ideal conditions, this nonlinearity inversion procedure is exact.
Our simulations confirm that, when exchanging the true reservoir states in our setup with the states estimated through
the method elaborated above, the resulting bit error plot is identical. Since detector noise is neglected in our current
simple model of an integrated optical readout, future work will focus on extending the proof-of-concept nonlinearity
inversion approach elaborated here to a more general setting incorporating a more realistic photodetector model.

4. Conclusions

We have presented a study showing that distributing the available input power of different input channels is beneficial
for performance and scalability. Moreover, we presented a hardware-friendly training mechanism that deals with the
limited observability in case the linear combination is performed entirely in the optical domain.
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