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Nederlandse samenvatting
–Dutch summary–

Schalingslimieten voor gemoduleerde wachtlijn-
systemen met oneindig veel servers en verwante
stochastische processen

In dit proefschrift ontwikkelen we wiskundige modellen en methodes die in-
zicht kunnen bieden in het gedrag van wachtrijen en daaraan gerelateerde stochas-
tische processen. Het vernieuwende aspect van onze modellen is de aanwezigheid
van een stochastische omgeving die de wachtrij beïnvloedt. Dit betekent dat de
parameters van de wachtrij afhangen van een ander stochastisch proces, dat het
achtergrondproces wordt genoemd. Het verschijnsel dat parameters afhankelijk
zijn van een achtergrondproces staat bekend als modulatie en wordt gebruikt om
wachtrijen te beschrijven waarin meer variabiliteit aanwezig is dan wordt beschre-
ven door klassieke wachtrijmodellen.

In het eerste deel van dit proefschrift onderzoeken we het gedrag van een ge-
moduleerde wachtrij met oneindig veel servers. We richten ons hierbij op het
gedrag van de wachtrij op een vast tijdstip. De bestaande wetenschappelijke li-
teratuur betreffende dit soort wachtrijen veronderstelt een specifiek soort verde-
ling van de bedieningstijden en een achtergrondproces met een eindige toestands-
ruimte. Daarnaast bestudeert ze enkel wat wij Model I- en Model II-wachtrijen
noemen: in een Model I-wachtrij worden de aankomstintensiteit en de bedienings-
snelheid gemoduleerd, terwijl in een Model II-wachtrij de aankomstintensiteit en
de bedieningstijden worden gemoduleerd. We breiden deze modellen uit tot de
Model III-wachtrij, waarin de aankomstintensiteit, de bedieningstijden en de be-
dieningssnelheid allemaal gemoduleerd worden door een algemeen achtergrond-
proces. Bovendien vereisen we geen specifiek soort verdeling voor de bedienings-
tijden.

Gegeven de constructie van een Model III-wachtrij leiden we de verdeling af
van het aanwezige aantal klanten op een vast tijdstip. Deze verdeling blijkt een
Poissonverdeling met een stochastische parameter te zijn, wat ook wel een ge-
mengde Poissonverdeling wordt genoemd. Hoewel we deze verdeling wiskundig
kunnen karakteriseren als een mengsel, is het lastig om de verdeling daadwerke-
lijk uit te rekenen. Dit is een reden om te gaan kijken naar schalingslimieten voor
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gemoduleerde wachtrijen met oneindig veel servers.
We willen graag weten hoe het aantal klanten in het systeem zich gedraagt

onder een lineaire schaling van de aankomstintensiteit (waardoor de hoeveelheid
aankomsten sterk stijgt) en een algemene schaling van het achtergrondproces. We
beschouwen drie regimes, namelijk het regime van normale afwijkingen (Engels:
central-limit regime), het regime van middelgrote afwijkingen (Engels: moderate-
deviations regime) en het regime van grote afwijkingen (Engels: large-deviations
regime). In ieder regime spelen eigenschappen van de gemengde Poissonverdeling
een cruciale rol in de afleiding van limietresultaten. Een terugkerend thema is
dat we een schalingslimiet voor het aantal klanten kunnen afleiden in een van de
drie regimes als de stochastische parameter een schalingslimiet heeft in datzelfde
regime.

In Hoofdstuk 2 formuleren we een voorwaarde waaronder het aantal klanten in
de wachtrij (na een juiste centrering en schaling) convergeert naar een gemengde
normale verdeling. Deze voorwaarde stelt, kort gezegd, dat een gecentreerde en
geschaalde versie van de stochastische parameter moet convergeren in verdeling.
Vervolgens tonen we aan dat aan deze voorwaarde voldaan is als het achtergrond-
proces een Markovketen in continue tijd is. De bijbehorende schalingslimiet is
een normale verdeling waarvan de variantie deels wordt bepaald door de deviatie-
matrix van de Markovketen die als achtergrondproces fungeert. De deviatiematrix
geeft een uitdrukking voor de mate waarin de Markovketen afwijkt van haar even-
wichtsgedrag gedurende de tijd.

In Hoofdstuk 3 bewijzen we dat het aantal klanten in het systeem een scha-
lingslimiet heeft in het regime van grote afwijkingen als de stochastische parame-
ter een schalingslimiet heeft in datzelfde regime. We doen hierbij twee belangrijke
observaties. Ten eerste is dit een nieuw resultaat voor mengsels in het regime van
grote afwijkingen. Ten tweede laat het bewijs van dit resultaat zien dat we een
veralgemening van Varadhans Lemma nodig hebben om dit soort gemoduleerde
wachtrijen te kunnen bestuderen in het regime van grote afwijkingen. We bewij-
zen deze veralgemening in Hoofdstuk 9.

Afgaande op de resultaten in Hoofdstuk 2 en Hoofdstuk 3 lijkt het alleszins
redelijk om te veronderstellen dat we een gelijkaardig resultaat kunnen afleiden
voor het aantal klanten in het regime van middelgrote afwijkingen. Dit is echter
niet zonder meer het geval. In Hoofdstuk 4 laten we zien dat we een ondergrens
kunnen vaststellen voor middelgrote afwijkingen als de stochastische parameter
een schalingslimiet heeft in het bijbehorende regime. Maar om een bovengrens af
te leiden moeten we extra voorwaarden opleggen aan het gedrag van het achter-
grondproces. Net als in het regime van grote afwijkingen is de veralgemening van
Varadhans Lemma van groot belang voor het bewijs.

In Hoofdstuk 5 maken we een eerste uitstap naar het Ornstein-Uhlenbeckproces
(OU-proces). Dit proces kunnen we zien als het continue analogon van een wacht-
rij met oneindig veel servers. We bestuderen de gemoduleerde versie van het OU-
proces in de drie bekende regimes en tonen aan dat er in dit geval gelijkaardige
resultaten gelden als voor de gemoduleerde wachtrij met oneindig veel servers.
Een interessante observatie is dat de bewijzen voor het gemoduleerde OU-proces
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eenvoudiger zijn dan de bewijzen in voorgaande hoofdstukken. De achterliggende
reden is dat de prelimietfuncties dezelfde vorm hebben als de limietfuncties, wat
onder andere als gevolg heeft dat we geen extra voorwaarden hoeven op te leggen
om een bovengrens af te leiden in het regime van middelgrote afwijkingen.

In het tweede deel van dit proefschrift onderzoeken we het gedrag van be-
paalde stochastische processen op padniveau. Doorgaans is het aanzienlijk lasti-
ger om convergentieresultaten te bewijzen op padniveau dan op een vast tijdstip.
Daarom nemen we in dit deel van het proefschrift aan dat het achtergrondproces
een Markovketen in continue tijd is en dat zij een eindige toestandsruimte heeft.
Ook nemen we aan dat de bedieningstijden een exponentiële verdeling hebben.
Kort gezegd beschouwen we dus Markoviaans gemoduleerde stochastische pro-
cessen.

Gezien de eenvoudigere bewijzen in Hoofdstuk 5 beginnen we in Hoofdstuk 6
met het aantonen van zwakke convergentie van Markoviaans gemoduleerde OU-
processen op padniveau. Deze convergentie vindt plaats onder een lineaire scha-
ling van de aankomstintensiteit en een sublineaire, lineaire en superlineaire scha-
ling van de generator van het achtergrondproces. Het bijbehorende limietproces is
een gemoduleerd OU-proces met deterministische, tijdsafhankelijke parameters,
die in sterke mate afhangen van de specifieke schaling van het achtergrondproces
en van de deviatiematrix van het achtergrondproces. De belangrijkste ingrediën-
ten van het bewijs zijn zwakke convergentie van de toestandbezettingsmaat van
een Markovketen en zwakke convergentie van bepaalde stochastische integralen.
Deze resultaten worden ook gebruikt in latere hoofdstukken.

In Hoofdstuk 7 bewijzen we zwakke convergentie van Markoviaans gemodu-
leerde netwerken van Model III-wachtrijen met een oneindig aantal servers. Eerst
laten we zien dat een dergelijk netwerk ook gerepresenteerd kan worden als een
Markoviaans gemoduleerd netwerk van Model I-wachtrijen met een oneindig aan-
tal servers. Vervolgens passen we de resultaten voor stochastische integralen toe
om aan te tonen dat een dergelijk netwerk van Model I-wachtrijen asymptotisch
equivalent is aan een netwerk waarin alleen de aankomstintensiteit wordt gemo-
duleerd. In dit laatste geval merken we op dat het aantal klanten in het systeem
een continue functie is van een ander, eenvoudiger proces. Door gebruik te ma-
ken van de resultaten uit Hoofdstuk 6 bewijzen we zwakke convergentie van dit
eenvoudigere proces. Gegeven deze convergentie kunnen we met behulp van de
continue-afbeeldingsstelling aantonen dat het Markoviaans gemoduleerde netwerk
van Model III-wachtrijen zwak convergeert naar een meerdimensionaal diffusie-
proces.

In Hoofdstuk 8 passen we de opgedane inzichten uit voorgaande hoofdstuk-
ken toe om het Markoviaans gemoduleerde Erlangmodel te analyseren. Dit is een
Markoviaans gemoduleerde wachtrij met een eindig aantal servers. De klassieke
Erlang A-, Erlang B- en Erlang C-modellen zijn bijzondere gevallen hiervan. We
laten zien dat deze wachtrij gezien kan worden als een continue functie van een an-
der proces. Vervolgens tonen we aan dat dit andere proces zwak convergeert in het
zogeheten QED-regime. Gecombineerd met de continue-afbeeldingsstelling geeft
dit een diffusiebenadering voor het Markoviaans gemoduleerde Erlangmodel.





English summary

Scaling Limits for Modulated Infinite-Server
Queues and Related Stochastic Processes

In this dissertation, we develop mathematical models and tools that may help
us to gain insight into the behavior of queueing systems with many servers and
stochastic processes related to such systems. The distinguishing feature of our
models is the presence of an independently evolving random environment to which
the queue reacts. More precisely, this means that the parameters of the queue
depend on another stochastic process, which is called the background process.
This phenomenon is also called modulation and it is used to model scenarios in
which there is more variability than captured by traditional queueing models.

In the first part of this dissertation, we focus on the behavior of modulated
infinite-server queues at a fixed point in time. The existing literature on modulated
infinite-server queues is concerned with models having specific service require-
ment distributions and a background process with finite state space. Moreover, all
these models are what we call Model I or Model II queues. In a Model I queue,
the arrival rate and the server speed are modulated; in a Model II queue, the ar-
rival rate and the service requirement distribution are modulated. We extend these
models to the Model III queue, in which the arrival rate, the service requirement
distribution, and the server speed are modulated by a general background process.
Moreover, we place no restrictions on the service requirement distribution.

Given the construction of the Model III infinite-server queue, we derive the
distribution of the number of jobs in the system at a fixed time. This turns out to
be the Poisson distribution with a random parameter, also called a mixed Poisson
distribution. Although we can precisely characterize this distribution as a mixture,
it may be hard to actually calculate it. This motivates the study of scaling limits
for the modulated infinite-server queue.

We are interested in the behavior of the number of jobs in the system under a
linear scaling of the arrival rate (so that the number of arrivals becomes large) and
a general scaling of the background process. We consider three regimes, namely
the central-limit regime, the large-deviations regime, and the moderate-deviations
regime. In each of these regimes, our derivation of limit results relies heavily on
exploiting the mixed Poisson property. A recurring theme is that if the random
parameter has a limit in a certain regime, then the number of jobs has a limit in the



xiv ENGLISH SUMMARY

same regime.
In Chapter 2, we find a condition for the random parameter under which the

number of jobs in the system (after proper centering and scaling) satisfies a Cen-
tral Limit Theorem (CLT), with the limit being a mixed normal distribution. The
condition says essentially that a centered and scaled version of the random param-
eter should converge weakly. Then we show that this condition is met when the
background process is an irreducible continuous-time Markov chain. The corre-
sponding limit is a normal distribution whose variance depends strongly on the
deviation matrix of the background Markov chain, which provides a measure for
how much the Markov chain deviates from its equilibrium behavior throughout
time.

In Chapter 3, we prove that the number of jobs in the system satisfies a Large
Deviations Principle (LDP) as soon as the random parameter satisfies an LDP. Im-
portantly, this extends known results for large deviations of mixtures and shows
that a generalization of Varadhan’s Lemma is needed when dealing with large de-
viations of modulated queues. We prove this generalization in Chapter 9.

Based on the contents of Chapter 2 and Chapter 3, it seems reasonable to expect
that the number of jobs in the system satisfies a Moderate Deviations Principle
(MDP) as soon as the random parameter satisfies an MDP. We show in Chapter
4 that this holds for the MDP lower bound, but we need extra conditions on the
background process to establish the MDP upper bound. As in the proof of the
LDP, the result from Chapter 9 is of great importance here.

In Chapter 5, we turn to the Ornstein-Uhlenbeck (OU) process, which may
be regarded as a continuous variant of the infinite-server queue. We study its
modulated version and show that the CLT, MDP, and LDP results for modulated
infinite-server queues carry over to modulated OU processes. Interestingly, the
proofs simplify considerably in this case, due to the prelimit functions having the
same form as the limiting functions. In particular, we do not need extra conditions
for the MDP upper bound.

In the second part of this dissertation, we focus on weak convergence of the
sample paths of several stochastic processes. Proving convergence results at the
sample-path level is, in general, much harder than proving convergence of the pro-
cess at a fixed point in time. Therefore, we assume in this part that the background
process is a continuous-time Markov chain with finite state space and that the ser-
vice requirements are exponential. In other words, we consider Markov-modulated
stochastic processes.

With the easier proofs of Chapter 5 in mind, we start in Chapter 6 with prov-
ing sample-path weak convergence of Markov-modulated OU processes under a
linear scaling of the arrival rate and a sublinear, linear, and superlinear scaling of
the generator of the background Markov chain. The limiting process is a mod-
ulated OU process with deterministic time-dependent parameters, which depend
crucially on the scaling of the background process and on the deviation matrix of
the background process. Key ingredients of the proof are weak convergence of
the state occupation measure of a Markov chain and a new result about the weak
convergence of certain stochastic integrals, which we also use in later chapters.
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In Chapter 7, we prove sample-path weak convergence of Markov-modulated
networks of Model III infinite-server queues. First, we argue that each network
of such queues can be represented as a Markov-modulated network of Model I
queues, in which only the arrival rates and the server speeds are modulated. Then,
applying the results on stochastic integrals, we show that a network of Model I
queues is asymptotically equivalent to a network in which only the arrival rates are
modulated. In this specific case, we observe that the number of jobs in the system
is a continuous function of some simpler input process. Using results from Chap-
ter 6, we derive weak convergence of this input process. A continuous-mapping
argument then gives us weak convergence of the Markov-modulated network of
infinite-server queues to a multidimensional diffusion process of OU type.

In Chapter 8, we apply the insights gained in earlier chapters to study the
Markov-modulated Erlang model. This is a Markov-modulated many-server queue
that has the classical Erlang A, B, and C models as special cases. We show how
this queue can be seen as a continuous function of certain input processes. Then
we derive weak convergence of these input processes in the QED regime. Com-
bined with the Continuous Mapping Theorem, this leads to a diffusion limit for the
Markov-modulated Erlang model.





1
Introduction

1.1 General introduction

1.1.1 Uncertainty and probability theory

Life is full of uncertainties. As we go through the day, many random events affect
our choices and happiness. The weather may be nice, your train may be delayed,
your favorite football club may finally win a match, or you may catch the flu. Ran-
domness plays a role on every level of our existence, and can make life wonderful
or miserable.

Even though randomness can sometimes make life better, we would typically
like to control the uncertainty of events. For instance, we would like the super-
market to have a lot of oatmeal in stock to minimize the probability that we cannot
buy oatmeal. An airline would like to maximize the probability that all seats of an
airplane will be booked. And people travelling by plane have a balancing act to
perform: they would like to minimize the probability of excessive waiting at the
airport (by not arriving too early), while at the same time maximizing the proba-
bility of catching their plane (by not arriving too late).

In each of these examples, there is some quantity involved that depends on the
uncertainty. The supermarket has to decide on how much oatmeal to buy. The
airline has to set a price for the seats. And the traveller has to pick a time of arrival
to the airport.

Clearly, for each of these decisions it matters how (un)likely we think some
events are. The supermarket should have an idea of how many people want to buy
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oatmeal. Similarly, the airline wants to know at what price people are likely to
travel by plane and the traveller has to estimate when other travellers are arriving
to the airport.

Thus, to be able to control the uncertainty of events and make good decisions,
we should be able to quantify this uncertainty somehow. This is where probability
theory comes in. Probability theory is the part of mathematics that is concerned
with mathematical models describing and quantifying uncertainty. It provides
mathematical tools that we may use to quantify uncertainty and make decisions
in uncertain situations.

1.1.2 Queueing theory

In this dissertation, we study a branch of probability theory called ‘queueing the-
ory’. As the name suggests, this branch is concerned with random phenomena
related to queueing and waiting. Putting it more abstractly, queueing theory de-
scribes the probabilistic aspects of congestion. This means that we study systems
where customers arrive at some point, spend a random time in the system (waiting,
or getting service from a server), and then move to some other part of the system
or leave. Customers take many forms: they may be persons, but also jobs, parti-
cles, ships, or computer files. Servers take many forms as well: there may be a
single employee behind a counter in a store, several cranes in a cargo port, or even
infinitely many (virtual) servers.

An obvious example of a queueing system is an ice cream truck. A customer
arrives to the truck wanting to buy an ice cream. However, there may be other
people already standing in line to get an ice cream, so he has to wait in the queue
until those people are served. As soon as they are done, he can buy his ice cream.

A more complicated example of a queueing system is a call center. Customers
‘arrive’ to get service (complain or ask a question) and may have to wait for other
customers to finish their call. Bigger call centers may have a number of special-
ized employees for certain specific questions or may give priority to premium cus-
tomers such as companies. Clearly, this makes the process of waiting and getting
service a lot more complicated than getting an ice cream from your favorite vendor.

Perhaps less obvious examples of queueing systems are computer processors
and radioactive decay. A computer processor can perform only a limited number
of instructions per time unit, so a new instruction may have to wait a while until
other instructions have been carried out. As for radioactive decay, we may regard
the time until an unstable atomic nucleus decays as its service time. A special
property of this ‘radioactive queueing system’ is that a customer (nucleus) never
has to wait for other customers to finish service: nuclei decay independently of
each other. Moreover, a radioactive isotope may decay into another radioactive
isotope with another ‘service time’. We may view this as a network of queues:
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once a customer has finished service in one queue, it is sent to another queue in
the network to receive service there.

1.1.3 Basic queueing systems

It is clear from the examples that there are many different queueing systems to be
found in a wealth of applications. Nevertheless, three important queueing models
can be identified which can be safely considered the three basic models of queue-
ing theory. These three models are the single-server queue, the many-server queue,
and the infinite-server queue.

The single-server queue can be thought of as a supermarket with one checkout
counter. When a customer has collected all of his products, he goes to the checkout
counter to pay. If the employee at the counter is busy serving another customer, he
has to wait in a queue. As soon as all other customers in front of him are served,
he will get service at the counter.

The many-server queue can be thought of as a supermarket with more than one
checkout counter and one big queue for all counters. This means that when a cus-
tomer wants to pay, he can be served at one of the free counters. If all employees at
the counters are busy, the customer joins the queue. As soon as one of the counters
is free, the first customer in the queue can go to the free counter and get served.

The infinite-server queue can be thought of as a futuristic supermarket in which
every customer pays by means of an app. Imagine that each customer brings his
smartphone with the Futuristic Supermarket App. When a customer collects a
product, he scans it with his smartphone. When he has collected all products, he
pays for them via the app and leaves the supermarket. In this scenario, a customer
never has to wait for another customer to finish paying for the products. The
reason is that each customer brings his own server. This explains the name infinite-
server queue: there is a server available for every arriving customer, so there are
(virtually) infinitely many servers.

The infinite-server queue is a rather special queueing system. The presence of
infinitely many servers ensures that customers never have to wait for other cus-
tomers to finish service. In other words, in an infinite-server queue customers do
not influence each others’ service or waiting time. The aforementioned example
of radioactive decay provides a nice illustration of this phenomenon. The lack of
waiting also means there is no actual queue: each customer receives service imme-
diately. Nevertheless, it is common to speak of an infinite-server queue, although
it might be more appropriate to speak of an infinite-server system.

1.1.4 Analyzing queueing systems

We are mainly interested in queues because things can go wrong. For instance,
you may have to wait for a long time in the supermarket before you can pay.
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From the supermarket’s point of view, things can also go wrong in another way.
If there are many employees stationed at checkout counters but there are relatively
few customers, then the supermarket wastes a lot of money. Thus, taking a more
mathematical perspective, it seems useful to describe and analyze the behavior of
queues.

The most obvious aspect of a queueing system to analyze is the total number
of customers in the system. If we think of the supermarket example again, the
number of customers who are waiting or getting service says something about
how well the checkout process is organized. In particular, the supermarket may
want to know how many employees should be stationed at the checkout counters
to avoid massive queues.

There are of course many other relevant aspects to analyze, depending on the
context. For example, a call center may be interested in the probability that a
customer has to wait more than 10 seconds, because people are known to be very
impatient when trying to contact a call center. Also the mean waiting time of a
customer may be of interest. These are examples of performance measures: they
partly capture the behavior of the queue in a single value.

Before we can analyze the behavior of a queue, we have to know more about
its probabilistic or statistical aspects. Two of the most important characteristics
are the inter-arrival time distribution (how much time passes between the arrival of
two customers) and the service requirement distribution (the time needed to serve
a customer). Sometimes, customers may leave the system when they have been
waiting too long. This is often modeled by a patience distribution.

Of course, the difficult part is not modeling the queueing system. The real
challenge lies in finding meaningful expressions for relevant aspects of the queue-
ing system from its probabilistic description. In some cases, we can explicitly
determine the value or probability distribution of a performance measure. It is,
for example, possible to find the mean waiting time in a single-server queue under
certain assumptions. It is also possible to determine the distribution of the number
of customers in an infinite-server queue, given a specific class of inter-arrival time
distributions.

However, in many cases it is impossible to find an exact expression that can
be used to assess the behavior of the queue. And even if we do have an exact
expression, it might be too complicated to obtain any useful information from it.
Thus, it seems reasonable to look for tractable approximations to key aspects of a
queueing system that give us insight into its behavior.

1.1.5 Scaling limits

A classical mathematical method to obtain approximations is to look for scaling
limits. As an example, think of flipping a fair coin and counting the number of
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times that heads comes up. If the coin flips are independent (i.e., do not influence
each other), then we intuitively know that roughly half of the time we should see
heads. Now suppose that we flip the coin 100 times and that we are interested
in the probability of seeing at least 75 times heads. In this particular case, it is
possible to write down the exact distribution of the number of heads and compute
the probability of interest. However, this is fairly complicated. The idea of scal-
ing is that if the number of coin flips is large, the probability distribution of the
number of heads looks very much like a simpler distribution, namely the normal
distribution. Knowing this, we can use the normal distribution to approximate the
probability of seeing at least 75 times heads.

At a high level, this method exploits statistical regularity. Because each coin
flip is statistically the same and we perform many coin flips, it seems reasonable
that some regularity emerges.

Something similar can be done in queueing systems. Instead of performing
many coin flips, we have many customers entering the system. When their inter-
arrival times are independent and have a fixed probability distribution, and service
requirements are also independent and have some fixed probability distribution,
then we should expect to see some statistical regularity emerge when there are
many customers entering the system. This is indeed the case: many well-known
queueing systems behave nicely when the number of customers is large in some
sense.

One very interesting example of a queueing system behaving nicely under scal-
ing is radioactive decay. Recall how we described radioactive decay as a queueing
system in which each customer receives service immediately and independently of
other customers, so that a group of unstable atomic nuclei constitute an infinite-
server queue. Describing the group of nuclei in this way suggests that we need to
know the service time of each individual nucleus to know how many of the nuclei
have decayed after some time. However, the decay of a radioactive isotope is typi-
cally characterized in terms of its half-life, which is defined as the time it takes for
half of the nuclei to decay. The half-life of a radioactive isotope is a fixed constant,
which seems to be at odds with the probabilistic description of radioactive decay
as an infinite-server queue. These two conflicting views of radioactive decay are
reconciled by the scaling limit of an infinite-server queue. When the number of nu-
clei is large, the infinite-server queue describing their decay behaves in such a way
that half of the nuclei have decayed during one half-life with very high probability.
Thus, when the number of nuclei is large, we can characterize the behavior of the
corresponding infinite-server queue by a single parameter, namely the half-life.
We will explore this idea in more detail in the mathematical introduction.
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1.1.6 Modulation: queues in a random environment

Queueing systems are often part of a larger external environment. This means that
the environment may sometimes influence the behavior of the queueing system
and the corresponding performance measures. For example, it is busier in a su-
permarket when people go home after work, so the number of customers waiting
and the mean waiting time will most likely increase. And the traffic intensity on
a highway greatly depends on the time of the day, making traffic jams more likely
during certain hours.

In this dissertation, we are particularly interested in queueing systems that are
influenced by a random environment. In this case, some aspect of the queueing
system is randomly affected by an external environment. A simple example is our
good old ice cream truck. Beautiful weather may greatly increase the number of
customers arriving, whereas people may be less likely to buy an ice cream when
the rain is pouring down. Another example is the accidental breakdown of a crane
in a cargo port, so that it takes much more time to unload a ship.

An important example of a queueing system in a random environment moti-
vating the research in this dissertation stems from biology. More or less similar to
the example of radioactive decay, we can view the number of certain proteins in
a cell as an infinite-server queue. Indeed, the production of proteins in a cell can
be seen as an arrival process. Once a protein molecule has been produced, it will
take some time before the protein degrades and is not functional anymore. We can
regard this as a service time, just as in the example of radioactive decay. In some
cases, it seems reasonable to suppose that the degradation of a protein molecule is
not influenced by the presence of other proteins. Then the evolution of the number
of proteins may be naturally described by an infinite-server queue.

However, there is a complication. In experiments it has been shown that the
way in which the number of protein molecules evolves differs markedly between
cells, even when they have identical genetic material and live under the same cir-
cumstances. It seems that the production of molecules depends on another process
which switches randomly between an ON and an OFF state. During the ON state,
protein molecules are produced at a normal rate. But during the OFF state, the
production is halted while the existing molecules are still affected by degradation.
Clearly, the presence of such a random process may have a significant effect on
the variability in a queueing system and thus on the corresponding performance
measures.

We will take a more abstract queueing perspective to tackle this problem. We
will be interested in queueing systems in which the arrival times, the service re-
quirements, and the server speeds are influenced by an independently evolving
random process. This random process represents a random environment. It is
also called a modulating process or a background process. The phenomenon of a
modulating process influencing aspects of a queueing system is called modulation.
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The example of protein production indicates that modulated queueing systems typ-
ically exhibit much more variable behavior than their nonmodulated counterparts.
The question is of course how this extra variability manifests itself in performance
measures and scaling limits of the queue.

1.1.7 Goal of this dissertation

In this dissertation, we will study modulated infinite-server queues and related
processes. We have two closely connected goals in mind. First, we would like
to characterize the influence of the background process on scaling limits of the
number of customers in a modulated infinite-server queue and related processes.
Second, we would like to develop mathematical tools that can be used to derive
those scaling limits. So, in plain language, we want to establish scaling limits
for the number of customers in a modulated infinite-server queue. On the way,
we would like to develop a systematic approach to establish these limits, so that
similar results may be established for processes that are related to infinite-server
queues.

The main idea behind the first goal is that studying the scaling limits tells us
something about the modulated queueing system itself. In particular, the form of
the scaling limit may indicate which aspects of the background process have the
largest influence on the behavior of the queue. The main idea behind the second
goal is that having a systematic approach gives us a better understanding of the
way in which a background process influences an infinite-server queue. This may
lead to a deeper insight into the behavior of modulated infinite-server queues, so
that deriving similar results for related processes is easier.

These two goals are mathematical in nature and we stress that we will focus
on these two goals only. However, behind these goals is another goal. As scal-
ing limits have been extensively used to help design actual queueing systems, the
results in this dissertation might be helpful for further improving these designs.
Together with the mathematical challenges, this has been the main motivation for
the research in this dissertation.

1.2 A more mathematical introduction

Having given a general overview of queues, we would now like to explain more
about the mathematics underlying their analysis. The emphasis will be on ideas
rather than on technical details. Nevertheless, we will sometimes provide more
detail when a certain technique will be important in later chapters.
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1.2.1 Constructing single-server queues

As mentioned before, the inter-arrival time distribution and the service requirement
distribution are very important characteristics of a queueing system. From these
distributions (and the dependencies between different aspects of the queue), we
should construct the arrival process and the departure process of a queue. The
arrival process describes when customers arrive to a queue, whereas the departure
process describes when customers leave the queue (i.e., have completed service).
To know how many customers are in the system at a specific time, we can just
substract the departure process from the arrival process.

Although the general idea of constructing a queue is quite simple, the actual
construction may be quite complicated. Indeed, the departure process obviously
depends on the arrival process. Moreover, there might be all sorts of dependencies
between the arrival process and the service requirements. Consequently, to be
able to come up with a useful construction of a queueing system that allows for
insightful analysis, we usually have to impose some simplifying assumptions.

In the case of a single-server queue, the construction is relatively easy, though.
For simplicity, assume that the system is empty at time t = 0. Let τ1, τ2, . . . be
a sequence of nonnegative random variables, where τk denotes the inter-arrival
time between customer k − 1 and customer k. We also define the auxiliary values
τ0 = Z0 = 0. Then the arrival process A is defined via

A(t) = sup

{
m ∈ Z>0

∣∣∣∣∣
m∑
k=0

τk ≤ t

}
.

In words, we determine the value of A(t) by counting how many jobs have ar-
rived until time t. Similarly, let Z1, Z2, . . . be a sequence of nonnegative random
variables, with Zk denoting the service requirement of customer k. The service
process S is defined via

S(t) = sup

{
m ∈ Z>0

∣∣∣∣∣
m∑
k=0

Zk ≤ t

}
.

We may interpret S(t) as the number of service requirements that the server can
process during t time units.

Now let Q(t) denote the number of customers in our single-server system at
time t. Following the intuition explained earlier, we would like to construct Q
as the difference between an arrival process and a departure process. Clearly, the
arrival process is given by A. As a first step towards the construction of the depar-
ture process, we make the following observation regarding the server. When there
are no customers in the system, the server does not process any service require-
ment. When there is at least 1 customer in the system, then the server processes
the service requirement of the first customer in line at speed 1. In other words,
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the server is busy at time s with speed 1 if Q(s) > 0 and the server is not busy at
time s (and thus has speed 0) if Q(s) = 0. In more mathematical terms, the server
speed at time s is given by 1{Q(s)>0}. Here, 1A denotes the indicator function of
a set A. In our specific case, this just means that 1{Q(s)>0} = 1 if Q(s) > 0 and
1{Q(s)>0} = 0 otherwise.

Now the crucial idea is that the total amount of time that the server has been
working during a time interval [0, t] is given by the busy time process∫ t

0

1{Q(s)>0} ds.

Consequently, the total number of service requirements that the server has pro-
cessed by time t is given by S

(∫ t
0
1{Q(s)>0} ds

)
. Indeed,

∫ t
0
1{Q(s)>0} ds is the

amount of time that the server is working during [0, t]. But S(x) was interpreted as
the number of service requirements that the server can process during x time units.
Hence, the departure process is just given by S

(∫ t
0
1{Q(s)>0} ds

)
. As a result,

the process Q describing the number of customers in the system should satisfy the
equation

Q(t) = A(t)− S
(∫ t

0

1{Q(s)>0} ds

)
.

To be fair, this is not really a construction of the queue length process, at least
not yet. The process Q is defined implicitly, because the right-hand side of the
equation above depends on the process Q itself. However, from this equation we
can explicitly construct Q, by constructing it from the jumps of A and S.

1.2.2 Constructing many-server queues

As we have indicated earlier, obtaining an equation for the number of customers
in the system is not as straightforward when there is more than one server. In
the construction of the single-server queue we have exploited the special property
that service requirements are processed one after another. But in the many-server
queue service requirements may be processed in parallel. This feature complicates
the construction and the analysis of such a queue.

Nevertheless, a similar construction as for the single-server queue is possible
for many-server queues under some additional assumptions. In the simplest case,
we usually assume that the inter-arrival times are independent and have an expo-
nential distribution, and that the service requirements are independent and have an
exponential distribution. The exponential distribution with parameter λ > 0 ad-
mits the probability density function 1{t≥0}λe

−λt on R. Thus, a random variable
with this distribution takes a value in [a, b] ⊂ [0,∞) with probability

∫ b
a
λe−λs ds.

When λ = 1, we sometimes speak of the standard exponential distribution.
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The exponential distribution has a special property called ‘memorylessness’,
regardless of the value of λ. In simple terms, this property can be explained as
follows. Suppose customer A enters our supermarket at time t0 and we know
that the time until customer B arrives has a standard exponential distribution. Now
suppose that we observe at time t1 that customer B has not arrived yet. Then, when
we observe this at time t1, the time until customer B arrives still has a standard
exponential distribution. In other words, observing that B has not arrived says
nothing about the time it will take for B to actually arrive after our observation.
Another way to think about this is to say that the inter-arrival time of B does not
remember how much time already has passed. Hence the term ‘memoryless’.

To stress that memorylessness of a distribution is really a special property,
consider the scenario where the time between A and B arriving has a uniform
distribution on [0, 1] (meaning that each value between 0 and 1 is equally likely).
Suppose that we observe after 1/2 time units that B still has not arrived. Then we
know that it will take at most another 1/2 time units for B to arrive. Thus, after our
observation the time until B’s arrival will definitely not have a uniform distribution
on [0, 1].

We can use the standard exponential distribution to construct a special counting
process N , called the standard Poisson process. This process may be interpreted
as an arrival process. It starts in 0 at time t = 0. After a standard exponentially
distributed time τ1 the first arrival occurs and the process jumps to 1. Then, after a
standard exponentially distributed time τ2 that is independent from τ1, the process
jumps to 2. This is continued indefinitely. Taking τ0 = 0, the process N may be
represented mathematically as

N(t) = sup

{
m ∈ Z>0

∣∣∣∣∣
m∑
k=0

τk ≤ t

}
,

which is the same construction that we used for the arrival process of the single-
server queue.

One of the benefits of the exponential distribution is that we can useN to create
another arrival process A by defining

A(t) = N(λt).

Then A is called a Poisson process with parameter λ. The times between jumps of
A form a sequence of independent random variables having an exponential distri-
bution with parameter λ. The parameter λ may be regarded as the ‘speed’ or the
‘rate’ at which customers arrive to the queue. Indeed, it is easy to see from the
definition of A that a larger λ makes the inter-arrival times shorter and increases
the number of arriving customers in a given time interval.

It is obvious that we can use an independent standard Poisson process S to
construct the departure process of a single-server queue in the way that we showed
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earlier. Remarkably, we can also use such a process S to construct the departure
process of a many-server queue in a similar way. This crucially relies on the mem-
orylessness of the exponential distribution. We will explain this in more detail.

We assumed that the service requirementsZ1, Z2, . . . in our many-server queue
are independent and have an exponential distribution with parameter µ. When
there is one customer in the system, the time until its departure is exponentially
distributed with parameter µ. In other words, the departure rate equals µ. If a new
customer arrives when the first customer is still in service, then the remaining ser-
vice time of the first customer still has an exponential distribution with parameter
µ, due to the memorylessness property. Thus, if the second customer arrives when
the first customer is still in service, then the time until the first departure has the
same distribution as min{Z1, Z2}. But the minimum of two independent expo-
nentially distributed random variables with respective parameters µ1 and µ2 has
an exponential distribution with parameter µ1 + µ2, so when the second customer
arrives the departure rate is µ+ µ = 2µ.

Of course, the same reasoning applies when there are more than two jobs in
the system or when a job leaves. Thus, when the service requirements have an
exponential distribution with parameter µ, the rate of the departure process at time
s is µk when there are exactly k customers receiving service at time s.

Consequently, under the current assumptions the process Q describing the
number of customers at time t in a many-server queue with n servers should satisfy
the equation

Q(t) = A(t)− S
(
µ

∫ t

0

(Q(s) ∧ n) ds

)
,

where a ∧ b = min{a, b}. (In fact, taking n = 1 and µ = 1 in the penultimate
equation above gives us the equation for the single-server queue.) Similarly, the
process Q describing the number of customers at time t in an infinite-server queue
should satisfy the equation

Q(t) = A(t)− S
(
µ

∫ t

0

Q(s) ds

)
.

This infinite-server queue with exponential inter-arrival times and service require-
ments is often called the standard infinite-server queue with arrival rate λ and
server speed µ.

1.2.3 The standard infinite-server queue as a useful example

In the remainder of this introduction, we will take the standard infinite-server
queue as the main example to illustrate new concepts. We have several reasons
for this choice. First, the standard infinite-server queue is closely related to (and in
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fact a special case of) the modulated infinite-server queues that we will study later.
Second, the standard infinite-server queue has some convenient properties making
it relatively easy to use as an example. Third, we will show along the way how we
can derive the concept of a half-life for radioactive isotopes from the scaling limit
of a standard infinite-server queue. This is of course not essential for the rest of
this dissertation, but it is a nice illustration of the (practical) use of scaling limits.

We denote byQ(t) the number of customers in a standard infinite-server queue
with arrival rate λ and server speed µ. It is well known that Q(t) has a Poisson
distribution with parameter∫ t

0

λe−
∫ t
s
µ dr ds =

λ

µ

(
1− e−µt

)
,

where we say that a random variableX has a Poisson distribution with parameter θ
if P(X = k) = θke−θt/k! for every nonnegative integer k. Observe that it follows
from this fact that A(t) has a Poisson distribution with parameter λt, where A is
the Poisson process with rate λ constructed in the previous subsection.

We are interested in the behavior of Q(t) when the arrival rate λ is large, so
that many customers enter the system. In other words, we are interested in scaling
limits ofQ(t). From a mathematical point of view, scaling means that we replace λ
by nλ (shorthand: λ 7→ nλ). Then we denote by Qn(t) the number of customers
in a standard infinite-server queue with arrival rate nλ and server speed µ. The
crucial question here is what happens with the distribution of Qn(t) when we
take n → ∞. Before we try to answer this question, we take a step back and
concentrate on scaling limits for sums of independent and identically distributed
(i.i.d.) random variables.

1.2.4 Scaling limits of sums of i.i.d. random variables

Consider a sequence X1, X2, . . . of i.i.d. random variables with mean m ∈ R and
finite variance v ∈ [0,∞). For n ∈ N define the random variable Sn via

Sn =
1

n

n∑
i=1

Xi.

The classical Central Limit Theorem (CLT) then tells us three things:

1. Sn converges in probability to m;

2. the fluctuations of Sn in a neighborhood of m are of order 1/
√
n;

3. these fluctuations are well described by a normal distribution with mean 0

and variance v/n.
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Of course, the CLT is not stated like this. Instead, it says that
√
n(Sn −m) con-

verges in distribution to a normal distribution with mean 0 and variance v (cf. [1,
18.4]). But for us the important part of this result is its interpretation as given
above: the CLT describes (in an asymptotic sense) the typical fluctuations of Sn
around its mean value m. They are typical in the sense that we have to scale
(Sn −m) by

√
n to obtain a nondegenerate limit.

The statement of the CLT is equivalent to saying that

lim
n→∞

P
(
Sn > m+ n−1/2a

)
= Φ̄(a),

where Φ̄ is the complementary cumulative distribution of the normal distribution
with mean 0 and variance v. In other words, the CLT gives us a function Φ̄ that
describes the asymptotic behavior of the probability that Sn stays away more than
n−1/2a from its mean. This type of convergence is also called convergence in
distribution or weak convergence.

Something similar can be done for even larger deviations of Sn away from its
mean: under some technical conditions, Cramér’s Theorem states that

lim
n→∞

1

n
logP(Sn > m+ a) = −`(a)

for a certain nonnegative function `, which is called a rate function and is com-
pletely determined by the distribution of X1. Thus, roughly speaking, Cramér’s
Theorem tells us that the probability of Sn staying away more than a from its
mean converges to 0 exponentially fast, and that the speed of this convergence is
described by `. This kind of result is typically called a Large Deviations Principle
(LDP).

In between the CLT and the LDP we have something called a Moderate Devi-
ations Principle (MDP). An MDP describes fluctuations away from the mean that
are larger than the order 1/

√
n fluctuations of the CLT but smaller than the order

1 fluctuations of the LDP. In the case of Sn, the MDP says that

lim
n→∞

1

n1−2β
logP

(
Sn > m+ n−βa

)
= −1

2

a2

v

for fixed β ∈ (0, 1/2). Observe that the MDP is indeed ‘in between’ the CLT and
the LDP: it holds that −1/2 < β < 0 and the limit inherits properties of both the
CLT and the LDP. More precisely, the limit in the MDP has the same form as the
limit in the LDP, but the rate function in the MDP is the rate function of a normal
distribution with mean 0 and variance v.

1.2.5 Convergence in distribution of general random variables

The concept of the CLT can be generalized to arbitrary sequences of random vari-
ables in a straightforward way. LetX1, X2, . . . be a sequence of random variables.



1-14 INTRODUCTION

We say that Xn converges in distribution to a random variable X if

lim
n→∞

P(Xn > a) = P(X > a)

for every a ∈ R which is a continuity point of the function x 7→ P(X > x). (Note
that x 7→ P(X > x) is the complementary cumulative distribution of X .)

An important result used to establish CLTs is Lévy’s convergence theorem (cf.
[1, 18.1]), also known as Lévy’s continuity theorem or Lévy’s continuity criterion.
It gives conditions under which random variables converge in distribution. These
conditions are formulated in terms of characteristic functions. The characteristic
function φ of a probability distribution on R is defined as

φ(θ) = EeiθX

for θ ∈ R and X a random variable having that specific distribution. There is a
unique one-to-one correspondence between characteristic functions and probabil-
ity distributions on R. Now let X1, X2, . . . be a sequence of random variables
with corresponding characteristic functions φ1, φ2, . . . . If the limit

φ∞(θ) = lim
n→∞

φn(θ)

exists in R for each θ ∈ R and the function θ 7→ φ∞(θ) is continuous in θ = 0,
then Lévy’s convergence theorem states that Xn converges in distribution to a ran-
dom variable X∞ having characteristic function φ∞. At this point, Lévy’s conver-
gence theorem may seem overly complicated, but it is actually very convenient to
work with. It is used, for instance, to give a very short proof of the CLT for sums
of i.i.d. random variables in [1, 18.4].

Lévy’s continuity theorem may also be applied to prove convergence in dis-
tribution of the number of jobs in a standard infinite-server queue at a fixed time
t under the scaling λ 7→ nλ. Recall that scaling the infinite-server queue means
that we replace the arrival rate λ by nλ. We denote the number of jobs in the cor-
responding infinite-server queue at time t by Qn(t). To apply Lévy’s continuity
theorem, we have to check several conditions. First, recall thatQn(t) has a Poisson
distribution with parameter nλµ (1− e−µt). It can be shown that 1

nQn(t) converges
in probability to ρ(t) = λ

µ (1− e−µt). We are interested in the convergence of

√
n

(
1

n
Qn(t)− ρ(t)

)
.

Using the definition of the Poisson distribution, it can be shown that the corre-
sponding characteristic function is given by

E exp

(
iθ
√
n

(
1

n
Qn(t)− ρ(t)

))
= exp

(
ρ(t)n

(
exp

(
i
θ√
n

)
− 1− i

θ√
n

))
.



INTRODUCTION 1-15

A Taylor expansion shows that

n

(
exp

(
i
θ√
n

)
− 1− i

θ√
n

)
= −1

2
θ2 +O

(
1

n1/2

)
,

where O
(

1
n1/2

)
denotes a term converging to 0 for n→∞. This suggests that

lim
n→∞

E exp

(
iθ
√
n

(
1

n
Qn(t)− ρ(t)

))
= lim
n→∞

exp

(
ρ(t)

(
−1

2
θ2 +O

(
1

n1/2

)))
= exp

(
−1

2
θ2ρ(t)

)
.

As the function θ 7→ exp
(
− 1

2θ
2ρ(t)

)
is the characteristic function of a normal

distribution with mean 0 and variance ρ(t), Lévy’s continuity theorem tells us that√
n
(

1
nQn(t)− ρ(t)

)
converges weakly to this distribution.

1.2.6 Large deviations of general random variables

The generalization of the MDP and LDP is slightly more difficult than the gener-
alization of the CLT. We say that Xn satisfies the LDP with rate function ` if

lim inf
n→∞

1

n
logP(Xn ∈ G) ≥ − inf

a∈G
`(a)

for every open set G ⊂ R and

lim sup
n→∞

1

n
logP(Xn ∈ F ) ≤ − inf

a∈F
`(a)

for every closed set F ⊂ R. A function ` : R → [0,∞] is called a rate function
if it is lower semicontinuous. Usually, it is assumed that a rate function is good,
meaning that its sublevel sets {` ≤ c} are compact. We will never impose that
assumption, unless explicitly stated.

Given β ∈ (0, 1/2), we say that Xn satisfies the MDP with speed n2β−1 and
rate function L if

lim inf
n→∞

n2β−1 logP
(
nβXn ∈ G

)
≥ − inf

a∈G
L (a)

for every open set G ⊂ R and

lim sup
n→∞

n2β−1 logP
(
nβXn ∈ F

)
≤ − inf

a∈F
L (a)

for every closed set F ⊂ R. Often, L is a quadratic function, as in the case of
sums of i.i.d. random variables.
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To see how these definitions of the MDP and LDP connect to the examples
for the sum Sn of i.i.d. random variables with mean m, it should be noted that
rate functions corresponding to sums of i.i.d. random variables are real-valued
convex functions (under some technical conditions). Thus, assume that the LDP
rate function ` corresponding to Sn is a real-valued convex function. The Law of
Large Numbers (LLN) implies that Sn converges in probability to m, so the rate
function ` must satisfy `(m) = 0. But then, for δ > 0, we have

lim inf
n→∞

1

n
logP(Sn > m+ δ) ≥ − inf

a∈(m+δ,∞)
`(a) = −`(m+ δ),

due to the convexity of `.
These more general concepts of convergence in distribution, moderate devi-

ations, and large deviations are sometimes hard to work with directly. In many
cases, it is much more convenient to invoke a theorem that ensures the conver-
gence of a sequence of random variables under specific conditions. To get a feel
for this, we will introduce some results that we will use frequently later on.

To establish an LDP for the number of jobs in a standard infinite-server queue
at a given time, we will apply Cramér’s Theorem. This celebrated result states
that a scaled sum of i.i.d random variables satisfies an LDP. In more detail, it can
be described as follows. Let X1, X2, . . . be a sequence of random variables and
define Sn =

∑n
i=1Xi. Cramér’s Theorem (as given in [2, Th. 2.2.3]) then asserts

the existence of a (convex) rate function ` such that the following three inequalities
are true. First, it holds that

lim inf
n→∞

1

n
logP

(
1

n
Sn ∈ G

)
≥ − inf

a∈G
`(a)

for every open set G ⊂ R. Second, it holds that

P
(

1

n
Sn ∈ F

)
≤ 2e−n infa∈F `(a)

for every closed set F ⊂ R. Third, it follows from the above inequality that

lim sup
n→∞

1

n
logP

(
1

n
Sn ∈ F

)
≤ − inf

a∈F
`(a)

for every closed set F ⊂ R. The rate function ` is the Fenchel-Legendre transform
of the cumulant generating function corresponding to X1 and is given by

`(a) = sup
θ∈R

(
θa− logEeaX1

)
for a ∈ R.

Perhaps the most famous result of large-deviations theory is Varadhan’s Lemma.
Originally formulated as two theorems in the seminal paper [3], this result provides
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upper and lower bounds for logarithmic asymptotics of exponential integrals. To-
gether, these bounds give an LDP for exponential integrals. This is very useful,
because many large-deviations problems may be reformulated in terms of expo-
nential integrals. We will do this in later chapters, for instance.

At a more detailed level, Varadhan’s Lemma states the following for the spe-
cific case of random variables (cf. [2, Th. 4.3.1] and [4, Th. III.13]). LetX1, X2, . . .

be a sequence of random variables satisfying an LDP with rate function I . If the
function φ : R→ R is lower semicontinuous, then

lim inf
n→∞

1

n
logEenφ(Xn) ≥ sup

a∈R
(φ(a)− I(a)).

If the function φ : R → R is upper semicontinuous and some additional technical
conditions are met, then

lim sup
n→∞

1

n
logEenφ(Xn) ≤ sup

a∈R
(φ(a)− I(a)).

Consequently, if φ : R → R is continuous and the conditions for the upper bound
are met, it holds that

lim
n→∞

1

n
logEenφ(Xn) = sup

a∈R
(φ(a)− I(a)).

Unfortunately, once we introduce modulation in our models, the additional
conditions for the upper bound become problematic. In Chapter 9, we give a new
proof of the Varadhan upper bound under much less restrictive conditions. This
will turn out to be just right for proving an LDP for modulated infinite-server
queues.

Let us turn to an example. To derive an LDP for the standard infinite-server
queue, we can just use Cramér’s Theorem. Recall that Qn(t) denotes the num-
ber of jobs in a standard infinite-server queue at a fixed time t under the scaling
λ 7→ nλ. Also recall that Qn(t) has a Poisson distribution with parameter nρ(t),
where ρ(t) = λ

µ (1− e−µt). From properties of the Poisson distribution it follows
that Qn(t) has the same distribution as

∑n
i=1Xi with X1, X2, . . . i.i.d. random

variables having a Poisson distribution with parameter ρ(t). Then

lim inf
n→∞

1

n
logP

(
1

n
Qn(t) ∈ G

)
= lim inf

n→∞

1

n
logP

(
1

n

n∑
i=1

Xi ∈ G

)
≥ − inf

a∈G
`(a)

for any open set G, where the inequality is due to Cramér’s Theorem. Similarly,

lim sup
n→∞

1

n
logP

(
1

n
Qn(t) ∈ F

)
= lim sup

n→∞

1

n
logP

(
1

n

n∑
i=1

Xi ∈ F

)
≤ − inf

a∈F
`(a)
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for any closed set F . The function ` is the rate function corresponding to a Poisson
distribution with parameter ρ(t) and is given by

`(a) =


∞ a < 0;

ρ(t) a = 0;

ρ(t)− a+ a log(a/ρ(t)) a > 0.

1.2.7 Weak convergence of random elements

Convergence in distribution of random variables can be further generalized to ran-
dom elements, in which case convergence in distribution is usually called weak
convergence. The key insight here is that a random variable Xn converges in dis-
tribution to X if and only if

lim
n→∞

Ef(Xn) = Ef(X)

for every bounded, continuous function f : R → R. Following a standard ap-
proach (cf. [5, Ch. 11]), we may use this to extend the notion of weak convergence
to random elementsXn andX of a metric space (X , d): we say thatXn converges
weakly to X if and only if

lim
n→∞

Ef(Xn) = Ef(X)

for every bounded, continuous function f : X → R. The continuity requirement
for f indicates that the metric d (with its corresponding topology) plays a crucial
role. We will explain this in more detail later.

When the space X is a function space, then f can be considered a ‘function
of functions’. In this case, f is sometimes called a functional. Weak convergence
of random elements (being a generalization of the CLT) is then referred to as a
Functional Central Limit Theorem or FCLT.

We will use the more general notion of weak convergence to study the sample-
path behavior of the number of jobs in the system. More precisely, we are inter-
ested in proving an FCLT for the stochastic process that describes how the number
of jobs in the system evolves in time. The sample paths of this process are càdlàg,
meaning that they are right-continuous and admit finite left-hand limits. Thus, we
would like to regard this stochastic process as a random element of D([0,∞);R),
which is the space of all real-valued functions defined on [0,∞) that are càdlàg.

To study weak convergence, we need to define an appropriate topology on
D([0,∞);R). Indeed, D([0,∞);R) should be equipped with a sensible topology
that is neither too large nor too small. The topology should not be too large, be-
cause we would like to view a stochastic process as a random element of the space
D([0,∞);R), which may not be the case when the topology is very large. At the
same time, the topology should not be too small, because then the collection of
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bounded, continuous real-valued functions is very small and thus convergence in
that topology is rather meaningless.

Similar to the space C([0,∞);R) of all continuous real-valued functions on
[0,∞), the most obvious choice for a topology on D([0,∞);R) would be the
uniform topology, which is generated by the uniform metric du. This metric is
given by

du(x, y) =

∞∑
k=1

2−k[1 ∧ du
k(x, y)]

or

du(x, y) =

∫ ∞
0

e−s[1 ∧ du
s(x, y)] ds,

where a ∧ b = min{a, b} and

du
t (x, y) = sup

s∈[0,t]

|x(s)− y(s)|

for x, y ∈ D([0,∞);R).
The two different metrics du shown above induce the same topology, namely

the uniform topology. We show both metrics to make two points. The first is that
different metrics may induce the same topology. The second is that sometimes one
of the metrics inducing a topology has some advantages over others, so choosing
the right metric to work with is very helpful.

Defining a metric inducing the uniform topology is easy, but it comes at a
price: many functions that we would like to converge actually do not converge.
Intuitively, it is easy to see why the uniform topology may be too strict for a sen-
sible notion of convergence in D([0,∞);R). In order for two elements x, y ∈
D([0,∞);R) to be close to each other in the uniform topology, they have to be
close at every point uniformly over compact intervals. This is a very stringent
requirement. For example, the function xn defined by

xn(t) =

{
0 if t ∈ [0, 1 + 1/n),

1 if t ∈ [1 + 1/n,∞)

does not converge in the uniform topology to the function x defined by

x(t) =

{
0 if t ∈ [0, 1),

1 if t ∈ [1,∞),

because their jumps occur at slightly different points in time.
To remedy this, we would like to have a topology that does not require func-

tions to jump at exactly the same time. The idea is to allow not only small varia-
tions in space (like the uniform topology) but also small variations in time. More
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precisely, to see whether a function y is close to a function x, we first deform the
time scale of y a little bit and then check whether y and x are close in the uniform
topology. To formalize this idea, we will follow the approach of [6, Ch. 3].

We denote by Λ the collection of increasing homeomorphisms λ of [0,∞) that
satisfy

γ(λ) = sup
0≤s<t<∞

∣∣∣∣log
λ(t)− λ(s)

t− s

∣∣∣∣ <∞.
A function λ will serve as a small deformation of the time scale and γ measures
in some sense how much a given time deformation λ(t) differs from the standard
time scale t. The specific form of γ is motivated by some technical considerations
that are not very relevant here.

Now, for x, y ∈ D([0,∞);R), we define the metric

d◦(x, y) = inf
λ∈Λ

[
γ(λ) ∨

∫ ∞
0

e−s[1 ∧ du
s(x, y ◦ λ)] ds

]
,

where (y ◦ λ)(t) = y(λ(t)) and a ∨ b = max{a, b}. The metric d◦ induces the
Skorokhod J1 topology on D([0,∞);R). It is easy to check the functions xn
defined earlier converge in this topology.

There is also a more technical reason to work with the Skorokhod topology
rather than the uniform topology. Stochastic processes are, in general, not ran-
dom elements of D([0,∞);R) under the uniform topology. This is due to the
uniform topology being too large (see, for instance, [7, Ex. IV.2]). The Skorokhod
topology, on the other hand, coincides with the projection σ-algebra (the σ-algebra
generated by the coordinate random variables), because R is separable (cf. [6, Pr.
3.7.1]). Then every stochastic process is a random element of D([0,∞);R) under
the Skorokhod topology.

1.2.8 The Continuous Mapping Theorem

Establishing weak convergence in D([0,∞);R) is typically a difficult task. For-
tunately, there are many results available that may help to simplify this task, most
notably the Continuous Mapping Theorem (CMT). An elementary version of this
important theorem states (under some technical conditions which are not relevant
here) that f(Xn) converges weakly to f(X) if Xn converges weakly to X and f
is continuous.

To illustrate the use of the CMT, we will consider the example of the standard
infinite-server queue under a specific scaling. Recall that the number of jobs in the
standard infinite-server queue is described by the process

Q(t) = Q(0) +A(t)− S
(
µ

∫ t

0

Q(s) ds

)
.
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This description differs slightly from the one we gave earlier. Here, A and S are
independent Poisson processes with parameter λ and parameter 1, respectively. In
addition, Q(0) is an independent random variable taking values in Z≥0 denoting
the initial number of jobs in the system (the initial number of isotopes, for exam-
ple).

Recall that scaling means that we make certain parameters dependent on n. In
this case, we scale λ 7→ nλ and Q(0) 7→ Qn(0), meaning that we are interested
in the process Qn that is obtained by replacing λ by nλ and Q(0) by Qn(0) in the
equation above. We get

Qn(t) = Qn(0) +A(nt)− S
(
µ

∫ t

0

Qn(s) ds

)
.

The question is, of course, how Qn behaves when n becomes large.
A first step is to see how Qn(0) and A(nt) behave when n becomes large. It is

known that

sup
0≤s≤t

∣∣∣∣ 1nN(ns)− s
∣∣∣∣

converges to 0 in probability as n → ∞ when N is a standard Poisson process.
In particular, this implies that the process N converges in probability to the linear
function η(t) = t under the Skorokhod topology. This also implies that 1

nA(nt)

converges in probability to λt, because A is Poisson process with parameter λ.
Now suppose that 1

nQn(0) converges in probability to a constant, say ρ(0). Then
it seems reasonable that, if 1

nQn(t) converges to a limit ρ(t), this limit should
satisfy

ρ(t) = ρ(0) + λt− µ
∫ t

0

ρ(s) ds,

because S is a standard Poisson process.
This is indeed the case and we would like to show this by proving that the

process 1
nQn(t)−ρ(t) converges in probability to the zero process (i.e., the process

that is identically equal to 0). Let us first consider the process 1
nQn(t)−ρ(t). From

the definitions of Qn and ρ, it follows that

1

n
Qn(t)− ρ(t) =

[
1

n
Qn(0)− ρ(0)

]
+

[
1

n
A(nt)− λt

]
−
[

1

n
S

(
nµ

∫ t

0

1

n
Qn(s) ds

)
− µ

∫ t

0

1

n
Qn(s) ds

]
− µ

∫ t

0

[
1

n
Qn(s)− ρ(s)

]
ds.
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The random variable 1
nQn(0)− ρ(0) converges to 0 in probability by assumption

and we know that 1
nA(nt) − λt converges in probability to the zero process be-

cause A is a Poisson process. We can argue that the convergence properties of the
Poisson process also imply that 1

nS
(
nµ
∫ t

0
1
nQn(s) ds

)
− µ

∫ t
0

1
nQn(s) ds con-

verges in probability to the zero process. So what does this say about the process
1
nQn(t)− ρ(t)?

The crucial insight here is that the process 1
nQn(t) − ρ(t) is a continuous

function of the random variable 1
nQn(0)− ρ(0) and the stochastic process[

1

n
A(nt)− λt

]
−
[

1

n
S

(
nµ

∫ t

0

1

n
Qn(s) ds

)
− µ

∫ t

0

1

n
Qn(s) ds

]
.

Indeed, the integral equation

y(t) = b+ x(t)− µ
∫ t

0

y(s) ds

defines a continuous function taking R×D([0,∞);R) into D([0,∞);R). In sim-
ple terms, if we are given some b ∈ R and x ∈ D([0,∞);R), then there exists
exactly one y ∈ D([0,∞);R) satisfying the integral equation above, so this inte-
gral equation defines a proper function. This function turns out to be continuous
when D([0,∞);R) is equipped with the Skorokhod topology in both the domain
and the range (cf. [8, Th. 4.1]).

Combining all observations, it follows that the process 1
nQn(t) − ρ(t) con-

verges in probability to the solution of the integral equation

y(t) = −µ
∫ t

0

y(s) ds

under the Skorokhod topology. Clearly, the solution of this equation is given by
the zero process. In other words, 1

nQn(t) converges in probability to ρ(t) in the
Skorokhod topology. The function ρ is also called the fluid limit of 1

nQn.
To get a better feel for the importance of this result, we return to the example of

radioactive decay. Recall that we could model this as an infinite-server queue. To
make this more specific, we assume that the initial number of radioactive isotopes
is n and that no new isotopes arrive, so that the arrival process is a Poisson process
with parameter λ = 0. We also assume (without justification at this point) that each
isotope has an independent decay time that is given by an exponential distribution
with parameter µ. If we denote by Qn(t) the number of isotopes at time t, then we
must have

Qn(t) = n− S
(
µ

∫ t

0

Qn(s) ds

)
.
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We just showed that 1
nQn converges in probability to the function ρ given by

ρ(t) = 1− µ
∫ t

0

ρ(s) ds.

It is easy to check that ρ is given by ρ(t) = e−µt in this case. Thus, with high
probability, 1

nQn(t) stays close to e−µt for n large enough.
We are interested in how much time it takes for half of the isotopes to decay. If

Qn(t) ≈ n/2, then 1
nQn(t) ≈ 1/2. Since 1

nQn is close to ρ with high probability,
this means that the time until half of the isotopes have decayed is close to the time
t1/2 satisfying

ρ
(
t1/2

)
= e−µt1/2 = 1/2,

which is given by

t1/2 =
log(2)

µ
.

It is easily verified that t1/2k , defined as the time such that

ρ
(
t1/2k

)
= e−µt1/2k = 1/2k,

is given by

t1/2k =
log
(
2k
)

µ
= k

log(2)

µ
= kt1/2.

This explains why the constant t1/2 is called the half-life of the isotope: if the
number of isotopes is large, it takes approximately t1/2 time units for half of them
to decay.

Summarizing, we can establish a fluid limit for the infinite-server queue model-
ing radioactive decay using the continuous-mapping method. From this fluid limit,
we can derive the concept of a half-life. This may partly explain why radioactive
decay of an isotope is often described in terms of its half-life.

This example is also another illustration of the relevance of scaling limits. It
would be quite hard to use the unscaled queueing model to compute the approxi-
mate time until half of the isotopes have decayed. However, taking the fluid limit
as an approximation, we only had to perform a relatively easy calculation to ob-
tain this time. As a bonus, we got a possible explanation for the phenomenon of a
half-life.

1.2.9 The Ornstein-Uhlenbeck process

In the last example, we used the CMT to find a fluid limit ρ for the standard
infinite-server queue. This fluid limit can be interpreted as the ‘mean behavior’
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of the queue. Recall that we introduced the standard CLT as a result describing the
fluctuations in a neighborhood of the mean behavior. A natural question, therefore,
is how the standard infinite-server queue fluctuates around its fluid limit ρ.

We can use the CMT to study this problem, too. As an example, we will study
a specific case that gives rise to a special limiting process, namely the Ornstein-
Uhlenbeck process. The technical details are more complicated than in the fluid
limit example, so we will ignore most of them for ease of exposition. A very thor-
ough treatment of the standard infinite-server queue under scaling may be found
in [8].

As before, we study the standard infinite-server queue under the scaling λ 7→
nλ and Q(0) 7→ Qn(0). The corresponding number of jobs in the system is given
by

Qn(t) = Qn(0) +A(nt)− S
(
µ

∫ t

0

Qn(s) ds

)
,

where A is an independent Poisson process with rate λ and S is an independent
Poisson process with rate 1. We assume that Qn(0) is an independent random
variable. Additionally, we assume that 1

nQn(0) converges in probability to the
constant λ/µ. For simplicity, we also assume that

√
n
(

1
nQn(0)− λ/µ

)
converges

in distribution to 0.
The last example showed that 1

nQn converges in probability to the function ρ,
which is given by

ρ(t) = ρ(0) + λt− µ
∫ t

0

ρ(s) ds.

Observe that, under the current assumptions, we must have ρ(0) = λ/µ and con-
sequently ρ(t) = ρ(0) = λ/µ. This may be interpreted as the number of jobs
converging to an equilibrium under this scaling.

We will denote the process of interest by Xn(t) =
√
n
(

1
nQn(t)− ρ(t)

)
. Then

some easy calculations give us the equality

Xn(t) = Xn(0) +
√
n

(
1

n
A(nt)− λt

)
−
√
n

(
1

n
S

(
nµ

∫ t

0

1

n
Qn(s) ds

)
− µ

∫ t

0

1

n
Qn(s) ds

)
− µ

∫ t

0

Xn(s) ds.

Just like in the fluid limit example, this implies that the processXn is a continuous
function of the random variable Xn(0) and the stochastic process

√
n

(
1

n
A(nt)− λt

)
−
√
n

(
1

n
S

(
nµ

∫ t

0

1

n
Qn(s) ds

)
− µ

∫ t

0

1

n
Qn(s) ds

)
.
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Thus, to prove weak convergence of Xn, it suffices to prove joint weak conver-
gence of Xn(0) and this process; the CMT takes care of the rest.

Some technical arguments guarantee that the weak convergence of these ran-
dom elements does indeed hold jointly. We know that Xn(0) converges in distri-
bution to 0. The scaled Poisson process

√
n
(

1
nA(nt)− λt

)
converges weakly to

BA(λt) in the Skorokhod topology, where BA is an independent standard Brown-
ian motion. The time change λt of BA is a result of A having rate λ. Additionally,
the process

√
n

(
1

n
S

(
nµ

∫ t

0

1

n
Qn(s) ds

)
− µ

∫ t

0

1

n
Qn(s) ds

)
converges weakly to

BS
(
µ

∫ t

0

ρ(s) ds

)
= BS(λt)

in the Skorokhod topology, where BS is an independent standard Brownian mo-
tion. The time change µ

∫ t
0
ρ(s) ds = λt of BS is a result of S having ‘rate’

µ
∫ t

0
1
nQn(s) ds, which converges to µ

∫ t
0
ρ(s) ds by the fluid limit result for 1

nQn.
The processes BA(λt) and BS(λt) have the same distributional properties as√

λBA(t) and
√
λBS(t), respectively. Moreover, because BA and BS are inde-

pendent standard Brownian motions, the difference
√
λBA(t)−

√
λBS(t) has the

same distibution as
√

2λB(t), where B is a standard Brownian motion.
Now combining these results and applying the CMT, it follows that Xn con-

verges weakly to the solution of the stochastic integral equation

X(t) =
√

2λB(t)− µ
∫ t

0

X(s) ds.

The (unique) solution to this equation is called an Ornstein-Uhlenbeck process.
We conclude that we may approximate the fluctuations of a standard infinite-server
queue around its fluid limit by an Ornstein-Uhlenbeck process.

The Ornstein-Uhlenbeck process (also called OU process) is defined in greater
generality as the unique solution of the integral equation

M(t) =

∫ t

0

α ds− γ
∫ t

0

M(s) ds+ σW (t),

where W is a Brownian motion. It is interesting to note that the OU process
M may be interpreted as a continuous version of the infinite-server queue: M(t)

denotes the amount of work/number of jobs in the system at time t, α denotes
the arrival rate, and γ denotes the server speed. The Brownian motion W acts as
random noise, where σ is a variance parameter.
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It turns out that the infinite-server queue and the OU process indeed share
many similarities, although there are also differences. It is interesting to see which
properties carry over and which do not. In this dissertation, we will frequently try
to exploit our intuition for one process to solve a problem for the other.

1.2.10 Stochastic integrals

The OU process is an example of a stochastic process that satisfies a Stochastic
Differential Equation (SDE). Indeed, the OU process M may be defined as the
unique solution to the SDE

dM(t) = (α− γM(t)) dt+ σ dW (t)

or, equivalently, the stochastic integral equation

M(t) =

∫ t

0

(α− γM(s)) ds+

∫ t

0

σ dW (s).

The first integral above is interpreted as a Lebesgue-Stieltjes integral, whereas the
second integral above is interpreted as an Itô integral. The Itô integral is used to
make sense of integration with respect to stochastic processes such as Brownian
motion.

Before elaborating on the Itô integral, we take a step back and focus on the
Lebesgue-Stieltjes integral. In our applications, this integral takes the form∫ t

0

y(s) dx(s),

where y : [0,∞) → R is some Borel measurable function which is bounded on
compact intervals and x : [0,∞) → R is a nondecreasing right-continuous func-
tion. The function x defines a measure νx on the Borel σ-algebra of [0,∞) via
νx((a, b]) = x(b) − x(a) for all 0 ≤ a < b < ∞ and νx({0}) = 0. Then we
define the Lebesgue-Stieltjes integral∫ t

0

y(s) dx(s) =

∫
[0,t]

y dνx,

where the last integral is interpreted as a Lebesgue integral.
This integral may be extended to càdlàg functions x of bounded variation. In

this case, x admits a unique decomposition x = x+ − x−, where x+ and x− are
certain specific nondecreasing right-continuous functions. Then we define∫ t

0

y(s) dx(s) =

∫ t

0

y(s) dx+(s)−
∫ t

0

y(s) dx−(s).
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Often, we will speak about the Lebesgue-Stieltjes integral x ·y, where (x · y)(t) =∫ t
0
y(s) dx(s).
We may use the concept of a Lebesgue-Stieltjes integral to define integrals

with respect to a certain class of stochastic processes. If X is a stochastic process
whose paths are of bounded variation and Y is a stochastic process whose paths
are Borel measurable, then we define the stochastic integral X · Y via

(X · Y )(t) =

∫ t

0

Y (s) dX(s),

where the right-hand side is defined pathwise as a Lebesgue-Stieltjes integral.
This type of stochastic integrals can be used to construct many-server queues

without a waiting room, meaning that arriving customers are immediately removed
from the system when all servers are busy. Indeed, recall that we defined the many-
server queue with n servers (and with infinite room) by

Q(t) = A(t)− S
(
µ

∫ t

0

(Q(s) ∧ n) ds

)
.

In a similar way, we define the many-server queue with n servers and no waiting
room by

Q(t) = A(t)− S
(
µ

∫ t

0

(Q(s) ∧ n) ds

)
−
∫ t

0

1{Q(s)=n} dA(s).

The last integral above is a stochastic integral of Lebesgue-Stieltjes type. It just
counts customers which arrive when all servers are busy and we use it to remove
them, so that there are never customers waiting in this queue.

A similar pathwise approach to define integrals with respect to Brownian mo-
tion is not possible, because the paths of Brownian motion are almost surely not of
bounded variation. Nevertheless, under fairly general assumptions on the stochas-
tic process Y and using some clever ideas, we may define the Itô integral

(Y ·W )(t) =

∫ t

0

Y (s) dW (s),

where W is a Brownian motion. We denote the Itô integral Y ·W in the same way
as a Lebesgue-Stieltjes integral, because the Itô integral and the Lebesgue-Stieltjes
integral coincide whenever the latter is well defined.

The Itô integral can be extended to a large class of càdlàg stochastic processes
called semimartingales and many useful results have been derived for integrals
with respect to such processes. For ease of exposition, we consider the subclass of
continuous semimartingales X that can be decomposed as

X(t) = X(0) +A(t) +M(t),



1-28 INTRODUCTION

where A is a process with paths of bounded variation and M is a continuous
square-integrable martingale (which has almost surely paths of unbounded vari-
ation if it is not identically equal to 0). For such a process X and a twice contin-
uously differentiable function f , Itô’s Lemma (which is perhaps the most famous
result in stochastic integration theory) states that f(X) is a semimartingale and
can be decomposed as

f(X(t)) = f(X(0)) +

∫ t

0

f ′(X(s)) dA(s) +

∫ t

0

f ′(X(s)) dM(s)

+
1

2

∫ t

0

f ′(X(s)) d〈M〉(s).

The first and the third integral above are Lebesgue-Stieltjes integrals, whereas
the second integral above is an Itô integral. The process 〈M〉 is the predictable
quadratic variation process of M , which is the unique predictable nondecreasing
process such that M2 − 〈M〉 is a martingale.

The difference between the Itô integral and the Lebesgue-Stieltjes integral can
be nicely illustrated via an integration-by-parts example. Suppose that f and g are
continuous functions of bounded variation. Then the integration-by-parts formula
reads ∫ t

0

g(s) df(s) = f(t)g(t)− f(0)g(0)−
∫ t

0

f(s) dg(s).

In particular, it holds that ∫ t

0

f(s) df(s) =
1

2
f(t)

2

when f(0) = 0. We may expect that a similar formula holds for a Brownian
motion W , because it has continuous paths and satisfies W (0) = 0. However,
from Itô’s Lemma we may derive an integration-by-parts formula for continuous
semimartingales; this integration-by-parts formula yields∫ t

0

W (s) dW (s) =
1

2
W (t)

2 − 1

2
〈W 〉(t) =

1

2
W (t)

2 − 1

2
t.

The last term may be interpreted as a correction term that deals with the effects
caused by sample paths of unbounded variation.

Stochastic integration theory will be quite important in this dissertation. Of
course, we will use it to study modulated Ornstein-Uhlenbeck processes, but stochas-
tic integration theory will also turn out to be a powerful tool for the derivation of
limit results for modulated queues.
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1.2.11 A first view of modulation

At this point, we have already developed quite some theory and we can give a first
glimpse of a standard infinite-server queue in a random environment. We will give
an example in which the random environment is represented by a continuous-time
Markov chain J with state space {1, . . . , d}. The process J jumps between the
states of its state space and its behavior is governed by a d×d generator matrixQ.
The infinite-server queue reacts to changes in the random environment by changing
its parameters: while J is in state i, the Poisson arrival process has parameter λ(i)

and the server speed is µ(i). Then the number of jobs in the system is given by

Q(t) = A

(∫ t

0

λ(J(s)) ds

)
− S

(∫ t

0

µ(J(s))Q(s) ds

)
,

where A and S are independent standard Poisson processes. Observe that, while
J is in state i, the queue behaves like a standard infinite-server queue with arrival
rate λ(i) and server speed µ(i).

This modulated infinite-server queue is an example of a Model I modulated
infinite-server queue: only the arrival rate and the server speed depend on the
background process. Other variants are Model 0 (in which only the arrival rate is
modulated), Model II (in which only the arrival rate and the service requirement
distribution are modulated), and Model III (in which the arrival rate, the service
requirement distribution, and the server speed are modulated).

We are, of course, interested in the behavior of modulated infinite-server queues
under scaling. In a modulated queue, we will not only scale the arrival rate via
λ 7→ nλ, but also the background process via J 7→ Jn. If J is a Markov chain
with generator matrix Q, then Jn is typically a Markov chain governed by the
generator matrix nαQ, where α > 0 is fixed.

Returning to the example of a Model I queue, scaling λ 7→ nλ and J 7→ Jn
leads to the equation

Qn(t) = A

(∫ t

0

nλ(Jn(s)) ds

)
− S

(∫ t

0

µ(Jn(s))Qn(s) ds

)
for the number of jobs in the system, where Jn is a Markov chain with generator
matrix nαQ. A natural question is how the behavior of Jn under scaling influences
the behavior of Qn. In this dissertation, we will study this problem from several
different perspectives.

Clearly, the presence of the background process Jn complicates the analysis of
the process Qn. One of the complications is that, under modulation, Qn(t) does
not have a Poisson distribution anymore but rather a Poisson distribution with a
random parameter. Such a distribution is also called a mixed Poisson distribution,
because it is given as a mixture of Poisson distributions. More concretely, this
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means that

P(Qn(t) = k) =

∫ ∞
0

θk

k!
e−θ dνn(θ),

where νn is some probability measure on the parameter space [0,∞). This ‘mixed
Poisson property’ of a modulated infinite-server queue holds under far more gen-
eral forms of modulation and will be essential to many proofs in the first part of
this dissertation.

Another complication is that the continuous-mapping approach that we show-
cased earlier breaks down when a background process is present. In the second
part of this dissertation, we will devote quite some effort to deal with this problem.
We will explore several different solutions, leading to a better understanding of the
influence of a random environment on a queueing system.

1.3 Literature related to this dissertation

In this section, we provide a short overview of publications that are related to this
dissertation. The goal is to give an impression of the work that has already been
done and the work that has not been done, yet. Additionally, we take this opportu-
nity to point out some literature that provides useful background information.

The mathematical theory of weak convergence is well established. Important
references discussing weak convergence and the Skorokhod topology are [9], [6],
and [5]. A slightly different perspective is considered in [7]. See also [10] for
applications of limit theorems in a queueing context. For a review of FCLTs for
standard infinite-server queues and related process, see [8].

Most of the basic theory for stochastic integration is contained in [11], [12],
and [13]. A perhaps more accessible introduction to stochastic integration is given
in [14], which also provides some basic martingale results for Markov chains.
Many useful limit theorems for stochastic integrals can be found in [15].

Our main reference for large-deviations theory is [2], which is arguably the
most used book on large deviations. Perhaps more accessible texts are [4] and [16].
A classic book on large deviations is [17].

An interesting early reference on infinite-server queues in a random environ-
ment is [18], which concludes that the Markov-modulated infinite-server queue is
surprisingly resistant to analytic solution (cf. [18, p. 274]). A partial explanation
why this is the case may be found in [19], which analyzes Model I when the back-
ground process is a continuous-time Markov chain. Important results in [19] are
a recursion for the factorial moments of the number of jobs and the observation
that the steady-state distribution is not of some ‘matrix-Poisson’ type, which is
in contrast with the Markov-modulated single-server queue having a steady-state
distribution of matrix-geometric form.
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Most research on the modulated infinite-server queue seems to have been per-
formed during the last decade or so. A stochastic decomposition result is found
in [20] for an infinite-server queue with Markov-modulated service rates. In [21],
the mean number of customers in steady state is considered for a Model I queue
under the assumption that the background process is a semi-Markov process with
finite state space. For the same model, [22] shows that the number of customers in
the system has a Poisson distribution with a random parameter and gives a recur-
sion to compute the corresponding factorial moments. These results are extended
by [23] to include phase-type service requirements.

CLT results for Markov-modulated Model I and Model II queues are consid-
ered in [24], [25], [26], [27], and [28]. In [29], a CLT is derived for two queues
that are modulated by the same background process.

These CLT results are complemented in [30], [31], and [32] by large-deviations
results for Model I and Model II when the background process is a Markov chain.
It is important to note that they provide large-deviations asymptotics for overflow
probabilities, which does not imply a full LDP.

A first FCLT for a Markov-modulated infinite-server queue appeared in [33]
(which is contained in [34], together with some of the CLT results mentioned ear-
lier). The model studied in [33] is a Model 0 queue, in which only the arrival rate is
modulated. This result is extended to Model I and Model II queues in [35]. FCLTs
have also been derived in cases where the background process is not a Markov
chain. In [36], an FCLT is proven for a Model 0 queue in which the arrival rate is
modulated by a shot-noise process. Another Model 0 queue is considered in [37].
There, the arrival rate is resampled every ∆ time units. Under this assumption, an
FCLT is derived as well as the large-deviations asymptotics of overflow probabili-
ties.

Modulated many-server queues have attracted less attention than the modu-
lated infinite-server queue, perhaps due to their more complicated dynamics. Most
of the research in this area seems to focus on steady-state behavior or performance
measures for a fixed point in time. In [38], a many-server queue in steady state is
analyzed under the assumption that service is interrupted in a Markovian way. A
more general model (using repair crews) is treated in [39]; it is a particular case
of the many-server under Markov modulation. Several steady-state performance
measures are derived and numerical examples are presented to show the influence
of breakdowns on the queue size. In [40], a similar model is studied. In this
case, server slowdowns depend on a specific Markovian environment and numer-
ical methods are applied to obtain performance measures. Probability generating
functions for the number of customers in a Markov-modulated many-server queue
are derived in [41]. The model here incorporates customer impatience and assumes
that the background Markov chain has only two states. Some of these results are
extended in [42] to include general background Markov chains.
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None of the aforementioned references applies scaling techniques. In con-
trast, [43] uses both steady-state calculations and scaling techniques to analyze the
Markov-modulated Erlang loss model. First, the Markov-modulated counterpart
of the famous Erlang blocking formula is derived. Then, a scaling is introduced,
which may be regarded as a Markov-modulated version of the classical QED scal-
ing from [44]. Finally, a CLT is derived under this scaling, which is complemented
by a perturbation analysis.

FCLTs have been derived for various many-server queues (see [45], [5], [46],
and [8], for instance). However, similar results do not seem to be available for
many-server queues in a random environment.

1.4 Dissertation outline

The remaining chapters of this dissertation are connected in the following way.
At a high level, two main parts can be distinguished. In the first part (Chapter
2, Chapter 3, Chapter 4, and Chapter 5), we will study scaling limits of mod-
ulated infinite-server queues and OU processes at a fixed point in time. In the
second part (Chapter 6, Chapter 7, and Chapter 8), we will prove FCLTs for sev-
eral Markov-modulated processes, namely the Markov-modulated OU processes,
Markov-modulated networks of Model III infinite-server queues, and Markov-
modulated Erlang models. In Chapter 9, we prove a generalization of the upper
bound in Varadhan’s Lemma, which will be used in the first part. We conclude in
Chapter 10.

In more detail, the remaining chapters are organized as follows.
In Chapter 2, we start with constructing a modulated infinite-server queue. The

background process here is a general stochastic process that modulates the Poisson
arrival process, the service requirements, and the server speed. Thus, we consider
a Model III infinite-server queue with general service requirements and a general
background process. We proceed to derive the distribution of the number of cus-
tomers in the system at a fixed time. This turns out to be a Poisson distribution
with a random parameter. Then, introducing a linear scaling of the arrival rate
and a general scaling of the background process, we show that the number of cus-
tomers satisfies a CLT as soon as a two-dimensional random parameter satisfies
a CLT. We apply this result to prove a CLT for the Markov-modulated Model III
queue with exponential service times when the generator matrix of the Markov
chain is scaled sublinearly, linearly, or superlinearly.

In Chapter 3, we carry out a large-deviations analysis of the Model III queue
introduced in Chapter 2. We impose a linear scaling of the arrival rate and a gen-
eral scaling of the background process. Using that the number of customers in
the system has a Poisson distribution with a random parameter, we show that the
number of customers satisfies an LDP as soon as the random parameter satisfies
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an LDP. We derive the LDP lower bound using attainable parameters, whereas we
derive the LDP upper bound using the generalization of Varadhan’s Lemma. We
provide examples for different background processes and service requirements.

In Chapter 4, we focus on the moderate-deviations behavior of our Model III
queue. Proving an MDP is, however, much harder than proving an LDP for a
modulated infinite-server queue. Again exploiting the mixed Poisson property , we
show that the number of customers in the system satisfies an MDP lower bound as
soon as a two-dimensional random parameter satisfies an MDP lower bound. Then
we show that the number of customers in the system also satisfies an MDP upper
bound if the two-dimensional random parameter satisfies an MDP upper bound
and an additional condition is met. To illustrate why this additional condition is
needed, we construct an example. In this example, the two-dimensional random
parameter satisfies an MDP upper bound, but the additional condition is not met
and the number of customers in the system does not satisfy an MDP upper bound.

In Chapter 5, we investigate whether our results for modulated infinite-server
queues carry over to modulated OU processes. First, we show the existence of
OU processes that are modulated by a general background process. After that,
we derive the distribution of the modulated OU process at a fixed time. This is a
normal distribution with a random mean and a random variance. We show that the
modulated OU process satisfies a CLT as soon as these random parameters satisfy
a CLT. We proceed by performing a large-deviations analysis: the modulated OU
process satisfies an LDP if the random parameters satisfy an LDP, and it satisfies an
MDP if the random parameters satisfy an MDP. We also indicate why we need less
assumptions here than in Chapter 4. We use the Markov-modulated OU process to
illustrate our results.

In Chapter 6, we turn to FCLTs. Because the analysis of the modulated OU
process was slightly easier than the analysis of the modulated infinite-serve queue,
we focus first on proving an FCLT for Markov-modulated OU processes. To prove
an FCLT, we need quite a lot of auxiliary results. The most important of these
concern the weak convergence of state occupation measures of Markov chains and
weak convergence of stochastic integrals, which we prove in the first part of Chap-
ter 6. Then, we proceed to prove a fluid limit and an FCLT for Markov-modulated
OU processes. The concept of stochastic equivalence plays an important role in
the proofs.

In Chapter 7, we aim to prove an FCLT for Markov-modulated networks of
infinite-server queues. First, we argue that each network of Model III queues may
be represented as a network of Model I queues and we provide examples of this.
After that, we derive a fluid limit for the network. Then, using the auxiliary results
from Chapter 6, we prove an FCLT for the network. The proof contains three
important steps. In the first, we show that the scaled network is stochastically
equivalent to a simpler stochastic process. In the second, we observe that this
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simpler stochastic process is in fact a continuous function of even simpler input
processes. In the third, we prove weak convergence of these input processes and
apply the CMT to obtain an FCLT for the network.

In Chapter 8, we consider a different model, namely the Markov-modulated
Erlang model. In this model, there are only finitely many servers and possibly a
finite waiting room. We aim to derive an FCLT for the number of customers in
the system via an application of the CMT. First, we discuss the assumptions and
the scaling of the model. Then, we establish a fluid limit result. After that, we
prove an FCLT for the number of customers in the system. The proof relies on the
observation that the scaled number of customers is given as a continuous function
of certain input processes. Again using the auxiliary results from Chapter 6, we
prove weak convergence of these input processes and apply the CMT to obtain
an FCLT. The definition of the relevant function and the analysis of its continuity
properties are settled in a separate section.

In Chapter 9, we prove a generalization of the upper bound in Varadhan’s
Lemma. This generalization is needed in Chapter 3, Chapter 4, and Chapter 5,
because the rate functions featuring in these chapters do not always satisfy the tra-
ditional assumptions of Varadhan’s Lemma. More specifically, they typically do
not have compact sublevel sets. We show that the assumption of compact sublevel
sets is redundant and provide new sets of conditions under which the upper bound
in Varadhan’s Lemma holds.

In Chapter 10, we state the main conclusions of this dissertation and discuss
their implications. Additionally, we point out some possible topics for future re-
search.

1.5 Some notation and conventions

The mathematical analysis in this dissertation will involve quite some notation.
Here, we collect the basic notation used in this dissertation and we will introduce
some conventions.

1.5.1 Sets

If A and B are sets, then A ∪ B denotes their union and A ∩ B denotes their
intersection. The complement of A is denoted by Ac and the symmetric difference
of A and B is A4B = (A ∩Bc) ∪ (Ac ∩B). The closure of A is A = clA, the
interior of A is A◦, and the boundary of A is ∂A. If A ⊂ R and c ∈ R, then
A+ c = {a+ c |a ∈ A} and cA = {ca |a ∈ A}.
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1.5.2 Open and closed balls

The open ball in Rd with center x and radius ε is denoted byB(x, ε) and its closure
by B[x, ε]. If x ∈ R, then we denote B+(x, ε) = B(x, ε)∩ [0,∞) and B+[x, ε] =

B[x, ε] ∩ [0,∞).

1.5.3 Vectors and matrices

We always assume that vectors are column vectors. Additionally, we sometimes
regard a vector λ ∈ Rd as a function λ : {1, . . . , d} → R, where λ(i) denotes the
value of the ith entry of λ. Similarly, for a vector-valued function f we denote by
f(i; t) the ith entry of f(t). By diag(λ) we denote the diagonal matrix with the
ith diagonal element being equal to λ(i). The transpose of a matrix D is given by
DT. The vector 1 ∈ Rd is the vector for which each entry equals 1.

1.5.4 Basic functions

For a, b ∈ R, we denote a ∨ b = max{a, b} and a ∧ b = min{a, b}. Rounding
up and rounding down is denoted by dae and bac, respectively. We always assume
that exp(−∞) = 0 and log(0) = −∞. The indicator function corresponding to a
set A is denoted by 1A.

1.5.5 Independence

We typically assume that all basic random elements defined on a probability space
(i.e., the ones that have not been defined as a function of other random elements)
form a collection of mutually independent random elements. When we assume
that a random element defined on a probability space is independent, this means
that we assume that the random element is part of that collection.

1.5.6 Stochastic processes

Let X = {X(t) | t ∈ [0,∞)} be a stochastic process. Sometimes, it is convenient
to speak about ‘the stochastic processX(t)’, thus referring to the processX rather
than the random variableX(t). It should always be clear from the context whether
we are referring to the process X or to the random variable X(t). The natural
filtration of X is denoted by FX . By FX∞ we denote the smallest σ-algebra con-
taining all σ-algebras FXt .
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2
Basic properties and CLT scaling of

modulated infinite-server queues

2.1 Introduction

The infinite-server queue is one of the fundamental models in queueing theory. Its
distinguishing feature is the presence of an infinite number of servers, so that jobs
are served independently and there are no waiting times. This leads to explicit
formulas for many quantities of interest, especially for standard infinite-server
queues, where jobs arrive according to a Poisson process and the service require-
ments have an exponential distribution. In practice, however, one often observes
time-varying arrival intensities, service requirement distributions, and server work
rates. This calls for adequate modeling.

A natural way to incorporate time dependence is to consider an infinite-server
queue in a random environment. In this case there is an independent background
process that modulates the arrival rate, the service requirement distribution, and
the work rate of the servers.

In this chapter, we are interested in the case where the background process is a
general stochastic process J whose paths are right-continuous and have finite left
limits, i.e., J has càdlàg paths. The process J modulates the arrival rate, the service
requirement distribution, and the server work rate in the following way. When J
is in state x, jobs arrive according to a Poisson process with intensity λ(x). Upon
arrival, a job draws an independent service requirement with distribution Fy if J is
in state y when the job arrives. Then the service requirement of the job is processed



2-2 CLT FOR MODULATED INFINITE-SERVER QUEUES

by a server, whose work rate is µ(z) while J is in state z. Immediately after its
service requirement has been processed, a job leaves the system.

The focus in this chapter will be on three topics. First, we will provide a con-
struction of the modulated infinite-server queue and give some specific examples
of modulated infinite-server queues. Second, we will exploit this construction to
derive the distribution of the number of customers in the system at a given time.
Third, we will scale the arrival rate and the backgroud process. Given this scaling,
we will find conditions under which the number of jobs in the system obeys a CLT.
We will show in examples how this applies to Markov-modulated infinite-server
queues.

2.2 Construction and basic properties of modulated
infinite-server queues

There are many different constructions for standard infinite-server queues (cf. [1,
Sec. 2]). Each of these constructions has its own merits and drawbacks when it
comes to proving limit theorems. Here, we will provide a construction that seems
to be particularly suitable for deriving the distribution (at a fixed point in time)
of the number of jobs in a modulated infinite-server queue with general service
times. After we have characterized this distribution, we proceed to prove a CLT
for the number of jobs in the system and use this CLT to recover and extend known
results. We also prove new results.

2.2.1 Construction of modulated infinite-server queues

We consider an infinite-server queue with general service times that is modulated
by a general stochastic process J whose paths are right-continuous and have finite
left limits, i.e., J has càdlàg paths. The process J modulates the arrival rate, the
service requirement distribution, and the server work rate in the way explained
earlier.

Here, we will give the precise mathematical description of such a modulated
infinite-server queue and we will provide its construction. Throughout, we denote
by D([0,∞); E) the space of càdlàg functions from [0,∞) to E , where E is a
metric space with metric ρ. In addition, we assume that E is equipped with the
Borel σ-algebra B(E) induced by ρ. We define, in the usual way, a metric d◦ on
D([0,∞); E) that generates the Skorokhod J1 topology.

Let (Ω,F ,P) be a probability space on which we have defined a standard Pois-
son process Y and a càdlàg stochastic process J with state space E . Assume that
FY∞ and FJ∞ are independent, so that Y and J are independent.

Also assume that, for each j ∈ E , we have defined on the probability space
(Ω,F ,P) a sequence of independent, identically distributed, nonnegative random
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variables Z(1, j), Z(2, j), . . . such that the map (ω, j) 7→ Z(k, j)(ω) is Z ⊗
B(E)/B([0,∞]) measurable, where Z = σ(Z(k, j) | k ∈ N, j ∈ E). We denote
the cumulative distribution function of Z(1, j) by Fj . Note that FY∞, FJ∞, and Z
are independent and that the maps (ω, j, t) 7→ 1{Z(k,j)(ω)≤t} and (j, t) 7→ Fj(t)

are measurable with respect to the obvious σ-algebras.
Intuitively, Z(k, j) describes the service requirement of job k if the back-

ground process J is in state j upon arrival of job k. The measurability assumption
means that the background process should select the particular service require-
ment of job k ‘in a measurable and independent way’. This is, of course, a very
reasonable assumption and easily verifiable in many cases.

Now we know what the background process looks like and how the service
requirements are modulated. To modulate the arrival rate and the server work
rate, we take continuous functions λ : E → [0,∞) and µ : E → [0,∞). Then the
arrivals occur according to a Poisson process whose rate at time s ≥ 0 will be
given by λ(J(s)); the server work rate at time s ≥ 0 will be given by µ(J(s)).

Given a background process J , service requirements Z(k, j), and functions λ
and µ under the conditions described above, we will denote a modulated infinite-
server queue by the quadruple (J, Z, λ, µ).

The modulated infinite-server queue (J, Z, λ, µ) is constructed as follows. We
define the modulated Poisson process Y via

Y (t) = Y

(∫ t

0

λ(J(s)) ds

)
. (2.1)

Then Y behaves like a Poisson process with rate λ(i) given that J is in state i.
The process Y will be the arrival process. We denote the jump times of Y

by τ1, τ2, . . . and the jump times of Y by τ1, τ2, . . .. For convenience, we set
τ0 = τ0 = 0. The jump times τk and τk are related via τk = Λ−(τk) and
τk = Λ(τk), where Λ(t) =

∫ t
0
λ(J(s)) ds and Λ−(r) = inf{t ≥ 0 |Λ(t) ≥ r}.

Define the interarrival times σk = τk − τk−1 and σk = τk − τk−1 for k ∈ N.
For later use, we note that σ1, σ2, . . . is a sequence of i.i.d. random variables with
a standard exponential distribution.

At time t = 0 there are no jobs in the system. At each jump time of Y exactly
one job arrives. Hence, the number of jobs that have entered the system during the
time interval [0, t] is given by the (a.s. finite) random variable

∑∞
k=1 1{τk≤t}.

When job k enters the system at time τk, its service requirement is given by
Z(k, J(τk)). In other words, job k draws an independent service requirement with
cumulative distribution function FJ(τk). Job k leaves the system when its service
requirement has been processed by the server, whose work rate is modulated by
the background process J and is equal to µ(J(s)) for s ≥ 0.

Hence, job k has both entered and left the system before time t ≥ 0 if and only
if τk ≤ t and Z(k, J(τk)) ≤

∫
[τk,t)

µ(J(r)) dr. Indeed,
∫

[τk,t)
µ(J(r)) dr may
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be interpreted as the total amount of work that a server can process between the
arrival of job k at time τk and time t. As a result, the number of jobs in the system
at time t ≥ 0 (to be denoted by M(t)) is given by

M(t) =

∞∑
k=1

(
1{τk≤t} − 1{τk≤t}1{Z(k,J(τk))≤

∫
[τk,t)

µ(J(r)) dr
}).

Notice that M(t) is a càdlàg stochastic process. Also notice that

∞∑
k=1

1{τk≤t}

describes the arrival process, whereas

∞∑
k=1

1{τk≤t}1
{
Z(k,J(τk))≤

∫
[τk,t)

µ(J(r)) dr
}

describes the departure process.

2.2.2 Distribution of modulated infinite-server queues

We would like to determine the distribution ofM(t). Before we analyze this math-
ematically, we would like to develop some intuition. Recall that the jobs arrive
according to a (modulated) Poisson process and that their respective service re-
quirements are independent. Importantly, jobs do not interact, due to the presence
of infinitely many servers: each job has its own server and a job being in service
does not keep another job from receiving service. Consequently, if a job arrives at
time s ∈ [0, t] and its service requirement has the same distribution as Z(1, J(s)),
then it has probability p(s) = P

(
Z(1, J(s)) >

∫
[s,t)

µ(J(r))dr
)

of still being in
the system at time t. Thus, on average, only a fraction p(s) of all jobs that arrived
at time s should be in the system by time t.

This line of reasoning suggests that determining the distribution of M(t) is
essentially the same as determining the distribution of a thinned version of the
modulated Poisson process Y in Eq. (2.1), with the thinned arrival process having
arrival intensity λ(J(s))p(s) at time s. Then the thinned arrival process and M(t)

both should have a Poisson distribution, with the corresponding parameter given
by the random variable

∫ t
0
λ(J(s))p(s)ds.

Having developed an intuitive approach to the distribution of M(t), we now
provide a mathematical derivation that is based on this intuition. If J is determin-
istic, then it is relatively easy to derive the distribution of M(t). For instance, one
may compute the characteristic function of M(t) via the following steps.
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Suppose that J(ω, t) = f(t) for all ω ∈ Ω and t ≥ 0 for some function
f ∈ D([0,∞); E). We may write the characteristic function of M(t) as

E exp(iθM(t))

= E exp

(
iθ

∞∑
k=1

(
1{τk≤t} − 1{τk≤t}1{Z(k,J(τk))≤

∫ t
t∧τk

µ(J(r)) dr
}))

= E1{τ1>t}

+

∞∑
n=1

E1{τn≤t;τn+1>t} exp

(
iθ

(
n−

n∑
k=1

1{
Z(k,f(τk))≤

∫ t
t∧τk

µ(f(r)) dr
}
))

.

Clearly, E1{τ1>t} = e−
∫ t
0
λ(f(s)) ds = e−Λ(t). We are left with computing the

infinite sum above. Fix n ∈ N and note that

E1{τn≤t;τn+1>t} exp

(
iθ

(
n−

n∑
k=1

1{
Z(k,f(τk))≤

∫ t
t∧τk

µ(f(r)) dr
}
))

= E

(
1{τn≤t;τn+1>t} exp(iθn)

E

[
exp

(
−iθ

n∑
k=1

1{
Z(k,f(τk))≤

∫ t
t∧τk

µ(f(r)) dr
}
)∣∣∣∣∣ τ1, τ2, . . .

])

= E1{τn≤t;τn+1>t}

n∏
k=1

(
exp(iθ) + (1− exp(iθ))Ff(τk)

(∫ t

t∧τk
µ(f(r)) dr

))
,

because Y and the collection of service requirements are independent. For conve-
nience, we write

h(τk) = exp(iθ) + (1− exp(iθ))Ff(τk)

(∫ t

t∧τk
µ(f(r)) dr

)
.

Summarizing, we get

E exp(iθM(t)) = E1{τ1>t} +

∞∑
n=1

E1{τn≤t;τn+1>t}

n∏
k=1

h(τk).

Next, observe that

E1{τn≤t;τn+1>t}

n∏
k=1

h(τk)

= E

(
1{τn≤t}

(
n∏
k=1

h(τk)

)
E
[
1{σn+1>t−τn}

∣∣ τ1, . . . , τn])

= E

(
1{τn≤t}

(
n∏
k=1

h(τk)

)
e−(Λ(t)−Λ(τn))

)
.
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We define x+
k = x1 + · · ·+ xk. Straightforward calculations give

E

(
1{τn≤t}

(
n∏
k=1

h(τk)

)
eΛ(τn)

)

= E1{τn≤Λ(t)}

(
n∏
k=1

h
(
Λ−(τk)

))
eτn

=

∫ Λ(t)

x1=0

∫ Λ(t)−x+
1

x2=0

· · ·
∫ Λ(t)−x+

n−1

xn=0

n∏
k=1

h
(
Λ−
(
x+
k

))
dxn . . . dx1

=

∫ Λ(t)

y1=0

∫ Λ(t)

y2=y1

· · ·
∫ Λ(t)

yn=yn−1

n∏
k=1

h
(
Λ−(yk)

)
dyn . . . dy1

=

∫ t

z1=0

∫ t

z2=z1

· · ·
∫ t

zn=zn−1

n∏
k=1

[h(zk)λ(f(zk))] dzn . . . dz1.

Now note that for an integrable function g we have

[∫ t

0

g(s) ds

]n
= n!

∫ t

z1=0

∫ t

z2=z1

· · ·
∫ t

zn=zn−1

n∏
k=1

g(zk) dzn . . . dz1.

As a result, it holds that

∫ t

z1=0

∫ t

z2=z1

· · ·
∫ t

zn=zn−1

n∏
k=1

[h(zk)λ(f(zk))] dzn . . . dz1

=
1

n!

[∫ t

0

h(s)λ(f(s)) ds

]n
=

n∑
k=0

1

k!
[exp(iθ)Λ(t)]

k 1

(n− k)!
G(t)

n−k
,

where we define

G(t) = (1− exp(iθ))

∫ t

0

Ff(s)

(∫ t

s

µ(f(r)) dr

)
λ(f(s)) ds

and use that

∫ t

0

h(s)λ(f(s)) ds = exp(iθ)

∫ t

0

λ(f(s)) ds+G(t) = exp(iθ)Λ(t) +G(t).
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Now we may write

E exp(iθM(t))

= E1{τ1>t} +

∞∑
n=1

E1{τn≤t;τn+1>t}

n∏
k=1

h(τk)

= e−Λ(t) +

∞∑
n=1

e−Λ(t)
n∑
k=0

1

k!
[exp(iθ)Λ(t)]

k 1

(n− k)!
G(t)

n−k

= e−Λ(t)
∞∑
n=0

n∑
k=0

1

k!
[exp(iθ)Λ(t)]

k 1

(n− k)!
G(t)

n−k

= e−Λ(t)
∞∑
k=0

∞∑
n=0

1

k!
[exp(iθ)Λ(t)]

k 1

n!
G(t)

n

= exp(−Λ(t) + exp(iθ)Λ(t) +G(t))

= exp

(
(exp(iθ)− 1)

∫ t

0

(
1− Ff(s)

(∫ t

s

µ(f(r)) dr

))
λ(f(s)) ds

)
.

Hence, in this case M(t) has a Poisson distribution with parameter φt(f), where

φt(f) =

∫ t

0

(
1− Ff(s)

(∫ t

s

µ(f(r)) dr

))
λ(f(s)) ds. (2.2)

Given our modulated infinite-server queue, we may view φt as a map from the
space D([0,∞); E) to [0,∞) and we will call φt the parameter map associated
with the modulated infinite-server queue. (Observe that φt(f) indeed has the form
predicted by the heuristic reasoning using thinned Poisson processes.)

For technical preciseness, note that the map s 7→ Ff(s)

(∫ t
s
µ(f(r)) dr

)
is

B([0,∞))/B([0, 1]) measurable, as it is a composition of measurable maps. Also
note that

0 ≤
(

1− Ff(s)

(∫ t

s

µ(f(r)) dr

))
λ(f(s)) ≤ λ(f(s))

and that s 7→ λ(f(s)) is càdlàg and thus bounded on [0, t]. Consequently, the
integral in Eq. (2.2) is actually well defined and finite.

Now suppose that J is not deterministic. In this case, we may use the indepen-
dence of J and standard arguments (cf. [2, 9.10]) to obtain that

E exp(iθM(t))

= EE[exp(iθM(t)) | J ]

= E exp

(
[exp(iθ)− 1]

∫ t

0

(
1− FJ(s)

(∫ t

s

µ(J(r)) dr

))
λ(J(s)) ds

)
.

We summarize our findings in the following lemma.
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Lemma 2.2.1. Under the stated conditions, M(t) has a Poisson distribution with
random parameter φt(J), where φt is the parameter map associated with the mod-
ulated infinite-server queue as defined via Eq. (2.2) and thus

φt(J) =

∫ t

0

(
1− FJ(s)

(∫ t

s

µ(J(r)) dr

))
λ(J(s)) ds.

If we scale λ(x) 7→ nλ(x) and J 7→ Jn, then the number of jobs in the system
Mn(t) has a Poisson distribution with random parameter nφt(Jn).

Remark 2.2.2. Since a Poisson distribution with a random parameter is an exam-
ple of a mixture, it is also called a mixed Poisson distribution. We will sometimes
speak of the mixed Poisson property to refer to the result in Lemma 2.2.1.

Lemma 2.2.1 states that M(t) has a Poisson distribution with random parame-
ter φt(J), meaning that

E exp(iθM(t)) = Eu(φt(J), θ) =

∫
[0,∞)

u(γ, θ) dξ(γ),

where u(γ, ·) : R→ C is the characteristic function of a Poisson distribution with
parameter γ ∈ [0,∞) and ξ is the law of φt(J). We may also describe this as
M(t) having a mixed Poisson distribution with mixing measure ξ, meaning that
the law of M(t) may be represented as

Q(A) =

∫
[0,∞)

Qγ(A) dξ(γ), (2.3)

where Qγ is the law of a random variable with a Poisson distribution with param-
eter γ ∈ [0,∞). Indeed, suppose that Q is defined by Eq. (2.3). Then standard
measure-theoretic arguments (cf. [3, Pr. III.2.1]) show that∫
R

exp(iθx) dQ(x) =

∫
[0,∞)

∫
R

exp(iθx) dQγ(x) dξ(γ) =

∫
[0,∞)

u(γ, θ) dξ(γ),

so Q is actually the law of M(t).
We may use these observations about modulated infinite-server queues and

mixed Poisson distributions to prove the following intuitive lemma.

Lemma 2.2.3. Let A and B be measurable subsets of R. If P(φt(J) ∈ B) > 0,
then

inf
γ∈B

Qγ(A) ≤ P(M(t) ∈ A |φt(J) ∈ B) ≤ sup
γ∈B

Qγ(A), (2.4)

where Qγ is the law of a random variable with a Poisson distribution with param-
eter γ ∈ [0,∞).
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Proof. Denote Ω∗ = {φt(J) ∈ B} and suppose that P(Ω∗) > 0. First, note that
B 6= ∅ under this assumption, so the infimum and the supremum in Eq. (2.4) are
actually well defined.

We construct a new probability space (Ω∗,F∗,P∗) by defining the σ-algebra
F∗ = {F ∩ Ω∗ |F ∈ F} and the probability measure P∗(F ) = P(F )/P(Ω∗) for
F ∈ F∗. For each random function X defined on (Ω,F ,P) we denote its re-
striction to Ω∗ by X∗, which is a random function on (Ω∗,F∗,P∗). Using the
independence assumptions (stated at the beginning of Section 2.2.1), it is easy
to verify that J∗ is an independent càdlàg stochastic process, Y

∗
is an indepen-

dent standard Poisson process and Z∗(1, j), Z∗(2, j), . . . is a sequence of inde-
pendent, identically distributed random variables for each j ∈ E . Moreover, the
map (ω, j) 7→ Z∗(k, j)(ω) is Z∗ ⊗B(E)/B([0,∞]) measurable and Z∗(k, j) has
cumulative distribution function Fj .

Following the procedure described in Section 2.2.1, we construct the modu-
lated infinite-server queue (J∗, Z∗, λ, µ) on (Ω∗,F∗,P∗) and we denote the num-
ber of jobs in the system at time t ≥ 0 by K(t). Lemma 2.2.1 implies that K(t)

has a Poisson distribution with random parameter φt(J∗).
Define the sets

F =

{ ∞∑
k=1

(
1{τk≤t} − 1{τk≤t}1{Z(k,J(τk))≤

∫
[τk,t)

µ(J(r)) dr}
)
∈ A

}
∈ F

and

F ∗ =

{ ∞∑
k=1

(
1{τ∗k≤t} − 1{τ∗k≤t}1{Z∗(k,J∗(τ∗k ))≤

∫
[τ∗
k
,t)
µ(J∗(r)) dr}

)
∈ A

}
∈ F∗.

Then F ∗ = F ∩ Ω∗ and

P∗(K(t) ∈ A) = P∗(F ∗)
= P∗(F ∗ ∩ Ω∗)

= P∗(F ∩ Ω∗)

= P({M(t) ∈ A} ∩ Ω∗)/P(Ω∗)

= P(M(t) ∈ A |φt(J) ∈ B).

Since K(t) has a Poisson distribution with random parameter φt(J∗), it follows
that P(M(t) ∈ A |φt(J) ∈ B) =

∫
[0,∞)

Qγ(A) dξ∗(γ), where ξ∗ is the law of
φt(J

∗). But we have P∗(φt(J∗) ∈ R \B) = 0, so

P(M(t) ∈ A |φt(J) ∈ B) =

∫
B

Qγ(A) dξ∗(γ).

Now observe that∫
B

Qγ(A) dξ∗(γ) ≥
∫
B

inf
β∈B

Qβ(A) dξ∗(γ) = inf
γ∈B

Qγ(A)
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and ∫
B

Qγ(A) dξ∗(γ) ≤
∫
B

sup
β∈B

Qβ(A) dξ∗(γ) = sup
γ∈B

Qγ(A),

which establishes the inequalities in Eq. (2.4).

2.2.3 Examples of modulated infinite-server queues

Having defined the modulated infinite-server queue, we would like to give two con-
crete examples. The first example describes the most general modulated version
of the standard infinite-server queue (the M/M/∞ queue). The second example
describes an infinite-server queue that does not have exponential service require-
ments. In particular, the service requirements may not have a finite variance.

The following example describes the modulated M/M/∞ queue, which will be
the main example of a modulated infinite-server queue in this dissertation. It is
constructed such that job k has a service requirement with an exponential distri-
bution with parameter κ(j) if the background process is in state j upon its arrival,
with κ some continuous function.

Example 2.2.4. Let J be a background process with state space E , as described
earlier. Let λ, µ, and κ be continuous maps from E to [0,∞) and let Z1, Z2, . . .

be a sequence of independent standard exponential random variables. Define

Z(k, j)(ω) =

{
Zk(ω)/κ(j) if κ(j) > 0;

∞ if κ(j) = 0.

Clearly, FY∞, FJ∞, and Z are independent in this example. Using that{
(ω, j) ∈ Ω× E

∣∣Zk(ω)/κ(j) ∈ (a,∞)
}

=
⋃

q∈(0,∞)∩Q

{
ω ∈ Ω

∣∣Zk(ω) ∈ (qa,∞)
}
× {j ∈ E |κ(j) ∈ (0, q)}

for a ∈ (0,∞), it is readily verified that the map (ω, j) 7→ Z(k, j)(ω) is Z ⊗
B(E)/B([0,∞]) measurable.

In this case, the number of jobs M(t) in the infinite-server queue (J, Z, λ, µ)

has a Poisson distribution with random parameter φt(J), where the parameter map
φt is given by

φt(f) =

∫ t

0

λ(f(s))e−κ(f(s))
∫ t
s
µ(f(r)) dr ds. (2.5)

This follows immediately from Lemma 2.2.1 and the construction of Z.
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The most important case is when the background process is an irreducible
continuous-time Markov chain with finite state space. We will refer to this kind
of modulated infinite-server queues as Markov-modulated infinite-server queues.
Because it is so important, we will describe it in more detail in the next example.

Example 2.2.5. Let J be an irreducible continuous-time Markov chain with state
space {1, . . . , d} and generator matrix Q. Now let (J, Z, λ, µ) be the modulated
infinite-server queue constructed in the previous example. We will call (J, Z, λ, µ)

the Markov-modulated infinite-server queue.
Sometimes it is useful to distinguish different types of Markov-modulated

infinite-server queues. We define the following four types.

• Model 0: κ(i) = 1 and µ(i) = µ for all i ∈ {1, . . . , d}.
Interpretation: only the arrival rate is modulated.

• Model I: κ(i) = 1 for all i ∈ {1, . . . , d}.
Interpretation: only the arrival rate and the server speed are
modulated.

• Model II: µ(i) = 1 for all i ∈ {1, . . . , d}.
Interpretation: only the arrival rate and the service
requirement distribution are modulated.

• Model III: λ, κ, and µ are general functions as defined in Example 2.2.4.
Interpretation: all parameters are modulated.

Obviously, Model 0 is a special case of both Model I and Model II, and Model I
and Model II are special cases of Model III.

It is very natural and often very convenient to distinguish different customer
classes in Model II and Model III. Recall that in these models a job draws a ser-
vice requirement from a distribution that depends on the state of the background
process at the moment of the job’s arrival. Thus, in general, in Model II there are d
different classes of customers, with each class having its own service requirement
distribution.

Of course, we could also distinguish d classes in Model I, but we will see
that all classes exhibit the same behavior asymptotically. At any rate, if we are
interested in different classes in Model I, we can just regard it as a Model III
queue.

Consider Model III. If we denote by M (i)(t) the number of customers of class
i in the system at time t, then M (i)(t) has a Poisson distribution with random
parameter

φ
(i)
t (J) =

∫ t

0

1{J(s)=i}λ(i)e−κ(i)
∫ t
s
µ(J(r)) dr ds. (2.6)
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This follows immediately from the construction of a modulated infinite-server
queue (service requirements are independent and jobs do not interact) and Lemma
2.2.1. We will call the map in Eq. (2.6) the class parameter map.

Each of the four models described above has its own parameter map φt. For
future reference, we will provide these maps here.

• Model 0:

φt(f) =

∫ t

0

λ(f(s))e−µ(t−s) ds. (2.7)

• Model I:

φt(f) =

∫ t

0

λ(f(s))e−
∫ t
s
µ(f(r)) dr ds. (2.8)

• Model II:

φt(f) =

∫ t

0

λ(f(s))e−κ(f(s))(t−s) ds (2.9)

=

d∑
i=1

∫ t

0

λ(i)1{f(s)=i}e
−κ(i)(t−s) ds. (2.10)

• Model III:

φt(f) =

∫ t

0

λ(f(s))e−κ(f(s))
∫ t
s
µ(f(r)) dr ds (2.11)

=

d∑
i=1

∫ t

0

λ(i)1{f(s)=i}e
−κ(i)

∫ t
s
µ(f(r)) dr ds. (2.12)

The parameter representations in Eq. (2.10) and Eq. (2.12) are, of course, related
to the class parameter maps for Model II and Model III.

If we do not specify of which type a Markov-modulated infinite-server queue
is, we will always assume that it is of Model III type.

The next example describes a nonexponential queue: the service requirement
distributions will be Pareto distributions. The background process will determine
the shape parameter of the Pareto distributions.

Example 2.2.6. Let J be a background process with state space E = R. Let λ
and µ be continuous maps from E to [0,∞). Let κ be a continuous map from
E to (0,∞) and let Z1, Z2, . . . be a sequence of independent random variables
having a Pareto distribution with scale parameter 1 and shape parameter 1, so that
P
(
Z1 > x

)
= 1/(1 ∨ x) for x ∈ R. Define

Z(k, j)(ω) =
(
Zk(ω)

)1/κ(j)
.
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In a similar way as in Example 2.2.4 one checks that FY∞, FJ∞, and Z are indepen-
dent and that the map (ω, j) 7→ Z(k, j)(ω) is Z ⊗ B(E)/B([0,∞]) measurable.
The random variable Z(k, j) satisfies

P(Z(k, j) > x) = P
(
Zk > xκ(j)

)
= 1/

(
1 ∨ xκ(j)

)
for x ∈ R, so Z(k, j) has a Pareto distribution with scale parameter 1 and shape
parameter κ(j).

Given these service requirements, the number of jobs M(t) in the infinite-
server queue (J, Z, λ, µ) has a Poisson distribution with random parameter φt(J),
where the parameter map φt is given by

φt(f) =

∫ t

0

λ(f(s))

(
1 ∨

∫ t

s

µ(f(r)) dr

)−κ(f(s))

ds. (2.13)

As before, this follows from Lemma 2.2.1 and the construction of Z.

Remark 2.2.7. There is an intriguing similarity between the parameter map in Eq.
(2.5) and the parameter map in Eq. (2.13). Rewriting the map in Eq. (2.5) gives

∫ t

0

λ(f(s))

 1

exp
(∫ t

s
µ(f(r)) dr

)
κ(f(s))

ds, (2.14)

whereas rewriting the map in Eq. (2.13) gives∫ t

0

λ(f(s))

(
1

1 ∨
∫ t
s
µ(f(r)) dr

)κ(f(s))

ds. (2.15)

Apparently, the parameter of the exponential service requirement in Example 2.2.4
and the shape parameter of the Pareto service requirement in Example 2.2.6 play a
similar role.

However, the way in which the service speed is discounted is completely dif-
ferent. The parameter in Eq. (2.14) hints at exponential thinning, whereas the
parameter in Eq. (2.13) hints at power law thinning. Moreover, using that µ is
nonnegative and that exp(x) ≥ 1 + x ≥ 1 ∨ x for x ≥ 0, a straightforward
calculation shows that

exp

(
−
∫ t

s

µ(f(r)) dr

)
≤ 1

1 ∨
∫ t
s
µ(f(r)) dr

for all s ∈ [0, t]. Consequently, the map in Eq. (2.15) always provides an upper
bound for the map in Eq. (2.14), because κ is nonnegative.

This result illustrates the intuitive notion that the Pareto distribution is a ‘heav-
ier’ distribution than the exponential distribution, so that jobs with Pareto service
requirements are expected to stay longer in the system than jobs with exponential
service requirements.
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2.3 CLTs for modulated infinite-server queues

Although we have succeeded in characterizing the distribution of M(t) as a Pois-
son distribution with a random parameter, it seems to be rather hard to get an
idea what this distribution actually looks like given a specific background process.
Thus, it seems natural to consider asymptotic regimes in which we might derive
simpler limiting distributions for the number of jobs in the system.

2.3.1 A general CLT

The first question we consider is whether general modulated infinite-server queues
are amenable to analysis under some kind of CLT scaling. The answer to this
question is affirmative: under very mild conditions, the number of jobs in the
system obeys a CLT after suitable centering and scaling. We will state this CLT in
great generality. Later, we show in examples how this CLT may be applied.

Theorem 2.3.1. Let (J, Z, λ, µ) be a modulated infinite-server queue with corre-
sponding parameter map φt, where t ≥ 0 is fixed. Scale λ 7→ nλ and J 7→ Jn.
Under this scaling, the number of jobs in the system is denoted by Mn(t).

Let ρn(t) be an FJn∞ -measurable random variable. If the random vector(
n1−β(φt(Jn)− ρn(t)), n1−2βφt(Jn)

)
(2.16)

converges in distribution to some random vector (X,Σ) for some fixed β > 0, then

n−β(Mn(t)− nρn(t)) (2.17)

converges in distribution to a normal distribution with random mean X and ran-
dom variance Σ.

Proof. To prove the result, we will show convergence of the characteristic func-
tion of n−β(Mn(t)− nρn(t)) to the characteristic function of a normal distribu-
tion with random parameters.

Let θ ∈ R be fixed for the remainder of this proof. Under the stated conditions,
it holds that

E exp
(
iθn−β(Mn(t)− nρn(t))

)
= EE

[
exp
(
−iθn1−βρn(t)

)
exp
(
iθn−βMn(t)

) ∣∣FJn∞ ]
= E exp

(
−iθn1−βρn(t)

)
E
[
exp
(
iθn−βMn(t)

) ∣∣FJn∞ ]
= E exp

(
−iθn1−βρn(t)

)
exp
(
nφt(Jn)

[
exp
(
iθn−β

)
− 1
])
.
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The last equality follows from Lemma 2.2.1. Rewriting the last expression gives

E exp
(
iθn−β(Mn(t)− ρn(t))

)
= E exp

(
iθn1−β [φt(Jn)− ρn(t)]

)
exp
([

exp
(
iθn−β

)
− 1− iθn−β

]
nφt(Jn)

)
= E exp

(
iθn1−β [φt(Jn)− ρn(t)]

)
exp
(
i
[
sin
(
θn−β

)
− θn−β

]
nφt(Jn)

)
exp
([

cos
(
θn−β

)
− 1
]
nφt(Jn)

)
.

Clearly, this expression equals 1 for all n if θ = 0, so it converges in this case.
From now on, we assume that θ 6= 0, so in particular θ2 > 0. We will use

the Taylor-Maclaurin expansions of the sine and the cosine to analyze the terms
sin
(
θn−β

)
− θn−β and cos

(
θn−β

)
− 1, respectively.

It is well known that these Taylor-Maclaurin expansions are given by sin(x) =∑∞
k=0(−1)kx2k+1/(2k + 1)! and cos(x) =

∑∞
k=0(−1)kx2k/(2k)! for every x ∈

R. Then[
sin
(
θn−β

)
− θn−β

]
n2β = −θ

3

3!
n−β +

θ5

5!
n−3β − θ7

7!
n−5β + · · · (2.18)

and [
cos
(
θn−β

)
− 1
]
n2β = −θ

2

2!
+
θ4

4!
n−2β − θ6

6!
n−4β + · · · (2.19)

for all n ∈ N.
A straightforward calculation shows that the expansion in Eq. (2.18) converges

to 0. Combined with Slutsky’s Lemma (cf. [4, Lem. 2.8]) and the assumed weak
convergence of n1−2βφt(Jn), this implies the weak convergence of the random
variable

[
sin
(
θn−β

)
− θn−β

]
nφt(Jn) to 0 as n→∞.

Similarly, the expansion in Eq. (2.19) converges to −θ2/2. Then we have[
cos
(
θn−β

)
− 1
]
n2β ≤ −θ2/4 < 0 for all n ≥ N and a certain fixed N ∈ N. In

particular, it holds that

exp
([

cos
(
θn−β

)
− 1
]
nφt(Jn)

)
= exp

(([
cos
(
θn−β

)
− 1
]
nφt(Jn)

)
∧ 0
)

for all n ≥ N , because φt(Jn) is nonnegative. Defining the bounded, contin-
uous function g(x, y, z) = exp(iθx) exp(iy) exp(z ∧ 0) and the random vari-
ables Xn = n1−β [φt(Jn)− ρn(t)], Yn =

[
sin
(
θn−β

)
− θn−β

]
nφt(Jn), and

Zn =
[
cos
(
θn−β

)
− 1
]
nφt(Jn), it follows that

E exp
(
iθn−β(Mn(t)− nρn(t))

)
= Eg(Xn, Yn, Zn)

for all n ≥ N .
Furthermore, the assumed weak convergence of the random vector given in Eq.

(2.16), our analysis of the series expansions in Eq. (2.18) and Eq. (2.19), and an ap-
plication of Slutsky’s Lemma (cf. [4, Lem. 2.8]) together imply that (Xn, Yn, Zn)
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converges in distribution to
(
X, 0,−θ2Σ/2

)
. Since g is bounded and continuous,

this also implies that

lim
n→∞

Eg(Xn, Yn, Zn) = Eg
(
X, 0,−θ

2

2
Σ

)
= E exp

(
iθX − θ2

2
Σ

)
.

To prove the theorem, it remains to show that E exp
(
iθX − θ2Σ/2

)
, consid-

ered as a function of θ, is continuous in 0. But this is a trivial consequence of
the Dominated Convergence Theorem, because the function g is bounded and con-
tinuous. Levy’s Continuity Theorem (cf. [2, 18.1]) now implies that the random
variable in Eq. (2.17) converges in distribution to a random variable that has a
normal distribution with random mean X and random variance Σ.

Although the result in Theorem 2.3.1 may still seem rather abstract, it strongly
suggests that controlling the behavior of the random parameter is the key to prov-
ing a CLT for the number of jobs in a modulated infinite-server queue. We will
pursue this idea in examples.

2.3.2 A CLT for Markov-modulated infinite-server queues

The Markov-modulated infinite-server queue is perhaps the most important exam-
ple of an infinite-server queue with stochastically varying parameters. Naturally,
we would like to know how such a queue behaves under central-limit type scal-
ings. In particular, we would like to know what the influence is, if any, of the
background Markov chain on the limiting behavior of the queue.

Mathematically, scaling a Markov-modulated infinite-server queue means the
following. Throughout this subsection, we fix a parameter α > 0, the number
of background states d ∈ N, and a time t ≥ 0. We take an irreducible d × d

generator matrixQ with stationary distribution π, and let J denote an independent
continuous-time Markov chain having state space {1, . . . , d} and generator matrix
Q. Given functions λ, κ, and µ from {1, . . . , d} to [0,∞], we construct a Markov-
modulated infinite-server queue (J, Z, λ, µ) as in Example 2.2.5 and we denote the
number of jobs in this system at time t by M(t).

Then, we scale this queue via λ 7→ nλ and J 7→ Jn, where Jn is the Markov
chain with generator nαQ. This means that, for n ∈ N, we consider the Markov-
modulated infinite-server queue (Jn, Z, nλ, µ) and we denote the number of jobs
in this system at time t by Mn(t). We are interested in the weak convergence
of Mn(t) (after suitable centering and scaling) and how this convergence is influ-
enced by the background process.

Thus, a CLT scaling consists of simultaneously increasing the arrival rate and
speeding up the time scale of the background process, i.e., replacing λ by nλ and
Q by nαQ for some fixed α > 0. It will turn out that α has a significant influence



CHAPTER 2 2-17

on the form of the limiting distribution of the queue. This may be intuitively
explained as follows.

Roughly speaking, the jumps of the arrival process and the jumps of the back-
ground process occur on different time scales: the time between arrivals is of order
n−1 whereas the time between state changes of the background process is of order
n−α. The slowest jumping process is expected to be the determining factor for
the CLT behavior of the queue, as the fastest jumping process is more or less in
equilibrium viewed from the time scale of the slowest jumping process. Thus, it
seems reasonable to expect different results for α < 1 and α > 1.

2.3.2.1 Known results

Recently, various CLTs for Markov-modulated infinite-server queues have been
proved under various scalings. Preliminary studies in [5] and [6] derived approx-
imations for (semi-)Markov-modulated infinite-server queues using time-scaling
techniques. These results have been significantly improved in [7] and [8], cul-
minating in [9] and [10], which describe the most general CLTs for Markov-
modulated infinite-server queues to date.

Both [9] and [10] derive a CLT for Markov-modulated infinite-server queues.
The results in [9] concern Model I and Model II under the scaling λ 7→ nλ and
Q 7→ nαQ for fixed α > 0. In [10], these results are generalized to cover the
case where multiple infinite-server queues are modulated by the same Markov
chain, again distinguishing Model I and Model II. However, as argued in [10], the
analysis of this case is essentially as complex as the case considered in [9], so for
simplicity we only refer to [9] in what follows.

The following strategy is used in [9] to establish a CLT for Model I. (For Model
II, a highly similar approach is followed.)

1. A system of partial differential equations is set up for an appropriately scaled
and centered version of the probability generating function of the number of
jobs in the system (denoted by Mn(t)) together with the state of the back-
ground process. This step exploits the assumption that the background pro-
cess is a Markov chain and uses the Chapman-Kolmogorov relation.

2. The system of partial differential equations is rewritten by inserting Taylor
expansions and iterating the equations. This leads to a partial differential
equation of the form

∂ψn(x, t)

∂t
+ ax

∂ψn(x, t)

∂x
= x2ψn(x, t)gn(t) + o(1), (2.20)

where o(1) represents a term that converges to 0 as n → ∞ and gn(t)

is some infinitely differentiable function that converges uniformly on com-
pact sets to an infinitely differentiable function g. The function ψn(x, t)

describes the scaled and centered version of Mn(t).
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3. The final step is to take n → ∞, meaning that gn gets replaced by its limit
g and that the o(1) terms are replaced by 0. The resulting partial differential
equation is given by

∂ψ(x, t)

∂t
+ ax

∂ψ(x, t)

∂x
= x2ψ(x, t)g(t) (2.21)

and its solution is given by the moment generating function of the normal
distribution with mean 0 and a certain variance, whose form indeed strongly
depends on whether α < 1 or α > 1. Then it is concluded that the scaled
and centered version of Mn(t) must converge weakly to this distribution.

The strategy described above has several benefits. Exploiting the Markovian
nature of the problem allows the application of powerful results from the theory of
Markov processes, most notably the Chapman-Kolmogorov relation. Additionally,
the system of PDEs completely captures the probabilistic behavior of Mn(t) to-
gether with the state of the background process. As PDEs are a well studied object
of research, there may be many techniques available to extract useful information
from this system. Finally, the strategy is sufficiently flexible to obtain results in
the case of multiple Markov-modulated infinite-server queues, for example.

However, the strategy also has some drawbacks. An obvious one is that it is
not clear how this strategy should be adapted to cover more general background
processes. Another drawback is that the manipulations of the PDEs are not very
intuitive: basically, it is hard to see what is going on. Consequently, it is not clear
how this strategy should be applied to the Model III variant.

But most importantly, the final step of the strategy is a bit problematic. Al-
though the coefficients of the PDE in Eq. (2.20) converge nicely to the coefficients
of the PDE in Eq. (2.21), this does not necessarily imply that the solution of the
PDE in Eq. (2.20) converges to the solution of the PDE in Eq. (2.21). In fact, this
kind of convergence poses a highly nontrivial problem in general (cf. [11]). Al-
though there should be arguments that justify the convergence of the solution in
this particular case, it may be more convenient to avoid the problem altogether.

2.3.2.2 A new approach

We aim to prove the known CLTs for Markov-modulated infinite-server queues via
a new approach using Theorem 2.3.1 and convergence results for Markov chains.
This new approach avoids the aforementioned drawbacks of the PDE method. In
particular, it allows us to generalize the known results to Model III.

We will prove CLTs for Model I, Model II, and Model III separately, instead
of proving a CLT for Model III and deriving CLTs for Model I and Model II from
this result. This serves two purposes: we can develop some intuition before we
tackle the more difficult Model III and we can show how the simpler assumptions
of Model I and Model II may lead to easier proofs.
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Theorem 2.3.1 requires us to define some centering random variable ρn(t). We
will take the lazy route and just use the expressions for ρn(t) = ρ(t) from [9] in
the analysis of Model I and Model II. Using some queueing intuition, it is rather
straightforward to extend this to Model III.

Before proving the CLTs, however, we should mention the role of classes.
Recall that a Model III Markov-modulated infinite-server queue has d customer
classes. Also recall that if we were to use Theorem 2.3.1, we would need to prove
a CLT for a scaled and centered version of the random parameter φt(Jn). It turns
out that, in general, it is more convenient to prove a CLT for a random parameter
φ

(i)
t (Jn) related to the number of jobs of class i in the system.

For convencience, we will also summarize some results for irreducible Markov
chains here. Detailed proofs and explanations are contained in Chapter 6.

Let Q be a d × d irreducible generator matrix and let J be a Markov chain
governed by this generator matrix. It is well known that there exists a unique d×1

probability vector π satisfyingQTπ = 0. The vector π is also called the stationary
distribution of J (or Q).

Important quantities related to irreducible Markov chains are described in [12].
The deviation matrix D corresponding to Q has entries

Dij =

∫ ∞
0

(P(J(s) = j | J(0) = i)− πj) ds.

The ergodic matrix Π is defined as Π = 1πT (where 1 is a d× 1 vector with each
entry equal to 1) and the fundamental matrix F as F = D + Π.

Several equalities for these matrices are derived in [12]. In particular, we have
QF = FQ = Π− I . It also holds that

FT
(
QTdiag(π) + diag(π)Q

)
F = −

(
diag(π)D +DTdiag(π)

)
,

which we will prove in Chapter 6.
In the upcoming results, an important role will be played by the Rd-valued state

indicator function of J , which is denoted by K and whose ith entry is defined via

K(i; t) = 1{J(t)=i}.

The state occupation measure corresponding to J is given by
∫ t

0
K(s) ds.

In Chapter 6, limit results for the state indicator function and the state occupa-
tion measure are described under the scaling Q 7→ nα/2Q. Given this scaling, we
denote the corresponding Markov chain by Jn and its state indicator function by
Kn. The most important results are that

sup
0≤t≤T

∥∥∥∥∫ t

0

(Kn(s)− π) ds

∥∥∥∥→ 0
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in probability, and that

nα/2
∫ t

0

QTKn(s) ds

converges weakly to a Brownian motion Y with predictable quadratic variation
process

〈Y 〉(t) = −
(
QTdiag(π) + diag(π)Q

)
t.

These results follow from Theorem 6.2.5 and Theorem 6.2.6.

Theorem 2.3.2. Let (J, Z, λ, µ) be a Model I Markov-modulated infinite-server
queue. Assume that J has a d × d generator matrix Q that is irreducible with
stationary distribution π. Scale λ 7→ nλ and Q 7→ nαQ for some fixed α > 0.
Under this scaling we denote the number of jobs in the system at time t ≥ 0 by
Mn(t) and we define

ρ(t) =

∫ t

0

λ∞e
−µ∞(t−s) ds =

∫ t

0

(λ∞ − µ∞ρ(s)) ds,

where λ∞ and µ∞ are given by λ∞ =
∑d
i=1 π(i)λ(i) and µ∞ =

∑d
i=1 π(i)µ(i).

Then, for β = max{1/2, 1− α/2}, the random variable

n−β(Mn(t)− ρ(t))

converges weakly to a normal distribution with mean 0 and variance

1{α≤1}

∫ t

0

e−2µ∞(t−s)(λ− µρ(s))
T(

diag(π)D +DTdiag(π)
)
(λ− µρ(s)) ds

+ 1{α≥1}ρ(t).

(2.22)

Proof. We would like to apply Theorem 2.3.1, for which we need weak con-
vergence of the random vector

(
n1−β(φt(Jn)− ρ(t)), n1−2βφt(Jn)

)
. We will

establish this first.
Recall that the parameter map φt corresponding to Model I is given by Eq.

(2.8). Also recall that, with probability 1, a path of Jn is piece-wise constant with
only finitely many jumps on the interval [0, t]. Hence, on a set with probability 1,
it holds that

∂

∂s
φs(Jn) = λ(Jn(s))− µ(Jn(s))

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

for all but finitely many s ∈ [0, t]. As a result,

φt(Jn) =

∫ t

0

(
λ(Jn(s))− µ(Jn(s))

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)
ds
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with probability 1. Without loss of generality, we will assume that this equality
holds on the entire sample space.

It is easy to verify that∫ t

0

(
λ(Jn(s))− µ(Jn(s))

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)
ds

=

∫ t

0

(
λ− µ

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)T

Kn(s) ds

=

∫ t

0

(
λ− µ

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)T

[Kn(s)− π] ds

+

∫ t

0

(
λ− µ

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)T

π ds

= Xn(t) +

∫ t

0

(
λ∞ − µ∞

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)
ds,

where

Xn(t) =

∫ t

0

(
λ− µ

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)T

[Kn(s)− π] ds.

Then it holds that

φt(Jn)− ρ(t)

= Xn(t) +

∫ t

0

(
λ∞ − µ∞

∫ s

0

λ(Jn(r))e−
∫ s
r
µ(Jn(x)) dx dr

)
ds

−
∫ t

0

(λ∞ − µ∞ρ(s)) ds

= Xn(t)− µ∞
∫ t

0

(φs(Jn)− ρ(s)) ds.

It follows from the integral equation above that φt(Jn) − ρ(t) is a continuous
function ofXn(t) when working with the Skorokhod J1 topology (cf. [1, Th. 4.1]).
Moreover, this integral equation admits a unique solution.

Now we will apply a standard trick (used in the construction of Ornstein-
Uhlenbeck processes, see [13, Ch. 5] for instance) to obtain an explicit expression
for φt(Jn) − ρ(t) from the integral equation. Itô’s Lemma (cf. [14, Th. 3.3.6])
implies that

e+µ∞tXn(t) =

∫ t

0

e+µ∞s dXn(s) + µ∞

∫ t

0

e+µ∞sXn(s) ds
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and that

e−µ∞t
∫ t

0

e+µ∞s dXn(s)

=

∫ t

0

e−µ∞se+µ∞s dXn(s)− µ∞
∫ t

0

e−µ∞s
∫ s

0

e+µ∞r dXn(r) ds

= Xn(t)− µ∞
∫ t

0

e−µ∞s
∫ s

0

e+µ∞r dXn(r) ds.

Comparing this with the integral equation for φt(Jn) − ρ(t) and bearing in mind
that the solution of that equation is unique, we see that

φt(Jn)− ρ(t) =

∫ t

0

e−µ∞(t−s) dXn(s).

Now using that −FTQT = (I −Π)
T and that −FTQTKn(t) = Kn(t) − π, this

can be rewritten as

φt(Jn)− ρ(t) = e−µ∞t
∫ t

0

eµ∞sHn(s)(Kn(s)− π) ds

= −e−µ∞t
∫ t

0

eµ∞sHn(s)FTQTKn(s) ds,

with

Hn(t) =

(
λ− µ

∫ t

0

λ(Jn(s))e−
∫ t
s
µ(Jn(r)) dr ds

)T

.

Recall that we would like to establish weak convergence of the random vector(
n1−β(φt(Jn)− ρ(t)), n1−2βφt(Jn)

)
in order to apply Theorem 2.3.1. First, we

will investigate weak convergence of

nα/2
∫ t

0

eµ∞sHn(s)FTQTKn(s) ds, (2.23)

viewed as a stochastic process. Observe that each entry of Hn is the difference of
two nondecreasing processes which are bounded on compact intervals uniformly
in n, so Hn is a process of bounded variation and its total variation process is
bounded on compact intervals uniformly in n. Moreover, it follows from Theorem
6.2.5 that eµ∞tHn(t)FT converges to eµ∞tH(t)FT uoc in probability, where

H(t) =

(
λ− µ

∫ t

0

λ∞e
−
∫ t
s
µ∞ dr ds

)T

= (λ− µρ(s))
T
.

Then Theorem 6.3.2 implies that the integral in Eq. (2.23), viewed as a stochastic
process, converges weakly to a Gaussian process X with predictable quadratic
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variation process

〈X〉(t) =

∫ t

0

eµ∞s(λ− µρ(s))
T
FT
(
−
(
QTdiag(π) + diag(π)Q

))
F (λ− µρ(s))eµ∞s ds

=

∫ t

0

e2µ∞s(λ− µρ(s))
T(

diag(π)D +DTdiag(π)
)
(λ− µρ(s)) ds

It follows that the integral in Eq. (2.23), with t fixed, converges to a normal
distribution with mean 0 and variance 〈X〉(t). But then, using that 1− β−α/2 =

min{0, (1− α)/2}, we know that

n1−β(φt(Jn)− ρ(t))

= −n1−β−α/2e−µ∞tnα/2
∫ t

0

eµ∞sHn(s)FTQTKn(s) ds

converges in distribution to a normal distribution having mean 0 and variance
1{α≤1}e

−2µ∞t〈X〉(t), which equals

1{α≤1}

∫ t

0

e−2µ∞(t−s)(λ− µρ(s))
T(

diag(π)D +DTdiag(π)
)
(λ− µρ(s)) ds.

(2.24)

We turn to the convergence of n1−2βφt(Jn). This is relatively easy: the previ-
ous arguments also imply that φt(Jn) converges in probability to the constant ρ(t).
Because 1−2β = min{0, α− 1}, the random variable n1−2βφt(Jn) converges to
1{α≥1}ρ(t) in probability. Now applying Slutsky’s Lemma (cf. [4, Lem 2.8]), we
immediately get the weak convergence of

(
n1−β(φt(Jn)− ρ(t)), n1−2βφt(Jn)

)
to
(
X∗(t),1{α≥1}ρ(t)

)
, where X∗(t) has a normal distribution with mean 0 and

variance as given in Eq. (2.24).
Given the convergence of this vector, we can apply Theorem 2.3.1: the scaled

and centered number of jobs in the system n−β(Mn(t)− ρ(t)) converges in dis-
tribution to a normal distribution with random mean X∗(t) and (not so) random
variance 1{α≥1}ρ(t). In particular, the characteristic function of this distribution
is given by

E exp

(
iθX∗(t)− 1

2
θ21{α≥1}ρ(t)

)
= exp

(
−1

2
θ21{α≥1}ρ(t)

)
E exp(iθX∗(t))

= exp

(
−1

2
θ21{α≥1}ρ(t)

)
exp

(
−1

2
θ2Var(X∗(t))

)
,

which is the characteristic function of a normal distribution with mean 0 and vari-
ance as given in Eq. (2.22).
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Remark 2.3.3. The result in Theorem 2.3.2 coincides with the result in [9, Th. 2].
To check that the variance presented here is equal to the variance in the cited result,
see [15, p. 361].

Theorem 2.3.4. Let (J, Z, λ, µ) be a Model II Markov-modulated infinite-server
queue. Assume that J has a d × d generator matrix Q that is irreducible with
stationary distribution π. Scale λ 7→ nλ and Q 7→ nαQ for some fixed α > 0.
Under this scaling we denote the number of jobs in the system at time t ≥ 0 by
Mn(t). We define the d-dimensional vector ρ̄(t) via

ρ̄(i; t) =

∫ t

0

π(i)λ(i)e−κ(i)(t−s) ds =

∫ t

0

(π(i)λ(i)− κ(i)ρ̄(i; s)) ds

for i ∈ {1, . . . , d} and

ρ(t) =

d∑
i=1

ρ̄(i; t).

Then, for β = max{1/2, 1− α/2}, the random variable

n−β(Mn(t)− ρ(t))

converges weakly to a normal distribution with mean 0 and variance

1{α≤1}

∫ t

0

1TV (t, s)
(
diag(π)D +DTdiag(π)

)
V (t, s)1 ds+ 1{α≥1}ρ(t),

(2.25)

where V is the matrix-valued function given by

V (t, s) = diag
((
λ(1)e−κ(1)(t−s), . . . , λ(d)e−κ(d)(t−s)

))
.

Proof. Of course, we would like to apply Theorem 2.3.1 in this case as well. How-
ever, in this proof we will not directly establish weak convergence of the random
vector

(
n1−β(φt(Jn)− ρ(t)), n1−2βφt(Jn)

)
. This has to do with the presence of

different customer classes in Model II: it turns out that focussing first on weak
convergence of the class parameter maps is more convenient.

We define the matrix-valued functions Γ+ and Γ− via

Γ+(t) = diag
((
eκ(1)t, . . . , eκ(d)t

))
and

Γ−(t) = diag
((
e−κ(1)t, . . . , e−κ(d)t

))
,
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so

V (t, s) = Γ−(t)diag(λ)Γ+(s).

Now recall the form of the class parameter maps φ(i)
t (Jn) as given in Eq. (2.6).

Then, clearly, we have

n1−β



∫ t

0
1{Jn(s)=1}λ(1)e−κ(1)(t−s) ds

...∫ t
0
1{Jn(s)=d}λ(d)e−κ(d)(t−s) ds

−

∫ t

0
π(1)λ(1)e−κ(1)(t−s) ds

...∫ t
0
π(d)λ(d)e−κ(d)(t−s) ds




=

∫ t

0

n1−β−α/2V (t, s)nα/2(Kn(s)− π) ds

= Γ−(t)diag(λ)

∫ t

0

n1−β−α/2Γ+(s)nα/2(Kn(s)− π) ds.

Using the same arguments as in the proof of the previous result, it follows that∫ t

0

n1−β−α/2Γ+(s)nα/2(Kn(s)− π) ds,

viewed as a stochastic process, converges weakly to a d-dimensional Gaussian
process X with predictable quadratic variation process

〈X〉(t) = 1{α≤1}

∫ t

0

Γ+(s)
(
diag(π)D +DTdiag(π)

)
Γ+(s) ds.

But the random vector n1−β(φt(Jn)− ρ(t)) satisfies

n1−β(φt(Jn)− ρ(t))

= 1TΓ−(t)diag(λ)

∫ t

0

n1−β−α/2Γ+(s)nα/2(Kn(s)− π) ds

so n1−β(φt(Jn)− ρ(t)) converges weakly to a random variable X∗(t) having a
normal distribution with mean 0 and variance

1{α≤1}

∫ t

0

1TΓ−(t)diag(λ)Γ+(s)
(
diag(π)D +DTdiag(π)

)
Γ+(s)diag(λ)Γ−(t)1 ds

= 1{α≤1}

∫ t

0

1TV (t, s)
(
diag(π)D +DTdiag(π)

)
V (t, s)1 ds.

The convergence of n1−2βφt(Jn) can also be proven in the same way as
in the previous proof. We obtain that n1−2βφt(Jn) converges in probability to
1{α≥1}ρ(t). Then the random vector

(
n1−β(φt(Jn)− ρ(t)), n1−2βφt(Jn)

)
con-

verges weakly to
(
X∗(t),1{α≥1}ρ(t)

)
. The statement of the theorem now follows

from the same arguments as in the previous proof.
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Remark 2.3.5. It is easily verified that the results from Theorem 2.3.4 coincide
with the results in [9, Th. 3] and [9, Cor. 2]. Indeed, the (i, j)th entry of∫ t

0

V (t, s)
(
diag(π)D +DTdiag(π)

)
V (t, s) ds

equals ∫ t

0

λ(i)e−κ(i)(t−s)π(i)Dijλ(j)e−κ(j)(t−s) ds

+

∫ t

0

λ(i)e−κ(i)(t−s)Djiπ(j)λ(j)e−κ(j)(t−s) ds

=
λ(i)λ(j)(π(i)Dij +Djiπ(j))

κ(i) + κ(j)

(
1− e−(κ(i)+κ(j))t

)
,

so

Var(X∗(t)) =

d∑
i=1

d∑
j=1

λ(i)λ(j)(π(i)Dij +Djiπ(j))

κ(i) + κ(j)

(
1− e−(κ(i)+κ(j))t

)
.

Theorem 2.3.6. Consider a Model III Markov-modulated infinite-server queue
(J, Z, λ, µ). Assume that J has a d×d generator matrixQ that is irreducible with
stationary distribution π. Scale λ 7→ nλ and Q 7→ nαQ for some fixed α > 0.
Under this scaling we denote the number of jobs in the system at time t ≥ 0 by
Mn(t). We define the d-dimensional vector ρ̄(t) via

ρ̄(i; t) =

∫ t

0

π(i)λ(i)e−κ(i)µ∞(t−s) ds =

∫ t

0

(π(i)λ(i)− κ(i)µ∞ρ̄(i; s)) ds

for i ∈ {1, . . . , d} and

ρ(t) =

d∑
i=1

ρ̄(i; t),

where µ∞ =
∑d
i=1 π(i)µ(i). Then, for β = max{1/2, 1− α/2}, the random

variable

n−β(Mn(t)− ρ(t))

converges weakly to a normal distribution with mean 0 and variance

1{α≥1}ρ(t) + 1{α≤1}

∫ t

0

1Te−µ∞diag(κ)(t−s)(diag(λ)− diag(κ)ρ̄(s)µT
)

(
diag(π)D +DTdiag(π)

)
(

diag(λ)− µρ̄(s)
T

diag(κ)
)
e−µ∞diag(κ)(t−s)1 ds.

(2.26)
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Proof. In the proof of this Model III variant we will combine the Itô approach
from Model I with the class parameter map approach from Model II. As most
steps will be similar to the steps in the two other proofs, we will not justify all of
them.

Let φ̄t(Jn) be the d-dimensional vector whose ith entry is the class parameter
map φ(i)

t (Jn) (see also Eq. (2.6)). Recalling the definition of ρ̄(t), we see that

φ̄t(Jn)− ρ̄(t)

=

∫ t

0

(
diag(λ)− diag(κ)φ̄s(Jn)µT

)
(Kn(s)− π) ds

+

∫ t

0

(
diag(λ)− diag(κ)φ̄s(Jn)µT

)
π ds

−
∫ t

0

(diag(λ)− µ∞diag(κ)ρ̄(s)) ds

=

∫ t

0

(
diag(λ)− diag(κ)φ̄s(Jn)µT

)
(Kn(s)− π) ds

− µ∞diag(κ)

∫ t

0

(
φ̄s(Jn)− ρ̄(s)

)
ds

and

φ̄t(Jn)− ρ̄(t)

=

∫ t

0

e−µ∞diag(κ)(t−s)(diag(λ)− diag(κ)φ̄s(Jn)µT
)
(Kn(s)− π) ds.

Then the same type of arguments as in the previous proof may be used to derive
that n1−β(φt(Jn)− ρ(t)) = 1Tn1−β(φ̄t(Jn)− ρ̄(t)

)
converges in distribution to

a random variable X∗(t) having a normal distribution with mean 0 and variance

1{α≤1}

∫ t

0

1Te−µ∞diag(κ)(t−s)(diag(λ)− diag(κ)ρ̄(s)µT
)

(
diag(π)D +DTdiag(π)

)
(

diag(λ)− µρ̄(s)
T

diag(κ)
)
e−µ∞diag(κ)(t−s)1ds.

Now using that n1−2βφt(Jn) converges in probability to 1{α≥1}ρ(t) and applying
the usual Slutsky arguments, the result follows immediately.
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2.4 Discussion and conclusion
We introduced a modulated infinite-server queue of Model III type with a general
background process and general service requirements. We derived the distribution
of the number of jobs at a fixed time, which turned out to be a Poisson distribution
with a random parameter. The form of the parameter could be explained using a
thinning argument. We derived a CLT for the number of jobs in the system under
the proviso that a two-dimensional random parameter satisfies a CLT. We used
this to derive a CLT for the Markov-modulated Model III relying on stochastic
integration theory and weak convergence of state indicator functions of Markov
chains. Thus, although the results are at first sight one-dimensional, sample path
arguments do play an important role via the random parameter. The combination
of one-dimensional arguments with sample path arguments seems to be a useful
approach for modulated queues.
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3
A large deviations principle for

modulated infinite-server queues

3.1 Introduction

In the previous chapter, we introduced modulated infinite-server queues and de-
rived a CLT for the number of jobs in the system. In this chapter, we aim to
complement this result by performing a large-deviations analysis of modulated
infinite-server queues. From a mathematical point of view, modulated infinite-
server queues give rise to an interesting large-deviations problem that seems not to
have been discussed before. We will explain this in more detail.

In the next section, we study modulated infinite-server queues under a linear
scaling of the arrival rate λ 7→ nλ and a general scaling of the background process
J 7→ Jn. Given this scaling, we denote the number of jobs in the system at time t
by Mn(t) and we would like to prove an LDP for 1

nMn(t). In Chapter 2, we have
shown that Mn(t) has a Poisson distribution with a random parameter, so Mn(t)

is a mixture of Poisson distributions with a certain mixing measure νn. Large
deviations of mixtures have been investigated in papers such as [1], [2], and [3].
However, our model does not fit into the framework of these publications. We will
indicate why.

Recall that a probability measure Qn(·) is a mixture if there exist a family of
probability measures {Qn(θ; ·) : θ ∈ Θ} (where the Qn(θ; ·) are the ‘conditional’
probabilities) and a probability measure νn on Θ (the mixing measure) such that
Qn(F ) =

∫
Θ
Qn(θ;F ) dνn(θ), where n ∈ N. To prove an LDP for a mixture,
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one clearly needs to assume that each conditional probability satisfies an LDP and
that the mixing measure also satisfies an LDP (ignoring some trivial cases). In
general, however, these assumptions are not sufficient for a mixture to satisfy an
LDP. Indeed, in [3, Ex. 4.2] it is shown that a mixture may fail to satisfy an LDP
under these assumptions, even when νn = ν and thus νn automatically satisfies an
LDP.

These problems may be circumvented by imposing additional assumptions.
One way is to take Θ = R and νn = ν (cf. [3, Th. 4.2]). Another way is to assume
that the sequence of probability measures νn is exponentially tight (cf. [1, Th. 1]
and [2, Th. 2.3]). This assumption implies that the rate function corresponding
to νn is good, meaning that it has compact sublevel sets (cf. [4, Lem. 1.2.18]
and [2, Lem. 2.1]).

Although we do have Θ = R in our case, we do not assume that νn = ν

nor that the rate function corresponding to νn has compact sublevel sets. Con-
sequently, we cannot use the known results about LDPs for mixtures. We solve
this relying on special properties of our modulated infinite-server queue and the
generalization of Varadhan’s Lemma presented in Chapter 9. This approach al-
lows us to work with general background processes and also shows that common
assumptions about good rate functions in large deviations theory may sometimes
be unnecessarily restrictive when dealing with queueing systems.

In the remainder of this chapter, we will first prove an LDP for the number of
jobs in a modulated infinite-server queue under a linear scaling of the arrival rate
and a general scaling of the background process. Then, we will work out several
concrete examples in which the background process is not scaled, in particular
showing how to compute rate functions. After that, we will give two examples in
which the background process is scaled.

3.2 A large deviations principle
Fix t ≥ 0 and let (J, Z, λ, µ) be a modulated infinite-server queue with associated
parameter map φt. In this section we will prove an LDP for the number of jobs in
the system at time t under a scaling of the arrival rates and the background process,
i.e., we will prove an LDP for 1

nMn(t). It will turn out that attainable parameters
determine the rate function corresponding to the LDP.

Definition 3.2.1. Given a scaling J 7→ Jn, a real number γ ∈ [0,∞) is called an
attainable parameter at time t ≥ 0 if for all ε > 0 there exists Nε ∈ N such that
P(φt(Jn) ∈ B(γ, ε)) = νn(B(γ, ε)) > 0 for all n ≥ Nε. The set of all attainable
parameters at time t is denoted byR(t).

The intuition behind attainable parameters is as follows. The number of jobs in
the system has a Poisson distribution with a random parameter that is completely
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determined by the background process. Basically, the background process samples
the Poisson parameter. A real number γ is an attainable parameter if, for all n large
enough, the scaled background process samples parameters close to γ with positive
probability.

As mentioned before, we will prove an LDP for 1
nMn(t) by scaling λ 7→ nλ

and J 7→ Jn such that the sequence of probability measures {νn}n∈N induced
by the sequence of random parameters {φt(Jn)}n∈N satisfies an LDP with rate
function ψ. The rate function I : R → [0,∞] governing the LDP for 1

nMn(t) is
given by

I(a) = inf
γ∈R(t)

[`(γ; a) + ψ(γ)], (3.1)

where `(γ; ·) is the Fenchel-Legendre transform of the Poisson cumulant generat-
ing function with parameter γ (cf. [4, Def. 2.2.2]). It will turn out (cf. Lemma 3.2.2)
that

I(a) = inf
γ∈R(t)

[`(γ; a) + ψ(γ)] = inf
γ∈{ψ<∞}

[`(γ; a) + ψ(γ)]. (3.2)

However, we will take the infimum over R(t) rather than over {ψ <∞} to stress
that attainability of parameters is the crucial property for proving the LDP.

Before we can give the proof, we have to settle some technical details. First,
it is not immediately clear whether the function I is indeed a rate function or even
whether I is well defined. In particular, it is not clear whetherR(t) is a nonempty
set. However, the assumption that the sequence {νn}n∈N satisfies an LDP implies
thatR(t) is nonempty, as the following lemma shows.

Lemma 3.2.2. Let the scaling J 7→ Jn be such that {νn}n∈N satisfies an LDP with
rate function ψ. ThenR(t) is a nonempty closed subset of [0,∞) and {ψ <∞} ⊂
R(t).

Proof. Suppose that γ ∈ R\R(t). Then, by definition ofR(t), there exists ε > 0

such that for all n ∈ N there exists kn ∈ N such that kn ≥ n and νkn(B(γ, ε)) = 0.
This implies that B(γ, ε) ⊂ R \ R(t), soR(t) is closed. Moreover, we must have

lim inf
n→∞

1

n
log νn(B(γ, ε)) = −∞ = − inf

a∈B(γ,ε)
ψ(a),

so ψ(a) = ∞ for all a ∈ B(γ, ε). Then B(γ, ε) ⊂ {ψ =∞}, so R \ R(t) ⊂
{ψ =∞} and {ψ <∞} ⊂ R(t). The fact that ψ is a rate function implies that
{ψ <∞} is nonempty. The statement of the lemma follows immediately.

From the previous lemma it follows that I is a well defined function. The fact
that I is a rate function is implied by Proposition 3.5.5 and the functions ` and ψ
being rate functions.

One may wonder whether the inclusion R(t) ⊂ {ψ <∞} holds as well. The
following example shows that this is not the case, in general.
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Example 3.2.3. Consider a Markov-modulated infinite-server queue at time t =

log(2). The state space of the background process is E = {0, 1} and the functions
λ, µ and κ are given by λ(x) = x and κ(x) = µ(x) = 1.

For n ∈ N, letXn be an independent random variable with P(Xn = 0) = e−n
2

and P(Xn = 1) = 1 − e−n
2

. The background process Jn is the (rather trivial)
Markov chain defined by taking Jn(t) = Xn for all t ≥ 0 and n ∈ N.

Under the scaling λ 7→ nλ and J 7→ Jn, the random parameter φt(Jn) satisfies
P(φt(Jn) = 0) = P(Xn = 0) = e−n

2

and P(φt(Jn) = 1/2) = P(Xn = 1) =

1− e−n2

. It follows immediately that

lim
n→∞

1

n
logP(φt(Jn) = 0) = −∞

and

lim
n→∞

1

n
logP(φt(Jn) = 1/2) = 0.

Now it is easy to verify that the random parameter φt(Jn) satisfies an LDP with
rate function ψ, which is given by ψ(1/2) = 0 and ψ(x) = ∞ for x 6= 1/2.
Consequently, {ψ <∞} = {1/2}.

But it follows directly from the definition of R(t) that R(t) = {0, 1/2}, be-
cause P(φt(Jn) = 0) = e−n

2

> 0 and P(φt(Jn) = 1/2) = 1 − e−n2

> 0 for
all n ∈ N. We conclude that R(t) 6= {ψ <∞}. In particular, the inclusion
R(t) ⊂ {ψ <∞} does not hold in this case.

The next lemma is a generalization of Varadhan’s Lemma. Contrary to Varad-
han’s Lemma, it does not require that a given function f is continuous nor that rate
functions have compact sublevel sets. Instead, it requires that weaker conditions
are fulfilled. We will use this lemma to obtain the large deviations upper bound,
by applying it to functions f of the form described in Proposition 3.5.4. Its proof
is given in a more general setting in Chapter 9.

Lemma 3.2.4. Let X be a topological space and let {ξn}n∈N be a sequence of
measures defined on its Borel σ-algebra. Suppose that {ξn}n∈N satisfies an LDP
with rate function %. Let f : X → [−∞, 0] be a Borel measurable function such
that f−1([a, b]) is a closed set for all a, b ∈ (−∞, 0] satisfying

sup
x∈X

[f(x)− %(x)] ≤ a ≤ b ≤ 0.

Then it holds that

lim sup
n→∞

1

n
log

∫
X
enf(x)ξn(dx) ≤ sup

x∈X
[f(x)− %(x)].

Proof. This follows immediately from Corollary 9.2.3.
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With these technical details settled, we can prove the following LDP for the
number of jobs in the system.

Theorem 3.2.5. Consider a modulated infinite-server queue (J, Z, λ, µ) at time
t ≥ 0. Scale λ 7→ nλ and J 7→ Jn such that {νn}n∈N satisfies an LDP with rate
function ψ. Then the rescaled number of jobs in the system 1

nMn(t) satisfies an
LDP with rate function I as defined in Eq. (3.1), so

lim sup
n→∞

1

n
logP

(
1

n
Mn(t) ∈ F

)
≤ − inf

a∈F
I(a) (3.3)

for any closed set F ⊂ R and

lim inf
n→∞

1

n
logP

(
1

n
Mn(t) ∈ G

)
≥ − inf

a∈G
I(a) (3.4)

for any open set G ⊂ R.

Proof. For γ ≥ 0, let P0(γ), P1(γ), P2(γ), . . . denote a sequence of i.i.d. random
variables that have a Poisson distribution with parameter γ. Let F ⊂ R be a closed
set and let G ⊂ R be an open set.

To prove the upper bound (3.3), recall that Mn(t) has a Poisson distribution
with random parameter nφt(Jn). Then we may write

lim sup
n→∞

1

n
logP

(
1

n
Mn(t) ∈ F

)
= lim sup

n→∞

1

n
log

∫
[0,∞)

P
(

1

n
P0(nγ) ∈ F

)
νn(dγ)

= lim sup
n→∞

1

n
log

∫
[0,∞)

P

(
1

n

n∑
i=1

Pi(γ) ∈ F

)
νn(dγ)

≤ lim sup
n→∞

1

n
log

∫
[0,∞)

2en[− infa∈F `(γ;a)] νn(dγ)

= lim sup
n→∞

1

n
log

∫
[0,∞)

en[− infa∈F `(γ;a)] νn(dγ).

The inequality above follows from [3, Lem. 4.1].

According to Proposition 3.5.4, the function γ 7→ − infa∈F `(γ; a) satisfies
the assumptions of Lemma 3.2.4. Moreover, {νn}n∈N satisfies an LDP both in
R and in [0,∞) with rate function ψ (cf. [4, Lem. 4.1.5]). Hence, we may apply
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Lemma 3.2.4 to obtain

lim sup
n→∞

1

n
logP

(
1

n
Mn(t) ∈ F

)
≤ lim sup

n→∞

1

n
log

∫
[0,∞)

en[− infa∈F `(γ;a)] νn(dγ)

≤ sup
γ∈[0,∞)

[
− inf
a∈F

`(γ; a)− ψ(γ)

]
= − inf

a∈F
inf

γ∈[0,∞)
[`(γ; a) + ψ(γ)]

= − inf
a∈F

inf
γ∈R(t)

[`(γ; a) + ψ(γ)]

= − inf
a∈F

I(a).

The penultimate equality is due to Lemma 3.2.2, which says that we only have to
consider the infimum overR(t). This proves the upper bound.

To prove the lower bound (3.4), take some arbitrary γ ∈ R(t) and ε > 0.
Define γ−ε = max{0, γ − ε} and γ+

ε = γ + ε. By definition of the set R(t) there
exists Nε such that P(φt(Jn) ∈ B(γ, ε)) > 0 for all n ≥ Nε.

Fix x ∈ G. Because G is open, there exists δ > 0 such that B(x, δ) ⊂ G.
Observe that

P
(

1

n
Mn(t) ∈ G

)
≥ P

(
1

n
Mn(t) ∈ B(x, δ)

)
≥ P

(
1

n
Mn(t) ∈ B(x, δ) ; φt(Jn) ∈ B(γ, ε)

)
= P

(
1

n
Mn(t) ∈ B(x, δ)

∣∣∣∣φt(Jn) ∈ B(γ, ε)

)
P(φt(Jn) ∈ B(γ, ε))

for all n ≥ Nε, where the equality follows from the fact that the probability
P(φt(Jn) ∈ B(γ, ε)) is strictly positive for all n ≥ Nε. Then we get

lim inf
n→∞

1

n
logP

(
1

n
Mn(t) ∈ G

)
≥ lim inf

n→∞

1

n
logP

(
1

n
Mn(t) ∈ B(x, δ)

∣∣∣∣φt(Jn) ∈ B(γ, ε)

)
+ lim inf

n→∞

1

n
logP(φt(Jn) ∈ B(γ, ε)).

Recall that φt(Jn) satisfies an LDP with rate function ψ, so

lim inf
n→∞

1

n
logP(φt(Jn) ∈ B(γ, ε)) ≥ − inf

a∈B(γ,ε)
ψ(a)



LDP FOR MODULATED INFINITE-SERVER QUEUES 3-7

by assumption. Moreover, it holds that

lim inf
n→∞

1

n
logP

(
1

n
Mn(t) ∈ B(x, δ)

∣∣∣∣φt(Jn) ∈ B(γ, ε)

)
= lim inf

n→∞

1

n
logP

(
1

n
Mn(t) ∈ B(x, δ)

∣∣∣∣φt(Jn) ∈ B(γ, ε) ∩ R+

)
≥ lim inf

n→∞
inf

ξ∈B(γ,ε)∩R+

1

n
logP

(
1

n

n∑
i=1

Pi(ξ) ∈ B(x, δ)

)

= min
ξ∈{γ−ε ,γ+

ε }

[
− inf
a∈B(x,δ)

`(ξ; a)

]
.

In the display above, the inequality follows from Lemma 2.2.3 and the second
equality is established in Proposition 3.5.3. Combining the results, we obtain that

P
(

1

n
Mn(t) ∈ G

)
≥ min
ξ∈{γ−ε ,γ+

ε }

[
− inf
a∈B(x,δ)

`(ξ; a)

]
− inf
a∈B(γ,ε)

ψ(a).

This holds for all ε > 0 and small enough δ > 0. Taking limits, we get

lim
ε↓0

min
ξ∈{γ−ε ,γ+

ε }

[
− inf
a∈B(x,δ)

`(ξ; a)

]
= − inf

a∈B(x,δ)
`(γ; a)

and

lim
ε↓0

inf
a∈B(γ,ε)

ψ(a) = ψ(γ),

because ψ is lower semi-continuous. We also get limδ↓0 infa∈B(x,δ) `(γ; a) =

`(γ;x) in a similar way. Hence, it follows that

P
(

1

n
Mn(t) ∈ G

)
≥ lim

δ↓0
lim
ε↓0

[
min

ξ∈{γ−ε ,γ+
ε }

[
− inf
a∈B(x,δ)

`(ξ; a)

]
− inf
a∈B(γ,ε)

ψ(a)

]
= −[`(γ;x) + ψ(γ)].

Since x ∈ G and γ ∈ R(t) were arbitrary, we obtain

P
(

1

n
Mn(t) ∈ G

)
≥ sup
x∈G

sup
γ∈R(t)

[−[`(γ;x) + ψ(γ)]]

= − inf
a∈G

I(a),

which completes the proof.

The proof of Theorem 3.2.5 contains familiar elements. First, the upper bound
is proved using a Chernoff bound combined with a generalization of Varadhan’s
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Lemma. Second, the lower bound is proved by considering ‘the most likely of
all unlikely scenarios’, which is similar to the method used in [5] and [6]. How-
ever, the proofs there relied on properties of irreducible continuous-time Markov
chains and the computation of optimal paths, whereas we consider general càdlàg
background processes via attainable parameters.

3.3 Examples: unscaled background processes

Given a modulated infinite-server queue (J, Z, λ, µ) and a scaling λ 7→ nλ and
J 7→ Jn, Theorem 3.2.5 provides a full LDP for 1

nMn(t) and describes the corre-
sponding rate function. In the upcoming examples we will consider cases in which
the background process is not scaled and we will use Theorem 3.2.5 to verify or
extend known results and to obtain new results. Thus, throughout this section, we
will assume that the background process is not scaled, i.e., Jn = J for all n ∈ N
for some càdlàg stochastic process J . We will show how to obtain an LDP in this
case.

The following lemma is elementary, but plays a central role in this section.

Lemma 3.3.1. If Jn = J for all n ∈ N, then the sequence {φt(Jn)}n∈N satisfies
an LDP with some rate function ψ. In this caseR(t) coincides with the support of
φt(J) andR(t) = {ψ <∞} = {ψ = 0}.

Proof. Suppose that Jn = J for all n ∈ N. Let ν denote the law of φt(J). Clearly,
for each x ∈ R either ν(B(x, ε)) > 0 for all ε > 0 or there exists δ > 0 such that
ν(B(x, δ)) = 0. The set of all x ∈ R with ν(B(x, ε)) > 0 for all ε > 0 is the
support of φt(J). Hence, if Jn = J , thenR(t) equals the support of φt(J).

The rate function ψ : R → [0,∞] is defined by taking ψ(a) = 0 for a ∈ R(t)

and ψ(a) =∞ if a 6∈ R(t).
Suppose that G ⊂ R is open. Then ν(G) > 0 if and only if G ∩ R(t) 6= ∅.

Hence, lim infn→∞
1
n log ν(G) = − infa∈G ψ(a).

Suppose that F ⊂ R is closed. If F ∩ R(t) 6= ∅, then it trivially holds that
lim supn→∞

1
n log ν(F ) ≤ 0 = − infa∈F ψ(a). If F ∩ R(t) = ∅, then there

exists an open set F ∗ ⊃ F such that F ∗ ∩ R(t) = ∅, because R(t) is closed (cf.
Lemma 3.2.2). Then ν(F ∗) = 0 (see the argument for open sets G) and we have
lim supn→∞

1
n log ν(F ) ≤ lim supn→∞

1
n log ν(F ∗) = −∞ = − infa∈F ψ(a).

Hence, when the background process is not scaled, we have the special prop-
erty that R(t) = {ψ = 0}. This will enable us to derive explicit expressions for
rate functions in the examples. In these derivations, we will extensively use the
following properties of the rate function I and properties of step functions in Sko-
rokhod space.



LDP FOR MODULATED INFINITE-SERVER QUEUES 3-9

γ1 γ2

`(γ1; ·)

`(γ2; ·)

∞

0

Figure 3.1: Graphs of the functions `(γ1; ·) and `(γ2; ·) for 0 < γ1 < γ2 <∞

Recall that the rate function I is given by

I(a) = inf
γ∈R(t)

[`(γ; a) + ψ(γ)],

and thatR(t) = {ψ = 0} (cf. Lemma 3.3.1). Hence, we get

I(a) = inf
γ∈R(t)

`(γ; a). (3.5)

In this case, we can give a simpler and more explicit description of I , using the
following properties of the function `.

For γ ≥ 0, the function `(γ; ·) is the Fenchel-Legendre transform of the Pois-
son cumulant generating function with parameter γ and is given by

`(γ; a) =


∞ a < 0;

γ a = 0;

γ − a+ a log(a/γ) a > 0.

(3.6)

For γ = 0 and a > 0, we understand that γ − a+ a log(a/γ) =∞. An important
observation is that the following inequalities hold for 0 ≤ γ1 ≤ γ2 <∞:

`(γ1; a) ≤ `(γ2; a) ∀a ∈ [0, γ1]; (3.7)

`(γ1; a) ≥ `(γ2; a) ∀a ∈ [γ2,∞). (3.8)

See Figure 3.1 for an illustration.
Because in the present case I is just an infimum of Poisson rate functions,

these inequalities imply that I has some special properties. They are described in
the following proposition.

Proposition 3.3.2. In the present case, I(a) = 0 if and only if a ∈ R(t). If
I(a) > 0 for some a ∈ R, then exactly one of the following three scenarios is true:

1. a < c− = infR(t) and I(b) = `(c−; b) for all b ∈ (−∞, c−];
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α β γ δ

Figure 3.2: Visualization of the function I in Example 3.3.3

2. a > c+ = supR(t) and I(b) = `(c+; b) for all b ∈ [c+,∞);

3. the previous two cases do not hold and I(b) = min{`(c−; b), `(c+; b)} for
all b ∈ [c−, c+], where c− and c+ are given by c− = sup(R(t) ∩ (−∞, a))

and c+ = inf(R(t) ∩ (a,∞)).

Proof. It follows immediately from equations (3.5) and (3.6) that I(a) = 0 if
and only if a ∈ R(t). Hence, I(a) > 0 implies that the distance of a to R(t)

is strictly positive, since R(t) is closed. The three scenarios now follow from the
inequalities (3.7) and (3.8).

The previous proposition may seem rather abstract. To get some intuition, the
following example describes a typical rate function.

Example 3.3.3. Suppose that R(t) = [α, β] ∪ [γ, δ] for some 0 < α < β < γ <

δ < ∞. Then the function I looks like the graph shown in Figure 3.2: it equals
0 on the intervals [α, β] and [γ, δ], whereas it equals the minimum of `(β; ·) and
`(γ; ·) on the interval (β, γ) in between. On the interval (−∞, α] the function I
equals `(α; ·) and on the interval [δ,∞) the function I equals `(δ; ·).

In the remainder of this section, we focus on the modulated M/M/∞ queue
(J, Z, λ, µ) as described in Example 2.2.4 under a linear scaling of the arrival
rates. The associated parameter map φt is given by Eq. (2.5) (cf. Example 2.2.4),
which is continuous (cf. Lemma 3.6.5).

To compute R(t) in this case, it is often convenient to use the following prop-
erties of step functions in D([0,∞); E). (For the definition of a step function,
see Section 3.6.) The set of all step functions in D([0,∞); E) is denoted by
S([0,∞); E).

Lemma 3.3.4. If {φt(f)|f ∈ S([0,∞); E)} ⊂ R(t), then

R(t) = cl{φt(f)|f ∈ S([0,∞); E)} = {φt(f)|f ∈ D([0,∞); E)}.

Proof. This follows from Lemma 3.2.2 and Corollary 3.6.3 and the fact that φt is
continuous under the present assumptions.
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Lemma 3.3.5. If {φt(f)|f ∈ S([0,∞); E)} ⊂ R(t), then R(t) is a closed inter-
val.

Proof. By virtue of Lemma 3.3.4, it suffices to show that R(t) is convex. Let
f1

c , f
2
c ∈ S([0,∞); E). We may assume that φt

(
f1

c

)
≤ φt

(
f2

c

)
. For x ∈ [0, t] we

define the function gx via

gx(s) = 1{s<x}f
1
c (s) + 1{s≥x}f

2
c (s)

for s ∈ [0,∞). Clearly, gx ∈ S([0,∞); E) for each x ∈ [0, t].
Since f1

c and f2
c are step functions, there exists a finite set E∗ ⊂ E such that

gx ∈ S([0,∞); E∗) for each x ∈ [0, t]. Suppose that x1, x2 ∈ [0, t] with x1 < x2

and x2 − x1 = ε. Then gx1
(s) = gx2

(s) for all s ∈ [0, t] \ [x1, x2). Since the
interval [x1, x2) has length ε, Lemma 3.6.7 implies that

|φt(gx1
)− φt(gx2

)| ≤ λ+(1 + t)
(
1− e−εκ+µ+ + ε

)
,

where λ+ = maxx∈E∗ λ(x), µ+ = maxx∈E∗ µ(x) and κ+ = maxx∈E∗ κ(x).
This shows that the function x 7→ φt(gx) is a continuous function from [0, t] to R.

Observe that φt(g0) = φt
(
f2

c

)
and φt(gt) = φt

(
f1

c

)
. Now applying the Inter-

mediate Value Theorem to the continuous function x 7→ φt(gx), it follows that[
φt
(
f1

c

)
, φt
(
f2

c

)]
= [φt(gt), φt(g0)] ⊂ {φt(gx) |x ∈ [0, t]} ⊂ R(t).

Combined with Lemma 3.3.4, this implies that R(t) is convex, which proves the
lemma.

Let fc ∈ S([0,∞); E) be a step function. Clearly, fc has a unique minimal
representation {(ti, αi)}ki=0, where k ∈ N, 0 = t0 < t1 < . . . < tk < ∞,
and α0, . . . , αk ∈ E are such that αi 6= αi+1 and fc(t) = αi for t ∈ [ti, ti+1)

and i = 0, . . . , k − 1, and fc(t) = αk for t ∈ [tk,∞). Given this minimal
representation, we define its truncated minimal step size by

∆fc = 1 ∧ min
i=1,...,k

{ti − ti−1}.

Additionally, we define tk+1 = tk ∨ t. The truncated minimal step size and tk+1

will be used for computing attainable parameters.
In the upcoming examples, we would like to compute rate functions via attain-

able parameters. To compute attainable parameters, we use the following strategy.
We fix a certain path f , often a step function. This gives us a parameter value
φt(f). Then we would like to show that, with positive probability, the background
process stays ‘close’ to f , which will imply that φt(f) is an attainable parameter.

Staying ‘close’ to f depends on properties of E and the background process. In
most cases, the background process needs a little bit of room (both in time and in
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space) to jump near a discontinuity of f . This is where the truncated minimal step
size comes in: it is an upper bound on the time we give the background process for
jumping near a discontinuity of a step function. The precise meaning of this will
become clearer in the examples.

The first example treats the familiar case of a Markov-modulated M/M/∞
queue, i.e., the case in which the background process is an irreducible Markov
chain. This case is partly studied in [5] (Model I) and [6] (Model II). In the exam-
ple, we recover [5, Th. 2] and [6, Th. 1]. Additionally, we generalize these results
to our model and extend them to a full LDP.

Example 3.3.6. Let J be an irreducible, continuous-time Markov process with
finite state space E = {1, . . . , d}. We consider the modulated infinite-server
queue (J, Z, λ, µ) under the scaling λ 7→ nλ. Theorem 3.2.5 (combined with
Lemma 3.3.1) shows that 1

nMn(t) satisfies an LDP with rate function I . This rate
function may be computed as follows.

Fix any function g ∈ S([0,∞); E) with minimal representation {(ti, αi)}ki=0

and take any ε ∈ (0, 1). Define W(g; ε) as the set of all f ∈ D([0,∞); E) such
that

f(t) = αi−1 ∀t ∈
[
ti−1 + ε

2
1
k∆g, ti − ε

2
1
k∆g

)
∀i ∈ {1, . . . , k},

f(t) = αk ∀t ∈ [tk, tk+1].

Intuitively speaking, the setW(g; ε) consists of all paths f ∈ D([0,∞); E) that co-
incide with g on the intervals described above. These intervals cover [0, t], except
around 0 and around time points at which g jumps.

Observe that the setW(g; ε) is constructed such that each f ∈ W(g; ε) coin-
cides with g on [0, t], except possibly on a subset with Lebesgue measure at most
ε. Since E is finite and the parameter map φt is given by Eq. (2.5) under the present
assumptions, Lemma 3.6.7 implies that

sup
f∈W(g;ε)

|φt(f)− φt(g)| → 0

as ε→ 0.
Also observe that P(J ∈ W(g; ε)) > 0, thanks to the irreducibility of J . Con-

sequently, {φt(g) | g ∈ S([0,∞); E)} ⊂ R(t). Then Lemma 3.3.5 implies that
R(t) = {φt(g) | g ∈ D([0,∞); E)} and that R(t) is a closed interval. Because E
is finite, we immediately get

R(t) = [a−, a+],

where 0 ≤ a− ≤ a+ <∞ with

a− = inf
g∈D([0,∞);E)

φt(g)
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and

a+ = sup
g∈D([0,∞);E)

φt(g).

Now applying Proposition 3.3.2, it follows that the rate function I is given by

I(a) =


∞ a ∈ (−∞, 0);

`(a−; a) a ∈ [0, a−];

0 a ∈ [a−, a+];

`(a+; a) a ∈ [a+,∞).

(3.9)

The result of the previous example depends neither on the initial distribution
nor on the transition rate matrix of the irreducible Markov chain. Moreover, the
analysis in the previous example implies the following lemma. It shows that we
always obtain a good rate function when the background process has a finite state
space.

Lemma 3.3.7. Let J (1) be a background process with finite state space E and
let J (2) be an irreducible Markov chain with the same state space. Consider the
two modulated M/M/∞ queues

(
J (1), Z, λ, µ

)
and

(
J (2), Z, λ, µ

)
. Scaling λ 7→

nλ, we obtain in both cases an LDP for the number of jobs in the system with
corresponding rate functions I(1) and I(2). Then it holds that I(1)(a) ≥ I(2)(a)

for all a ∈ R. In particular, both I(1) and I(2) are good rate functions.

In the next example we will modulate an M/M/∞ queue by another Markov-
modulated infinite-server queue. This setup differs from the setup considered in
[5] and [6]. In particular, the state space of the background process is countably
infinite, so that we may obtain a rate function that is not good.

Example 3.3.8. Consider a Markov-modulated infinite-server queue as described
in [7], i.e., a Markov-modulated infinite-server queue under the assumptions of
Model I. Assume that neither the arrival rates nor the server work rates are identi-
cally equal to 0 and that the system starts empty. Let J(t) be the number of jobs
in this Markov-modulated infinite-server queue at time t ≥ 0. Then J is a càdlàg
stochastic process and its state space is E = Z>0.

Consider the modulated M/M/∞ queue (J, Z, λ, µ) and impose the scaling
λ 7→ nλ. Then 1

nMn(t) satisfies an LDP with rate function I , according to Theo-
rem 3.2.5 and Lemma 3.3.1. This rate function may be computed as follows.

Recall that J stays in state m ∈ E during [t, t+ ∆t] with positive probability
for arbitrarily large ∆t. Moreover, because neither the arrival rates nor the server
work rates are identically equal to 0, the process J also has the following property.
If J(t) = m1 at time t ≥ 0, then it jumps to state m2 ∈ E during [t, t+ ∆t] with
positive probability for arbitrarily small ∆t.
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Roughly speaking, these two properties mean that the background process is
irreducible, in the sense that it can jump to or stay in any state during any time
interval we would like. Of course, this is very similar to the Markov chain being
irreducible in the previous example. Consequently, our strategy for determining
the attainable parameters will be very similar, although there are some subtleties
related to the state space being infinite.

Fix any g ∈ S([0,∞); E) with minimal representation {(ti, αi)}ki=0 and take
any ε ∈ (0, 1). LetW(g; ε) denote the set of all f ∈ D([0,∞); E) with

f(t) = αi−1 ∀t ∈
[
ti−1 + ε

2
1
k∆g, ti − ε

2
1
k∆g

)
∀i ∈ {1, . . . , k},

f(t) = αk ∀t ∈ [tk, tk+1],

and

0 ≤ f(t) ≤ α0 ∀t ∈
[
0, ε2

1
k∆g

)
,

αi−1 ∧ αi ≤ f(t) ≤ αi−1 ∨ αi ∀t ∈
[
ti − ε

2
1
k∆g, ti + ε

2
1
k∆g

)
∀i ∈ {1, . . . , k − 1},

αk−1 ∧ αk ≤ f(t) ≤ αk−1 ∨ αk ∀t ∈
[
tk − ε

2
1
k∆g, tk

]
.

Observe that each f ∈ W(g; ε) coincides with g, except possibly on a subset with
Lebesgue measure at most ε. Moreover, each f ∈ W(g; ε) takes values in the
finite set E∗ = {0, . . . , α+}, where α+ = max{αi |i ∈ {0, . . . , k}}. Since the pa-
rameter map φt is given by Eq. (2.5) under the present assumptions, Lemma 3.6.7
implies that

sup
f∈W(g;ε)

|φt(f)− φt(g)| → 0

as ε→ 0.
The two properties of the background process described above imply that

P(J ∈ W(g; ε)) > 0. It follows that {φt(g) | g ∈ S([0,∞); E)} ⊂ R(t). Write
a− = infg∈D([0,∞);E) φt(g) and a+ = supg∈D([0,∞);E) φt(g). Lemma 3.3.4 and
Lemma 3.3.5 imply that R(t) = [a−, a+] if a+ < ∞ and R(t) = [a−,∞) if
a+ =∞. Hence,

I(a) =


∞ a ∈ (−∞, 0);

`(a−; a) a ∈ [0, a−];

0 a ∈ [a−, a+];

`(a+; a) a ∈ [a+,∞)

(3.10)

if a+ <∞ and

I(a) =


∞ a ∈ (−∞, 0);

`(a−; a) a ∈ [0, a−];

0 a ∈ [a−,∞)

(3.11)
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if a+ =∞. Note that I is not a good rate function if a+ =∞.

The previous example only depends on the state space being countable and
discrete and on the background process being irreducible in the sense described
above. Consequently, the same result holds if the background process is an irre-
ducible Markov process with a countable, discrete state space.

In the last example of this section we compare rate functions that are ob-
tained using two different background processes. One background process is a
Markov chain, whereas the other background process is a reflected Brownian mo-
tion, which has an uncountable state space. It turns out that both background
processes lead to the same LDP, even though the background processes are com-
pletely different. Apparently, two very different modulating processes may lead to
the same rate function for the LDP, even if the arrival rates, service requirements,
and server work rates are nontrivial.

Example 3.3.9. Let E = [0, 1] be equipped with the Euclidean metric. Recall that,
under the present assumptions, the Z(k, j) depend on the function κ. Assume that
λ : [0, 1] → [0, 1] is given by λ(x) = x, κ : [0, 1] → [0, 1] is given by κ(x) = 1,
and µ : [0, 1]→ [0, 1] is given by µ(x) = 1− x.

Let JMC be an irreducible, continuous-time Markov chain with state space
{0, 1}. Let J rBM be a reflected Brownian motion with reflecting barriers 0 and 1.
For simplicity, assume that J rBM starts in x0 ∈ (0, 1), so

J rBM(t) = x0 +W (t) + L(t)− U(t)

for some standard Brownian motion W , lower-regulator process L and upper-
regulator process U (cf. [8]).

Consider the modulated M/M/∞ queues
(
JMC, Z, λ, µ

)
and

(
J rBM, Z, λ, µ

)
.

Under the scaling λ 7→ nλ, both 1
nM

rBM
n (t) and 1

nM
MC
n (t) satisfy an LDP with

the same good rate function I , which is given by

I(a) =


∞ a ∈ (−∞, 0);

0 a ∈ [0, t];

`(t; a) a ∈ [t,∞).

(3.12)

The rate function for the LDP corresponding to 1
nM

MC
n (t) is derived in Exam-

ple 3.3.6. It is easy to see that the rate function has the form claimed above.
We will show that 1

nM
rBM
n (t) satisfies an LDP with the same rate function. Fix

g ∈ S([0,∞); E) with minimal representation {(ti, αi)}ki=0 and take any ε > 0.
DefineW(g; ε) as the set of all f ∈ D([0,∞); E) such that

|f(t)− αi−1| ≤ ε ∀t ∈
[
ti−1 + ε

2
1
k∆g, ti − ε

2
1
k∆g

)
∀i ∈ {1, . . . , k},

|f(t)− αk| ≤ ε ∀t ∈ [tk, tk+1].
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Then we get

sup
f∈W(g;ε)

φt(f) ≤ (φt(g) + εt+ ε)eεt+ε

and

inf
f∈W(g;ε)

φt(f) ≥ (φt(g)− εt− ε)e−εt−ε.

Now observe that

P
(
J rBM ∈ W(g; ε)

)
≥ P(x0 +W ∈ W(g; ε)) > 0,

due to the definition of J rBM and W being a Brownian motion.
It follows that {φt(g) | g ∈ S([0,∞); E)} ⊂ RrBM(t), so RrBM(t) = [0, t]

and the corresponding rate function is given by the function I in Eq. (3.12).

In this section we considered examples in which the background process was
not scaled. As shown, this implies some special properties, which we may use to
explicitly compute rate functions. In the next section, we will scale the background
process, too. Although explicit computations are not possible in general, there are
still cases for which we may derive rate functions.

3.4 Examples: scaled background processes
In this section we will give two examples in which the background process is
scaled. In the first example, we will consider the Markov-modulated M/M/∞
queue and derive an explicit rate function under a superlinear time scaling.

In the second example, we will consider a new model: we take the Pareto
service requirements from Example 2.2.6 and let the background process be a
Brownian motion. Besides being useful for modeling purposes, Brownian motion
may also induce mixing measures that are not exponentially tight. We will show
this and derive an LDP using Theorem 3.2.5. In this case, the rate function will be
given as the solution of a variational problem.

Example 3.4.1. Consider the Model III modulated M/M/∞ queue (J, Z, λ, µ)

with parameter map φt, as described in Example 2.2.4. Assume that J is an
irreducible continuous-time Markov chain with finite state space {1, . . . , d} and
generator matrix Q.

Denote the stationary distribution corresponding to Q by π = (π1, . . . , πd)

and define µ∞ =
∑d
j=1 πjµj and

%t =

d∑
j=1

πjλj

∫ t

0

e−κjµ∞(t−s) ds =

d∑
j=1

πj
λj

κjµ∞

(
1− e−κjµ∞t

)
.
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Scale λ 7→ nλ and J 7→ Jn, where Jn(t) = J
(
n1+εt

)
. It is easy to see that scaling

J 7→ Jn is equivalent to scaling Q 7→ n1+εQ.
The sequence of random parameters {φt(Jn)}n∈N satisfies an LDP with rate

function ψ, where

ψ(a) =

{
0 a = %t;

∞ a 6= %t.

Indeed, this follows from the fact that

lim inf
n→∞

1

n
logP(φt(Jn) ∈ B(ρt, η)) = 0

and

lim sup
n→∞

1

n
logP(φt(Jn) 6∈ B(ρt, η)) = −∞

for all η > 0. These equalities are an immediate result from the proof of [5, Th. 3].
Given this LDP for {φt(Jn)}n∈N, Theorem 3.2.5 implies that 1

nMn(t) satisfies
an LDP with rate function I , where

I(a) = `(%t; a).

Hence, under this superlinear time-scaling of the background Markov chain, the
LDP for 1

nMn(t) is governed by a Poisson rate function with parameter %t.

Example 3.4.2. Consider the (nonexponential) modulated infinite-server queue
(J, Z, λ, µ) with parameter map φt, as described in Example 2.2.6. Assume that
the background process J is a standard Brownian motion W on [0,∞). By W we
denote its restriction to the interval [0, t]. The sample paths of W are elements of
C0[0, t], the space of continuous functions f : [0, t]→ R with f(0) = 0.

EquipC0[0, t] with the supremum metric. Of course, we may view the function
φt as a map fromC0[0, t] to [0,∞) and this map is continuous under the supremum
metric.

Scale λ 7→ nλ and J 7→ Jαn for some fixed α ∈ [0,∞), where Jαn is given by
a time-scaling: Jαn (s) = W (n−αs) for s ≥ 0. Under this scaling, the arrivals are
sped up linearly, whereas the time scale of the Brownian motion is slowed down
sublinearly, linearly or superlinearly.

SinceW is a Brownian motion, we have φt
(
J1
n

) d
= φt

(
1√
n
W
)

= φt

(
1√
n
W
)

.

Schilder’s Theorem (cf. [4, Th. 5.2.3]) states that 1√
n
W satisfies an LDP inC0[0, t]

with good rate function

ξ(f) =

{
1
2

∫ t
0
|ḟ(s)|2 ds f ∈ H1([0, t]);

∞ else.
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Here, H1([0, t]) denotes the set of all absolutely continuous functions f ∈ C0[0, t]

that have square integrable derivative ḟ .
Recall that the parameter map φt is given by Eq. (2.13) and that φt is con-

tinuous under the supremum metric on C0[0, t]. The contraction principle (cf. [4,
Th. 4.2.1]) now implies that φt

(
J1
n

)
satisfies an LDP with good rate function ψ,

where ψ is given by

ψ(a) = inf{ξ(f) | f ∈ H1([0, t]), φt(f) = a}.

Clearly, ψ(a) = 0 if and only if a = φt(f0), where f0(s) = 0 for all s ∈ [0, t].
Now writing

1

n
logP(φt(J

α
n ) ∈ B) = nα−1 1

nα
logP

(
φt

(
n−α/2W

)
∈ B

)
for Borel setsB, it is straightforward to verify that for each α ∈ [0,∞) the random
variable φt(Jαn ) satisfies an LDP with rate function ψα, which takes the following
form. For α > 1, we have ψα(a) = 0 if a = φt(f0) and ψα(a) = ∞ if a 6=
φt(f0). For α = 1, we have ψα = ψ. For α ∈ [0, 1), we have ψα(a) = 0 if
a ∈ {ψ <∞} and ψα(a) =∞ if a ∈ {ψ =∞}.

Observe that for α ∈ [0, 1) the set {ψ <∞} is not necessarily compact, for
instance when λ(x) = 1 + x2 and µ(x) = κ(x) = 1. Hence, the sequence
of probability measures induced by φt(J

α
n ) may not be exponentially tight for

α ∈ [0, 1). For α ∈ (0, 1), this scaling is not covered by the results in [1], [2],
and [3].

Nevertheless, it follows from Theorem 3.2.5 that 1
nM

α
n (t) satisfies an LDP

with rate function Iα, where 1
nM

α
n (t) is the number of jobs in the system when

the background process is Jαn and Iα is given by

Iα(a) = inf
γ∈Rα(t)

[`(γ; a) + ψα(γ)].

Now recall that {ψα <∞} ⊂ Rα(t). Also observe that {ξ <∞} = H1([0, t])

and that {ψ <∞} = {φt(f)|f ∈ H1([0, t])}. Then we may rewrite Iα as

Iα(a) = `(φt(f0); a)

if α > 1,

Iα(a) = inf
f∈H1([0,t])

`(φt(f); a)

if α ∈ [0, 1), and

Iα(a) = inf
f∈H1([0,t])

[`(φt(f); a) + ψ(φt(f))]

if α = 1.
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3.5 Technical details: properties of Poisson random
variables

In this section, we will prove results that justify some of the assertions from pre-
vious sections. For γ ≥ 0, let P0(γ), P1(γ), P2(γ), . . . denote a sequence of i.i.d.
random variables that have a Poisson distribution with parameter γ. Throughout
this section, we will fix an arbitrary x ∈ R, δ > 0, λ ≥ 0 and ε > 0 and define
λ−ε = max{0, λ− ε} and λ+

ε = λ+ ε. Recall that B+(λ, ε) = B(λ, ε) ∩ R+.
We would like to prove a large deviations lower bound for

lim inf
n→∞

inf
γ∈B+(λ,ε)

1

n
logP

(
1

n

n∑
i=1

Pi(γ) ∈ B(x, δ)

)
.

Of course, the difficulty here is the presence of the infimum over a range of pa-
rameters. We will show in Proposition 3.5.1 that this infimum may be taken over
certain restricted subsets of B+(λ, ε). For each of these subsets we will provide a
large deviations lower bound, from which we will derive a lower bound when the
infimum is taken over B+(λ, ε). This is the content of Proposition 3.5.3.

Proposition 3.5.1. For all x ∈ R, δ > 0, λ ≥ 0, and ε > 0 it holds that

inf
γ∈B+(λ,ε)

P

(
1

n

n∑
i=1

Pi(γ) ∈ B(x, δ)

)

= inf
γ∈(B(λ,ε)∩B[x,δ])∪{λ−ε ,λ+

ε }
P

(
1

n

n∑
i=1

Pi(γ) ∈ B(x, δ)

)
.

Proof. Let 0 ≤ γ− ≤ γ+ <∞. For y ∈ R it holds that

P(P0(γ+) = y) ≥ P(P0(γ−) = y) if y ≥ γ+ ≥ γ− (3.13)

and

P(P0(γ+) = y) ≤ P(P0(γ−) = y) if γ+ ≥ γ− ≥ y. (3.14)

Because we are working with i.i.d. Poisson random variables, we may write

P

(
1

n

n∑
i=1

Pi(γ) ∈ B(x, δ)

)
= P(P0(nγ) ∈ (n(x− δ), n(x+ δ))). (3.15)

Now the statement of the proposition is an easy consequence of the equations
(3.13), (3.14), and (3.15) combined.
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Proposition 3.5.2. Let x ∈ R and δ > 0. If B+(x, δ) 6= ∅, then

lim
n→∞

inf
γ∈B+[x,δ]

1

n
logP

(
1

n

n∑
i=1

Pi(γ) ∈ B(x, δ)

)
= 0.

Proof. For a Borel set A ⊂ R, define pn(A|γ) = P
(

1
n

∑n
i=1 Pi(γ) ∈ A

)
. Now

suppose that B+(x, δ) 6= ∅. Then the diameter of B+(x, δ) is strictly positive and
bounded above by r = min{2δ, x+ δ}.

We will use the following idea to obtain the desired equality: for each γ ∈
B+(x, δ) and n ∈ N we will select some γ∗n ∈ B+(x, δ) such that pn(B(x, δ)|γ) ≥
pn({γ∗n}|γ) ≥ yn for some yn satisfying limn→∞

1
n log yn = 0.

Let Nr ∈ N be such that 1
Nr

< r
2 . Then for all n ≥ Nr and γ ∈ B+[x, δ] we

define γ−n = 1
nbnγc, γ

+
n = 1

ndnγe and

γ∗n = min
{{
γ−n , γ

+
n

}
∩B(x, δ)

}
.

Then max{|γ − γ−n |, |γ − γ+
n |} ≤ 1

n < r
2 and pn(B(x, δ)|γ) ≥ pn({γ∗n}|γ) for

each n ∈ N and each γ ∈ B+[x, δ]. Using that n! ≤ nn+1/2e−n+1 (cf. [9,
Eq. (II.9.15)]), we get

pn({γ∗n}|γ) ≥
(

nγ

nγ + 1

)nγ∗n
en(γ∗n−γ)e−1(nγ∗n)

−1/2

≥
(

1− 1

n(x+ δ) + 1

)n(x+δ)

e−2(n(x+ δ))
−1/2

for each n ∈ N and each γ ∈ B+[x, δ]. This implies the statement.

Combined with Cramér’s Theorem in R, the two previous propositions enable
us to prove the following large deviations bound. Note that we prove an equality
rather than an inequality and that the limit exists.

Proposition 3.5.3. For all x ∈ R, δ > 0, λ ≥ 0, and ε > 0 it holds that

lim
n→∞

inf
γ∈B+(λ,ε)

1

n
logP

(
1

n

n∑
i=1

Pi(γ) ∈ B(x, δ)

)

= min
γ∈{λ−ε ,λ+

ε }

[
− inf
a∈B(x,δ)

`(γ; a)

]
.

(3.16)

Proof. Define pn(A | γ) = P
(

1
n

∑n
i=1 Pi(γ) ∈ A

)
for Borel sets A ⊂ R and

C = (B(λ, ε) ∩B[x, δ]) ∪ {λ−ε , λ+
ε }. Thanks to Proposition 3.5.1 we may write

lim
n→∞

inf
γ∈B+(λ,ε)

1

n
log pn(B(x, δ) | γ) = lim

n→∞
inf
γ∈C

1

n
log pn(B(x, δ) | γ).
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It follows from Proposition 3.5.2 that we may restrict the infimum to the set
{λ−ε , λ+

ε }, so

lim
n→∞

inf
γ∈C

1

n
log pn(B(x, δ) | γ) = lim

n→∞
min

γ∈{λ−ε ,λ+
ε }

1

n
log pn(B(x, δ) | γ)

= min
γ∈{λ−ε ,λ+

ε }
lim
n→∞

1

n
log pn(B(x, δ) | γ)

= min
γ∈{λ−ε ,λ+

ε }

[
− inf
a∈B(x,δ)

`(γ; a)

]
.

The last equality is an application of Cramér’s Theorem for i.i.d. Poisson ran-
dom variables; the limit exists because B(x, δ) is a continuity set for the Fenchel-
Legendre transform corresponding to a Poisson distribution.

As shown in the inequalities (3.7) and (3.8), the Fenchel-Legendre transforms
corresponding to Poisson distributions are nicely ordered in some sense. This
property leads to the following propositions.

Proposition 3.5.4. Let F ⊂ R be a nonempty, closed set and define the function
f : [0,∞)→ [−∞, 0] via

f(γ) = − inf
a∈F

`(γ; a).

If F ⊂ (−∞, 0), then f ≡ −∞. If F ∩ [0,∞) 6= ∅, then f is real-valued and
continuous on (0,∞). Additionally, limγ↓0 f(γ) = f(0), where f(0) = 0 if 0 ∈ F
and f(0) = −∞ if 0 6∈ F . In any case, f−1([b, c]) is closed for all b, c ∈ (−∞, 0]

with b ≤ c.

Proof. The case F ⊂ (−∞, 0) is trivial. From now on, assume that F ⊂ [0,∞)

and that F is nonempty. Then it follows from Eq. (3.6), Eq. (3.7), and Eq. (3.8)
that f is real-valued and continuous on (0,∞).

If 0 ∈ F , then f(0) = 0 and

0 ≥ lim
γ↓0

f(γ) ≥ lim
γ↓0

[−`(γ; 0)] = 0 = f(0).

If 0 6∈ F , then f(0) = −∞. Defining a− = minF > 0, we get

lim
γ↓0

f(γ) = lim
γ↓0

[
−`
(
γ; a−

)]
= −∞ = f(0).

Consequently, limγ↓0 f(γ) = f(0) in both cases.

Proposition 3.5.5. LetR ⊂ [0,∞) be a nonempty, closed set. Let ψ : R→ [0,∞]

be a lower semi-continuous function. Then the function I : R→ [0,∞] defined via

I(a) = inf
γ∈R

[`(γ; a) + ψ(γ)]

is a lower semi-continuous function.
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Proof. Suppose that an → a in R. It suffices to show that lim infn→∞ I(an) ≥
I(a) (cf. [10, Def. III.1]).

Consider the case I(a) = ∞. Then there exists a sequence of γ∞k in R such
that `(γ∞k ; a)+ψ(γ∞k ) ↑ ∞ as k →∞. Since lim infn→∞ `(γ∞k ; an) ≥ `(γ∞k ; a)

due to the lower semi-continuity of `, it is easy to see that lim infn→∞ I(an) =

∞ = I(a).
Consider the case I(a) <∞; we will use a proof by contradiction in this case.

Suppose that

lim inf
n→∞

I(an) ≤ I(a)− δ

for some δ > 0. Then there exists a strictly increasing sequence of nk in N and a
sequence of γnk ∈ R such that

`(γnk ; ank) + ψ(γnk) ≤ I(a)− δ/2.

Now observe that γ 7→ `(γ; b) increases to ∞ on [b,∞). Since ank → a and
I(a) < ∞, this implies that the γnk must be contained in a compact set. Hence,
without loss of generality, we may assume that γnk → γ∗. Because the set R is
closed, we have γ∗ ∈ R. By lower semi-continuity of ` and ψ, we get

I(a)− δ/2 ≥ lim inf
k→∞

[`(γnk ; ank) + ψ(γnk)] ≥ `(γ∗; a) + ψ(γ∗) ≥ I(a),

which is a contradiction. We conclude that the inequality lim infn→∞ I(an) ≥
I(a) holds this case, too.

3.6 Technical details: continuity and convergence in
Skorokhod space

We have shown in Chapter 2 that the number of jobs at time t ≥ 0 in a modulated
infinite-server queue (J, Z, λ, µ) has a Poisson distribution with random parameter
φt(J), where φt is the parameter map associated with (J, Z, λ, µ). For specific
choices of the service requirements Z(k, j), the map φt enjoys several continuity
and convergence properties. We explore some of these properties in this section,
mainly for the Markov-modulated M/M/∞ queue as presented in Example 2.2.4.

Let E be a metric space with metric ρ. Let D([0,∞); E) denote the space of
càdlàg functions f : [0,∞)→ E , i.e., lims↓t f(s) = f(t) and lims↑t f(s) exists in
E for every t ≥ 0, where lims↑0 f(s) = f(0) by convention.

Define a metric d◦ on D([0,∞); E) via

d◦(f, g) = inf
λ∈Λ

[
γ(λ) ∨

∫ ∞
0

e−ud(f, g, λ, u) du

]
.
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Here, Λ denotes the space of increasing homeomorphisms of [0,∞),

γ(λ) = sup
t>s≥0

|log(λ(t)− λ(s))− log(t− s)|,

and

d(f, g, λ, u) = sup
t∈[0,∞)

[1 ∧ ρ(f(t ∧ u), g(λ(t) ∧ u))].

The metric d◦ induces the well-known Skorokhod J1 topology. For more details,
see [11] or [12].

Throughout this section, we will assume that D([0,∞); E) is equipped with
the Skorokhod topology.

Definition 3.6.1. A function fc ∈ D([0,∞); E) is called a piecewise constant
function or a step function if there exist n ∈ N, finitely many time points 0 = t0 <

t1 < . . . < tn < ∞, and α0, . . . , αn ∈ E such that fc(t) = αi for t ∈ [ti, ti+1)

and i = 0, . . . , n− 1, and fc(t) = αn for t ∈ [tn,∞).
The set of step functions in D([0,∞); E) is denoted by S([0,∞); E).

Proposition 3.6.2. Let f ∈ D([0,∞); E). For all T > 0 and ε > 0 there exists a
step function fc ∈ S([0,∞); E) such that

sup
t∈[0,T ]

ρ(f(t), fc(t)) < ε.

Proof. This is derived in the same way as [12, Th. 12.2.2].

Corollary 3.6.3. The set S([0,∞); E) is dense in D([0,∞); E).

Consequently, every continuous function on D([0,∞); E) is completely deter-
mined by its behavior on the set of step functions.

Now we will investigate properties of the parameter map under the assump-
tions of Example 2.2.4. We start with the following elementary lemma.

Lemma 3.6.4. Suppose that fn → f in D([0,∞);R). Then it holds for each
t > 0 that supn∈N sup0≤s≤t|fn(s)| <∞.

Proof. If fn → f in D([0,∞);R), then there exists a sequence {τn}n∈N in
Λ such that sup0≤s≤t|τn(s)− s| → 0 and sup0≤s≤t|fn(s)− f(τn(s))| → 0

(cf. [11, Pr. 3.5.3]). Then there exists N∗ ∈ N such that sup0≤s≤t|fn(s)| ≤
sup0≤s≤t+1|f(s)| + 1 < ∞ for all n ≥ N∗. Here, we use that f is bounded on
compact sets, because it is càdlàg. Similarly, each fn is càdlàg and hence bounded
on [0, t] for each n ∈ {1, . . . , N∗}. These observations together imply the state-
ment of the lemma.
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Let λ : E → [0,∞), κ : E → [0,∞), and µ : E → [0,∞) be continuous. For
fixed t ≥ 0, we would like to show that the function φt : D([0,∞); E) → [0,∞)

defined by

φt(f) =

∫ t

0

λ(f(s))e−κ(f(s))
∫ t
s
µ(f(r)) dr ds (3.17)

is continuous. Recall that this is just the parameter map obtained in Example 2.2.4.
Suppose that {fn}n∈N is a sequence in D([0,∞); E) converging to some f ∈

D([0,∞); E). In particular, this implies that fn(u) → f(u) for all continuity
points u of f in [0, t] (cf. [11, Pr. 3.5.2]). Since f is càdlàg, it has at most countably
many discontinuities, so fn converges pointwise to f except for a set of Lebesgue
measure 0.

The function µ is continuous by assumption; using [11, Pr. 3.5.2], it is easy to
check that this guarantees that µ ◦ fn converges to µ ◦ f in D([0,∞);R). Thus,
µ(fn(u)) → µ(f(u)) for all but countably many u ∈ [0, t] and the sequence
{µ ◦ fn}n∈N is bounded on [0, t] (see the previous lemma). Now the Dominated
Convergence Theorem implies that

∫ t
s
µ(fn(r)) dr converges to

∫ t
s
µ(f(r)) dr for

all s ∈ [0, t].

Similarly, it follows that λ(fn(s)) exp
(
−κ(fn(s))

∫ t
s
µ(fn(r)) dr

)
converges

for all but countably many s ∈ [0, t] to λ(f(s)) exp
(
−κ(f(s))

∫ t
s
µ(f(r)) dr

)
.

Another application of the Dominated Convergence Theorem then gives the con-
vergence of φt(fn) to φt(f).

Hence, the map φt must be continuous. Observe that continuity of λ, κ, and
µ is crucial to obtain this result. We summarize these findings in the following
lemma.

Lemma 3.6.5. Let λ : E → [0,∞), κ : E → [0,∞), and µ : E → [0,∞) be
continuous. Then the function φt : D([0,∞); E)→ [0,∞) as defined in Eq. (3.17)
is continuous. Consequently, the parameter map obtained in Example 2.2.4 is
continuous.

Another property of the map φt defined in Eq. (3.17) is described in Lemma
3.6.7. We will use the following easy lemma in the proof of Lemma 3.6.7.

Lemma 3.6.6. Let x, y ∈ (−∞, 0]. If 0 ≤ α ≤ β < ∞, then |(ex)
α − (ey)

α| ≤
1− e−β|x−y|.

Proof. Assume without loss of generality that y ≤ x. Then |(ex)
α − (ey)

α| =

eαx − eαy = eαx
(
1− e−α(x−y)

)
= eαx

(
1− e−α|x−y|

)
≤
(
1− e−α|x−y|

)
.

Lemma 3.6.7. Let λ : E → [0,∞), κ : E → [0,∞), and µ : E → [0,∞) be
continuous and let φt : D([0,∞); E)→ [0,∞) be defined by Eq. (3.17).
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Let f, g ∈ D([0,∞); E) and assume that there exists a finite set E∗ ⊂ E
such that f(s) ∈ E∗ and g(s) ∈ E∗ for all s ∈ [0, t] and that the set A =

{s ∈ [0, t] | f(s) 6= g(s)} has Lebesgue measure ε. Then

|φt(f)− φt(g)| ≤ λ+(1 + t)
(
1− e−εκ+µ+ + ε

)
, (3.18)

where λ+ = maxx∈E∗ λ(x), µ+ = maxx∈E∗ µ(x), and κ+ = maxx∈E∗ κ(x).

Proof. Clearly, we have

|φt(f)− φt(g)|

≤
∫
A

∣∣∣λ(f(s))e−κ(f(s))
∫ t
s
µ(f(r)) dr − λ(g(s))e−κ(g(s))

∫ t
s
µ(g(r)) dr

∣∣∣ds
+

∫
[0,t]\A

∣∣∣λ(f(s))e−κ(f(s))
∫ t
s
µ(f(r)) dr − λ(g(s))e−κ(g(s))

∫ t
s
µ(g(r)) dr

∣∣∣ ds.
Denote the first integral on the right-hand side by I1 and the second integral on the
right-hand side by I2. It is easy to see that I1 is bounded above by ελ+. We may
find an upper bound for I2 as follows. For s ∈ [0, t] \A we have∣∣∣λ(f(s))e−κ(f(s))

∫ t
s
µ(f(r)) dr − λ(g(s))e−κ(g(s))

∫ t
s
µ(g(r)) dr

∣∣∣
=
∣∣∣λ(f(s))e−κ(f(s))

∫ t
s
µ(f(r)) dr − λ(f(s))e−κ(f(s))

∫ t
s
µ(g(r)) dr

∣∣∣
≤ λ+

∣∣∣∣(e− ∫ ts µ(f(r)) dr
)κ(f(s))

−
(
e−
∫ t
s
µ(g(r)) dr

)κ(f(s))
∣∣∣∣

≤ λ+

(
1− e−κ+εµ+

)
.

To obtain the last inequality, we apply Lemma 3.6.6 and use that

sup
s∈[0,t]

∣∣∣∣∫ t

s

µ(f(r)) dr −
∫ t

s

µ(g(r)) dr

∣∣∣∣ ≤ εµ+.

It follows that∫
[0,t]\A

∣∣∣λ(f(s))e−κ(f(s))
∫ t
s
µ(f(r)) dr − λ(g(s))e−κ(g(s))

∫ t
s
µ(g(r)) dr

∣∣∣ds
≤ λ+t

(
1− e−κ+εµ+

)
.

Combining the upper bounds for I1 and I2 proves the lemma.

To conclude this section, we provide a lemma asserting the continuity of the
parameter map associated with the nonexponential queue from Example 2.2.6. The
continuity is established using the same arguments as we used for Lemma 3.6.5.
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Lemma 3.6.8. Let λ : E → [0,∞), µ : E → [0,∞), and κ : E → (0,∞) be
continuous. Then the map φt : D([0,∞); E)→ [0,∞) defined by

φt(f) =

∫ t

0

λ(f(s))

(
1 ∨

∫ t

s

µ(f(r)) dr

)−κ(f(s))

ds (3.19)

is continuous. Consequently, the parameter map obtained in Example 2.2.6 is
continuous.

3.7 Discussion and conclusion
We proved a full LDP for the number of jobs in a modulated infinite-server queue.
The corresponding rate function could be described in terms of attainable param-
eters. The most important observation was that an LDP for the random parameter
implies an LDP for the number of jobs in the system. We gave explicit exam-
ples for different background processes and we computed rate functions when the
background process was not scaled. In cases where the background process was
scaled, we typically obtained the rate function in terms of a variational problem.
It could be interesting to develop numerical techniques to approximate such rate
functions.
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[3] I. H. Dinwoodie and S. L. Zabell. Large deviations for exchangeable random
vectors. The Annals of Probability, 20(3):1147–1166, 1992.

[4] Amir Dembo and Ofer Zeitouni. Large Deviations Techniques and Applica-
tions. Springer, New York, second edition, 1998.

[5] Joke Blom, Koen De Turck, Offer Kella, and Michel Mandjes. Tail asymp-
totics of a Markov-modulated infinite-server queue. Queueing Systems,
78(4):337–357, 2014.

[6] Joke Blom and Michel Mandjes. A large-deviations analysis of Markov-
modulated infinite-server queues. Operations Research Letters, 41(3):220–
225, 2013.

[7] C. A. O’Cinneide and P. Purdue. The M/M/∞ queue in a random environ-
ment. Journal of Applied Probability, 23(1):175–184, 1986.

[8] B. D’Auria, J. Ivanovs, O. Kella, and M. Mandjes. Two-Sided Reflection of
Markov-Modulated Brownian Motion. Stochastic Models, 28(2):316–332,
2012.

[9] William Feller. An Introduction to Probability Theory and its Applications,
volume I. Wiley, New York, third edition, 1968.

[10] Frank den Hollander. Large Deviations. American Mathematical Society,
Providence, 2000.

[11] Stewart N. Ethier and Thomas G. Kurtz. Markov Processes: Characteriza-
tion and Convergence. Wiley, New York, 1986.

[12] Ward Whitt. Stochastic-Process Limits: an Introduction to Stochastic-
Process Limits and Their Application to Queues. Springer, New York, 2002.





4
Moderate deviations of modulated

infinite-server queues

4.1 Introduction

Having derived a CLT and an LDP for modulated infinite-server queues, we are
now interested in studying their moderate-deviations behavior. However, proving
an MDP for the number of jobs in a modulated infinite-server queue turns out to be
much harder than proving a CLT or an LDP and we need much more sophisticated
arguments to prove the results. Therefore, we will focus in this chapter on the
mathematical techniques that are needed to solve the problems that arise when
studying moderate deviations of modulated infinite-server queues.

We can derive an MDP lower bound following a strategy that is highly similar
to the strategy that we used to establish an LDP lower bound. The are two main
differences compared with the proof for the LDP lower bound. The first is that
the random parameter is two-dimensional in this case. The second is that the we
have to replace the LDP estimates with their MDP counterparts, which are in some
respects easier and in other respects harder to prove.

Proving an MDP upper bound for the number of jobs in a modulated infinite-
server queue is much harder. The main difficulty in the derivation is that certain
functions do not converge uniformly to their limit, which makes a direct applica-
tion of Lemma 9.2.2 impossible. To circumvent this problem, we will formulate
conditions under which we can use Lemma 9.2.2, although in a nonstandard way.
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4.2 A moderate deviations lower bound

Fix t ≥ 0 and let (J, Z, λ, µ) be a modulated infinite-server queue with associated
parameter map φt. In this section we will prove a moderate deviations lower bound
for the number of jobs in the system at time t under a scaling of the arrival rates
and the background process.

As we observed in Chapter 1, the moderate deviations scaling falls in between
the central limit scaling and the large deviations scaling. Moreover, the limit under
a moderate deviations scaling typically inherits properties from both the central
limit scaling and the large deviations scaling. We will encounter this phenomenon
here, too. We will follow the strategy for proving an LDP via attainable parameters
in Chapter 3, but now we will need two-dimensional attainable parameters, which
bears a resemblance to the assumptions of the CLT result in Chapter 2.

Definition 4.2.1. Given a scaling J 7→ Jn, a sequence of random variables %n(t),
and a real number β ∈ (0, 1/2), we call (m, v) ∈ R × [0,∞) an attainable
parameter at time t ≥ 0 if for all ε > 0 there exists Nε ∈ N such that

P
((
nβ [φt(Jn)− %n(t)], φt(Jn)

)
∈ B((m, v), ε)

)
> 0

for all n ≥ Nε. The set of all attainable parameters at time t is denoted byR(t).

If the scaling J 7→ Jn above is such that
(
nβ [φt(Jn)− %n(t)], φt(Jn)

)
satis-

fies an MDP lower bound with rate function ψ, then R(t) is a nonempty subset
of R × [0,∞) and {ψ <∞} ⊂ R(t). This can be proved in the same way as
Lemma 3.2.2.

We define the MDP function L : R× [0,∞)→ [0,∞] via

L (m, v) =


0 if m = 0;
1

2

m2

v
if m 6= 0, v > 0;

∞ if m 6= 0, v = 0.

Roughly speaking, L is the rate function that governs the MDP of a sum of i.i.d.
random variables (cf. [1, Th. 3.7.1]). This function will also feature in the descrip-
tion of the rate function that governs the MDP for the number of jobs in the system.
Note that L is lower semicontinuous.

Another important rate function is related to the Poisson distribution. For γ ≥
0, we define the rate function `(γ; ·) : R→ [0,∞] via

`(γ; a) =


∞ if a < −γ;

γ if a = −γ;

(a+ γ)(log(a+ γ)− log(γ))− a if a > −γ.
(4.1)
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The function `(γ; ·) is the (large deviations) rate function corresponding to the
random variable P0(γ) − γ, where P0(γ) is a random variable having a Poisson
distribution with parameter γ ≥ 0. In other words, `(γ; ·) is the rate function
corresponding to a centered Poisson distribution.

For γ > 0, the function a 7→ `(γ; a) is continuous on the interval [−γ,∞)

and has a continuous third derivative in a on the interval (−γ,∞). According to
Taylor’s theorem as presented in [2, Th. 7.6], these properties imply that

`(γ; a) =
1

2

a2

γ
− 1

2

∫ a

0

(a− t)2

(t+ γ)
2 dt (4.2)

for γ > 0 and a ∈ [−γ,∞).
The next theorem describes a moderate deviations lower bound for the number

of jobs in a modulated infinite-server queue. Some of the more technical aspects
of its proof are dealt with in Lemma 4.2.3 and Lemma 4.2.4.

Theorem 4.2.2. Fix a time t ≥ 0 and a constant β ∈ (0, 1/2). Consider a
modulated infinite-server queue (J, Z, λ, µ) with associated parameter map φt,
and scale λ 7→ nλ and J 7→ Jn. Denote the number of jobs in the system at time t
under this scaling by Mn(t) and let %n(t) be a FJn∞ -measurable random variable.

Assume that the scaling is such that the random vector(
nβ [φt(Jn)− %n(t)], φt(Jn)

)
(4.3)

satisfies an MDP lower bound with rate function ψ, i.e.,

lim inf
n→∞

n2β−1 logP
((
nβ [φt(Jn)− %n(t)], φt(Jn)

)
∈ G′

)
≥ − inf

(m,v)∈G′
ψ(m, v)

(4.4)

for all open sets G′ ⊂ R× [0,∞), where the function ψ : R× [0,∞)→ [0,∞] is
lower semicontinuous. LetR(t) be the set of attainable parameters corresponding
to the random vector in Eq. (4.3). Then it holds that

lim inf
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ G

)
≥ − inf

a∈G
inf

(m,v)∈R(t)
[L (a−m, v) + ψ(m, v)]

for all open sets G ⊂ R.

Proof. For notational convencience, we write Zn = 1
nMn(t)− φt(Jn) and Yn =

φt(Jn)−%n(t). As usual, let P0(γ), P1(γ), . . . denote a sequence of i.i.d. random
variables that have a Poisson distribution with parameter γ for γ ≥ 0.

Let G ⊂ R be open and fix any x ∈ G. Note that R(t) is nonempty due to
the validity of the MDP lower bound in Eq. (4.4). Now let (m, v) ∈ R(t) and fix
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some ∆ > 0 such that B(x,∆) ⊂ G and 0 6∈ B(x−m,∆) if x −m 6= 0. The
last property of ∆ will be helpful when we apply Lemma 4.2.3 and Lemma 4.2.4.

Take any δ ∈ (0,∆) and define ε = δ/4. Given these variables, we denote

An =
{
nβYn ∈ B(m, ε) ; φt(Jn) ∈ B(v, ε)

}
for n ∈ N. Since (m, v) ∈ R(t), there exists Nε ∈ N such that P(An) > 0 for all
n ≥ Nε. Then we have

P
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ G

)
≥ P

(
nβ [Zn + Yn] ∈ B(x, δ) ; An

)
= P

(
nβZn + nβYn ∈ B(x, δ)

∣∣An)P(An)

for all n ≥ Nε. Also observe that

P
(
nβZn + nβYn ∈ B(x, δ)

∣∣An) ≥ P
(
nβZn ∈ B(x−m, δ/2)

∣∣An)
for all n ≥ Nε, because ε < δ/2.

Since P(An) > 0 for all n ≥ Nε, we know thatAn 6= ∅ for all n ≥ Nε. More-
over, we know that the random parameter φt(Jn) takes values in the set B+(v, ε),
conditional on An. Now using that Mn(t) has a Poisson distribution with random
parameter nφt(Jn), we obtain that

lim inf
n→∞

n2β−1 logP
(
nβZn ∈ B(x−m, δ/2)

∣∣An)
= lim inf

n→∞
n2β−1 logP

(
nβ
[

1

n
Mn(t)− φt(Jn)

]
∈ B(x−m, δ/2)

∣∣∣∣An)
≥ lim inf

n→∞
inf

γ∈B+(v,ε)
n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
∈ B(x−m, δ/2)

)
.

The last expression is lower bounded by −L (x−m, ṽε), where we define ṽε =

max{v − ε, 0}. The validity of this bound is guaranteed by Lemma 4.2.3 and
Lemma 4.2.4; we can apply these results due to the aforementioned properties of
∆ (and thus of δ).

Now piecing everything together, we obtain that

lim inf
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ G

)
≥ lim inf

n→∞
n2β−1 logP

(
nβZn ∈ B(x−m, δ/2)

∣∣An)
+ lim inf

n→∞
n2β−1 logP(An)

≥ −L (x−m, ṽε)− inf
a∈B(m,ε)×B(v,ε)

ψ(a).
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Recalling that ε = δ/4 and taking δ ↓ 0, we get

lim inf
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ G

)
≥ −L (x−m, v)− ψ(m, v)

for arbitrary x ∈ G and (m, v) ∈ R(t), because L and ψ are lower semicontinu-
ous. The statement of the theorem now follows immediately.

Lemma 4.2.3. For γ ≥ 0, let P0(γ), P1(γ), . . . denote a sequence of i.i.d. random
variables that have a Poisson distribution with parameter γ. Let ε > 0 and β ∈
(0, 1/2). Let G ⊂ R be an open set containing 0. Then

lim inf
n→∞

inf
γ∈[0,ε]

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
∈ G

)
= 0.

Proof. First, observe that nβ
(

1
nbnγc − γ

)
∈ B(0, δ) ⊂ G for all γ ≥ 0 for some

small δ > 0 and all n larger than some Nδ ∈ N. For all those n it holds that

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
∈ G

)
≥ n2β−1 logP(P0(nγ) = bnγc)

= n2β−1 log e−nγ
(nγ)

bnγc

bnγc!
. (4.5)

To see what happens when we take the infimum over [0, ε], we consider two
cases. If γ ∈ [0, 1/n], then (4.5) equals −n2β−1(nγ), so it is lower bounded
by −n2β−1. If γ ∈ (1/n, ε], then we apply a Stirling approximation (cf. [3,
Eq. (II.9.15)]) to find that (4.5) is lower bounded by

n2β−1

(
− nγ + bnγc log(nγ)− log

√
2π

− bnγc log(bnγc)− 1

2
log(bnγc) + bnγc − 1

12bnγc

)

= n2β−1

((
bnγc log(nγ)− bnγc log(bnγc)

)
+
(
bnγc − nγ

)
−
(

log
√

2π +
1

2
log(bnγc)

)
− 1

12bnγc

)
≥ n2β−1

(
0− 1− log

√
2πnε− 1/12

)
.

Note that this is a lower bound for −n2β−1 for all n larger than some Nε ∈ N,
so this lower bound also applies to the case γ ∈ [0, 1/n] for large enough n.
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Consequently, we get

lim inf
n→∞

inf
γ∈[0,ε]

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
∈ G

)
≥ lim inf

n→∞
n2β−1

(
−13/12− log

√
2πnε

)
= 0,

as required.

Lemma 4.2.4. For γ ≥ 0, let P0(γ), P1(γ), . . . denote a sequence of i.i.d. random
variables that have a Poisson distribution with parameter γ. Let v > 0 and ε > 0

be such that v − ε > 0. Let y ∈ R and δ > 0 be such that 0 6∈ B(y, δ). Then it
holds for β ∈ (0, 1/2) that

lim inf
n→∞

inf
γ∈B(v,ε)

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
∈ B(y, δ)

)
≥ −1

2

y2

v − ε
.

(4.6)

Proof. For fixed n ∈ N and γ ≥ 0, let Sn(γ) denote the support of the random
variable nβ

[
1
n

∑n
i=1 Pi(γ)− γ

]
. Observe that the set

Sn(γ) ∩B(y, δ)

is nonempty for all γ ∈ B(v, ε) for all n larger than someN1 ∈ N, since v−ε > 0.
Also observe that there exists N2 ≥ N1 in N such that nγ + n1−βm ≥ 1 for all
γ ∈ B(v, ε), m ∈ B(y, δ) and n ≥ N2.

For the moment, fix γ ∈ B(v, ε), n ≥ N2, and mn ∈ Sn(γ) ∩ B(y, δ). Then
a straightforward computation gives us

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
= mn

)
= n2β−1 logP

(
P0(nγ) = nγ + n1−βmn

)
= n2β−1

(
−nγ +

[
nγ + n1−βmn

]
log(nγ)− log

([
nγ + n1−βmn

]
!
))
.

As usual, we may derive a lower bound for this expression via a Stirling approxi-
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mation (cf. [3, Eq. (II.9.15)]). The lower bound is given by

n2β−1

(
− nγ +

[
nγ + n1−βmn

]
log(nγ)− log

√
2π

−
[
nγ + n1−βmn

]
log
([
nγ + n1−βmn

])
− log

√
[nγ + n1−βmn]

+
[
nγ + n1−βmn

]
− 1

12[nγ + n1−βmn]

)

= n2β−1

(
− log

√
2π − log

√
[nγ + n1−βmn]− 1

12[nγ + n1−βmn]

)
+ n2β−1

(
n1−βmn +

[
nγ + n1−βmn

]
log

(
1− n1−βmn

[nγ + n1−βmn]

))
.

(4.7)

Because log(1− x) = −
∑∞
k=1

1
kx

k for |x| < 1, the term in Eq. (4.7) may be
rewritten as

n2β−1

(
n1−βmn − n1−βmn −

1

2

n2−2βm2
n

[nγ + n1−βmn]
−
∞∑
k=3

1
k

(
n1−βmn

)k
[nγ + n1−βmn]

k−1

)

= −1

2

m2
n

γ + n−βmn
−
∞∑
k=3

1

k

n(2−k)βmk
n

(γ + n−βmn)
k−1

.

Plugging this into Eq. (4.7) and applying some straightforward estimates, we ob-
tain that

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
= mn

)

≥ −1

2

m2
n

γ + n−βmn
−
∞∑
k=3

1

k

n(2−k)βmk
n

(γ + n−βmn)
k−1
− n2β−1wn,

where v− = inf B(v, ε), v+ = supB(v, ε), y− = inf B(y, δ), y+ = supB(y, δ),
and

wn = log
√

2π + log
√

[nv+ + n1−βy+] +
1

12[nv− + n1−βy−]
.

In the same way as before, we can pick N3 ∈ N such that N3 ≥ N2 and
the sets Sn(γ) ∩ C− and Sn(γ) ∩ C+ are nonempty for all γ ∈ B(v, ε) and all
n ≥ N3, where C− = (y − δ, y − δ/2) and C+ = (y + δ/2, y + δ). Moreover, it
holds that |x−| ≤ |x| for all x− ∈ C− and x ∈ B(y, δ/2), or that |x+| ≤ |x| for
all x+ ∈ C+ and x ∈ B(y, δ/2), because 0 6∈ B(y, δ).
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In order to make notation not too contrived, we will consider the cases y < 0

and y > 0 separately.
Assume that y > 0. Then y − δ ≥ 0, and |x−| ≤ |x| for all x− ∈ C− and

x ∈ B(y, δ/2). Fix γ ∈ B(v, ε), n ≥ N3, and mn ∈ Sn(γ) ∩ C−. Then the
previously obtained inequalities and some straightforward calculations lead to

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
∈ B(y, δ)

)

≥ n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
= mn

)

≥ −1

2

m2
n

γ + n−βmn
−
∞∑
k=3

1

k

n(2−k)βmk
n

(γ + n−βmn)
k−1
− n2β−1wn

≥ −1

2

(y − δ/2)
2

(v − ε) + n−βmn
−
∞∑
k=3

1

k

n(2−k)βmk
n

(γ + n−βmn)
k−1
− n2β−1wn

≥ −1

2

y2

v − ε
−
∞∑
k=3

1

k

n(2−k)βyk

(v − ε)k−1
− n2β−1wn.

As the last expression does not depend on γ and its last two terms converge to 0 as
n→∞, we conclude that Eq. (4.6) holds in this case.

Assume that y < 0. Then y + δ ≤ 0, and |x+| ≤ |x| for all x+ ∈ C+ and
x ∈ B(y, δ/2). Fix γ ∈ B(v, ε), n ≥ N3, and mn ∈ Sn(γ) ∩ C+. Again using
the previously obtained inequalities, we get

n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
∈ B(y, δ)

)

≥ n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(γ)− γ

]
= mn

)

≥ −1

2

m2
n

γ + n−βmn
−
∞∑
k=3

1

k

n(2−k)βmk
n

(γ + n−βmn)
k−1
− n2β−1wn

≥ −1

2

y2

(v − ε) + n−βy−
−
∞∑
k=3

1

k

n(2−k)β |y|k

((v − ε) + n−βy−)
k−1
− n2β−1wn.

Taking n→∞, we conclude that Eq. (4.6) holds in this case, too.

4.3 A weak moderate deviations upper bound
Based on the results in Theorem 3.2.5 (the LDP for modulated infinite-server
queues) and in Theorem 4.2.2 (the MDP lower bound for modulated infinite-server
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queues), we would expect to be able to formulate and prove a similar result for an
MDP upper bound for modulated infinite-server queues. Unfortunately, this is not
possible in as great a generality as in Theorem 3.2.5 and Theorem 4.2.2; we will
explain why in the proof of the upcoming theorem and in the next section.

Nevertheless, we are able to prove a result that implies the validity of a weak
MDP upper bound. We also formulate some mild conditions under which this
weak MDP upper bound may be extended to a full MDP upper bound.

We will formulate our most general result in Theorem 4.3.2. To develop some
intuition for the proof of this theorem, we will first prove an easier result in Theo-
rem 4.3.1. The easier proof of this result is not only meant for developing intuition,
but also for highlighting the technical complications that we encounter in the most
general case.

Theorem 4.3.1. Fix a time t ≥ 0 and a constant β ∈ (0, 1/2). Consider a
modulated infinite-server queue (J, Z, λ, µ) with associated parameter map φt,
and scale λ 7→ nλ and J 7→ Jn. Denote the number of jobs in the system at time t
under this scaling by Mn(t) and let %n(t) be a FJn∞ -measurable random variable.

Assume that the scaling is such that the random vector(
nβ [φt(Jn)− %n(t)], φt(Jn)

)
(4.8)

satisfies an MDP upper bound with rate function ψ, i.e.,

lim sup
n→∞

n2β−1 logP
((
nβ [φt(Jn)− %n(t)], φt(Jn)

)
∈ F ′

)
≤ − inf

(m,v)∈F ′
ψ(m, v)

(4.9)

for all closed sets F ′ ⊂ R × [0,∞), where the function ψ : R × [0,∞) → [0,∞]

is lower semicontinuous.
Let F be a closed, convex subset of R. Then it holds that

lim sup
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ F

)
≤ − inf

a∈F
inf

(m,v)∈R×[0,∞)
[L (a−m, v) + ψ(m, v)]. (4.10)

Proof. We will approach the proof as follows. As usual, we will exploit the mixed
Poisson property of a modulated infinite-server queue to reformulate the problem
in terms of mixtures. Because we are looking to establish an upper bound, the
obvious choice is to turn to (a generalization of) Varadhan’s Lemma as presented
in Lemma 9.2.2. This result is, however, not directly applicable; we will explain
why later. To circumvent this problem, we will require that F is convex and show
that under this specific condition we may use the generalized Varadhan Lemma,
albeit in a nonstandard way. Using this insight, we will then derive the desired
upper bound.



4-10 MDP FOR MODULATED INFINITE-SERVER QUEUES

For the moment, take any closed set F ⊂ R. Let P0(γ), P1(γ), . . . denote a
sequence of i.i.d. random variables that have a Poisson distribution with parameter
γ for γ ≥ 0. We denote by νn the probability measure on R × [0,∞) that is
induced by the random vector in Eq. (4.8). Using the mixed Poisson property of
the modulated infinite-server queue, we get

lim sup
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ F

)
= lim sup

n→∞
n2β−1 logP

(
nβ
[

1

n
Mn(t)− φt(Jn)

]
+ nβ [φt(Jn)− %n(t)] ∈ F

)
= lim sup

n→∞
n2β−1 log

∫
R×[0,∞)

P
(
nβ
[

1

n
P0(nv)− v

]
+m ∈ F

)
dνn(m, v).

The last expression equals

lim sup
n→∞

n2β−1 log

∫
R×[0,∞)

en
1−2βφn(m,v) dνn(m, v), (4.11)

where

φn(m, v) = n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(v)− v

]
+m ∈ F

)
(4.12)

for (m, v) ∈ R× [0,∞).
Observe that Eq. (4.11) has exactly the form required for an application of

Varadhan’s Lemma. But, as noted in Chapter 9, the convergence properties of φn
are crucial for obtaining a (Varadhan) upper bound.

Fortunately, we already know these convergence properties from standard large
deviations theory: since F is closed, [1, Th. 3.7.1] implies that

lim sup
n→∞

φn(m, v) ≤ − inf
a∈F

L (a−m, v).

In particular, this means that the upper bound in Eq. (4.10) is just the well-known
Varadhan upper bound (which should not come as a big surprise).

Consequently, we are done if ψ has compact sublevel sets. Indeed, in that case
φn, νn, and ψ satisfy the conditions of C.1 of Lemma 9.2.2. Since φn is bounded
above by 0, an application of Lemma 9.2.2 ensures the validity of the Varadhan
upper bound in Eq. (4.10) for each closed set F .

However, in general, we do not know whether ψ has compact sublevel sets.
Thus, we need a more careful argument that does not rely on ψ having such a
restrictive property.

From now on, we assume that the set F is convex in addition to being closed.
Given F , we define the limit function φ : R × [0,∞) → [−∞, 0] via φ(m, v) =

− infa∈F L (a−m, v). Note that Eq. (4.10) trivially holds if the Varadhan upper
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bound equals 0, so we assume that this is not the case. In particular, this implies
that F 6= R, so F has the form (−∞, z], [z,∞) or [z, r].

We have claimed that Lemma 9.2.2 is not directly applicable. We will explain
the reason for this first. The explanation also serves as a motivation for the rest of
the proof.

Of course, the conditions of set C.1 and set C.3 in Lemma 9.2.2 are typically
not satisfied, as ψ may not have compact sublevel sets and may not be continuous.
Additionally, the sets of conditions C.2 and C.3 in Lemma 9.2.2 both require that
φn converges uniformly to φ on some predetermined subset of R × [0,∞). This
condition is also not satisfied in general (even when F is convex), as we will show
by means of an example in the next section.

However, the uniform convergence condition is only violated near the bound-
ary of F (more precisely, near a subset of ∂F×{0}). In the remainder of this proof,
we will construct a closed subset of R × [0,∞) that does not contain ∂F × {0}
and on which the uniform convergence condition is satisfied; then we will show
that the MDP upper bound for the random vector (cf. Eq. (4.9)) implies that we
may ignore the set on which the uniform convergence does not hold.

In more detail, the rest of this proof consists of the following steps.

(1) Show that uniform convergence is only needed on a closed subset Dε of
R× [0,∞) provided its complement Dc

ε behaves nicely when ε ↓ 0.

(2) Analyze how φn converges to φ on different subsets of R× [0,∞).

(3) Based on these analyses, construct Dε:

(1) for sets of the form F = (−∞, z];

(1) uniform convergence is trivial in this case;

(2) for sets of the form F = [z,∞) or F = [z, r];

(1) show uniform convergence on Dε;

(2) show that the MDP upper bound implies that the complement of
Dε must behave nicely as ε ↓ 0.

We now give the details of each of these steps.
Step 1. Assume that the Varadhan upper bound equals B < 0 and suppose that

for each ε > 0 there exists a closed set Dε ⊂ R× [0,∞) such that

lim sup
n→∞

n2β−1 log νn(Dc
ε) ≤ B + ε. (4.13)

Fix some ε ∈ (0,−B/2). Then we have

νn(Dc
ε) ≤ en

1−2β(B+2ε) ≤ eB+2ε < 1
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for all n greater than some Nε ∈ N, so νn(Dε) ≥ 1− eB+2ε > 0 for all n ≥ Nε.
For all large enough n, we define a probability measure wn on the Borel σ-algebra
of Dε by taking wn(E) = νn(E)/νn(Dε) for every closed set E ⊂ Dε. Then we
have νn(E) ≤ wn(E) and

lim sup
n→∞

n2β−1 logwn(E) = lim sup
n→∞

n2β−1(log νn(E)− log νn(Dε))

≤ lim sup
n→∞

n2β−1
(
log νn(E)− log

(
1− eB+2ε

))
= lim sup

n→∞
n2β−1 log νn(E)

≤ − inf
(m,v)∈E

ψ(m, v)

for every closed set E ⊂ Dε, so wn satisfies an MDP upper bound in Dε with rate
function ψ|Dε , i.e., the rate function is the restriction of ψ to Dε.

Suppose that the functions φn and φ satisfy the condition C.2.b in Lemma 9.2.2
when restricted to Dε. Then we may apply Lemma 9.2.2 to obtain that

lim sup
n→∞

n2β−1 log

∫
Dε

en
1−2βφn(m,v) dνn(m, v)

≤ lim sup
n→∞

n2β−1 log

∫
Dε

en
1−2βφn(m,v) dwn(m, v)

≤ sup
(m,v)∈Dε

[φ(m, v)− ψ(m, v)]

≤ B.

From this we immediately get

lim sup
n→∞

n2β−1 log

∫
R×[0,∞)

en
1−2βφn(m,v) dνn(m, v)

= lim sup
n→∞

n2β−1 log

(∫
Dε

en
1−2βφn(m,v) dνn(m, v)

+

∫
Dc
ε

en
1−2βφn(m,v) dνn(m, v)

)

= max

{
lim sup
n→∞

n2β−1 log

∫
Dε

en
1−2βφn(m,v) dνn(m, v),

lim sup
n→∞

n2β−1 log

∫
Dc
ε

en
1−2βφn(m,v) dνn(m, v)

}

≤ max

{
B, lim sup

n→∞
n2β−1 log νn(Dc

ε)

}
≤ B + ε,
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with the second equality being an application of [1, Lem. 1.2.15]. Taking ε ↓ 0

gives the desired Varadhan upper bound.
Thus, to complete this proof, it remains to construct sets Dε having the prop-

erties detailed above.
Step 2. With the aim of constructing appropriate sets Dε, we are interested in

how φn converges to φ on different subsets of R× [0,∞).
Recall that the Varadhan upper bound equals B and that we only have to con-

sider the case B < 0. Now fix ε ∈ (0,−B/2). For the construction of the set Dε

it is convenient to use that

en
1−2βφn(m,v) ≤ 2e

n1−2β
(
−n2β inf

a∈n−β(F−m)
`(v;a)

)
,

where `(v; ·) is the rate function corresponding to a centered Poisson distribution
with parameter v ≥ 0 (cf. Eq. (4.1)). The inequality above is a straightforward ap-
plication of the upper bound provided in [1, Th. 2.2.3]. It follows that the function
φn satisfies

φn(m, v) ≤ n2β−1 log(2)− n2β inf
a∈n−β(F−m)

`(v; a).

As the term n2β−1 log(2) can be made arbitrarily small by taking n large enough,
we focus on the behavior of

−n2β inf
a∈n−β(F−m)

`(v; a). (4.14)

Bearing in mind that F is convex, we distinguish the following cases.

A. It holds that m ∈ F and v ≥ 0. Then we have

−n2β inf
a∈n−β(F−m)

`(v; a) = 0 = − inf
a∈F

L (a−m, v).

B. It holds that m 6∈ F and v = 0. Then we have

−n2β inf
a∈n−β(F−m)

`(v; a) = −∞ = − inf
a∈F

L (a−m, v).

C. It holds that m 6∈ F and v > 0. Then we distinguish the following two
subcases.

1. It holds that m > a for all a ∈ F . Define y = max(F −m) < 0.
Then

−n2β inf
a∈n−β(F−m)

`(v; a) = −n2β`
(
v;n−βy

)
,
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which equals −∞ if n−βy < −v. In case n−βy ≥ −v, we may use
the representation in Eq. (4.2) to get

− n2β`
(
v;n−βy

)
= −n2β

(
1

2

n−2βy2

v
− 1

2

∫ n−βy

0

(
n−βy − t

)2
(t+ v)

2 dt

)

= −1

2

y2

v
+

1

2
n2β

∫ n−βy

0

(
n−βy − t

)2
(t+ v)

2 dt

= − inf
a∈F

L (a−m, v) +
1

2
n2β

∫ n−βy

0

(
n−βy − t

)2
(t+ v)

2 dt

≤ − inf
a∈F

L (a−m, v),

since y < 0 here. In any case, we obtain that

−n2β inf
a∈n−β(F−m)

`(v; a) ≤ − inf
a∈F

L (a−m, v).

2. It holds that m < a for all a ∈ F . Define y = min(F −m) > 0. We
we may use the representation in Eq. (4.2) to get

− n2β inf
a∈n−β(F−m)

`(v; a)

= −n2β`
(
v;n−βy

)
= −n2β

(
1

2

n−2βy2

v
− 1

2

∫ n−βy

0

(
n−βy − t

)2
(t+ v)

2 dt

)

= −1

2

y2

v
+

1

2
n2β

∫ n−βy

0

(
n−βy − t

)2
(t+ v)

2 dt

= − inf
a∈F

L (a−m, v) +
1

2
n2β

∫ n−βy

0

(
n−βy − t

)2
(t+ v)

2 dt.

This shows that the behavior of the integral
∫ x

0
(x−s)2

(y+s)2
ds will be crucial in con-

structing the set Dε.
Step 3. In the first step, we proved that we only need uniform convergence of

φn on a closed subset Dε of R × [0,∞), provided that some technical conditions
hold. In the second step, we argued that uniform convergence of φn is determined
by uniform convergence of the term −n2β infa∈n−β(F−m) `(v; a). Moreover, we
analyzed the behavior of this term on different subsets of R × [0,∞). Having
established these results, we are now in a position to construct subsets Dε for
closed, convex sets F .
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Step 3.1. Recall that F is convex and has the form (−∞, z], [z,∞), or [z, r].
If F = (−∞, z], then

−n2β inf
a∈n−β(F−m)

`(v; a) ≤ − inf
a∈F

L (a−m, v) (4.15)

for all n ∈ N. Indeed, each fixed (m, v) ∈ R × [0,∞) satisfies Case A, Case B,
or Case C.1. Consequently, we may take Dε = R × [0,∞) for all ε > 0 given
this specific choice of F , because then condition C.2.b of Lemma 9.2.2 is satisfied
on Dε and Eq. (4.13) holds trivially. We conclude that the Varadhan upper bound
holds if F = (−∞, z].

Step 3.2.1. Now suppose that F = [z,∞) or F = [z, r]. The following
arguments apply to both choices. For each (m, v) ∈ [z,∞) × [0,∞) (Case A,
Case B, or Case C.1) and each (m, v) ∈ R×{0} (Case A or Case B) the inequality
in Eq. (4.15) holds for all n ∈ N. Thus, on the subset [z,∞)× [0,∞) ∪ R× {0}
nothing exciting happens.

For convenience, we define S0 = R× [0,∞) \ ([z,∞)× [0,∞) ∪ R× {0}).
Note that each (m, v) ∈ S0 satisfies Case C.2, so that

−n2β inf
a∈n−β(F−m)

`(v; a) = − inf
a∈F

L (a−m, v) + En(z −m, v)

= −L (z −m, v) + En(z −m, v), (4.16)

where the error term En is given by

En(x, y) =
1

2
n2β

∫ n−βx

0

(
n−βx− t

)2
(y + t)

2 dt

for (x, y) ∈ R× (0,∞).
Let δ > 0. In view of condition C.2.b of Lemma 9.2.2, we will consider three

subsets of S0, namely

Cδ = (z − δ, z)× (0, δ);

S+ = {(m, v) ∈ S0 | −L (z −m, v) > B} \ Cδ;
S− = {(m, v) ∈ S0 | −L (z −m, v) ≤ B} \ Cδ.

We will show that the error term En converges uniformly to 0 on the last two sets.
Consider the set S+. Clearly, the error En(z −m, v) increases as z − m in-

creases. Hence, to find an upper bound for En(z −m, v) uniformly on S+, it
suffices to find an upper bound for En(z −m, v) uniformly on the set

Pδ = {(m, v) ∈ S0 | −L (z −m, v) = B} \ Cδ.
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Now observe that for each (m, v) ∈ Pδ we have

En(z −m, v) ≤ 1

2
(z −m)

2

(
1

v
− 1

v + n−β(z −m)

)
=

1

2

(z −m)
2

v

(
1− 1

1 + n−β (z−m)
v

)

= −B

(
1− 1

1 + n−β −Bz−m

)

≤ −B

(
1− 1

1 + n−β −Bδ

)
,

because −B > 0. Consequently, we can get the error term En(z −m, v) arbitrar-
ily close to 0 on Pδ by choosing n large enough. As argued before, this means
that we can get En(z −m, v) arbitrarily close to 0 uniformly on S+ by choosing
n large enough.

On the set S−, the term in Eq. (4.16) strictly decreases as z−m increases while
v remains constant; this follows immediately from the definition of the function `
and the fact that z > m. Similarly, this term strictly decreases as v decreases
while z −m remains constant. Consequently, to find an upper bound for this term
uniformly on S− it suffices to find an upper bound uniformly on Pδ . Now observe
that the term in Eq. (4.16) equalsB+En(z −m, v) on Pδ . Also recall that we just
showed that En(z −m, v) converges to 0 uniformly on Pδ as n→∞. As a result,
for each ξ > 0 there existsNξ ∈ N such that−n2β infa∈n−β(F−m) `(v; a) ≤ B+ξ

for all n ≥ Nξ.
These arguments show that condition C.2.b of Lemma 9.2.2 is satisfied by

(m, v) 7→ −n2β infa∈n−β(F−m) `(v; a) and (m, v) 7→ − infa∈F L (a−m, v) on
the closed set R× [0,∞)\Cδ for each δ > 0. Consequently, also φn and φ satisfy
this condition on R× [0,∞) \ Cδ .

Step 3.2.2. In view of the results in Step 1, it remains to prove that for each
fixed ε > 0 there exists some δ > 0 such that lim supn→∞ n2β−1 log νn(Cδ) ≤
B + ε. Indeed, given such ε and δ, we may take Dε = Cc

δ .
The validity of the MDP upper bound for νn implies that we can control the

behavior of νn(Cδ). More concretely, we have

lim sup
n→∞

n2β−1 log νn(Cδ) = B + εδ

for some εδ ∈ [−∞,−B]. Clearly, εδ is nonincreasing as δ is decreasing, so
limδ→0 εδ exists in [−∞,−B]. We will show that limδ→0 εδ ≤ 0.

Denote ε∗ = limδ→0 εδ . Then ε∗ ∈ [−∞,−B] and

B + ε∗ ≤ lim sup
n→∞

n2β−1 log νn(Cδ) ≤ − inf
(m,v)∈Cδ

ψ(m, v)
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for all δ > 0. By definition of B, it follows that

inf
a∈F

inf
(m,v)∈R×[0,∞)

[L (a−m, v) + ψ(m, v)] ≥ inf
(m,v)∈Cδ

ψ(m, v) + ε∗

for all δ > 0. Using that ψ is lower semicontinuous (see also Lemma 4.5.1) and
letting δ ↓ 0, we obtain that

ψ(z, 0) ≥ inf
a∈F

inf
(m,v)∈R×[0,∞)

[L (a−m, v) + ψ(m, v)] ≥ ψ(z, 0) + ε∗,

where the first inequality follows from evaluating the infimum above at (m, v) =

(z, 0). Then we must have ε∗ ≤ 0.

Theorem 4.3.2. Fix a time t ≥ 0 and a constant β ∈ (0, 1/2). Consider a
modulated infinite-server queue (J, Z, λ, µ) with associated parameter map φt,
and scale λ 7→ nλ and J 7→ Jn. Denote the number of jobs in the system at time t
under this scaling by Mn(t) and let %n(t) be a FJn∞ -measurable random variable.

Assume that the scaling is such that the random vector(
nβ [φt(Jn)− %n(t)], φt(Jn)

)
(4.17)

satisfies an MDP upper bound with rate function ψ, i.e.,

lim sup
n→∞

n2β−1 logP
((
nβ [φt(Jn)− %n(t)], φt(Jn)

)
∈ F ′

)
≤ − inf

(m,v)∈F ′
ψ(m, v)

(4.18)

for all closed sets F ′ ⊂ R × [0,∞), where the function ψ : R × [0,∞) → [0,∞]

is lower semicontinuous.
Let F ⊂ R be closed and let ∂F denote its boundary. If

lim inf
ε↓0

inf
(m,v)∈∂F×{0}

inf
(x,y)∈B((m,v),ε)

ψ(x, y) = inf
(m,v)∈∂F×{0}

ψ(m, v), (4.19)

then it holds that

lim sup
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ F

)
≤ − inf

a∈F
inf

(m,v)∈R×[0,∞)
[L (a−m, v) + ψ(m, v)]. (4.20)

Proof. Let F be closed and denote by B the Varadhan upper bound in Eq. (4.20).
Without loss of generality, we assume that B < 0.

Let P0(γ), P1(γ), . . . denote a sequence of i.i.d. random variables that have a
Poisson distribution with parameter γ for γ ≥ 0. We denote by νn the probability
measure on R× [0,∞) that is induced by the random vector in Eq. (4.17). As was
shown in the previous proof, it suffices to prove that

lim sup
n→∞

n2β−1 log

∫
R×[0,∞)

en
1−2βφn(m,v) dνn(m, v) ≤ B,
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where φn is defined as in Eq. (4.12). We also define the limit function φ(m, v) =

− infa∈F L (a−m, v) and the error bound En(δ) = −B
(

1− 1
1+n−β −Bδ

)
(see

also the previous proof).
For (m, v) ∈ ∂F × {0} and δ > 0 we define the set

Cδ(m, v) = {(x, y) ∈ R× [0,∞) |m− x ∈ (0, δ), v ∈ (0, δ)}.

Clearly, Cδ(m, v) ⊂ B
(
(m, v),

√
2δ
)

for each (m, v) ∈ ∂F × {0}. Denote Cδ =

∪(m,v)∈∂F×{0}Cδ(m, v) and Bδ = ∪(m,v)∈∂F×{0}B
(
(m, v),

√
2δ
)
. Then, using

that R× [0,∞) is a regular Hausdorff space, we get Cδ ⊂ B2δ and

lim sup
n→∞

n2β−1 log νn(Cδ) ≤ − inf
(m,v)∈Cδ

ψ(m, v) ≤ − inf
(m,v)∈B2δ

ψ(m, v).

The last term above converges to inf(m,v)∈∂F×{0} ψ(m, v) as δ ↓ 0 by assumption
(cf. Eq. (4.19)). Consequently, for all ε > 0 there exists δε > 0 such that

lim sup
n→∞

n2β−1 log νn(Cδε) ≤ − inf
(m,v)∈∂F×{0}

ψ(m, v) + ε ≤ B + ε.

Now consider the closed set R × [0,∞) \ Cδ . From the previous proof we
know that

−n2β inf
a∈n−β(F−m)

`(v; a) ≤ φ(m, v) + En(δ) (4.21)

if (m, v) ∈ R × [0,∞) \ Cδ satisfies (1) m ∈ F , or (2) m 6∈ F and v = 0, or (3)
m 6∈ F , v > 0 and m > a for all a ∈ F , or (4) m 6∈ F , v > 0 and m < a for all
a ∈ F .

The only case left is (m, v) ∈ R × [0,∞) \ Cδ with m 6∈ F , v > 0, and
z− < m < z+ for some z−, z+ ∈ F . In this case, we define the nonempty sets
F−m = {a ∈ F | a < m} and F+

m = {a ∈ F | a > m}. Then

− n2β inf
a∈n−β(F−m)

`(v; a)

= max

{
−n2β inf

a∈n−β(F−m−m)
`(v; a),−n2β inf

a∈n−β(F+
m−m)

`(v; a)

}

≤ max

{
− inf
a∈F−m

L (a−m, v),− inf
a∈F+

m

L (a−m, v)

}
+ En(δ)

= φ(m, v) + En(δ),

so Eq. (4.21) holds for every (m, v) ∈ R× [0,∞) \ Cδ .
Now recall the definition of φn in (4.12). Also recall the inequality

P

(
nβ

[
1

n

n∑
i=1

Pi(v)− v

]
+m ∈ F

)
≤ 2e−n inf

a∈n−β(F−m)
`(v;a),
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which follows from [1, Th. 2.2.3]. Combined with the fact that Eq. (4.21) holds
for every (m, v) ∈ R× [0,∞) \ Cδ , this implies that

φn(m, v) ≤ φ(m, v) + n2β−1 log(2) + En(δ)

for every (m, v) ∈ R× [0,∞) \ Cδ .
The remainder of this proof is the same as in the convex case. Take any

ε ∈ (0,−B/2). Then there exist δε > 0 and Nε ∈ N such that νn(Cδε) ≤
exp
(
n1−2β(B + ε)

)
for all n ≥ Nε. We define the closed set Dε = Cc

δε
. Then

νn(Dε) ≥ 1 − exp(B + ε) > 0 for all n ≥ Nε. For all those n we define the
probability measure wn on Dε by taking wn(G) = νn(G)/νn(Dε). The measures
wn satisfy an MDP upper bound with rate function ψ (restricted to Dε) and

lim sup
n→∞

n2β−1 log

∫
R×[0,∞)

en
1−2βφn(m,v) dνn(m, v)

≤ max

{
lim sup
n→∞

n2β−1 log

∫
Dε

en
1−2β[φ(m,v)+n2β−1 log(2)+En(δε)] dwn(m, v),

lim sup
n→∞

n2β−1 log νn(Dc
ε)

}
≤ max

{
sup

(m,v)∈Dε
[φ(m, v)− ψ(m, v)], B + ε

}
= B + ε.

The first inequality above uses [1, Lem. 1.2.15]; the second inequality above com-
bines Lemma 9.2.2 and the MDP upper bound for νn(Dc

ε) = νn(Cδε). This com-
pletes the proof.

At this point, it might be unclear why the sufficient condition in Eq. (4.19) is
useful. In the upcoming corollaries, we will show that this sufficient condition is
satisfied in the two cases for which we have already established the validity of the
MDP upper bound by different means. The first case is, essentially, formulated
in Theorem 4.3.1 and concerns convex sets F . The second case is when the rate
function ψ has compact sublevel sets (see the remark in the proof of Theorem
4.3.1).

In addition, we will show that the sufficient condition in Eq. (4.19) implies
that a weak MDP upper bound holds for the modulated infinite-server queue. This
means that, under the assumptions of Theorem 4.3.2, the MDP upper bound in Eq.
(4.20) holds for every compact set F .

Corollary 4.3.3. Consider the set up of Theorem 4.3.2. If F is the union of finitely
many convex sets, then both the condition in Eq. (4.19) and the upper bound in Eq.
(4.20) hold. Additionally, this proves Theorem 4.3.1.
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Proof. Suppose that F is the union of finitely many convex sets. The statement
is trivial if F = R. If F 6= R, then ∂F is a finite set. As a result, ∂F × {0} is a
compact set, so Lemma 4.5.1 implies that Eq. (4.19) holds. Then Theorem 4.3.2
implies that the upper bound in Eq. (4.20) holds. As this upper bound holds for
every finite union of closed convex sets F , it follows that Theorem 4.3.1 holds.

Corollary 4.3.4. Consider the set up of Theorem 4.3.2. If ψ has compact sublevel
sets, then both the condition in Eq. (4.19) and the upper bound in Eq. (4.20) hold
for every closed set F .

Proof. Suppose that ψ has compact sublevel sets. Then Lemma 4.5.4 implies that
Eq. (4.19) holds for every closed set F . In turn, Theorem 4.3.2 implies that Eq.
(4.20) holds for every closed set F .

Corollary 4.3.5. Consider the set up of Theorem 4.3.2. Then both the condition
in Eq. (4.19) and the upper bound in Eq. (4.20) hold for every compact set F .

Proof. Suppose that F is compact. Then ∂F × {0} is compact, so Lemma 4.5.1
implies that Eq. (4.19) holds and Theorem 4.3.2 implies that Eq. (4.20) holds.

On a more intuitive level, these results show that the number of jobs in a mod-
ulated infinite-server queue (after proper centering and scaling) satisfies a weak
MDP upper bound as soon as the random vector in Eq. (4.18) satisfies an MDP
upper bound. Under extra conditions, this weak MDP upper bound may be ex-
tended to a full MDP upper bound.

4.4 A counterexample

Theorem 4.3.2 provides conditions (cf. Eq. (4.18) and Eq. (4.19)) under which the
number of jobs in a modulated infinite-server queue satisfies the Varadhan upper
bound in Eq. (4.20). A natural question is whether the conditions are really needed
to derive this upper bound.

In this section, we will provide an answer to that question. We will give an
example of a modulated infinite-server queue satisfying all the assumptions of
Theorem 4.3.2, except for the condition in Eq. (4.19) for a specific closed set F �.
Then we will prove that the Varadhan upper bound in Eq. (4.20) does not hold for
this set F �, so that the number of jobs in this particular modulated infinite-server
queue does not satisfy an MDP upper bound.

4.4.1 Exploring convergence issues

Before we turn to the counterexample, we will take a high-level view of the proofs
of Theorem 4.3.1 and Theorem 4.3.2 to see what could go wrong when the con-
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ditions of these theorems are not satisfied. In particular, we will discuss some
convergence issues, which we will exploit to construct the counterexample.

Let (J, Z, λ, µ) be a modulated infinite-server queue with associated parameter
map φt. Fix t ≥ 0 and β ∈ (0, 1/2). Also fix some closed set F ⊂ R. As usual,
P0(γ), P1(γ), . . . denotes a sequence of i.i.d. random variables having a Poisson
distribution with parameter γ ≥ 0.

Under the scaling λ 7→ nλ and J 7→ Jn, the number of jobs Mn(t) in the
system at time t has a Poisson distribution with random parameter nφt(Jn). We
are interested in the convergence of

n2β−1 logP
(
nβ
[

1

n
Mn(t)− %n(t)

]
∈ F

)
, (4.22)

which is equal to

n2β−1 log

∫
R×[0,∞)

en
1−2βφn(m,v) dνn(m, v), (4.23)

where φn is defined as in Eq. (4.12) and νn is the probability measure on R×[0,∞)

that is induced by the random vector in Eq. (4.17). As usual, we define the limit
function φ via φ(m, v) = − infa∈F L(a−m, v) for (m, v) ∈ R× [0,∞).

Suppose that for the moment that νn satisfies an MDP upper bound and that
the Varadhan upper bound in Eq. (4.20) is nontrivial, meaning that it is equal to
some B < 0. If φn converges uniformly to φ on certain predetermined subsets
of R × [0,∞) (in particular on {φ = B/2}), then Lemma 9.2.2 implies that the
Varadhan upper bound in Eq. (4.20) holds. However, we remarked in the proof of
Theorem 4.3.1 that this uniform convergence does not hold in general. We will
show this here.

Let F = [z,∞) for some z ∈ R and assume that the Varadhan upper bound in
Eq. (4.20) equals B < 0. The conditions C.2.b and C.3.b in Lemma 9.2.2 require
that φn ≤ φ + δ on the set {φ > B} for any given δ > 0 and n large enough. To
show that φn does not satisfy such a condition in our case, we will investigate the
behavior of φn on the level set {φ = B/2} ⊂ {φ > B}.

First, observe that {φ = B/2} consists of all elements (m, v) ∈ R × [0,∞)

such that m < z, v > 0, and (z −m)
2

= −Bv. For every (m, v) ∈ {φ = B/2}
we have the trivial inequalities

0 ≥ φn(m, v)

= n2β−1 logP

(
nβ

[
1

n

n∑
i=1

Pi(v)− v

]
+m ∈ [z,∞)

)
≥ n2β−1 logP

(
P0(nv) = nv + n1−β(z −m)

)
. (4.24)
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Note that nv + n1−β(z −m) > 0 for all (m, v) ∈ {φ = B/2} and that 1 >

nv + n1−β(z −m) when v is close to 0. Hence, the lower bound in Eq. (4.24)
equals −∞ for small v.

Now, for fixed n ∈ N, let v∗n be the smallest v > 0 for which (m, v) ∈
{φ = B/2} for some m ∈ R and the lower bound in Eq. (4.24) is not equal to
−∞. Then v∗n is given by

v∗n =
1

n

(√
1 +
−n1−2βB

4
−
√
−n1−2βB

4

)2

(4.25)

and

nv∗n + n1−β(z −m∗n) = 1, (4.26)

where

m∗n = z −
√
−Bv∗n (4.27)

and thus (m∗n, v
∗
n) ∈ {φ = B/2}.

It follows that

φn(m∗n, v
∗
n) ≥ n2β−1 logP(P0(nv∗n) = 1) = n2β−1 log(nv∗n)− n2β−1(nv∗n).

Clearly, lim infn→∞ n2β−1 log(nv∗n) = 0. In addition, lim infn→∞ n2β−1(nv∗n) =

0, because nv∗n is decreasing in n. Combining these limits, we get

lim inf
n→∞

n2β−1 logP(P0(nv∗n) = 1) = 0, (4.28)

which implies that limn→∞ φn(m∗n, v
∗
n) = 0. Then, in particular, for each δ ∈

(0,−B) there exists N ∈ N such that

sup
(m,v)∈{φ=B/2}

φn(m, v) ≥ B + δ

for all n ≥ N , so the conditions C.2.b and C.3.b in Lemma 9.2.2 are violated by
the functions φn and φ.

4.4.2 Constructing the counterexample

From the previous arguments, we know that φn does not converge uniformly to
φ. In fact, we showed that φn gets arbitrarily close to 0 on the set {φ = B/2} by
taking n large enough and choosing the right (m∗n, v

∗
n) ∈ {φ = B/2}.

Now the idea is to exploit this knowledge to construct a background process
that leads to a counterexample. More precisely, we will construct a sequence of
background processes Jn such that νn (the probability measure induced by the
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random vector in Eq. (4.17)) puts relatively much mass at (m∗n, v
∗
n), while making

sure that νn satisfies an MDP upper bound. Putting enough mass at these points
will imply that the expression in Eq. (4.23) has a relatively large lower bound, from
which we will derive that the Varadhan upper bound cannot hold, even though νn
satisfies an MDP upper bound.

There is a catch, though. When exploring the convergence issues of φn, we
calculated the points (m∗n, v

∗
n) relative to the set F = [z,∞). In addition, we

showed that (m∗n, v
∗
n) converges to (z, 0). This means that ‘the points where things

go wrong’ are concentrated near the compact set ∂F×{0}. According to Corollary
4.3.3, however, the MDP upper bound still holds in this case.

We will get around this problem in the following way. Instead of considering
points (m∗n, v

∗
n) near one boundary point z ∈ F , we will construct a new closed

set F � containing a noncompact set of boundary points z�1 , z
�
2 , . . . . At the same

time, we will identify a pair (m�k, v
�
k) related to z�k , with (m�k, v

�
k) being ‘points

where things go wrong’. Then we will make sure that the background process puts
much mass at (m�k, v

�
k) at the right time.

We start with the construction of the counterexample. Fix β ∈ (0, 1/2), ρ > 0,
and B > 0. As usual, B is related to the Varadhan upper bound, but we will make
this more explicit later.

We consider a Model 0 variant of the modulated infinite-server queue pre-
sented in Example 2.2.4. Thus, we consider an infinite-server queue in which
only the arrival rate is modulated and the service requirement distribution is the
standard exponential distribution. We denote this modulated infinite-server queue
by (J, Z, λ, µ) and its associated parameter map by φt. Additionally, we take
λ(x) = x, µ(x) = 1, t = log(2), and ρn(t) = ρ. As in Example 2.2.4, we have

φt(Jn) =

∫ log(2)

0

λ(Jn(s))e−(log(2)−s) ds =
1

2

∫ log(2)

0

Jn(s)es ds. (4.29)

Observe that, under the current assumptions, the random vector in Eq. (4.17) has
the form (

nβ [φt(Jn)− ρ], φt(Jn)
)
. (4.30)

The form of this random vector will be very important in the remainder of this
section.

First, we define the variables

v�0 = ρ,

m�0 = 0,

z�0 =
√
−2ρB.

The reason for defining v�0 , m�0, and z�0 in this way will become apparent later on.



4-24 MDP FOR MODULATED INFINITE-SERVER QUEUES

For n ∈ N, let v∗n be as in Eq. (4.25). Note that the function x 7→
√

1 + x−
√
x

takes values in [0, 1] and is strictly decreasing on the interval [0,∞). Consequently,
nv∗n takes values in (0, 1) and is strictly decreasing in n.

Recall the form of the random vector in Eq. (4.30). Anticipating that the back-
ground process should put mass at ‘points where things go wrong’, let N1 ∈ N be
such that

nβ(v∗n − ρ) ≤ −z�0 − 2

for all n ≥ N1. Such an N1 exists, because ρ > 0 and v∗n < 1/n.
With the form of the random vector in Eq. (4.30) in mind, as well as the relation

in Eq. (4.26), we define

v�1 = v∗N1
,

m�1 = Nβ
1

(
v∗N1
− ρ
)
,

z�1 = m�1 +Nβ−1
1

(
1−N1v

∗
N1

)
.

Then m�1 ≤ −z�0 − 2 and z�1 is a point to the right of m�1 such that z�1 < m�1 + 1 <

m�0 − 1. In particular, this implies that m�0 is closer to z�0 than to z�1 .
We proceed inductively for k ∈ N\{1}. LetNk ∈ N be such thatNk > Nk−1

and

nβ(v∗n − ρ) ≤ m�k−1 − 2

for all n ≥ Nk. Define

v�k = v∗Nk ,

m�k = Nβ
k

(
v∗Nk − ρ

)
,

z�k = m�k +Nβ−1
k

(
1−Nkv∗Nk

)
.

Note that the m�k and z�k are defined such that

m�k < z�k < m�k + 1 < m�k−1 − 1

for all k ∈ N. In other words, of all points z�0 , z
�
1 , z
�
2 , . . . the point z�k is closest to

m�k. Additionally, the distance between z�k and z�k−1 is at least 1.
Define the set

F � =

∞⋃
k=0

{z�k}.

Then F � is closed, because the distance between z�k and z�k−1 is at least 1. Given
this closed set F �, we define the limit function

φ�(m, v) = inf
a∈F�

L (a−m, v)
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for (m, v) ∈ R× [0,∞). Observe that

φ�(m�k, v
�
k) = L (z�k −m�k, v�k)

for all k ∈ N ∪ {0}, because z�k is the element in F � that is closest to m�k. Also
observe that

L (z�0 −m�0, v�0) =
1

2

(z�0)
2

ρ
= −B. (4.31)

and that

L (z�k −m�k, v�k) =
1

2

(
Nβ−1
k

(
1−Nkv∗Nk

))2

v∗Nk
=

1

2

√
−BvNk

2

v∗Nk
= −B

2
(4.32)

for all k ∈ N. The last equality is justified by Eq. (4.25) and Eq. (4.27). These re-
sults imply that (m�0, v

�
0) = (0, ρ) ∈ {φ� = −B} and (m�k, v

�
k) ∈ {φ� = −B/2}

for k ∈ N.
Let us quickly summarize what we have done so far. We have defined a closed

set F � that coincides with its boundary ∂F �. For k ∈ N, the boundary points
z�k were defined such that (m�k, v

�
k) ∈ {φ� = −B/2}, with (m�k, v

�
k) being points

where convergence to the limit function φ� is problematic.
From here, we will proceed along the following lines. First, we will construct

a scaled background process that ultimately leads to a counterexample. It will be
constructed such that νn satisfies an MDP upper bound, while at the same time it
will put relatively much mass at points (m�k, v

�
k) at the right time. Then, we will

compute the corresponding Varadhan upper bound for the closed set F �. Finally,
we will show that this bound does not hold in this specific case.

Let us focus on the background process. From Eq. (4.29) we obtain that

φt(Jn) =
1

2

∫ log(2)

0

Jn(s)es ds =
1

2

∫ log(2)

0

2xes ds = x

∫ log(2)

0

es ds = x

on a set A when Jn(s) = 2x for all s ∈ [0,∞) on A.
To define the background process, we distinguish the following two cases.

1. If n 6= Nk for all k ∈ N, then

Jn(s) = 2ρ

for all s ∈ [0,∞).

2. If n = Nk for some k ∈ N, then

Jn(s) =

{
2ρ with probability 1− en1−2βB/2,

2v�k with probability en
1−2βB/2

for all s ∈ [0,∞).
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Thus, the background process Jn is defined such that we can distinguish the fol-
lowing two cases.

1. If n 6= Nk for all k ∈ N, then(
nβ [φt(Jn)− ρ], φt(Jn)

)
= (0, ρ).

2. If n = Nk for some k ∈ N, then(
nβ [φt(Jn)− ρ], φt(Jn)

)
=

{
(0, ρ) with probability 1− en1−2βB/2,

(m�k, v
�
k) with probability en

1−2βB/2.

Then, clearly, it holds that

lim sup
n→∞

n2β−1 logP
((
nβ [φt(Jn)− ρ], φt(Jn)

)
∈ F ′

)
≤ − inf

(m,v)∈F ′
ψ�(m, v)

for all closed sets F ′ ⊂ R × [0,∞), where the lower semicontinuous function
ψ� : R× [0,∞)→ [0,∞] is given by

ψ�(m, v) =


0 (m, v) = (m�0, v

�
0) = (0, ρ),

−B/2 (m, v) = (m�k, v
�
k) for some k ∈ N,

∞ else.
(4.33)

Consequently, under the scaling λ 7→ nλ and J 7→ Jn our modulated infinite-
server queue satisfies all the conditions of Theorem 4.3.2, except perhaps for the
one in Eq. (4.19).

Now consider the closed set F � and recall that we are interested in the behavior
of the number of jobsMn(t) in the scaled modulated infinite-server queue. Writing
X = R× [0,∞), we get

lim sup
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− ρ

]
∈ F �

)
= lim sup

n→∞
n2β−1 log

∫
X
P

(
nβ

[
1

n

n∑
i=1

Pi(v)− v

]
+m ∈ F �

)
dνn(m, v)

≥ lim sup
k→∞

N2β−1
k log

∫
X
P

(
Nβ
k

[
1

Nk

Nk∑
i=1

Pi(v)− v

]
+m ∈ F �

)
dνNk(m, v)

≥ lim sup
k→∞

N2β−1
k logP

(
Nβ
k

[
1

Nk

Nk∑
i=1

Pi(v
�
k)− v�k

]
+m�k = z�k

)
νNk(m�k, v

�
k).
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By definition of v�k and z�k , we have

P

(
Nβ
k

[
1

Nk

Nk∑
i=1

Pi(v
�
k)− v�k

]
+m�k = z�k

)

= P

(
Nβ
k

[
1

Nk

Nk∑
i=1

Pi(v
�
k)− v�k

]
= Nβ−1

k (1−Nkv�k)

)
= P(P0(Nkv

�
k) = 1).

Moreover, it follows from the definition of νn that

νNk(m�k, v
�
k) = P(JNk(t) = 2v�k) = eN

1−2β
k B/2,

so

lim sup
n→∞

n2β−1 logP
(
nβ
[

1

n
Mn(t)− ρ

]
∈ F �

)
≥ lim sup

k→∞
N2β−1
k log

(
P(P0(Nkv

�
k) = 1)eN

1−2β
k B/2

)
= B/2 + lim sup

k→∞
N2β−1
k logP(P0(Nkv

�
k) = 1)

= B/2,

where the last equality follows from Eq. (4.28) and the definition of v�k. However,
the Varadhan upper bound corresponding to F � is given by

− inf
a∈F�

inf
(m,v)∈R×[0,∞)

[L (a−m, v) + ψ�(m, v)]

= − inf
a∈F�

inf
k∈N∪{0}

[L (a−m�k, v�k) + ψ�(m�k, v
�
k)]

= − inf
k∈N∪{0}

[
inf
a∈F�

L (a−m�k, v�k) + ψ�(m�k, v
�
k)

]
= − inf

k∈N∪{0}
[L (z�k −m�k, v�k) + ψ�(m�k, v

�
k)]

= −min
{

L (z�0 −m�0, v�0) + ψ�(m�0, v
�
0),

inf
k∈N

[L (z�k −m�k, v�k) + ψ�(m�k, v
�
k)]
}

= −min{−B + 0,−B/2−B/2}
= B,

where we use Eq. (4.31), Eq. (4.32), and Eq. (4.33). Consequently, Eq. (4.20) does
not hold for F � in this example.
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4.5 Properties of lower semicontinuous functions

At first sight, the sufficient condition in Eq. (4.19) may seem rather contrived.
However, the examples and the counterexample in the previous two sections al-
ready indicate that the condition in Eq. (4.19) may be more natural than it seems.
Here, we will discuss some properties of lower semicontinuous functions, which
may help to interpret this condition.

The following characterization of lower semicontinuity shows that the condi-
tion (4.19) in Theorem 4.3.2 has, in fact, a quite natural form.

Lemma 4.5.1. Let f : Rd → [−∞,∞]. Then f is lower semicontinuous if and
only if

lim inf
ε↓0

inf
x∈F

inf
y∈B(x,ε)

f(y) = inf
x∈F

f(x) (4.34)

for every nonempty compact set F ⊂ Rd.

Proof. By definition, the function f is lower semicontinuous if and only if we
have lim infε↓0 infy∈B(x,ε) f(y) = f(x) for every x ∈ Rd (cf. [4, Def. III.1]).
Consequently, we only need to show that f being lower semicontinuous implies
that Eq. (4.34) holds. We will prove this by contradiction.

Suppose that f is lower semicontinuous and let F ⊂ Rd be a nonempty com-
pact set. Then f attains its infimum on F (cf. [4, Lem. III.3]), so there exists
x∗ ∈ F such that f(x∗) = infx∈F f(x).

Now suppose that Eq. (4.34) does not hold. Then there exists for each n ∈ N
some yn ∈ ∪x∈FB(x, 1/n) such that f(yn) ≤ f(x∗) − 2δ for some fixed δ > 0.
By [1, Th. B.2], the sequence {yn}∞n=1 has a convergent subsequence, because it
is contained in a compact set. Let {zn}∞n=1 denote such a subsequence and let
z ∈ Rd denote its corresponding limit. Then zn = yn+m ∈ B(x, 1/(n+m)) ⊂
B(x, 1/n) for some m ∈ Z≥0 and x ∈ F , so we must have z ∈ F . In particular,
this means that

f(x∗) > f(x∗)− 2δ ≥ lim inf
n→∞

f(zn) ≥ lim inf
ε↓0

inf
y∈B(z,ε)

f(y) = f(z) ≥ f(x∗),

a clear contradiction.

An obvious question is whether Eq. (4.34) holds for all nonempty closed sets F
when f is lower semicontinuous. We first consider the situation in which f does
not have compact sublevel sets. The next examples show that in some of those
cases Eq. (4.34) does hold for all nonempty closed sets F (cf. Example 4.5.2),
whereas in other cases it does not (cf. Example 4.5.3).
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Example 4.5.2. Let f : R → [0,∞] be such that f(x) = 0 for all even integers
x, f(x) = 1 for all odd integers x, and f is linear between integers. Then f is
continuous and

inf
x∈F

f(x) ≥ lim inf
ε↓0

inf
x∈F

inf
y∈B(x,ε)

f(y) ≥ lim inf
ε↓0

(
inf
x∈F

f(x)− ε
)

= inf
x∈F

f(x)

for every nonempty closed set F ⊂ R. The second inequality above follows from
f being linear between integers.

We conclude that Eq. (4.34) holds for all nonempty closed sets F , given this
specific lower semicontinuous function f .

Example 4.5.3. Define the set E = {n+ 2−n |n ∈ N}, the set F = N, and the
lower semicontinuous function f : R→ [0,∞] via f(x) = 1Ec(x). Then

lim inf
ε↓0

inf
x∈F

inf
y∈B(x,ε)

f(y) = 0 6= 1 = inf
x∈F

f(x).

We conclude that Eq. (4.34) does not hold for all nonempty closed sets F ,
given this specific lower semicontinuous function f .

Consequently, if a function f is lower semicontinuous, then Eq. (4.34) may or
may not hold for all nonempty closed sets F . However, if f has compact sublevel
sets, then Eq. (4.34) does hold for all nonempty closed sets F . We prove this in
the next result.

Lemma 4.5.4. Let f : Rd → [−∞,∞] be lower semicontinuous. If f has compact
sublevel sets, then Eq. (4.34) holds for all nonempty closed sets F ⊂ Rd.

Proof. Let F ⊂ Rd be a nonempty closed set and define c = infx∈F f(x). If
c = −∞, then Eq. (4.34) holds trivially.

Assume that c > −∞. Fix any b < c. Then there exists εb > 0 such that
infx∈F infy∈B(x,εb) f(y) > b, so Eq. (4.34) holds in this case, too.

Indeed, suppose that such εb does not exist. Take any δ > 0 such that b +

δ < c. Then there exists for each n ∈ N some yn ∈ ∪x∈FB(x, 1/n) such
that f(yn) ≤ b + δ. Since

{
x ∈ Rd

∣∣ f(x) ≤ b+ δ
}

is compact, there exists a
converging subsequence {ynk}

∞
k=1 of {yn}∞n=1 (cf. [1, Th. B.2]).

Let y∗ be the limit of {ynk}
∞
k=1. Then y∗ ∈

{
x ∈ Rd

∣∣ f(x) ≤ b+ δ
}

, because
this set is compact. Additionally, y∗ ∈ F , because ynk ∈ ∪x∈FB(x, 1/nk) and F
is closed. Combining these properties, we obtain that

c > b+ δ ≥ f(y∗) ≥ inf
x∈F

f(x) = c,

which is a contradiction.

From these results, we may conclude the following for a function f : Rd →
[−∞,∞]. We have formulated four conditions for f , namely
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1. f is lower semicontinuous;

2. Eq. (4.34) holds for every nonempty compact set F ⊂ Rd;

3. Eq. (4.34) holds for every nonempty closed set F ⊂ Rd;

4. f has compact sublevel sets.

The first two conditions are equivalent. The second condition is implied by the
third condition, but in general not vice versa. Similarly, the third condition is
implied by the fourth condition, but in general not vice versa.

4.6 Discussion and conclusion
We proved that the number of jobs in a modulated infinite-server queue satisfies
an MDP lower bound if a two-dimensional random vector satisfies an MDP lower
bound. Due to technical complications, a similar result does not hold for the MDP
upper bound. Nevertheless, we showed how to derive an MDP upper bound when
the random vector satisfies an MDP upper bound and an additional condition is
met. We also gave an example illustrating why an additional condition is needed
in this case.
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5
Deviations of modulated

Ornstein-Uhlenbeck processes

5.1 Introduction

The Ornstein-Uhlenbeck (OU) process may be regarded as the continuous ana-
logue of the standard infinite-server queue. With the results of the previous chap-
ters in mind, an obvious question is whether there exists a modulated OU process
and what its properties are.

We will start with providing a construction of modulated OU processes. This is
a little more complicated than the construction of modulated infinite-server queues,
because a modulated OU process involves stochastic integrals. However, we can
more or less follow the construction of a nonmodulated OU process, with some
extra steps taking care of the background process.

Given a modulated OU process, we are interested in its behavior under scaling.
In particular, we would like to derive a CLT, an MDP, and an LDP for the modu-
lated OU process at a fixed time. We will determine its distribution at a fixed time,
which is a normal distribution with a random mean and a random variance. Given
this distribution, we will prove a CLT, an MDP, and an LDP. We will analyze the
Markov-modulated OU process as an illustrative example.

Remarkably, deriving scaling limits for the modulated OU process will turn out
to be easier than deriving scaling limits for the modulated infinite-server queue.
The main reason is that a modulated OU process has a mixed normal distribution
rather than a mixed Poisson distribution. We will explain this in more detail later.



5-2 MODULATED OU PROCESSES

5.2 Definition and basic properties of modulated OU
processes

In this section, we will give a precise definition of modulated Ornstein-Uhlenbeck
(OU) processes. Next to that, we will derive some basic properties of such pro-
cesses, including existence, uniqueness, and the distribution at a fixed time. Using
these properties, we will prove a CLT result and work out some examples.

5.2.1 Definition of modulated OU processes

Let (Ω,F ,P) be a probability space on which a random variable M0, a standard
Brownian motion W , and a càdlàg stochastic process J are defined. Assume that
M0, J , and W are independent and that J takes values in a separable metric space
E . Denote the collection of P-null sets (cf. [1, p. 89]) by N . Following stan-
dard practice in stochastic integration theory, we assume that (Ω,F ,P) has been
completed, so that N ⊂ F (cf. [2, Def. I.1.3] and [1, p. 129]).

Let α, γ, and σ be continuous functions from E to R. Given M0, J , and W ,
we will construct a stochastic process M that satisfies

M(t) = M0 +

∫ t

0

[α(J(s))− γ(J(s))M(s)] ds+

∫ t

0

σ(J(s)) dW (s), (5.1)

or, in differential notation,

dM(t) = [α(J(t))− γ(J(t))M(t)] dt+ σ(J(t)) dW (t). (5.2)

Any process M that satisfies these equations will be called a modulated OU pro-
cess. However, it will turn out that there exists a unique (up to indistinguishability)
processM that satisfies these equations, givenM0, J , andW . Thus, we may speak
about the modulated OU process. We will settle the uniqueness first.

5.2.2 Uniqueness of modulated OU processes

We would like to know whether a process that satisfies Eq. (5.1) is unique. Since
stochastic integrals are unique up to indistinguishability, this is the strongest form
of uniqueness we can get. The following arguments show that this holds for mod-
ulated OU processes.

Suppose that we have two modulated OU processes M (1) and M (2) that are
defined on (Ω,F ,P) and both satisfy Eq. (5.1). Then V (t) = M (1)(t)−M (2)(t)

is an absolutely continuous function satisfying

V (t) = −
∫ t

0

γ(J(s))V (s) ds (5.3)
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on a set with probability 1. Without loss of generality, we will assume that this
holds on the whole space Ω. To show that M (1) and M (2) are indistinguishable, it
suffices to show that V (t) = 0 for all t ≥ 0 for every fixed ω ∈ Ω.

It follows from Eq. (5.3) that

|V (t)| ≤
∣∣∣∣∫ t

0

γ(J(s))V (s) ds

∣∣∣∣ ≤ sup
0≤s≤t

|γ(J(s))|
∫ t

0

|V (s)|ds (5.4)

for every t ≥ 0. Since each path of the background process J is càdlàg and γ is
continuous, we know that the nondecreasing process sup0≤s≤t|γ(J(s))| is finite
for every fixed ω ∈ Ω. Then Gronwall’s Lemma (cf. [3, Th. A.5.1]) implies that
|V (t)| = 0 for every t ≥ 0 and every fixed ω ∈ Ω.

Applying these insights to the process V (t), we see that V (t) = 0 for all t ≥ 0

is the unique process that satisfies Eq. (5.3). As observed before, this implies
the indistinguishability of M (1) and M (2). From this, we also conclude that a
modulated OU process M is unique up to indistinguishability, if it exists.

5.2.3 Construction of modulated OU processes

To show existence of the modulated OU process, we will contruct it by roughly
following the standard construction of an OU process (cf. [1, Ex. 5.6.8]). However,
before we construct the modulated OU process, we define a filtration satisfying
the usual conditions to which all stochastic processes involved are adapted. This
is typically a delicate issue, but in this case we may exploit the independence of J
and W , as well as the fact that W is a Brownian motion.

5.2.3.1 Defining a filtration

Before we proceed, we introduce some helpful notation and terminology. Let
G = (Gt)t≥0 be a filtration on (Ω,F ,P). If H = (Ht)t≥0 is another filtration
on (Ω,F ,P) and Gt ⊂ Ht for all t ≥ 0, then we will say that G is contained byH
and we will abuse notation by writing G ⊂ H in this case. If G is a member of a
class of filtrations, then we will callG the smallest filtration of this class ifG ⊂ H
for every other member H of this class.

We define the filtration G+ =
(
G+
t

)
t≥0

via G+
t = Gt+ = ∩∞n=1Gt+1/n for

t ≥ 0. A straightforward argument establishes the right-continuity of G+ and that
it is the smallest right-continuous filtration such that G ⊂ G+. Recall that N is
the collection of all P-null sets. We let G◦ = (G◦t )t≥0 denote the augmentation of
G, meaning that G◦t = σ(Gt,N ) for t ≥ 0 (cf. [1, Def. 2.7.2]). In addition, we
introduce shorthand notation G+◦ and G◦+ for (G+)

◦ and (G◦)
+, respectively.

Denote the natural filtration of J by
(
FJt
)
t≥0

and the natural filtration of W
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by
(
FWt

)
t≥0

. Define the filtration F = (Ft)t≥0 via

Ft = σ
(
M0,FJt ,FWt

)
for t ≥ 0. Clearly, all stochastic processes are adapted to this filtration. (In fact,
F is the natural filtration of the stochastic process (M0, J(t),W (t)).) Using the
independence assumptions, it is readily verified that W is a Brownian motion with
respect to F.

To obtain a filtration satisfying the usual conditions from F, we will show that
F+◦ = F◦+. Additionally, we prove that W is a Brownian motion with respect to
this filtration.

Remark 5.2.1. At this point, one might wonder why we do not just take F◦+ as
the filtration to work with. Indeed, F◦+ is a right-continuous filtration containing
all null sets and thus satisfies the usual conditions. Moreover, as indicated above,
we can prove that W is a Brownian motion with respect to this filtration. So why
prove that F+◦ = F◦+? The reason for this is mainly technical: it shows that
F◦+ is not just some filtration that works, but it is the smallest filtration satisfying
the usual conditions with respect to which all processes are adapted and W is a
Brownian motion.

Intuitively, F+◦ = F◦+ says that we could start with the smallest possible
right-continuous filtration (F+), add all P-null sets to it (F+◦), and that the result-
ing filtration is, remarkably, still right-continuous (F+◦ = F◦+).

All this is not really necessary for what follows, but it is nice to know.

Lemma 5.2.2. It holds that F+◦ = F◦+.

Proof. It is easy to see that F+◦ ⊂ F◦+. Indeed, F+ is the smallest right-
continuous filtration containing F, so F+ ⊂ F◦+. Then we also have F+◦ ⊂ F◦+,
because F◦+ already contains all P-null sets.

It remains to prove that F+◦ ⊃ F◦+. Suppose that t ≥ 0 and F ∈ F◦+t . Then
F ∈ F◦t+1/n for all n ∈ N. It follows from [1, p. 90] that for each n ∈ N there
exists Fn ∈ Ft+1/n such that P(F4Fn) = 0. As in the proof of [1, Pr. 2.7.7],
define the set G as

G =

∞⋂
m=1

∞⋃
n=m

Fn

and observe that G =
⋂∞
m=M

⋃∞
n=m Fn for all M ∈ N. This implies that G ∈

Ft+1/M for all M ∈ N, so G ∈ Ft+ = F+
t . Now observe that

F4G = F4

( ∞⋂
m=1

∞⋃
n=m

Fn

)
⊂
∞⋂
m=1

∞⋃
n=m

(F4Fn) ∈ N ,
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because P(F4Fn) = 0. Consequently, F4G is a P-null set. But G ∈ F+
t , so

F ∈ F+◦
t (cf. [1, p. 90]). We conclude that F+◦ ⊃ F◦+ and the statement of the

lemma follows.

From now on, we will take G = F+◦ = F◦+. It is obvious that G satisfies the
usual conditions. However, it is not entirely obvious that W is a Brownian motion
with respect to G. We settle this problem in the next lemma.

Lemma 5.2.3. The process W is a Brownian motion with respect to G.

Proof. As argued before, W is a Brownian motion with respect to F. Augmenta-
tion of σ-fields does not disturb the defining properties of a Brownian motion, so
W is also a Brownian motion with respect to F◦. To prove that W is Brownian
motion with respect to F◦+ as well, we only have to show that W (t) −W (s) is
independent of F◦+s for each 0 ≤ s ≤ t < ∞. We do so by exploiting the almost
sure continuity and the independence properties of W .

Fix 0 ≤ s ≤ t < ∞. Since W is almost surely continuous, there ex-
ists Ω∗ ∈ F such that P(Ω∗) = 1 and r 7→ W (ω; r) is continuous for all
ω ∈ Ω∗. Fix F ∈ F◦+s and A ∈ B(R). Then P({W (t)−W (s) ∈ A} ∩ F ) =

P({lim infn→∞(W (t)−W (s+ 1/n)) ∈ A} ∩ F ), becauseW (t)−W (s) equals
lim infn→∞(W (t)−W (s+ 1/n)) on Ω∗. But {W (t)−W (s+ 1/n) ∈ A} is
independent of F for each n ∈ N, because W is a Brownian motion with re-
spect to F◦ and F ∈ F◦+s . Then {lim infn→∞(W (t)−W (s+ 1/n)) ∈ A} is
also independent of F and P({lim infn→∞(W (t)−W (s+ 1/n)) ∈ A} ∩ F ) =

P(lim infn→∞(W (t)−W (s+ 1/n)) ∈ A)P(F ) = P(W (t)−W (s) ∈ A)P(F ),
as required.

5.2.3.2 Constructing the modulated OU process

To construct the modulated OU process, we first observe that W , J , α(J), γ(J),
and σ(J) all are càdlàg stochastic processes adapted to G. Hence, for t ≥ 0, the
Lebesgue-Stieltjes integrals

Γ(t) =

∫ t

0

γ(J(s)) ds

and ∫ t

0

exp(−(Γ(t)− Γ(s)))α(J(s)) ds,

and the Itô integral ∫ t

0

exp(−(Γ(t)− Γ(s)))σ(J(s)) dW (s)
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are well defined and adapted toG. It follows that the continuous stochastic process

M(t) = M0 exp(−Γ(t)) +

∫ t

0

exp(−(Γ(t)− Γ(s)))α(J(s)) ds

+

∫ t

0

exp(−(Γ(t)− Γ(s)))σ(J(s)) dW (s)

(5.5)

is well defined and adapted to G, too.
To see that this process M satisfies Eq. (5.1), define the stochastic processes

Y +(t) = exp(Γ(t)) and Y −(t) = exp(−Γ(t)). Then dY +(t) = Y +(t)γ(J(t)) dt

and dY −(t) = −Y −(t)γ(J(t)) dt. It follows easily from the definition of M(t)

that

Z(t) = M(t)Y +(t) = M0 +

∫ t

0

Y +(s)α(J(s)) ds+

∫ t

0

Y +(s)σ(J(s)) dW (s).

Now apply the integration by parts formula for continuous semimartingales (cf. [4,
Th. IV.32.4]) to obtain

M(t) = Z(t)Y −(t)

= M0 −
∫ t

0

M(s)Y +(s)Y −(s)γ(J(s)) ds+

∫ t

0

Y −(s)Y +(s)α(J(s)) ds

+

∫ t

0

Y −(s)Y +(s)σ(J(s)) dW (s)

= M0 +

∫ t

0

(α(J(s))− γ(J(s))M(s)) ds+

∫ t

0

σ(J(s)) dW (s).

Combining all results, it follows that the process M is adapted to G and satisfies
Eq. (5.1). Due to the already established uniqueness of this process, it follows that
every modulated OU process admits a representation as in Eq. (5.5).

We summarize our findings so far in the following proposition.

Proposition 5.2.4. Under the conditions detailed before, Eq. (5.1) defines a unique
(up to indistinguishability) modulated OU process M . This process is adapted to
the filtration G and admits a representation as in Eq. (5.5).

5.2.4 Distribution of modulated OU processes

We would like to know what the distribution of M(t) is for a fixed time t ≥ 0.
It will turn out that M(t) has a mixed normal distribution. To derive this, we
will exploit the construction of stochastic integrals and some basic properties of
conditional expectation. For later use, we define the random variables

µ(t) = M0 exp(−Γ(t)) +

∫ t

0

exp(−(Γ(t)− Γ(s)))α(J(s)) ds (5.6)
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and

v(t) =

∫ t

0

exp(−2(Γ(t)− Γ(s)))σ(J(s))
2

ds. (5.7)

We will sometimes write

Γ(t, s) = Γ(t)− Γ(s) (5.8)

to shorten notation.
To determine the distribution ofM(t), we first assume that the processes α(J),

σ(J), and Γ are bounded on compact intervals. (We will drop this assumption
later.) For k ∈ N, let

{
tkj
}k
j=0

be a partition of [0, t] with tk0 = 0, tkk = t, and

maxj=1,...,k

{
tkj − tkj−1

}
→ 0 as k → ∞. From stochastic integration theory

(cf. [1, Lem. 3.2.4] and [1, Def. 3.2.9]) it is known that

Zk(t) :=

k∑
j=1

exp
(
Γ
(
tkj−1

))
σ
(
J
(
tkj−1

))(
W
(
tkj
)
−W

(
tkj−1

))
converges in L2 to

∫ t
0

exp(Γ(s))σ(J(s)) dW (s). In particular, this implies that
µ(t) + exp(−Γ(t))Zk(t) converges in L2 (and thus in distribution) to M(t) =

µ(t) + exp(−Γ(t))
∫ t

0
exp(Γ(s))σ(J(s)) dW (s).

Now fix some θ ∈ R and define (with minor abuse of notation) the function
fk : Rk+2 × Rk → C via

fk(x, y; θ) = exp

iθ

x0 + xk+1

k∑
j=1

xjyj

.
Clearly, fk is continuous and bounded by 1. Also observe that the form of fk
resembles a characteristic function.

Note that the (k + 2)-dimensional stochastic vector

X∗k :=
(
µ(t), J

(
tk0
)
, . . . , J

(
tkk−1

)
, exp(−Γ(t))

)
and the k-dimensional stochastic vector

Y ∗k :=
(
W
(
tk1
)
−W

(
tk0
)
, . . . ,W

(
tkk
)
−W

(
tkk−1

))
are independent and that Efk(X∗k , Y

∗
k ; θ), viewed as a function of θ, is the charac-

teristic function of µ(t) + exp(−Γ(t))Zk(t).
From here, we will proceed as follows. We just showed that the random vari-

able µ(t)+exp(−Γ(t))Zk(t) converges in distribution toM(t) and that its charac-
teristic function is Efk(X∗k , Y

∗
k ; θ). Then Efk(X∗k , Y

∗
k ; θ) converges to the char-

acteristic function of M(t). Now the idea is to obtain an explicit expression for
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Efk(X∗k , Y
∗
k ; θ) and show that it converges to a mixed normal distribution. To this

end, we derive that Efk(X∗k , Y
∗
k ; θ) has the form of a normal characteristic func-

tion, conditional on the background process. Then we show how this converges
as k → ∞ and describe the limiting characteristic function, which must be the
characteristic function of M(t).

Using the independence of X∗k and Y ∗k and applying the result in [5, 9.10], we
get

E
[
fk(X∗k , Y

∗
k ; θ)

∣∣FJt ] = gk(X∗k ; θ),

where

gk(x; θ) = Efk(x, Y ∗k ; θ)

= E exp

iθ

x0 + xk+1

k∑
j=1

xj
(
W
(
tkj
)
−W

(
tkj−1

))
= exp(iθx0)

k∏
j=1

E exp
(
iθxk+1xj

(
W
(
tkj
)
−W

(
tkj−1

)))
= exp(iθx0)

k∏
j=1

exp

(
−1

2
θ2x2

k+1x
2
j

(
tkj − tkj−1

))

= exp

iθx0 −
1

2
θ2x2

k+1

k∑
j=1

x2
j

(
tkj − tkj−1

).
Hence, we obtain

Efk(X∗k , Y
∗
k ; θ)

= EE
[
fk(X∗k , Y

∗
k ; θ)

∣∣FJt ]
= E exp

iθµ(t)− 1

2
θ2

k∑
j=1

exp
(
−2Γ

(
t, tkj−1

))
σ
(
J
(
tkj−1

))2(
tkj − tkj−1

).
Now observe that

k∑
j=1

exp
(
−2Γ

(
t, tkj−1

))
σ
(
J
(
tkj−1

))2(
tkj − tkj−1

)
converges almost surely to∫ t

0

exp(−2Γ(t, s))σ(J(s))
2

ds
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for k → ∞, so the Dominated Convergence Theorem (cf. [5, 5.9]) implies that
Efk(X∗k , Y

∗
k ; θ) converges to

E exp

(
iθµ(t)− 1

2
θ2

∫ t

0

exp(−2Γ(t, s))σ(J(s))
2

ds

)
= Eg(µ(t), v(t); θ)

for k → ∞, where g(x, y; θ) = exp
(
iθx− 1

2θ
2y
)
. Observe that g, viewed as a

function of θ, is the characteristic function of a normal distribution with mean x
and variance y.

Another application of the Dominated Convergence Theorem shows that the
function Eg(µ(t), v(t); θ) is continuous in every θ ∈ R. Then Lévy’s continuity
theorem (cf. [5, 18.1]) implies that µ(t) + exp(−Γ(t))Zn(t) converges in distri-
bution to a random variable with characteristic function Eg(µ(t), v(t); θ). Hence,
this must be the characteristic function of M(t), too. Since g is the characteristic
function of a normal distribution, it follows that M(t) has a normal distribution
with random mean µ(t) and random variance v(t).

We may extend this result to unbounded processes α(J), σ(J), and Γ as fol-
lows. For b > 0, denote αb(x) = α(x) if |α(x)| ≤ b and αb(x) = b if |α(x)| > b.
Clearly, αb(J) is a bounded càdlàg adapted stochastic process that is independent
of W . The functions γb and σb, and the processes Γb, µb, and vb are defined in the
obvious way.

We denote by M b the OU process with parameters αb, γb, and σb that is mod-
ulated by J . It follows from the representation given in Eq. (5.5) that

M(t)−M b(t)

= M0

[
exp(−Γ(t))− exp

(
−Γb(t)

)]
+

∫ t

0

[
exp(−Γ(t, s))α(J(s))− exp

(
−Γb(t, s)

)
αb(J(s))

]
ds

+

∫ t

0

[
exp(−Γ(t, s))σ(J(s))− exp

(
−Γb(t, s)

)
σb(J(s))

]
dW (s).

Because J has càdlàg paths, each path of J is bounded on compact intervals.
It follows that the first two terms on the right-hand side of the equation above
converge almost surely to 0. For the same reason, [1, Pr. 3.2.26] implies that the
last term on the right-hand side of the equation above converges in probability to
0. As a result, M b(t) converges in probability (and thus in distribution) to M(t).

SinceM b(t) converges in distribution toM(t), we know that the characteristic
function of M b(t) converges pointwise to the characteristic function of M(t). For
the same reasons as before, the stochastic vector

(
µb(t), vb(t)

)
converges almost

surely to (µ(t), v(t)). Because the function g is continuous, g
(
µb(t), vb(t); θ

)
converges almost surely to g(µ(t), v(t); θ). But g

(
µb(t), vb(t); θ

)
is bounded by
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1, so the Dominated Convergence Theorem implies that

E exp(iθM(t)) = lim
b→∞

E exp
(
iθM b(t)

)
= lim
b→∞

Eg
(
µb(t), vb(t); θ

)
= Eg(µ(t), v(t); θ).

This proves the following result.

Proposition 5.2.5. The random variableM(t) has a normal distribution with ran-
dom mean µ(t) and random variance v(t) as given by Eq. (5.6) and Eq. (5.7),
respectively.

5.2.5 Some notation

Before we proceed, we introduce some notation that is similar to the notation used
for modulated infinite-server queues. Under the stated assumptions, we denote
the modulated OU process by (M0, J, α, γ, σ), or by (J, α, γ, σ) if M0 = 0. We
will say that a stochastic process M is a (M0, J, α, γ, σ) modulated OU process
if it satisfies Eq. (5.1). (We exclude the Brownian motion from this notation, be-
cause we are only interested in the distributional properties of the modulated OU
process.)

Additionally, we associate two parameter maps with a modulated OU process
(M0, J, α, γ, σ), namely the parameter map mt for the mean and the parameter
map vt for the variance. These maps are defined via

mt(x, f) = xe−
∫ t
0
γ(f(s)) ds +

∫ t

0

e−
∫ t
s
γ(f(r)) drα(f(s)) ds

and

vt(f) =

∫ t

0

e−2
∫ t
s
γ(f(r)) drσ(f(s))

2
dr

for x ∈ R and f ∈ D([0,∞);R). If M0 = 0, we will sometimes use the notation
mt(f) = mt(0, f).

Note that if M is a (M0, J, α, γ, σ) modulated OU process, then M(t) has
a normal distribution with random mean mt(M0, J) and random variance vt(J).
Also note that µ(t) = mt(M0, J) and that v(t) = vt(J), with µ(t) and v(t) given
by Eq. (5.6) and Eq. (5.7).

5.3 CLTs for modulated OU processes
The fact that M(t) has a mixed normal distribution suggests that we may prove
an analogue of the weak convergence results that we found for modulated infinite-
server queues in Chapter 2. We will explore this here by adapting the new approach
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that we developed for establishing weak convergence of modulated infinite-server
queues. The results and especially the short proofs in this section will show the
power of this new approach.

5.3.1 A general CLT

We are interested in weak convergence of a modulated OU process under a scaling.
The scaling considered here is very general: we take a sequence of modulated OU
processes Mn indexed by n ∈ N and assume that Mn(t) has a normal distribu-
tion with random mean µn(t) and random variance vn(t). It turns out that, after
appropriate centering and scaling, weak convergence of the random parameters is
sufficient for weak convergence of Mn(t).

The next lemma gives a precise statement of this fact. Its setup differs slightly
from the setup of Theorem 2.3.1 in order to emphasize that there are different ways
to formulate sufficient conditions for the CLT to hold. A corollory to the next
lemma describes a CLT result that is formulated along the lines of Theorem 2.3.1.

Lemma 5.3.1. For n ∈ N and t ≥ 0, let Mn be a modulated OU process and sup-
pose that Mn(t) has a normal distribution with random mean µn(t) and random
variance vn(t).

Let ρn(t) be an FJn∞ -measurable random variable. If the random vector(
n−β(µn(t)− nρn(t)), n−2βvn(t)

)
(5.9)

converges in distribution to some random vector (X,Σ) for some fixed β > 0, then

n−β(Mn(t)− nρn(t)) (5.10)

converges in distribution to a normal distribution with random mean X and ran-
dom variance Σ.

Proof. Assume the conditions of the lemma and recall that the characteristic func-
tion of Mn(t) is given by E exp

(
iθµn(t)− 1

2θ
2vn(t)

)
for θ ∈ R. It is easy to

see that, under the current assumptions, the characteristic function of the ran-
dom variable n−β(Mn(t)− nρn(t)) is given by E exp

(
iθXn − 1

2θ
2Σn

)
, where

Xn = n−β(µn(t)− nρn(t)) and Σn = n−2βvn(t).
Because the function (x, y) 7→ exp

(
iθx− 1

2θ
2y
)

is bounded and continuous,
it follows that E exp

(
iθXn − 1

2θ
2Σn

)
converges to E exp

(
iθX − 1

2θ
2Σ
)

when-
ever (Xn,Σn) converges weakly to (X,Σ) for n→∞. As before, the Dominated
Convergence Theorem may be used to show that E exp

(
iθX − 1

2θ
2Σ
)

is contin-
uous in θ. An application of Lévy’s continuity theorem (cf. [5, 18.1]) then shows
that Mn(t) converges weakly and that its limiting distribution is as described in
the lemma.
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The following corollary is just a reformulation of Lemma 5.3.1 in terms of
parameter maps.

Corollary 5.3.2. Fix t ≥ 0 and let M be a (J, α, γ, σ) modulated OU process
with corresponding parameter maps mt for the mean and vt for the variance.
Scale α 7→ nα, σ 7→

√
nσ, and J 7→ Jn. Denote the modulated OU process

under this scaling by Mn.
Let ρn(t) be an FJn∞ -measurable random variable. If the random vector(

n1−β(mt(Jn)− ρn(t)), n1−2βvt(Jn)
)

(5.11)

converges in distribution to some random vector (X,Σ) for some fixed β > 0, then

n−β(Mn(t)− nρn(t)) (5.12)

converges in distribution to a normal distribution with random mean X and ran-
dom variance Σ.

Proof. Under this scaling, Mn(t) has a normal distribution with random mean
nmt(Jn) and random variance nvt(Jn). The rest of the proof is a straightforward
application of Lemma 5.3.1.

Although the results of Lemma 5.3.1 and Corollary 5.3.2 are not very exciting
at first sight, they give rise to some interesting observations.

1. The result shows that we may break down the weak convergence of a scaled
modulated OU process in two parts, namely joint weak convergence of the
random parameters and convergence of the modulated OU process under the
conditions of Lemma 5.3.1. This is highly similar to the CLT for modulated
infinite-server queues.

2. The fact that the (prelimit) characteristic function of Mn(t) has the same
form as the limiting characteristic function really simplifies the proof of
Lemma 5.3.1.

Later, we will give some examples to illustrate these observations.

5.3.2 Centering a modulated OU process

Before we work out the examples, we discuss the centering of a scaled modulated
OU process. Roughly speaking, weak convergence tells us something about the
fluctuations of a random variable in a neighborhood of its average behavior. So if
we would like to prove weak convergence of a scaled modulated OU process, we
will have to know something about its average behavior.
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Unfortunately, we cannot say anything about the average behavior of modu-
lated OU processes in general. This is partly due to us imposing very few as-
sumptions on the background process. However, for most reasonable background
processes the following heuristic approach gives us the right idea.

Assume that M0 = 0 and scale α 7→ nα, σ 7→
√
nσ, and J 7→ Jn. Then

E
1

n
Mn(t)

=
1

n
E
∫ t

0

[nα(Jn(s))− γ(Jn(s))Mn(s)] ds+
1

n
E
∫ t

0

√
nσ(Jn(s)) dW (s)

= E
∫ t

0

[
α(Jn(s))− γ(Jn(s))

(
1

n
Mn(s)

)]
ds

when Jn is not too exotic. Taking n to infinity, the background process typically
‘averages out’, so that we may take α(Jn(s)) ≈ α∞(s) and γ(Jn(s)) ≈ γ∞(s) in
the equations above. Then it seems reasonable that

E
1

n
Mn(t) = E

∫ t

0

[
α(Jn(s))− γ(Jn(s))

(
1

n
Mn(s)

)]
ds

≈
∫ t

0

[
α∞(s)− γ∞(s)

(
1

n
EMn(s)

)]
ds,

so we should expect that E 1
nMn(t) converges to the solution of the integral equa-

tion

%(t) =

∫ t

0

[α∞(s)− γ∞(s)%(s)] ds, (5.13)

which is, essentially, an OU process without random noise. This implies that

%(t) =

∫ t

0

e−
∫ t
s
γ∞(r) drα∞(s) ds,

provided α∞ and γ∞ are sufficiently nice, for instance càdlàg.
To be clear: these manipulations are purely heuristic and do not necessarily

hold in every case. But in many specific cases, such as the Markov-modulated OU
process, the heuristic arguments can be made rigorous and used to prove conver-
gence of E 1

nMn(t) to the solution of Eq. (5.13).

5.3.3 A CLT for Markov-modulated OU processes

We aim to prove a CLT for Markov-modulated OU processes under a suitable
scaling. The idea is to exploit the similarities between Markov-modulated OU
processes and Markov-modulated infinite-server queues. In particular, we will im-
pose a similar scaling: the ‘arrival rate’ is linearly scaled via α 7→ nα, the ‘service
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rate’ γ remains unscaled, the variance is linearly scaled via σ2 7→ nσ2 (recall that
for a Poisson distribution the mean equals the variance), and the generator of the
background Markov chain is scaled via Q 7→ nhQ for some h > 0.

We will follow the proof of the CLT for a Model I Markov-modulated infinite-
server queue very closely.

Theorem 5.3.3. Let M be a (J, α, γ, σ) modulated OU process with correspond-
ing parameter maps mt for the mean and vt for the variance. Assume that the
background process J is a continuous-time Markov chain with finite state space
{1, . . . , d} and generator matrix Q. Also assume that Q is irreducible with sta-
tionary distribution π.

Now scale α 7→ nα, σ 7→
√
nσ, and Q 7→ nhQ for some h > 0. Denote the

modulated OU process under this scaling by Mn. Additionally, define for t ≥ 0

the function

ρ(t) =

∫ t

0

α∞e
−γ∞(t−s) ds =

∫ t

0

(α∞ − γ∞ρ(s)) ds,

where α∞ =
∑d
i=1 π(i)α(i) and γ∞ =

∑d
i=1 π(i)γ(i). Then, with β defined as

β = max{1/2, 1− h/2}, the random variable

n−β(Mn(t)− nρ(t))

converges weakly to a normal distribution with mean 0 and variance

1{h≤1}

∫ t

0

e−2γ∞(t−s)(α− γρ(s))
T(

diag(π)D +DTdiag(π)
)
(α− γρ(s)) ds

+ 1{h≥1}

∫ t

0

e−2γ∞(t−s)σ2
∞ ds,

where σ2
∞ =

∑d
i=1 π(i)σ(i)

2
= σTdiag(π)σ.

Proof. We will apply Corollary 5.3.2. Under the stated conditions, we have

n1−β(mt(Jn)− ρ(t)) = n1−β(φt(Jn)− ρ(t)),

where φt is the parameter map associated with a Model I Markov-modulated
infinite-server queue (J, Z, α, γ) (cf. Example 2.2.5 and Theorem 2.3.2). The
proof of Theorem 2.3.2 asserts the weak convergence of n1−β(mt(Jn)− ρ(t))

to a normal distribution with mean 0 and variance X , where X equals

1{h≤1}

∫ t

0

e−2γ∞(t−s)(α− γρ(s))
T(

diag(π)D +DTdiag(π)
)
(α− γρ(s)) ds.
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The arguments in the proof of Theorem 2.3.2 also give us the convergence in prob-
ability of n1−2βvt(Jn) to the constant Σ, where

Σ = 1{h≥1}

∫ t

0

e−2γ∞(t−s)σ2
∞ ds.

The weak convergence of n−β(Mn(t)− nρ(t)) is now established along the lines
of the proof of Theorem 2.3.2.

5.4 Large and moderate deviations of modulated OU
processes

In this section we prove LDPs for appropriately scaled modulated OU processes.
First, we provide a rather general LDP for modulated OU processes. One of the
interesting aspects of this result is that we obtain an MDP as well using exactly the
same arguments. Second, we use the general LDP and the Contraction Principle
to derive an LDP for the Markov-modulated OU process.

5.4.1 A general LDP

Let M be a (J, α, γ, σ) modulated OU process. We scale α 7→ nα, σ2 7→ nσ2,
and J 7→ Jn (where conditions on the process Jn will be specified below). We
call the resulting process Mn and we know from the previous sections that Mn(t)

has a normal distribution with random mean µn(t) and random variance vn(t).
The following theorem, which is the main result of this section, states that un-

der the proviso that a scaled and centered version of µn(t) jointly with a scaled
version of vn(t) satisfies the LDP, then so does an appropriately centered and
scaled version of Mn(t). This LDP is in terms of two functions L and ψ, where
L : R× [0,∞)→ [0,∞] is given by

L (x, y) :=


0 if x = 0,
1

2

x2

y
if x 6= 0, y > 0,

∞ if x 6= 0, y = 0,

and ψ : R × [0,∞) → [0,∞] is some rate function. Given ψ, we define the set
Ψ = {(m, v) ∈ R× [0,∞) |ψ(m, v) <∞}.

Theorem 5.4.1. Let ρ(t) be a random variable and let β ∈
[
0, 1

2

)
. Suppose that

the random vector (
nβ
(
µn(t)

n
− ρ(t)

)
,
vn(t)

n

)
(5.14)
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satisfies the LDP with speed n2β−1 in R× [0,∞) with rate function ψ. Then

nβ
(
Mn(t)

n
− ρ(t)

)
satisfies the LDP with speed n2β−1, with the corresponding rate function I given
by

I(x) = inf
(m,v)∈Ψ

[L (x−m, v) + ψ(m, v)]. (5.15)

Proof. The proof consists of a lower bound and an upper bound.
We start with the lower bound. The derivation of this bound will follow a more

or less standard procedure that we have also followed for modulated infinite-server
queues in Theorem 3.2.5.

Let G ⊂ R be open and let x ∈ G. Take any δ > 0 such that B(x, δ) ⊂ G and
fix (m, v) ∈ Ψ. Let ε = δ/2 and denote

An = An(ε) =

{
nβ
(
µn(t)

n
− ρ(t)

)
∈ B(m, ε),

vn(t)

n
∈ B(v, ε)

}
.

Because ψ(m, v) <∞, there exists Nε ∈ N such that P(An) > 0 for all n ≥ Nε.
Now write

P
(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ G

)
≥ P

(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ B(x, δ)

)
≥ P

({
nβ
(
Mn(t)

n
− ρ(t)

)
∈ B(x, δ)

}
∩An

)
= P

(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ B(x, δ)

∣∣∣∣An

)
P(An) (5.16)

and observe that, as we took ε = δ/2,

P
(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ B(x, δ)

∣∣∣∣An

)
= P

(
nβ−1(Mn(t)− µn(t)) + nβ

(
µn(t)

n
− ρ(t)

)
∈ B(x, δ)

∣∣∣∣An

)
≥ P

(
nβ−1(Mn(t)− µn(t)) ∈ B(x−m, δ/2)

∣∣An

)
.

Recall that the random variable nβ−1(Mn(t)− µn(t)) has a normal distribution
with mean 0 and (random) variance n2β−1vn(t)/n. As a consequence, it is easy
to see that the following lower bound applies:

lim inf
n→∞

n2β−1 logP
(
nβ−1(Mn(t)− µn(t)) ∈ B(x−m, δ/2)

∣∣An

)
≥ lim inf

n→∞
inf

σ2∈B+(v,ε)
n2β−1 logP

(
N
(
0, n2β−1σ2

)
∈ B(x−m, δ/2)

)
.

(5.17)
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Here, B+(v, ε) = B(v, ε)∩ [0,∞) andN
(
a, b2

)
represents a normally distributed

random variable with mean a and variance b2. Observe that B+(v, ε) is nonempty,
since P(An) > 0. We are left with evaluating the behavior of the lower bound in
Eq. (5.17).

If v − ε > 0, then the lower bound in Eq. (5.17) equals

lim inf
n→∞

inf
σ2∈B(v,ε)

n2β−1 log

∫ x−m+δ/2

x−m−δ/2

1√
2πn2β−1σ2

e−
1
2

z2

n2β−1σ2 dz

= lim inf
n→∞

inf
σ2∈B(s,ε)

n2β−1

(
log

√
n1−2β

2πσ2
+ log

∫ x−m+δ/2

x−m−δ/2
e−

1
2

z2

n2β−1σ2 dz

)

= lim inf
n→∞

inf
σ2∈B(v,ε)

n2β−1 log

∫ x−m+δ/2

x−m−δ/2
e−

1
2

z2

n2β−1σ2 dz

= lim inf
n→∞

n2β−1 log

∫ x−m+δ/2

x−m−δ/2
e
n1−2β

(
− 1

2
z2

v−ε

)
dz

= inf
a∈B(x−m,δ/2)

1

2

a2

v − ε
= − inf

a∈B(x,δ/2)
L (a−m,max{0, v − ε}).

The second equality uses that β ∈ [0, 1/2) and that limn→∞ n2β−1 log
√
n1−2β =

0. The penultimate equality follows from Varadhan’s Lemma [6, Thm. 4.3.1].
The case that v − ε ≤ 0 should be dealt with separately. If in addition to

v − ε ≤ 0 also 0 6∈ B(x−m, δ/2), then (5.17) equals

lim inf
n→∞

n2β−1 logP(N (0, 0) ∈ B(x−m, δ/2))

= −∞
= − inf

a∈B(x,δ/2)
L (a−m,max{0, v − ε}).

We finally consider the case that v−ε ≤ 0 and 0 ∈ B(x−m, δ/2). Clearly, in this
case there exists δ′ > 0 such that B(0, δ′) ⊂ B(x−m, δ/2). As a consequence,
the lower bound in Eq. (5.17) is itself bounded below by

lim inf
n→∞

inf
σ2∈B+(v,ε)

n2β−1 logP
(
N
(
0, n2β−1σ2

)
∈ B(0, δ′)

)
= lim inf

n→∞
inf

σ2∈(0,v+ε)
n2β−1 logP

(
N
(
0, n2β−1σ2

)
∈ B(0, δ′)

)
= lim inf

n→∞
inf

σ2∈(0,v+ε)
n2β−1 logP

(
N (0, 1) ∈ B

(
0,
√
n1−2β δ′/

√
σ2
))

= lim inf
n→∞

n2β−1 logP
(
N (0, 1) ∈ B

(
0,
√
n1−2β δ′/

√
v + ε

))
= 0

= − inf
a∈B(x,δ/2)

L (a−m,max{0, v − ε}).
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Now recalling the definition of An, lower bound (5.16), and using that ε = δ/2,
we thus obtain that

lim inf
n→∞

n2β−1 logP
(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ G

)
≥ lim inf

n→∞
n2β−1 logP

(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ B(x, δ)

∣∣∣∣An

)
+ lim inf

n→∞
n2β−1 logP(An)

≥ − inf
a∈B(x,δ/2)

L (a−m,max{0, v − δ/2})

− inf
(m̌,v̌)∈B(m,δ/2)×B(v,δ/2)

ψ(m̌, v̌).

The next step is to take δ ↓ 0 and to use the lower semicontinuity of both L and
ψ, so as to obtain that

lim inf
n→∞

n2β−1 logP
(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ G

)
≥ −L (x−m, v)− ψ(m, v).

Since this holds for any x ∈ G and (m, v) ∈ Ψ, it follows that

lim inf
n→∞

n2β−1 logP
(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ G

)
≥ − inf

x∈G
inf

(m,v)∈Ψ
[L (x−m, v) + ψ(m, v)],

as required.
We now turn to the upper bound. The derivation of this bound will also follow

closely the proof of Theorem 3.2.5.
To prove the large deviations upper bound, take any closed set F ⊂ R. Let νn

denote the probablity measure on R× [0,∞) induced by the random vector (5.14).
Then

P
(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ F

)
= P

(
nβ−1(Mn(t)− µn(t)) + nβ

(
µn(t)

n
− ρ(t)

)
∈ F

)
=

∫
R×[0,∞)

P
(
N
(
0, n2β−1v

)
+m ∈ F

)
dνn(m, v)

≤
∫
R×[0,∞)

2 exp

(
− inf
x∈F

L
(
x−m,n2β−1v

))
dνn(m, v)

=

∫
R×[0,∞)

2 exp

(
n1−2β

[
− inf
x∈F

L (x−m, v)

])
dνn(m, v),
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where the inequality follows from [7, Lemma 4.1]. Consequently, we have

lim sup
n→∞

n2β−1 logP
(
nβ
(
Mn(t)

n
− ρ(t)

)
∈ F

)
≤
∫
R×[0,∞)

2 exp

(
n1−2β

[
− inf
x∈F

L (x−m, v)

])
dνn(m, v)

= sup
(m,v)∈R×[0,∞)

[
− inf
x∈F

L (x−m, v)− ψ(m, v)

]
= − inf

x∈F
inf

(m,v)∈Ψ
[L (x−m, v) + ψ(m, v)].

The first equality above is a straigthforward application of Varadhan’s Lemma
(cf. [6, Thm. 4.3.1]). This completes the proof.

Remark 5.4.2. If β ∈
(
0, 1

2

)
, then the LDP derived above is actually an MDP

with speed n2β−1. So, in fact, the proof of Theorem 5.4.1 establishes an LDP and
an MDP for modulated OU processes in one go. The reason why this works can
be found in our earlier interpretation of an MDP: it has the form of an LDP, but in-
herits properties of its limiting normal distribution in the CLT regime. But because
a modulated OU process has a mixed normal distibution, it already has the right
‘normal form’ before taking limits. This makes proving an LDP and especially an
MDP much easier than in the case of modulated infinite-server queues. Exactly
the same phenomenon was observed in the proof of CLTs: for modulated infinite-
server queues, we have to use some smart estimates to get the results, whereas for
modulated OU processes, the proof is very straightforward.

Another minor advantage here is that the large-deviations estimates are easier
to obtain for the normal distribution than for the Poisson distribution. This is partly
due to the normal distribution being continuous and symmetric around its mean.

5.4.2 An LDP for the Markov-modulated OU process

Having derived a general LDP for modulated OU processes, we would like to per-
form a large-deviations analysis of the Markov-modulated OU (MMOU) process
M , i.e., the OU process M that is modulated by an irreducible Markov chain J
with state space {1, . . . , d} and generator matrix Q. For ease of exposition, we
assume that M(0) = 0. The scaling J 7→ Jn imposed here corresponds to a
linear scaling of the generator matrix, which means that Jn is the Markov chain
generated by nQ.

We use the following strategy to establish the LDP. First, we show that the em-
pirical measure induced by the Markov chain satisfies the LDP in an appropriate
space. Then, we observe that the random vector in Eq. (5.14) may be viewed as
a continuous map defined on this space. Third, we invoke the Contraction Prin-
ciple [6, Thm. 4.2.1] to derive the LDP for (5.14) and thus obtain from Theo-
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rem 5.4.1 the LDP for the scaled MMOU process together with the corresponding
rate function.

Following [8], we define Mt as the space of d-dimensional functions ν : [0, t]×
{1, . . . , d} → R that may be represented as νi(s) =

∫ s
0
Kν(i; r) dr, where the

functionKν(i; ·) : [0, t]→ [0, 1] is Borel measurable and satisfies
∑d
i=1Kν(i; r) =

1 for all r ∈ [0, t]. The function Kν is referred to as the kernel of ν. We may in-
terpret ν as a function measuring the amount of time a process has spent in each
state, whit Kν(i; r) being the infinitesimal fraction of time that the process spends
in state i at time r. As Mt is a subspace of the space of continuous functions, we
equip Mt with the supremum norm.

Let Zn be the empirical measure corresponding to the Markov chain Jn, i.e.,

Zn(i; s) =

∫ s

0

1{Jn(r)=i} dr

for i ∈ {1, . . . , d} and s ∈ [0, t]. Then Zn is a random element of Mt and [8,
Cor. 3.3] asserts that Zn satisfies the LDP in Mt with the corresponding good rate
function given by ∫ t

0

Ĩ(Kν(s)) ds

for ν ∈Mt, where Ĩ is the rate function defined as

Ĩ(Kν(s)) = sup
u>0

d∑
i=1

(Qu)i
ui

Kν(i; s), (5.18)

where u > 0 is meant coordinatewise; for further background on the underlying
LDP see [9, Th. IV.14].

We know that Mn(t) has a Normal distribution with random mean µn(t) and
random variance vn(t). Now the crucial insight is that the joint behavior of µn(t)

and vn(t) (as captured by (5.14)) is a continuous function of Zn. Indeed, defining

ζm(ν) =

∫ t

0

d∑
i=1

α(i)Kν(i; s) exp

−∫ t

s

d∑
j=1

γ(j)Kν(j; r) dr

 ds

and

ζv(ν) =

∫ t

0

d∑
i=1

σ2(i)Kν(i; s) exp

−2

∫ t

s

d∑
j=1

γ(j)Kν(j; r) dr

 ds,

it is readily verified that ν 7→ (ζm(ν), ζv(ν)) constitutes a continuous map from
Mt to R × [0,∞) and that (5.14) coincides with (ζm(Zn), ζv(Zn)) when β = 0

and ρ(t) = 0.
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Since Zn satisfies an LDP in Mt, it follows from the Contraction Principle that
(5.14) satisfies an LDP in R× [0,∞) with corresponding rate function

ψ(m, v) = inf
ν∈Mt:(ζm(ν),ζv(ν))=(m,v)

∫ t

0

Ĩ(Kν(s)) ds. (5.19)

Then Theorem 5.4.1 implies that 1
nMn(t) satisfies the LDP with rate function

I(x) = inf
(m,v)∈Ψ

[L (x−m, v) + ψ(m, v)]. (5.20)

We summarize our findings in the next theorem.

Theorem 5.4.3. Let M be a (J, α, γ, σ) modulated OU process with correspond-
ing parameter maps mt for the mean and vt for the variance. Assume that the
background process J is a continuous-time Markov chain with finite state space
{1, . . . , d} and generator matrix Q. Also assume that Q is irreducible with sta-
tionary distribution π.

Now scale α 7→ nα and σ 7→
√
nσ, and Q 7→ nQ. Denote the modulated

OU process under this scaling by Mn. Then Mn(t) has a normal distribution
with random mean µn(t) = mt(Jn) and random variance vn(t) = vt(Jn), and(
µn(t), 1

nvn(t)
)

satisfies the LDP in R × [0,∞) with rate function ψ as defined
in Eq. (5.19). Additionally, 1

nMn(t) satisfies the LDP in R with rate function I as
defined in Eq. (5.20).

5.5 Discussion and conclusion
We showed the existence of modulated OU processes with a general background
process. We derived the distribution of a modulated OU process at a fixed time,
which turned out to be a normal distribution with a random mean and a random
variance. We gave conditions for the random mean and the random variance under
which the modulated OU process satisfies a CLT. We also gave conditions for the
random mean and the random variance under which the modulated OU process
satisfies an LDP and an MDP. We observed that the proofs of these results are
slightly easier than the corresponding results for modulated infinite-server queues,
due to convenient properties of the normal distribution. In examples, we derived a
CLT result and an LDP result for the Markov-modulated OU process. It should be
possible to derive similar results for other background processes.
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6
Weak convergence of

Markov-modulated
Ornstein-Uhlenbeck processes

6.1 Introduction

The previous chapters contain two important lessons. The first is that modulation
introduces some serious complications in the asymptotic analysis of infinite-server
queues and Ornstein-Uhlenbeck processes, even when considering a fixed time
point only. The second is that proving limit theorems for modulated Ornstein-
Uhlenbeck processes is typically not as hard as proving limit theorems for modu-
lated infinite-server queues.

Notwithstanding the first lesson, we are also interested in the sample path be-
havior (i.e., the behavior over a time interval rather than at a fixed time point) of
modulated infinite-server queues and modulated Ornstein-Uhlenbeck processes.
To make them more amenable to asymptotic analysis, we will impose some as-
sumptions on their background process. More specifically, we will assume that
the background process is an irreducible Markov chain with finite state space, i.e.,
we will study Markov-modulated infinite-server queues and Ornstein-Uhlenbeck
processes.

We will start the analysis of the sample path behavior of such processes by
studying weak convergence of Markov-modulated Ornstein-Uhlenbeck (MMOU)
processes. The motivation for this is twofold. Based on the previous chapters we
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have good reason to think that analyzing MMOU processes is easier than analyzing
Markov-modulated infinite-server queues. Next to that, we will have to prove
auxiliary results concerning the weak convergence of state occupation measures
of Markov chains; the theory that we will use for this is closely related to the
theory of stochastic integrals.

A good deal of this chapter will be devoted to proving auxiliary results. Some
of these results have also been used in previous chapters and most of them will be
used in the next two chapters. Thus, for clarity, let us provide some more detail on
how this chapter is organized.

In Section 6.2, we will lay the foundation for later sections by proving mar-
tingale properties and weak convergence of state occupation measures of Markov
chains. The proof of weak convergence involves stochastic calculus and the Mar-
tingale Central Limit Theorem (MCLT).

In Section 6.3, we will proceed to investigate the weak convergence of stochas-
tic integrals with respect to state occupation measures. This is, in general, a very
delicate subject. Fortunately, in our case we will be able to formulate sufficient
conditions under which weak convergence of such integrals holds. These suf-
ficient conditions will turn out to be just right for application in the context of
Markov-modulated infinite-server queues and MMOU processes.

In Section 6.4, we will prove a fluid limit for MMOU processes. The proof
will rely on stochastic equivalence of certain MMOU processes and will exploit
the convergence properties of state occupation measures that we established in
earlier sections.

In Section 6.5, we will finally prove weak convergence of MMOU processes,
combining the fluid limit result with the weak convergence of (integrals with re-
spect to) state occupation measures.

6.2 Martingale properties and weak convergence of
state occupation measures of Markov chains

As mentioned, the convergence properties of Markov chains are essential for prov-
ing weak convergence of MMOU processes. In this section, we explore those
properties. In Section 6.2.1, we will start by deriving some basic results for irre-
ducible Markov chains. Later, these will be used to characterize limiting processes.
In Section 6.2.2, we will define the so-called Dynkin martingale corresponding to
the state indicator function of a Markov chain. This martingale is very closely re-
lated to the state occupation measure of a Markov chain. In Section 6.2.3, we will
derive weak convergence of stochastic integrals with respect to the state occupa-
tion measure of a Markov chain. For an important part, this will be based on weak
convergence of (stochastic integrals with respect to) the Dynkin martingale.
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6.2.1 Basic properties of Markov chains

Let J be a continuous-time Markov chain with state space {1, . . . , d} for some
d ∈ N. Let Q denote the d × d generator matrix corresponding to J . The state
indicator function of J is the Rd-valued function K defined via

K(i; t) = 1{J(t)=i}

for i ∈ {1, . . . , d} and t ≥ 0. The function K plays an important role via the state
occupation measure, which is the vector-valued stochastic process∫ t

0

K(s) ds.

On an intuitive level, the state indicator function K registers in which state J is,
while the state occupation measure measures how much time J has spent in each
state up to a certain time.

Anticipating upcoming results, we derive some equalities. Assume that the
generator matrix Q is irreducible with a d × 1 column vector π denoting its sta-
tionary distribution, i.e., π is the unique probability vector solving the equation
πTQ = 0. Additionally, let D denote the deviation matrix corresponding to Q; its
entries are given by

Dij =

∫ ∞
0

(P(J(s) = j | J(0) = i)− πj) ds.

The integral is well defined, because the irreducibility ofQ implies that the proba-
bility P(J(t) = j | J(0) = i) converges exponentially fast to πj as t→∞ (cf. [1,
p. 356]). Thus, the deviation matrix D provides a measure for how much the
Markov chain J deviates from its stationary distribution when it starts in a fixed
point.

Following [1], we define the ergodic matrix Π = 1πT and the fundamental
matrix F = D+ Π, where 1 denotes a d× 1 vector with each entry being 1. Then
QF = FQ = Π − I = DQ = QD and πTD = 0 (cf. [1]). Applying these
identities, we find that

(QF )
T

diag(π)F = (QD)
T

diag(π)D + (QD)
T

diag(π)Π

and

(QD)
T

diag(π)D =
(
1πT − I

)T
diag(π)D

= π1Tdiag(π)D − diag(π)D

= ππTD − diag(π)D

= −diag(π)D.
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Moreover, it holds that

(QD)
T

diag(π)Π = (QD)
T
ππT = (QD)

T(
ππT

)T
=
(
ππTQD

)T
= 0,

so

FT
(
QTdiag(π) + diag(π)Q

)
F = −

(
diag(π)D +DTdiag(π)

)
. (6.1)

Remark 6.2.1. Given an irreducible generator matrixQ, the vectors and matrices
1, π, Π, F , and D will be as described above, unless stated otherwise.

6.2.2 The Dynkin martingale of a Markov chain

Markov chains are intimately connected to martingales via Dynkin’s formula. We
will rely heavily on this when proving weak convergence of state occupation mea-
sures via the MCLT.

In the next result, we define a martingale Y , which is the Dynkin martin-
gale. Additionally, we show that Y is a locally square-integrable martingale. For
this class of martingales there are some very strong convergence results available,
which typically depend on the predictable quadratic variation process (also called
the compensator) of such martingales converging in a suitable manner. To be able
to invoke those convergence results later on, we derive the explicit form of the
compensator of Y as well.

Theorem 6.2.2. Let d ∈ N and let Q be a d × d generator matrix. Let J be a
continuous-time Markov chain with state space {1, . . . , d}, generator matrix Q,
and state indicator function K. Then the process Y defined via

Y (t) = K(t)−K(0)−
∫ t

0

QTK(s) ds (6.2)

is a càdlàg martingale having predictable quadratic variation process

〈Y 〉(t) =

∫ t

0

diag
(
QTK(s)

)
ds−

∫ t

0

QTdiag(K(s)) ds−
∫ t

0

diag(K(s))Qds

(6.3)

and satisfying

E
(
Y (t)

T
Y (t)

)
<∞

for all t ≥ 0.

Proof. The fact that E
(
Y (t)

T
Y (t)

)
< ∞ is both very obvious and very useful.

It is obvious because Y is bounded on compact intervals (see also the definition



CHAPTER 6 6-5

of Y and K). It is useful because it tells us that Y is a (locally) square-integrable
martingale, so it admits a predictable quadratic variation process.

The remainder of this proof consists of three steps. In Step 1, we show that Y is
actually a martingale. In Step 2, we derive the optional quadratic variation process
of K from the product rule for semimartingales. In Step 3, we argue that the op-
tional quadratic variation process of Y is equal to the optional quadratic variation
process of K. Then we rewrite this process in such a way that the compensator of
Y can be easily found.

Step 1. According to Dynkin’s formula (cf. [2, Th. 2.5]), the process

f(J(t))− f(J(0))−
∫ t

0

QTf(J(s)) ds

is a càdlàg martingale for every function f : {1, . . . , d} → Rd. Now define the
function g : {1, . . . , d} → {0, 1}d via

g(i) =
(
1{i=1}, . . . ,1{i=d}

)T
for i = 1, . . . , d, so g(i) is a column vector having a 1 at position i and zeros
elsewhere. Clearly, K(t) = g(J(t)), so the martingale property of Y follows from
Dynkin’s formula.

Step 2. Dynkin’s formula also tells us that

K(t) = K(0) +

∫ t

0

QTK(s) ds+ Y (t). (6.4)

Since Y is a càdlàg martingale and
∫ t

0
QTK(s) ds is an adapted process of finite

variation (because J has paths of finite variation), it follows that Eq. (6.4) gives a
semimartingale decomposition of K. From the product rule for semimartingales
(cf. [3, Th. VI.38.3]) it follows that the optional quadratic variation process of K
is given by

[K](t) = K(t)K(t)
T −K(0)K(0)

T

−
∫ t

0

K(s−) dK(s)
T −

(∫ t

0

K(s−) dK(s)
T

)T

.
(6.5)

Using the semimartingale representation of K given in Eq. (6.4), this expression
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reduces to

[K](t) = K(t)K(t)
T −K(0)K(0)

T

−
∫ t

0

K(s−)
(
QTK(s)

)T
ds−

∫ t

0

K(s−) dY (s)
T

−
(∫ t

0

K(s−)
(
QTK(s)

)T
ds+

∫ t

0

K(s−) dY (s)
T

)T

= K(t)K(t)
T −K(0)K(0)

T

−
∫ t

0

K(s−)
(
QTK(s)

)T
ds−

(∫ t

0

K(s−)
(
QTK(s)

)T
ds

)T

−
∫ t

0

K(s−) dY (s)
T −

(∫ t

0

K(s−) dY (s)
T

)T

.

As the last two terms above are clearly martingales, it follows that

[K](t) = K(t)K(t)
T −K(0)K(0)

T

−
∫ t

0

K(s−)K(s)
TQds−

(∫ t

0

K(s−)K(s)
TQds

)T

+ mart

= K(t)K(t)
T −K(0)K(0)

T

−
∫ t

0

K(s)K(s)
TQds−

∫ t

0

QTK(s)K(s)
T

ds+ mart

= diag(K(t))− diag(K(0))

−
∫ t

0

diag(K(s))Qds−
∫ t

0

QTdiag(K(s)) ds+ mart,

where mart is some martingale (that may change from line to line). The second
equality holds, because we are integrating against Lebesgue measure and each path
of K has only finitely many jumps on compact intervals. The diagonal matrices
appear due to K being a state indicator function.

Step 3. Now the idea is that [K] equals the optional quadratic variation of the
(local) martingale part of K, i.e., [K] = [Y ]. This follows from [4, Th. I.4.52],
because K and Y obviously have the same continuous martingale part and their
jumps coincide (cf. Eq. (6.4)).

Thus, we know that [K] = [Y ], and the predictable quadratic variation process
(compensator) of Y is the unique predictable process of finite variation 〈Y 〉 that
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makes [Y ]− 〈Y 〉 a martingale. Since

[Y ](t) = diag(K(t))− diag(K(0))

−
∫ t

0

diag(K(s))Qds−
∫ t

0

QTdiag(K(s)) ds+ mart

= diag(K(t))− diag(K(0))

− diag

(∫ t

0

QTK(s) ds

)
+ diag

(∫ t

0

QTK(s) ds

)
−
∫ t

0

diag(K(s))Qds−
∫ t

0

QTdiag(K(s)) ds+ mart

=

∫ t

0

diag
(
QTK(s)

)
ds−

∫ t

0

QTdiag(K(s)) ds−
∫ t

0

diag(K(s))Qds

+ mart,

it follows that the stochastic process

[Y ](t)−
∫ t

0

diag
(
QTK(s)

)
ds+

∫ t

0

QTdiag(K(s)) ds+

∫ t

0

diag(K(s))Qds

is a martingale. Consequently, 〈Y 〉 must have the form given in Eq. (6.3); it is
easy to check that the process defined in Eq. (6.3) satisfies the requirements of the
compensator.

Remark 6.2.3. The statement of 6.2.2 is identical to [5, Lem. 3.8.5].

Definition 6.2.4. Given a continuous Markov chain J as in Theorem 6.2.2, we
will call the process Y defined above the Dynkin martingale associated with J .

The last statement of Theorem 6.2.2 implies, in some sense, that Y is a square-
integrable martingale. However, the definitions of this term differ throughout the
literature: Y is square integrable in the terminology of [6, Def. 1.5.1], but at this
point it is not clear whether Y is square integrable in the terminology of [4, Def.
I.1.41]. For us, this is not really important, because the theorem implies that Y
is locally square integrable for any (reasonable) definition of a square-integrable
martingale. This is sufficient for our purposes.

6.2.3 Weak convergence of the state occupation measure of a
Markov chain

In the previous subsection, we have defined the Dynkin martingale corresponding
to a Markov chain and derived some properties of this martingale. Here, we will
leverage these results to obtain the most important results of this section, namely
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convergence in probability and weak convergence of the state occupation measure
of a scaled Markov chain.

The first result is basically the ergodic theorem for irreducible Markov chains.
It states that, under a specific scaling, the state occupation measure of an irre-
ducible Markov chain converges uoc in probability to the stationary distribution.
On a more intuitive level, this means that a background Markov chain will be close
to equilibrium under this specific scaling.

Theorem 6.2.5. Let α > 0 and d ∈ N. Let Q be a d × d irreducible generator
matrix and let Jn be a continuous-time Markov chain with state space {1, . . . , d},
generator matrix nαQ, and state indicator function Kn. Then, for n → ∞, it
holds that

sup
0≤t≤T

∥∥∥∥nα/2−ε ∫ t

0

(Kn(s)− π) ds

∥∥∥∥
converges to 0 in probability for each ε > 0 and T > 0.

Proof. Let Yn be the Dynkin martingale associated with Jn. We would like to
apply the MCLT to derive convergence of n−α/2−εYn to the zero process, from
which we will get convergence of the state occupation measure.

To be able to apply the MCLT (cf. [7, Th. 2.1]), we have to verify several
properties: we need convergence of the predictable quadratic variation process〈
n−α/2−εYn

〉
, together with bounds on the maximum jump sizes of n−α/2−εYn

and
〈
n−α/2−εYn

〉
.

We obtain from the previous theorem that〈
n−α/2−εYn

〉
(t)

= n−α−2ε〈Yn〉(t)

= n−α−2ε

∫ t

0

diag
(
nαQTKn(s)

)
ds

− n−α−2ε

∫ t

0

nαQTdiag(Kn(s)) ds− n−α−2ε

∫ t

0

diag(Kn(s))nαQds.

Because Kn is bounded by 1, it follows that
〈
n−α/2−εYn

〉
converges to the zero

process uniformly on compact intervals.
Moreover,

〈
n−α/2−εYn

〉
is continuous, and the maximum jump size of each

entry of n−α/2−εYn is obviously bounded by n−α/2−ε. Hence, the maximum
jump size of n−α/2−εYn and

〈
n−α/2−εYn

〉
converges to 0 as n → ∞. Then it

follows from the MCLT (as presented in [7, Th. 2.1]) that n−α/2−εYn converges
weakly to a Brownian motion whose predictable quadratic variation process is
given by the zero process. In other words, n−α/2−εYn converges weakly to the
zero process.



CHAPTER 6 6-9

Recalling that Kn is bounded by 1 and keeping in mind that n−α/2−εYn con-
verges weakly to the zero process, it is easy to see from the definition of Yn in Eq.
(6.2) that the process

−n−α/2−ε
∫ t

0

nαQTKn(s) ds = −nα/2−ε
∫ t

0

QTKn(s) ds

converges weakly to the zero process. Then

−nα/2−ε
∫ t

0

FTQTKn(s) ds

must converge weakly to the zero process, as well. (Although F denotes the fun-
damental matrix here, it could be any d× d matrix of course.)

Now recall the matrix equalities related to the deviation matrix D and the fun-
damental matrix F that we derived earlier. From these equalities we obtain that

FTQTKn(s) = (QF )
T
Kn(s) =

(
π1T − I

)
Kn(s) = π −Kn(s).

Using the weak convergence result above, it immediately follows that the process

nα/2−ε
∫ t

0

(Kn(s)− π) ds

converges weakly to the zero process. Because the zero process is a determin-
istic limit, the convergence actually holds in probability. Moreover, the process
nα/2−ε

∫ t
0
(Kn(s)− π) ds is continuous and has a continuous limit, so the conver-

gence holds in the supremum metric, as required.

In addition to a weak convergence result for the Dynkin martingale, the next
theorem contains two important observations concerning the typical fluctuations
of the state occupation measure around its limit. The first is that the fluctuations
are of order n−α/2 when the transition rates of the Markov chain are sped up
with a factor nα. The second is that (after appropriate scaling) these fluctuations
are well described by a Brownian motion whose predictable quadratic variation
process strongly depends on the deviation matrix of the Markov chain. We will use
this later to find an explicit expression for the weak convergence limit of MMOU
processes.

Theorem 6.2.6. Let α > 0 and d ∈ N. Let Q be a d × d irreducible generator
matrix and let Jn be a continuous-time Markov chain with state space {1, . . . , d},
generator matrix nαQ, and state indicator function Kn. Let Yn denote the Dynkin
martingale associated with Jn. Then, for n→∞, the stochastic process n−α/2Yn
converges weakly to a Brownian motion Y having predictable quadratic variation
process

〈Y 〉(t) = −
(
QTdiag(π) + diag(π)Q

)
t. (6.6)
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Additionally, for n→∞, the stochastic process

nα/2
∫ t

0

(Kn(s)− π) ds (6.7)

converges weakly to a Brownian motion X having predictable quadratic variation
process

〈X〉(t) =
(
diag(π)D +DTdiag(π)

)
t. (6.8)

Proof. We know from the previous proof that the Dynkin martingale Yn satisfies〈
n−α/2Yn

〉
(t)

= n−α〈Yn〉(t)

=

∫ t

0

diag
(
QTKn(s)

)
ds−

∫ t

0

QTdiag(Kn(s)) ds−
∫ t

0

diag(Kn(s))Qds.

It follows from Theorem 6.2.5 that
〈
n−α/2Yn

〉
converges to∫ t

0

diag
(
QTπ

)
ds−

∫ t

0

QTdiag(π) ds−
∫ t

0

diag(π)Qds

= −
∫ t

0

QTdiag(π) ds−
∫ t

0

diag(π)Qds

= −
(
QTdiag(π) + diag(π)Q

)
t

uoc in probability. The penultimate equality is based on the fact that πTQ = 0.
Using the same arguments as in the previous proof, we conclude that n−α/2Yn
converges weakly to a Brownian motion Y and that its compensator 〈Y 〉 is given
by Eq. (6.6).

Then also the process −nα/2
∫ t

0
QTKn(s) ds must converge weakly to Y .

It follows that the process nα/2
∫ t

0
(Kn(s)− π) ds = −nα/2

∫ t
0
FTQTKn(s) ds

converges weakly to a Brownian motion X with

〈X〉(t) = FT
(
−
(
QTdiag(π) + diag(π)Q

)
t
)
F =

(
diag(π)D +DTdiag(π)

)
t.

For a justification of the last equality, see Eq. (6.1).

6.3 Weak convergence of stochastic integrals with re-
spect to the state occupation measure of a Markov
chain

We have settled weak convergence of the Dynkin martingale and the state occupa-
tion measure of a Markov chain in Theorem 6.2.6. With the analysis of Markov-
modulated Ornstein-Uhlenbeck processes in mind, we are also interested in the
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convergence of stochastic integrals with respect to the Dynkin martingale and the
state occupation measure of a Markov chain.

As mentioned before, the convergence of stochastic integrals with respect to
semimartingales is a very delicate subject. For concreteness, suppose that Xn is
some semimartingale and Hn is a suitable integrand. Then, even when Hn and
Xn are well-behaved deterministic processes converging uniformly to the zero
process, the stochastic integral Hn ·Xn may not converge as n→∞.

Nevertheless, there are two well-known cases in which the analysis simplifies
considerably. The first case is when Xn is a martingale. The second case (partly
covering the first) is when the Xn satisfies the so-called P-UT condition. The term
P-UT stands for ‘Predictably Uniformly Tight’; see [4, Def. VI.6.1] and [8] for
definitions and some explanation.

When Xn is the Dynkin martingale, we find ourselves in a situation that is
covered by both the first case and the second case. Then we may use fairly standard
arguments to establish convergence of the stochastic integral.

However, when integrating against the state occupation measure, neither the
first nor the second case applies. We will get around this problem by restricting
the integrands to be processes of finite variation which converge in a specific way.
Under this restriction, we can exploit properties of both the Dynkin martingale and
the state indicator function to obtain weak convergence of the stochastic integral
with respect to the state occupation measure.

We start with some assumptions and notation, following mainly [4, p. 204].
Let X be a d-dimensional locally square-integrable martingale (as defined in [4]).
For simplicity, we will assume that

〈X〉(t) =

∫ t

0

G(s) ds

for a predictable process G taking values in the set of all symmetric nonnegative
d × d matrices. We denote by L2

loc(X) the set of predictable processes H taking
values in Rk×d such that the process∫ t

0

H(s)G(s)H(s)
T

ds

is locally integrable.
Under this set of assumptions, [4, Th. VI.6.4] guarantees the existence of the

stochastic integral H · X for H ∈ L2
loc(X) and shows that H · X is a locally

square-integrable martingale with

〈H ·X〉(t) =

∫ t

0

H(s)G(s)H(s)
T

ds.

The following theorem describes the behavior of this stochastic integral when X
is given by the Dynkin martingale of a Markov chain.
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Theorem 6.3.1. Let α > 0 and d ∈ N. Let Q be a d × d irreducible generator
matrix and let Jn be a continuous-time Markov chain with state space {1, . . . , d},
generator matrix nαQ, and state indicator function Kn. Let Yn denote the Dynkin
martingale associated with Jn. Let Hn be a càdlàg adapted process such that
H−n ∈ L2

loc(Yn), where H−n (t) = Hn(t−). Assume that Hn converges to H uoc
in probability, where H is a deterministic and continuous Rk×d-valued function.
Then, for n → ∞, the stochastic integral H−n · n−α/2Yn converges weakly to
the stochastic integral H · Y , with Y being a Brownian motion whose predictable
quadratic variation process is given by Eq. (6.6).

Proof. Recall that L2
loc is a collection of predictable processes. This is why H−n

is used as an integrand rather thanHn: the processH−n is predictable, whereasHn

may not be predictable. Since H is deterministic and continuous, it is obviously
predictable, so there is no need to use H− in the limiting stochastic integral.

We know from Theorem 6.2.6 that n−α/2Yn converges weakly to a Brownian
motion Y with 〈Y 〉 satisfying Eq. (6.6). Because H is a deterministic continuous
function, we obtain weak convergence of

(
H−n , n

−α/2Yn
)

to (H,Y ).
We would like to apply [4, Th. VI.6.22] to show weak convergence of H−n ·

n−α/2Yn to H · Y . To be able to apply this result, we need to verify that the se-
quence of martingales n−α/2Yn has the P-UT property. The validity of this prop-
erty follows from [4, Cor. VI.6.29], because n−α/2Yn is a martingale converging
weakly to Y and its jumps are bounded by 1. Then [4, Th. VI.6.22] gives us the
weak convergence of H−n · n−α/2Yn to H · Y .

Now we have conditions under which the stochastic integral with respect to
the Dynkin martingale converges weakly. This is exploited in the proof of the next
theorem, which states that, under the proviso that the integrand converges nicely,
certain stochastic integrals with respect to the state occupation measure converge
weakly. The proof of this result relies on showing that the stochastic integral with
respect to the state occupation measure is asymptotically equivalent to the same
stochastic integral with respect to the Dynkin martingale. As we already have
established weak convergence of the stochastic integral with respect to the Dynkin
martingale in the previous theorem, we immediately get weak convergence of the
stochastic integrals with respect to the state occupation measure.

Theorem 6.3.2. Impose the conditions of the previous theorem, together with the
extra requirement that each entry of n−α/2Hn is a finite variation process whose
total variation process converges to the zero process uoc in probability. Then the
stochastic process ∫ t

0

Hn(s)nα/2QTKn(s) ds

converges weakly to the stochastic integral H · Y .
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Proof. First, recall the form of n−α/2Yn (cf. Eq. (6.2)) and observe that∫ t

0

Hn(s)nα/2QTKn(s) ds

=

∫ t

0

H−n (s)nα/2QTKn(s) ds

=

∫ t

0

H−n (s) dn−α/2Kn(s)−
∫ t

0

H−n (s) dn−α/2Yn(s).

The last theorem asserts that H−n · n−α/2Yn converges weakly to H · Y , so it suf-
fices to prove that H−n ·n−α/2Kn converges to the zero process uoc in probability.
To this end, it suffices to prove that∫ t

0

H−n (i, j; s) dn−α/2Kn(j; s) =

∫ t

0

n−α/2H−n (i, j; s) d1{Jn(s)=j}

converges to the zero process uoc in probability.
Denote the total variation process of n−α/2H−n (i, j; t) by Vn(i, j; t); it is

clearly bounded by the total variation process of n−α/2Hn(i, j; t). Now the cru-
cial observation is that the process 1{Jn(t)=j} consists of alternating jumps +1

and −1, which implies that

sup
0≤s≤t

∣∣∣∣∫ s

0

n−α/2H−n (i, j; r) d1{Jn(r)=j}

∣∣∣∣
≤ Vn(i, j; t) + sup

0≤s≤t

∣∣∣n−α/2H−n (i, j; s)
∣∣∣.

The validity of this inequality is a consequence of Lemma 6.6.5. Because both
n−α/2H−n and Vn converge to the zero process uoc in probability, also H−n ·
n−α/2Kn converges to the zero process uoc in probability, as required.

Corollary 6.3.3. Impose the conditions of the previous theorem, together with the
extra requirement that Hn converges to the zero process uoc in probability. Then
the stochastic process ∫ t

0

Hn(s)nα/2(Kn(s)− π) ds

converges to the zero process uoc in probability.

Proof. We know that
∫ t

0
(Kn(s)− π) ds = −

∫ t
0
FTQTKn(s) ds, so∫ t

0

Hn(s)nα/2(Kn(s)− π) ds = −
∫ t

0

Hn(s)FTnα/2QTKn(s) ds.

It is easy to see that the process HnF
T converges to the zero process uoc in prob-

ability and that it satisfies the requirements of Theorem 6.3.2. An application of
this theorem immediately gives the desired result.
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6.4 Convergence results for MMOU: a fluid limit
Having derived some very technical but useful results, we are now in a position
to prove convergence results for MMOU processes. In this section, our main goal
will be to establish a fluid limit for MMOU processes. We will also use the proof
of this fluid limit to show some techniques for establishing stochastic equivalence
(which we will exploit in Chapter 7). Corollary 6.3.3 will play an important role
in this. The fluid limit itself will be used (in Section 6.5) for establishing weak
convergence of MMOU and identifying the corresponding limit process.

For definiteness, let us recall the definition of an MMOU process (see also
Chapter 5). We work on a complete probability space (Ω,F ,P) on which an inde-
pendent Brownian motion and an independent càdlàg Markov chain J are defined.
The Markov chain J has state space {1, . . . , d} for some d ∈ N, generator matrix
Q, and state indicator function K. Additionally, we have functions α, γ, and σ
that are defined on {1, . . . , d} and take values in R. Sometimes we will regard
α, γ, and σ as d-dimensional column vectors. The Markov-modulated Ornstein-
Uhlenbeck process is the stochastic processM which is defined on this probability
space and satisfies

M(t) =

∫ t

0

[α(J(s))− γ(J(s))M(s)] ds+

∫ t

0

σ(J(s)) dW (s).

Existence and uniqueness of M have been settled in the Chapter 5.
In this section, we will impose the scaling Q 7→ nhQ, α 7→ nα and σ 7→

n1/2σ for a fixed h > 0. The Markov-modulated Ornstein-Uhlenbeck process
corresponding to this scaling will be denoted byMn. Of course, all other processes
also get a subscript n to indicate their dependence on the scaling.

The scaled Markov-modulated Ornstein-Uhlenbeck process Mn is given by

Mn(t) =

∫ t

0

[nα(Jn(s))− γ(Jn(s))Mn(s)] ds+

∫ t

0

n1/2σ(Jn(s)) dW (s).

(6.9)

We are interested in proving weak convergence of Mn after proper scaling and
centering. The first question that we address is how we should center Mn. We
have briefly touched upon this subject in Section 5.3.2. The heuristic arguments
explored there also apply to the present case, but we will choose a more formal
approach here: using the MCLT and Gronwall’s Lemma, we will establish con-
vergence of 1

nMn to a deterministic function. This is described in the next result,
which is essentially a fluid limit result for MMOU.

Lemma 6.4.1. Under the scaling described above, 1
nMn converges to the deter-

ministic function ρ uoc in probability, where ρ is given by

ρ(t) =

∫ t

0

[α∞ − γ∞ρ(s)] ds. (6.10)
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Proof. We will prove this result by establishing asymptotic equivalence (cf. [9,
Th. 11.4.7]) of 1

nMn and simpler (MMOU) processes, the simplest of which con-
verges almost trivially to ρ.

First note that 1
nMn satisfies

1

n
Mn(t) =

∫ t

0

[
α(Jn(s))− γ(Jn(s))

1

n
Mn(s)

]
ds

+

∫ t

0

n−1/2σ(Jn(s)) dW (s).

Consider the last term (called the Brownian term for the moment). The form of the
Brownian term suggests that it converges to the zero process (because the integrand
n−1/2σ(Jn(s)) converges uniformly to the zero process almost surely). This idea
can be formalized by an application of the MCLT. Indeed, we know from [6, Pr.
3.2.10] that the Brownian term is a continuous locally square-integrable martingale
and that its predictable quadratic variation process is given by∫ t

0

1

n
σ(Jn(s))

2
ds.

This a continuous process which converges clearly to the zero process uniformly
on compact intervals. Then the MCLT (cf. [7, Th. 2.1]) implies that the Brownian
term converges weakly to the zero process. Because this limit is deterministic and
continuous, the convergence also holds uoc in probability.

Now the idea is that 1
nMn converges to ρ uoc in probability if and only if the

MMOU process

1

n
M∗n(t) =

∫ t

0

[
α(Jn(s))− γ(Jn(s))

1

n
M∗n(s)

]
ds

converges to ρ uoc in probability. This seems intuitively obvious from the previous
arguments, because 1

nM
∗
n is basically 1

nMn without the Brownian term. Also,
1
nM

∗
n converges to ρ uoc in probability if and only if the MMOU process

1

n
M∗∗n (t) =

∫ t

0

[
α(Jn(s))− γ∞

1

n
M∗∗n (s)

]
ds

converges to ρ uoc in probability. But, as we will show, the convergence of 1
nM

∗∗
n

to ρ is an immediate application of Gronwall’s Lemma and the convergence prop-
erties of Jn as described in Theorem 6.2.5.

In the remainder of this proof, we will make this reasoning precise. We will
start with showing the convergence of 1

nM
∗∗
n to ρ (Step 1). After that, we will

show the asymptotic equivalence of 1
nM

∗∗
n and 1

nM
∗
n (Step 2). We will conclude

by showing the asymptotic equivalence of 1
nM

∗
n and 1

nMn (Step 3).
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Step 1. Fix some T > 0 and t ∈ [0, T ]. It is easy to see from the definitions of
1
nM

∗∗
n and ρ that

1

n
M∗∗n (t)− ρ(t) = αT

∫ t

0

(Kn(s)− π) ds−
∫ t

0

γ∞

(
1

n
M∗∗n (s)− ρ(s)

)
ds,

so ∣∣∣∣ 1nM∗∗n (t)− ρ(t)

∣∣∣∣ ≤ ‖α‖∥∥∥∥∫ t

0

(Kn(s)− π) ds

∥∥∥∥
+

∫ t

0

|γ∞|
∣∣∣∣ 1nM∗∗n (s)− ρ(s)

∣∣∣∣ds
and ∣∣∣∣ 1nM∗∗n (t)− ρ(t)

∣∣∣∣ ≤ ‖α‖ sup
0≤s≤T

∥∥∥∥∫ s

0

(Kn(r)− π) dr

∥∥∥∥
+

∫ t

0

|γ∞| sup
0≤r≤s

∣∣∣∣ 1nM∗∗n (r)− ρ(r)

∣∣∣∣ds.
Consequently, it holds that

sup
0≤s≤t

∣∣∣∣ 1nM∗∗n (s)− ρ(s)

∣∣∣∣ ≤ ‖α‖ sup
0≤s≤T

∥∥∥∥∫ s

0

(Kn(r)− π) dr

∥∥∥∥
+

∫ t

0

|γ∞| sup
0≤r≤s

∣∣∣∣ 1nM∗∗n (r)− ρ(r)

∣∣∣∣ds
for all t ∈ [0, T ]. Then Gronwall’s Lemma (cf. [10, Th. A.5.1]) implies that

sup
0≤s≤T

∣∣∣∣ 1nM∗∗n (s)− ρ(s)

∣∣∣∣ ≤ ‖α‖ sup
0≤s≤T

∥∥∥∥∫ s

0

(Kn(r)− π) dr

∥∥∥∥e|γ∞|T .
But the right-hand side above converges to 0 in probability as an immediate con-
sequence of Theorem 6.2.5, so 1

nM
∗∗
n must converge to ρ uoc in probability.

Step 2. The asymptotic equivalence of 1
nM

∗
n and 1

nM
∗∗
n will turn out to be a

consequence of Gronwall’s Lemma as well. Following a similar strategy as in the
previous step, we write

1

n
M∗n(t)− 1

n
M∗∗n (t) =

∫ t

0

γ∞
1

n
M∗∗n (s) ds−

∫ t

0

γ(Jn(s))
1

n
M∗n(s) ds

=

∫ t

0

(γ∞ − γ(Jn(s)))
1

n
M∗∗n (s) ds

−
∫ t

0

γ(Jn(s))

(
1

n
M∗n(s)− 1

n
M∗∗n (s)

)
ds.
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Thus, for fixed T > 0 and t ∈ [0, T ] we have∣∣∣∣ 1nM∗n(t)− 1

n
M∗∗n (t)

∣∣∣∣ ≤ ∣∣∣∣∫ t

0

(γ∞ − γ(Jn(s)))

(
1

n
M∗∗n (s)− ρ(s)

)
ds

∣∣∣∣
+

∣∣∣∣∫ t

0

(γ∞ − γ(Jn(s)))ρ(s) ds

∣∣∣∣
+

∫ t

0

‖γ‖
∣∣∣∣ 1nM∗n(s)− 1

n
M∗∗n (s)

∣∣∣∣ds
and

sup
0≤s≤t

∣∣∣∣ 1nM∗n(s)− 1

n
M∗∗n (s)

∣∣∣∣ ≤ ∫ T

0

∣∣∣∣(γ∞ − γ(Jn(s)))

(
1

n
M∗∗n (s)− ρ(s)

)∣∣∣∣ds
+ sup

0≤s≤T

∣∣∣∣∫ s

0

(γ∞ − γ(Jn(r)))ρ(r) dr

∣∣∣∣
+

∫ t

0

‖γ‖ sup
0≤r≤s

∣∣∣∣ 1nM∗n(r)− 1

n
M∗∗n (r)

∣∣∣∣ds.
The first term on the right-hand side above converges to 0 in probability, because
1
nM

∗∗
n converges to ρ uoc in probability. The second term on the right-hand side

above converges to 0 in probability as well, due to Corollary 6.3.3. Then, as in the
previous step, Gronwall’s Lemma implies that the left-hand side above converges
to 0 in probability.

Step 3. We are left with establishing the asymptotic equivalence of 1
nMn and

1
nM

∗
n. From their respective definitions we obtain that

1

n
Mn(t)− 1

n
M∗n(t) =

∫ t

0

n−1/2σ(Jn(s)) dW (s)

−
∫ t

0

γ(Jn(s))

(
1

n
Mn(s)− 1

n
M∗n(s)

)
ds

It follows, in the same way as in the previous steps, that

sup
0≤s≤t

∣∣∣∣ 1nMn(s)− 1

n
M∗n(s)

∣∣∣∣ = sup
0≤s≤T

∣∣∣∣∫ s

0

n−1/2σ(Jn(r)) dW (r)

∣∣∣∣
+

∫ t

0

‖γ‖ sup
0≤r≤s

∣∣∣∣ 1nMn(r)− 1

n
M∗n(r)

∣∣∣∣ds
Recall that the martingale

∫ t
0
n−1/2σ(Jn(s)) dW (s) converges to the zero process

uoc in probability. Consequently, the first term on the right-hand side above con-
verge to 0 in probability. An application of Gronwall’s Lemma then implies that
the left-hand side above also converges to 0 in probability.
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The fluid limit result of Lemma 6.4.1 gives rise to two interesting observations.
The first is that the (scaled) MMOU process 1

nMn converges to the deterministic
function ρ, which may be regarded as a (degenerate) modulated OU process. The
second is that, perhaps surprisingly, the limit ρ only depends on the time-averaged
paramaters α∞ and γ∞. It will turn out, however, that the fluctuations of 1

nMn

around ρ are more complicated to describe. We will investigate this in the next
section.

6.5 Convergence results for MMOU: a diffusion limit
In the previous section we have derived a fluid limit for the MMOU process 1

nMn.
Here, we would like to refine this result and extend it to a diffusion limit. We will
derive this limit under the same assumptions and with the same notation that we
used in the previous section. So, in particular, Mn is the MMOU process defined
in Eq. (6.9) corresponding to the scalingQ 7→ nhQ, α 7→ nα, and σ 7→ n1/2σ for
a fixed h > 0. The limit process X will turn out to be a modulated OU process
with deterministic, time-dependent parameters.

Theorem 6.5.1. Define β = max{1/2, 1− h/2} and let ρ be defined via Eq.
(6.10). Additionally, define the process M̂n via

M̂n(t) = n1−β
(

1

n
Mn(t)− ρ(t)

)
.

Then, under the scaling described above, M̂n converges weakly to the solution of
the stochastic integral equation

X(t) = −
∫ t

0

γ∞X(s) ds+

∫ t

0

√
1{h≤1}V (s) + 1{h≥1}Σ dB(s), (6.11)

where B is a standard Brownian motion,

Σ = σTdiag(π)σ =

d∑
i=1

σ(i)
2
π(i), (6.12)

and

V (t) = (α− γρ(t))
T(

diag(π)D +DTdiag(π)
)
(α− γρ(t)). (6.13)

Proof. The proof of this theorem will consist of the following steps. In the
first step, we observe that M̂n is actually a modulated (not: Markov-modulated)
Ornstein-Uhlenbeck process. Based on this observation, we get an explicit ex-
pression for M̂n from Chapter 5. In the next step, we observe that the explicit
expression for M̂n suggest an application of the CMT. For an application of the
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CMT, we need joint convergence of two processes. In the third step, we establish
convergence of the first process. In the fourth step, we establish convergence of
the second process and argue why joint convergence holds. In the fifth and final
step, we apply the CMT and identify the limiting process of M̂n.

Step 1. It is easy to see from the definitions of M̂n, Mn, and ρ that

M̂n(t) = n1−β
∫ t

0

αT(Kn(s)− π) ds+

∫ t

0

n1/2−βσ(Jn(s)) dW (s)

−
∫ t

0

[
γ(Jn(s))n1−β 1

n
Mn(s)− γ∞n1−βρ(s)

]
ds,

so

M̂n(t) =

∫ t

0

n1−β−h/2(αT − γTρ(s)
)
nh/2(Kn(s)− π) ds

+

∫ t

0

n1/2−βσ(Jn(s)) dW (s)−
∫ t

0

γ(Jn(s))M̂n(s) ds.

Now observe that M̂n is, essentially, a modulated Ornstein-Uhlenbeck process
(with a rather complicated background process). Consequently, M̂n may be repre-
sented (cf. Eq. (5.5)) as

M̂n(t) = e−Γn(t)

∫ t

0

eΓn(s)n1−β−h/2(αT − γTρ(s)
)
nh/2(Kn(s)− π) ds

+ e−Γn(t)

∫ t

0

eΓn(s)n1/2−βσ(Jn(s)) dW (s),

(6.14)

where

Γn(t) =

∫ t

0

γ(Jn(s)) ds.

Step 2. The representation in Eq. (6.14) shows that M̂n is the product of the
two continuous processes, namely

e−Γn(t) (6.15)

and ∫ t

0

eΓn(s)n1−β−h/2(αT − γTρ(s)
)
nh/2(Kn(s)− π) ds

+

∫ t

0

eΓn(s)n1/2−βσ(Jn(s)) dW (s).

(6.16)
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Since multiplication is continuous in the Skorokhod J1 topology when one of the
limiting functions is continuous (cf. [11, Th. 4.2]), this suggests proving joint weak
convergence of those two processes and applying the CMT.

Step 3. With this line of reasoning in mind, we would like to prove conver-
gence of exp(−Γn(t)) (for proving convergence of the process in Eq. (6.15)) and
exp(Γn(t)) (for proving convergence of the process in Eq. (6.16) later). We focus
first on the convergence of Γn. Theorem 6.2.5 implies that Γn converges uoc in
probability to the process Γ defined via

Γ(t) =

∫ t

0

γ∞ ds = γ∞t.

Since the exponential function is continuous and increasing, it follows that the
process exp(Γn(t)) converges to exp(Γ(t)) uoc in probability, too. For the same
reasons, exp(−Γn(t)) converges to exp(−Γ(t)) uoc in probability. Also observe
that exp(Γ(t)) and exp(−Γ(t)) are deterministic, continuous, monotone functions.

Step 4. Now focus on the process in Eq. (6.16). Recall that the Dynkin mar-
tingale Yn corresponding to the background Markov chain Jn is given by Yn(t) =

Kn(t)−Kn(0)−
∫ t

0
nhQTKn(s) ds and that−FTQTKn(s) = Kn(s)−π. Hence,

we may rewrite Eq. (6.16) as

−
∫ t

0

n−h/2Gn(s) dKn(s) +

∫ t

0

Gn(s) dn−h/2Yn(s)

+

∫ t

0

eΓn(s)n1/2−βσ(Jn(s)) dW (s),

(6.17)

where

Gn(t) = eΓn(t)n1−β−h/2(αT − γTρ(t)
)
FT. (6.18)

To prove weak convergence of the sum in Eq. (6.17), we will prove joint weak
convergence of the three integrals in Eq. (6.17) via the following strategy. First,
we will analyze the the behavior of Gn (Step 4.1). Then, we will use this analysis
to show that the first integral in Eq. (6.17) converges to the zero process uoc in
probability (Step 4.2). Finally, we will apply the MCLT to show that the last two
integrals in Eq. (6.17) converge jointly, from which we will derive convergence of
the sum above (Step 4.3).

Step 4.1. The entries of the process Gn are processes of bounded variation.
Indeed, Γn may be written as

Γn(t) =

∫ t

0

d∑
i=1

γ(i)1{γ(i)≥0}1{Jn(s)=i} ds

−
∫ t

0

d∑
i=1

−γ(i)1{γ(i)<0}1{Jn(s)=i} ds,
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which is the difference of two nondecreasing continuous processes. Hence, Γn is
a finite variation process and its total variation process is obviously bounded on
compact intervals uniformly in n (cf. [4, Def. I.3.1] and [4, Pr. I.3.3]). But t 7→ et

is Lipschitz continuous on compact intervals and ρ is of bounded variation, so an
application of Lemma 6.6.3 and Lemma 6.6.4 shows that Gn (as described in Eq.
(6.18)) is of bounded variation and that its total variation process is bounded on
compact intervals uniformly in n.

Additionally, it follows from Theorem 6.2.5 (and a straightforward application
of the CMT) that Gn converges to the deterministic function G uoc in probability,
where G is defined via

G(t) = 1{h≤1}e
γ∞t
(
αT − γTρ(t)

)
FT. (6.19)

Here, we use that 1− β − h/2 = min{0, (1− h)/2}.
Step 4.2. Consider the first integral in Eq. (6.17). From the analysis in the

previous step, it follows that n−h/2Gn converges to the zero process uoc in proba-
bility. Additionally, its total variation process converges to the zero process in the
same way, because we verified in the previous step that the total variaton process
ofGn is bounded on compact intervals uniformly in n. Then Lemma 6.6.5 implies
that −

∫ t
0
n−h/2Gn(s) dKn(s) converges to the zero process uoc in probability.

Step 4.3. Consider the last two integrals in Eq. (6.17) and recall the properties
of martingales described in Section 6.3. The (d+ 1)-dimensional locally square-
integral martingale [

n−h/2Yn
W

]
has predictable quadratic variation process〈[

n−h/2Yn
W

]〉
(t) =

[
n−h〈Yn〉(t) 0

0 〈W 〉(t)

]
=

∫ t

0

[
Y ∗n (s) 0

0 1

]
ds

with

Y ∗n (t) = diag
(
QTKn(t)

)
−QTdiag(Kn(t))− diag(Kn(t))Q,

because n−h/2Yn and W are independent. (Here, 0 should be interpreted as a ma-
trix of appropriate size containing zeroes. We adopt this informal notation because
it is much more efficient and informative than formal notation.) The expressions
for 〈Yn〉(t) and Y ∗n (t) are derived in Theorem 6.2.2.

It follows (cf. Section 6.3) that the locally square-integrable martingale[ ∫ t
0
Gn(s) dn−h/2Yn(s)∫ t

0
eΓn(s)n1/2−βσ(Jn(s)) dW (s)

]
(6.20)
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has a predictable quadratic variation process that equals∫ t

0

[
Gn(s) 0

0 eΓn(s)n1/2−βσ(Jn(s))

][
Y ∗n (s) 0

0 1

]
[
Gn(s) 0

0 eΓn(s)n1/2−βσ(Jn(s))

]T
ds,

which can be rewritten as∫ t

0

[
Gn(s)Y ∗n (s)Gn(s)

T
0

0 e2Γn(s)n1−2βσ(Jn(s))
2

]
ds

=

∫ t

0

[
Gn(s)Y ∗n (s)Gn(s)

T
0

0 e2Γn(s)n1−2βσTdiag(Kn(s))σ

]
ds. (6.21)

Recall that we aim to prove weak convergence of the martingale in Eq. (6.20)
via the MCLT (cf. [10, Th. 7.1.4]). To be able to apply this result, it suffices
to show two conditions. The first condition is that the maximum jump size of
the martingale in Eq. (6.20) on compact intervals converges to 0. The second
condition is that the predictable quadratic variation process (as given in Eq. (6.21))
converges to a continuous function uoc in probability.

Checking the first condition is relatively easy. Clearly, the stochastic inte-
gral

∫ t
0
eΓn(s)n1/2−βσ(Jn(s)) dW (s) is continuous and thus has no jumps. On a

compact interval, the maximum jump size of the process
∫ t

0
Gn(s) dn−h/2Yn(s)

is bounded by the maximum jump size of n−h/2Yn(s) (which is n−h/2) times
the supremum of ‖Gn‖ over that interval. But Gn is bounded on compact in-
tervals uniformly in n (as shown in Step 4.1), so the maximum jump size of∫ t

0
Gn(s) dn−h/2Yn(s) on a compact interval converges to 0. Consequently, the

maximum jump size of the martingale in Eq. (6.20) on compact intervals con-
verges to 0.

To check the second condition, note that
∫ t

0
Gn(s)Y ∗n (s)Gn(s)

T
ds converges

uoc in probability to the continuous function∫ t

0

G(s)
(
diag

(
QTπ

)
−QTdiag(π)− diag(π)Q

)
G(s)

T
ds

= −
∫ t

0

G(s)
(
QTdiag(π) + diag(π)Q

)
G(s)

T
ds

= 1{h≤1}

∫ t

0

e2γ∞sV (s) ds.

The convergence follows from Lemma 6.6.1, combined with the fact that the state
occupation measure

∫ t
0
Kn(s) ds converges to

∫ t
0
π ds uoc in probability and that

Gn converges to G uoc in probability. The first equality above uses thatQTπ = 0.
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The last equality above follows from the definition of G in Eq. (6.19) and the
definition of V in Eq. (6.13), combined with the equality in Eq. (6.1). Indeed,

−G(t)
(
QTdiag(π) + diag(π)Q

)
G(t)

T

= 1{h≤1}e
γ∞t
(
αT − γTρ(t)

)
FT
(
−
(
QTdiag(π) + diag(π)Q

))
F (α− γρ(t))eγ∞t

= 1{h≤1}e
2γ∞t

(
αT − γTρ(t)

)(
diag(π)D +DTdiag(π)

)
(α− γρ(t))

= 1{h≤1}e
2γ∞tV (t).

To check the second condition, we also need to verify convergence of the pro-
cess

∫ t
0
e2Γn(s)n1−2βσTdiag(Kn(s))σ ds. This should be obvious by now: the

usual arguments establish the convergence of
∫ t

0
e2Γn(s)n1−2βσTdiag(Kn(s))σ ds

to 1{h≥1}
∫ t

0
e2γ∞sσTdiag(π)σ ds uoc in probability.

Having verified the two sufficient conditions for the MCLT as presented in [10,
Th. 7.1.4], we can now apply this result. It yields the weak convergence of the
locally square-integrable martingale in Eq. (6.20) to the stochastic integral∫ t

0

[√
1{h≤1}e2γ∞sV (s) 0

0
√
1{h≥1}e2γ∞sσTdiag(π)σ

]
d

[
B1(s)
B2(s)

]
, (6.22)

where B1 and B2 are two independent standard Brownian motions.
Now recall that our goal in this step is to show weak convergence of the sum

in Eq. (6.17). In Step 4.2 we have show that the first integral of this sum converges
to the zero process. In the present step, we have shown that the last two integrals
converge jointly to the stochastic integral in Eq. (6.22). Then an application of the
CMT gives us weak convergence of the sum in Eq. (6.17) to the continuous locally
square-integrable martingale∫ t

0

√
1{h≤1}e2γ∞sV (s) dB1(s) +

∫ t

0

√
1{h≥1}e2γ∞sσTdiag(π)σ dB2(s),

(6.23)

which has predictable quadratic variation process∫ t

0

1T

[√
1{h≤1}e2γ∞sV (s) 0

0
√
1{h≥1}e2γ∞sσTdiag(π)σ

]
[√

1{h≤1}e2γ∞sV (s) 0

0
√
1{h≥1}e2γ∞sσTdiag(π)σ

]T
1 ds

=

∫ t

0

(
1{h≤1}e

2γ∞sV (s) + 1{h≥1}e
2γ∞sσTdiag(π)σ

)
ds

=

∫ t

0

e2γ∞s
(
1{h≤1}V (s) + 1{h≥1}Σ

)
ds.
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Consequently, the martingale in Eq. (6.23) has the same distribution as∫ t

0

eγ∞s
√
1{h≤1}V (s) + 1{h≥1}Σ dB(s) (6.24)

where B a standard Brownian motion. Then the sum in Eq. (6.17) converges
weakly to the process in Eq. (6.24).

Step 5. In the last step, we finally prove weak convergence of M̂n and iden-
tify the corresponding limit process. We observed in Step 2 that M̂n can be seen
as the product of two processes, namely the process in Eq. (6.15) and the sum in
Eq. (6.16). In Step 3, we showed that the process in Eq. (6.15) converges uoc in
probability to the deterministic continuous function e−γ∞t. In Step 4, we showed
that the sum in Eq. (6.16) converges weakly to the stochastic integral in Eq. (6.24)
by showing that the process in Eq. (6.17) converges weakly to this stochastic inte-
gral. Now, because M̂n is the product of the processes in Eq. (6.15) and Eq. (6.16)
and multiplication is continuous at continuous limits in the Skorokhod topology, it
follows that M̂n converges weakly to the stochastic process X given by

X(t) = e−γ∞t
∫ t

0

eγ∞s
√
1{h≤1}V (s) + 1{h≥1}Σ dB(s).

Then the representation in Eq. (5.5) implies that X is an OU process and that X
satisfies the stochastic integral equation given in Eq. (6.11). Thus, M̂n converges
weakly to the solution of Eq. (6.11).

6.6 Technical results

State indicator functions, functions of bounded variation, and their convergence
properties have been used repeatedly in previous sections. Moreover, they will be
used in later chapters. In this section, we provide definitions and derive several
useful results.

6.6.1 State indicator functions

We start with some notation. Fix an integer d ∈ N and letW ⊂ C
(
[0,∞);Rd

)
⊂

D
(
[0,∞);Rd

)
be the set of all functions f that may be represented as

f(t) =

∫ t

0

g(s) ds (6.25)

for all t ≥ 0, where g ∈ V . Here, V is the collection of all functions g ∈
D
(
[0,∞);Rd

)
with 0 ≤ g(i; s) ≤ 1 and

∑d
i=1 g(i; s) = 1.
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A function g ∈ V may be interpreted as a state frequency function, in the sense
that g(i; s) measures the infinitesimal fraction of time that a certain (background)
process spends in state i at time s. The function f , then, measures the total time
that a process spends in each state. In other words, f may be viewed as an occu-
pation measure.

In the special case that g takes values in the set {0, 1}d only, g may be inter-
preted as a state indicator function. To put it simply, g(i; s) = 1 if a given process
is in state i at time s, and g(i; s) = 0 if that process is in another state at time s.

The requirement that elements in V are càdlàg ensures that for each f ∈ W
there is a unique g ∈ V such that Eq. (6.25) holds for all t ≥ 0. From now on, we
will write ḟ for this unique g ∈ V .

The space W has a convenient convergence property, which is described in
the next lemma. The result may be interpreted as an averaging property. Indeed,
if we have a function fn ∈ W and a real-valued function hn, then we can view∫ t

0
ḟn(i; s)hn(s) ds as some kind of weighted average of hn. Roughly speak-

ing, the lemma says that if fn converges to f in W and hn converges to h, then
the weighted average

∫ t
0
ḟn(i; s)hn(s) ds converges to the limit weighted average∫ t

0
ḟ(i; s)h(s) ds.

Lemma 6.6.1. Let f, f1, f2, . . . ∈ W and h, h1, h2, . . . ∈ D([0,∞);R). Assume
that fn → f inW and hn → h inD([0,∞);R) under the supremum metric. Then

sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(i; s)hn(s) ds−
∫ t

0

ḟ(i; s)h(s) ds

∣∣∣∣ (6.26)

converges to 0 as n→∞ for every i ∈ {1, . . . , d} and T ≥ 0.

Proof. We will start the proof by giving an easy reformulation of convergence
in W . In the second step of the proof, we reduce the problem to proving the
statement for hn = h. In the third step of the proof, we show (using the result
from the first step) that the lemma holds for step functions h. In the last step,
we will extend this to arbitrary càdlàg functions h via an approximation by step
functions. Although this is a fairly standard approach, we have to take some care
balancing the convergence of fn and the convergence of the step functions.

Step 1. Consider the term

sup
0≤a≤b≤T

∥∥∥∥∥
∫ b

a

ḟn(s) ds−
∫ b

a

ḟ(s) ds

∥∥∥∥∥. (6.27)

Clearly, it is upper bounded by

sup
0≤a≤b≤T

(∥∥∥∥∥
∫ b

0

ḟn(s) ds−
∫ b

0

ḟ(s) ds

∥∥∥∥∥+

∥∥∥∥∫ a

0

ḟn(s) ds−
∫ a

0

ḟ(s) ds

∥∥∥∥
)

= 2 sup
0≤t≤T

∥∥∥∥∫ t

0

ḟn(s) ds−
∫ t

0

ḟ(s) ds

∥∥∥∥,
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which converges to 0 because of fn converging to f inW . Hence, convergence of
fn to f inW is equivalent to the expression in Eq. (6.27) converging to 0.

Step 2. The term in Eq. (6.26) is upper bounded by

sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(i; s)(hn(s)− h(s)) ds

∣∣∣∣ (6.28)

+ sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(i; s)h(s) ds−
∫ t

0

ḟ(i; s)h(s) ds

∣∣∣∣. (6.29)

But the term in Eq. (6.28) is itself upper bounded by∫ T

0

∣∣∣ḟn(i; s)
∣∣∣|hn(s)− h(s)|ds ≤ sup

0≤t≤T
|hn(t)− h(t)|T,

which converges to 0 as soon as hn converges to h in the supremum metric. Con-
sequently, if hn converges to h in the supremum metric, then the term in Eq. (6.26)
converges to 0 if and only if the term in Eq. (6.29) converges to 0.

Step 3. Now let h ∈ D([0,∞);R) be a step function with jump times 0 ≤
t1 ≤ . . . ≤ tk ≤ T in the interval [0, T ]. For convenience, we define t0 = 0 and
tk+1 = T . Then

sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(i; s)h(s) ds−
∫ t

0

ḟ(i; s)h(s) ds

∣∣∣∣
= sup

0≤t≤T

∣∣∣∣∣
k+1∑
m=1

h(tm−1)

∫ tm∧t

tm−1∧t

(
ḟn(i; s)− ḟ(i; s)

)
ds

∣∣∣∣∣
≤

k+1∑
m=1

|h(tm−1)| sup
0≤t≤T

∣∣∣∣∣
∫ tm∧t

tm−1∧t

(
ḟn(i; s)− ḟ(i; s)

)
ds

∣∣∣∣∣,
which converges to 0 as a direct consequence of the observation in the first step.
Thus, the statement of the lemma is true for any càdlàg step function h.

Step 4. Let h be an arbitrary function in D([0,∞);R). We may approximate
h with step functions hm in D([0,∞);R) that satisfy sup0≤t≤T |h(t)− hm(t)| ≤
1/m (cf. [9, Th. 12.2.2]).

In the previous step we confirmed that the lemma holds for step functions.
Consequently, because each hm is a step function, there exists N1 ∈ N such that

sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(s)h1(s) ds−
∫ t

0

ḟ(s)h1(s) ds

∣∣∣∣ ≤ 1/1

for all n ≥ N1. Similarly, there exists N2 ∈ N such that N2 > N1 and

sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(s)h2(s) ds−
∫ t

0

ḟ(s)h2(s) ds

∣∣∣∣ ≤ 1/2
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for all n ≥ N2. Define Nk in the same way for k ≥ 3.
Now take mn = 1 for n ≤ N2 and mn = k for Nk < n ≤ Nk+1 and k ≥ 2.

Then, using some straightforward estimates, we get

sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(i; s)h(s) ds−
∫ t

0

ḟ(i; s)h(s) ds

∣∣∣∣
≤ sup

0≤t≤T

∣∣∣∣∫ t

0

ḟn(s)h(s) ds−
∫ t

0

ḟn(s)hmn(s) ds

∣∣∣∣
+ sup

0≤t≤T

∣∣∣∣∫ t

0

ḟn(s)hmn(s) ds−
∫ t

0

ḟ(s)h(s) ds

∣∣∣∣
≤
∫ T

0

∣∣∣ḟn(s)
∣∣∣|h(s)− hmn(s)|ds

+ sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(s)hmn(s) ds−
∫ t

0

ḟ(s)h(s) ds

∣∣∣∣.
The penultimate term above converges to 0, because the hmn converge pointwise
to h and the ḟn are uniformly bounded (by 1) by assumption. The last term above
is upper bounded by the sum

sup
0≤t≤T

∣∣∣∣∫ t

0

ḟn(s)hmn(s) ds−
∫ t

0

ḟ(s)hmn(s) ds

∣∣∣∣
+ sup

0≤t≤T

∣∣∣∣∫ t

0

ḟ(s)hmn(s) ds−
∫ t

0

ḟ(s)h(s) ds

∣∣∣∣.
The first term of this sum converges to 0 by construction of the hmn , and the
second term converges to 0 due to ḟ being bounded and the hmn converging to h.
Thus, the statement of the lemma holds for arbitrary h ∈ D([0,∞);R).

6.6.2 Functions of bounded variation

We say that a function x : [0,∞)→ R is of bounded variation if

vx(t) = sup

n∑
k=1

|x(tk)− x(tk−1)| <∞

for each fixed t > 0, where the supremum runs over all partitions 0 ≤ t0 < t1 <

. . . < tn ≤ t. If x is of bounded variation, then vx is called its total variation. In
the case that x is of bounded variation, there exists a unique decomposition

x = x+ − x−,

where x+ and x− are nondecreasing and satisfy vx = x+ + x− (cf. [4, Pr. I.3.3]).
The following lemma is obvious.



6-28 MARKOV-MODULATED OU PROCESSES

Lemma 6.6.2. A function of bounded variation is bounded on compact intervals
and so is its total variation.

An interesting question is what happens when functions of bounded variation
are mapped to other functions. The next two results describe situations in which
the property of bounded variation is retained.

Lemma 6.6.3. Let x : [0,∞) → R be of bounded variation and let f : R →
R continuous function that is Lipschitz continuous on compact intervals. Then
y(t) = f(x(t)) is of bounded variation. Additionally, given T > 0, there exists
cT > 0 such that vy(t) ≤ cT vx(t) for all t ∈ [0, T ].

Proof. Fix T > 0. Lemma 6.6.2 implies that x is bounded by a constantB > 0 on
[0, T ]. The function f is Lipschitz continuous on [−B,B] with Lipschitz constant
c > 0. It follows that |y(t)− y(s)| ≤ c|x(t)− x(s)| for all s, t ∈ [0, t]. Hence,
the total variation of y over [0, T ] is bounded by c times the total variation of x
over [0, T ].

Lemma 6.6.4. Let x : [0,∞) → R and y : [0,∞) → R be of bounded variation.
Then z(t) = x(t)y(t) is of bounded variation. Additionally, given T > 0, there
exists cT > 0 such that vz(t) ≤ cT (vx(t) + vy(t)) for all t ∈ [0, T ].

Proof. Fix T > 0. By Lemma 6.6.2, both x and y are bounded by a constant
B > 0 on [0, T ]. Then

|z(t)− z(s)| = |x(t)y(t)− x(s)y(s)|
= |x(t)y(t)− x(t)y(s) + x(t)y(s)− x(s)y(s)|
≤ |x(t)||y(t)− y(s)|+ |x(t)− x(s)||y(s)|
≤ B|y(t)− y(s)|+B|x(t)− x(s)|

for all s, t ∈ [0, t]. Hence, the total variation of z over [0, T ] is bounded by B
times the sum of the total variation of x and the total variation of y over [0, T ].

Lemma 6.6.5. Let y : [0,∞) → R be a function of bounded variation and let
x ∈ D([0,∞); {0, 1}). Then the Lebesgue-Stieltjes integral y · x satisfies

sup
0≤t≤T

∣∣∣∣∫ t

0

y(s) dx(s)

∣∣∣∣ ≤ vy(T ) + sup
0≤t≤T

|y(t)| (6.30)

for every fixed T > 0.

Proof. We only have to prove that∣∣∣∣∫ t

0

y(s) dx(s)

∣∣∣∣ ≤ vy(t) + sup
0≤s≤t

|y(s)|, (6.31)
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for fixed t ≥ 0, because t 7→ vy(t) and t 7→ sup0≤s≤t|y(s)| are nondecreasing.
Clearly, x has alternating jumps of size +1 and −1, and is constant in between

jumps. Thus, if x has at most one jump in [0, t], then Eq. (6.31) is trivial.
Suppose that x has exactly 2m jumps in [0, t] (where m ∈ N) and denote the

corresponding jump times by 0 < s1 < . . . < s2m ≤ t. If the first jump equals
+1, then ∫ t

0

y(s) dx(s) =

m−1∑
k=0

(y(s2k+1)− y(s2k+2)),

so ∣∣∣∣∫ t

0

y(s) dx(s)

∣∣∣∣ ≤ m−1∑
k=0

|y(s2k+2)− y(s2k+1)| ≤ vy(t). (6.32)

If the first jump equals −1, then∫ t

0

y(s) dx(s) =

m−1∑
k=0

(−y(s2k+1) + y(s2k+2)),

so Eq. (6.32) holds in this case, too. Hence, Eq. (6.31) holds when x has an even
number of jumps in [0, t].

Suppose that x has exactly 2m + 1 jumps in [0, t] (where m ∈ N) and denote
the corresponding jump times by 0 < s1 < . . . < s2m < s2m+1 ≤ t. Taking
δ = (s2m+1 − s2m)/2, we get∣∣∣∣∫ t

0

y(s) dx(s)

∣∣∣∣ =

∣∣∣∣∣
∫ s2m+δ

0

y(s) dx(s) +

∫ t

s2m+δ

y(s) dx(s)

∣∣∣∣∣
≤

∣∣∣∣∣
∫ s2m+δ

0

y(s) dx(s)

∣∣∣∣∣+ |y(s2m+1)|

≤ vy(s2m) + |y(s2m+1)|
≤ vy(t) + sup

0≤s≤t
|y(s)|.

Hence, Eq. (6.31) also holds when x has an odd number of jumps in [0, t].

6.7 Discussion and conclusion
We derived weak convergence results for Markov chains and Markov-modulated
OU processes. In particular, we proved weak convergence of state occupation
measures of Markov chains via martingale arguments. We also proved weak con-
vergence of certain stochastic integrals with respect to state occupation measures
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of Markov chains. We observed that standard approaches do not apply to this spe-
cific case and developed a new approach. Then we used these convergence results,
together with the concept of stochastic equivalence, to establish weak convergence
of Markov-modulated OU processes.
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7
Weak convergence of

Markov-modulated networks of
infinite-server queues

7.1 Introduction

It seems obvious how we should model a Markov-modulated network of infinite-
server queues. When we consider a single infinite-server queue, the most gen-
eral modulated version (Model III) has the arrival process, the server speed, and
the (exponential) service requirements depend on the background process. Then,
clearly, the most general Markov-modulated network should consist of Model III
queues and a routing mechanism which depends on the background process.

However, this line of thinking overlooks part of the flexibility that is gained
when the infinite-server setting is combined with a network setting. When studying
a single Model III queue in Chapter 2, we had to keep track of different customer
classes. But in a network setting we can send each class to its own (Model I) queue,
thus getting rid of different customer classes in the same queue. This is possible
because a Model III queue has infinitely many servers, so that jobs do not interact.
Conversely, we can construct a Model III queue from d appropriately constructed
Model I queues by considering these d different queues as one system.

So, in short, the most general Markov-modulated network of infinite-server
queues is (equivalent to) a Markov-modulated network of Model I infinite-server
queues. In particular, this network setting allows us to study single Model II and
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Model III queues as well.

We are interested in how such networks behave under scaling. In particular,
we would like to find conditions under which the process describing the number
of jobs in the system converges weakly. Our main goal in this chapter is to prove
this weak convergence.

In the remainder, we will first give a mathematical description of a Markov-
modulated network of Model I infinite-server queues. Then, we will give examples
of networks illustrating our claim that we only have to consider Model I networks.
After that, we will derive a fluid limit for the network. We will use this fluid limit
in the last section to prove weak convergence of the number of jobs in the system.

7.2 Model and preliminaries

A question that remains is how we may represent a Markov-modulated network of
Model I infinite-server queues. As already discussed in Chapter 2, there are several
possible representations of (networks of) infinite-server queues. Here, we follow
the representation that is extensively used in [1], as it is (in our experience at least)
an intuitive representation that is relatively easy to work with when studying weak
convergence.

Let us give a more mathematical description of a Markov-modulated network
of infinite-server queues. We assume that the background process J is an indepen-
dent continuous-time Markov chain with state space {1, . . . , d} and irreducible
generator matrix Q. The invariant distribution corresponding to Q is denoted by
the d× 1 column vector π.

For notational convenience, we assume there are L ∈ N \ {1} queues in the
network, i.e., there are always at least two queues in the network. We impose this
assumption, because we need not keep track of jobs leaving the system in this case.
Indeed, a job leaving the system is equivalent to sending it to some designated
infinite-server queue that has zero server speed. To be clear: this assumption is no
restriction and is only introduced to streamline notation.

If we have a network of L queues, we define the set of queue indices I =

{1, . . . , L}. Given k ∈ I, we define Ik = I \ {k}. This is, of course, the set of all
queues to which a job from queue k may be routed after service completion. This
set is always nonempty, because L ≥ 2 by assumption.

For t ≥ 0, we denote the number of jobs in queue k ∈ I by Qk(t) , and the
queue content process by Q(t) = (Q1(t), . . . , QL(t)). Then we represent Q as
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the solution of the system of equations

Qk(t) = Qk(0) +Ak

(∫ t

0

λk(J(s)) ds

)
+
∑
l∈Ik

Slk

(∫ t

0

µlk(J(s))Ql(s) ds

)

−
∑
l∈Ik

Skl

(∫ t

0

µkl(J(s))Qk(s) ds

)
.

(7.1)

Here, Q(0) is an independent random vector taking values in ZL≥0, with its kth
entry describing the initial number of jobs in queue k. The processes Ak and
Skl with k ∈ I and l ∈ Ik form a collection of independent standard Poisson
processes. We use Ak to model the exogenous arrivals to queue k, whereas we use
Skl to model service completions in queue k that will be routed to queue l.

The routing probabilities are not explicitly shown in the equations for Q. In-
stead, we take µkl to be a d-dimensional vector with nonnegative entries, repre-
senting the different service speeds and routing probabilities for different states of
the background process. Again, we use the flexibility of our model to represent a
Markov-modulated network in the simplest way. Later, we will show in examples
how this set-up includes routing probabilities that depend both on the state of the
background process upon a job’s arrival and on the state of the background process
upon its service completion.

It is not immediately clear whether the processes Qk are well defined and
whether they are proper stochastic processes. We should also show that the pro-
cesses Qk indeed have the queueing properties described above. However, fol-
lowing a standard procedure, we may construct the sample paths of Qk from one
jump to the next (see the results and comments in [2, Th. 9.2] and [1, Lem. 2.1],
for instance). The fact that Qk is a stochastic process is an easy corollary of this
jump-by-jump construction. Moreover, the queueing properties follow from the
memorylessness property of a Poisson process. For definiteness, we summarize
this in the following lemma.

Lemma 7.2.1. Under the conditions detailed above, there exists a pathwise unique
stochastic process Q that is given by the system of equations in Eq. (7.1). The
process Q is a random element of D

(
[0,∞);RL

)
.

In the next section, we will give some examples of Markov-modulated net-
works of infinite-server queues to demonstrate that our set-up indeed has the flex-
ibility that we claimed it would have.

7.3 Examples of networks
At first sight, our construction of a network of Model I queues may not seem very
flexible, because common features like modulated service requirements (in Model
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III queues) or routing probabilities are not explicitly incorporated. However, as we
have already argued in the previous section, the combination of Model I queues
with the network setting gives us much more flexibility than we might think.

The upcoming examples are meant to demonstrate this flexibility by explic-
itly showing how we may incorporate modulated service requirements and routing
probabilities. In particular, the last example describes how we may construct a
Model III queue as a network of Model I queues, thus showing that a network of
Model I queues is indeed the most general Markov-modulated network of infinite-
server queues.

The first example describes a simple network with routing probabilities. It also
shows how we can make jobs ‘leave’ the system.

Example 7.3.1. We consider a simple network of four Model I queues. Jobs arrive
to queue 1 at rate λ1(J(t)) and receive service there with speed µ∗1(J(t)). When a
job completes service at this queue, it is routed with probability p to queue 2 and
with probability 1− p to queue 3. After service completion in queue 2 or queue 3,
a job is sent to queue 4. This queue will have zero server speed and we may regard
a job in queue 4 as having left the system.

The routing probabilities can be incorporated into our framework as follows.
Of course, we can just take λ1 for the arrival rate to queue 1. For the server speeds
at queue 1 we take µ12(i) = pµ∗1(i) and µ13(i) = (1− p)µ∗1(i). Then, conditional
on the background process being in state i, the service process S12 jumps before
the service process S13 with probability pµ∗1(i)/(pµ∗1(i) + (1− p)µ∗1(i)) = p.
This means that a job in queue 1 is routed to queue 2 with probability p.

Of course, the routing mechanism can be made more complicated than in the
previous example. An obvious extension would be to make the routing proba-
bilities depend on the background process. In such a scenario, a job’s routing
probabilities depend on the state of the background process at the moment of its
departure. But we can also make these routing probabilities depend on the state of
the background process at the moment of a job’s arrival. We will demonstrate this
in the next example.

Example 7.3.2. We consider a network in which jobs arrive to queue A at rate
λA(J(t)) and receive service there with speed µA(J(t)). When a job completes
service at this queue, it is routed with probability p(i, j) to queue B, where i is the
state of the background process J upon arrival of the job and j is the state of J
upon service completion. With probability 1 − p(i, j) the job is routed to queue
C. (What happens at queue B and C is not very relevant here; neither do we need a
queue D for jobs leaving the system.)

The difficulty here is the dependence of the routing probabilities on both the
present and the past. Indeed, the routing probabilities for a job are determined
when it completes service, but also depend on the state of J upon its arrival.
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We can deal with this problem by registering the state of J when a job arrives to
queue A. This naturally leads to the jobs in queue A being divided into d different
classes: a job belongs to class i when J is in state i upon arrival of the job.

Now the question is how to model this as a network of Model I queues. Instead
of having different classes in one queue (which is not allowed in a Model I queue),
we make d independent copies of queue A, so that each class gets its own queue.
Then the routing probabilities for jobs in those queues only depend on the queue
index and the state of J upon service completion, which is highly similar to the
previous example.

The system considered as a network of Model I queues will look like this. We
denote the queues handling the different classes by 1, . . . , d. We define the arrival
rates to these queues by λk(i) = 1{i=k}λA(i) for k, i ∈ {1, . . . , d}. Then we have
arrivals of only one class at a time with the right arrival rate for each class.

Jobs from those d queues will be routed to queue d+1 and queue d+2 (which
were queue B respectively queue C in our original thought experiment). The rout-
ing mechanism is then incorporated by defining the server speeds via µk(d+1)(i) =

p(k, i)µA(i) and µk(d+2)(i) = (1− p(k, i))µA(i) for k ∈ {1, . . . , d}.

In the previous example, we have seen how we can handle different classes
by assigning them to their own Model I queue. In the final example, we use this
idea to show how a Model III Markov-modulated infinite-server queue may be
represented as a Markov-modulated network of Model I infinite-server queues.

Example 7.3.3. Consider a single Model III Markov-modulated infinite-server
queue where J is the background process. In this case, jobs arrive according to
a Poisson process with rate λ∗(i) while J is in state i. If a job arrives to the
system while J is in state i, then it will be of type i and has an independent service
requirement having an exponential distribution with parameter κ∗(i). The server
speed is µ∗(i) while the background process is in state i.

We will construct a network of L = d+ 1 queues: d queues for each job type
(i.e., queue k contains the jobs of type k that are still in service) and one queue
to collect all jobs that have finished service in their respective queue (i.e., queue
d + 1 with zero exogenous arrival rate and zero server speed). In what follows, i
ranges over {1, . . . , d}, and k and l range over {1, . . . , d, d+ 1}.

To construct the network, define λk(i) = 1{i=k}λ
∗(i) for k ∈ {1, . . . , d} and

λd+1(i) = 0. This means that jobs arrive to exactly one queue at a time: the arrival
rate (of jobs of type i) to queue i is λ∗(i) while J is in state i and zero while J
is not in state i. Moreover, there are no exogenous arrivals to queue d + 1, which
collects jobs that have finished service.

Additionally, we take µkl(i) = 1{l=d+1}κ
∗(k)µ∗(i) for k ∈ {1, . . . , d}. This

ensures that jobs can only be routed to queue d + 1 after service completion (the
1{l=d+1} part), that jobs of type k arriving at queue k have an exponentially dis-
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tributed service requirement with parameter κ∗(k), and that those jobs in queue k
experience server speed µ∗(i) while J is in state i.

Now the queue content process of the single Model III Markov-modulated
infinite-server queue is just given by

∑d
k=1Qk. As a bonus, the departure process

of the Model III queue is captured by Qd+1. Thus, the network constructed above
completely describes the behavior of the queue content of the Model III queue.

7.4 Convergence results: a fluid limit

As mentioned earlier, we are interested in proving weak convergence of the mod-
ulated network of infinite-server queues. A first step towards such a result is the
derivation of a fluid limit for the network. This serves three purposes. First, the
fluid limit is interesting in its own right, as it describes the typical behavior of the
network under scaling. It is, essentially, a law of large numbers for the network
and it holds under more general assumptions than the weak convergence results.
Second, when proving weak convergence we will apply the fluid limit to identify
the limiting process. Third, we will use the fluid limit to point out differences
between the modulated and the nonmodulated network.

To establish a fluid limit, we will scale the parameters of the modulated net-
work by increasing the arrival rates to the queues as well as scaling the server
speeds and the background process in the following way. Fix some α > 0. In the
nth system, the initial number of jobs in queue k is denoted by Qnk (0). The arrival
rate to queue k is given by λnk , and the service speed for jobs to be routed from
queue k to queue l is given by µnkl. We assume that

lim
n→∞

1

n
λnk = λk (7.2)

and

lim
n→∞

µnkl = µkl (7.3)

in Rd. The main example to keep in mind is λnk = nλk and µnkl = µkl.
The background process in the nth system is Jn, which is a continuous-time

Markov chain having irreducible generator matrix nαQ and invariant distribution
π. Recall that Jn(t) is essentially equal to J(nαt). Thus, the scaling here amounts
to simultaneously speeding up the arrivals and the time scale of the background
process, while the server speeds approach some limiting value. Note that the
speedup of the arrival rate is essentially linear in n, whereas the speedup of the
time scale of the background process is sublinear (α < 1), linear (α = 1), or
superlinear (α > 1) in n.
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Under this scaling, the queue content process is denoted by the RL-valued
stochastic process Qn, which is given by the system of equations

Qnk (t) = Qnk (0) +Ak

(∫ t

0

λnk (Jn(s)) ds

)
+
∑
l∈Ik

Slk

(∫ t

0

µnlk(Jn(s))Qnl (s) ds

)

−
∑
l∈Ik

Skl

(∫ t

0

µnkl(J
n(s))Qnk (s) ds

)
.

(7.4)

As mentioned, we would like to derive a fluid limit for Qn. This will involve
the time-averaged parameters λπk =

∑d
i=1 π(i)λk(i) and µπkl =

∑d
i=1 π(i)µkl(i),

which is a consequence of the scaling of the background process. We present the
fluid limit in the next lemma.

Lemma 7.4.1. Assume that 1
nQ

n(0) converges almost surely respectively in prob-
ability to the constant ρ(0). Then, under the assumptions stated above, 1

nQ
n con-

verges uoc almost surely respectively in probability to the solution of the system of
integral equations

ρk(t) = ρk(0) +

∫ t

0

λπk ds+
∑
l∈Ik

∫ t

0

µπlkρl(s) ds−
∑
l∈Ik

∫ t

0

µπklρk(s) ds. (7.5)

Proof. In this proof, we follow a standard approach by combining the Functional
Law of Large Numbers (FLLN) for Poisson processes with an application of Gron-
wall’s Lemma. The background process is a minor complication here, but we can
deal with that by exploiting convergence properties of irreducible Markov chains.
We also need to show that there exists a unique solution to the integral equations,
but this is more or less standard and we omit this.

The lemma claims uoc convergence of Q̄nk to the zero process, where

Q̄nk (t) =
1

n
Qnk (t)− ρk(t).

Using the expressions in Eq. (7.4) and Eq. (7.5), some simple algebra gives us

Q̄nk (t) = Q̄nk (0) + X̄n
1,k(t) + X̄n

2,k(t) + X̄n
3,k(t)

+
∑
l∈Ik

(
X̄n

4,lk(t) + X̄n
5,lk(t) +

∫ t

0

µlk(Jn(s))Q̄nl (s) ds+ X̄n
6,lk(t)

)

−
∑
l∈Ik

(
X̄n

4,kl(t) + X̄n
5,kl(t) +

∫ t

0

µkl(J
n(s))Q̄nk (s) ds+ X̄n

6,kl(t)

)
,



7-8 MARKOV-MODULATED NETWORKS

with

X̄n
1,k(t) =

1

n
Ak

(
n

∫ t

0

1

n
λnk (Jn(s)) ds

)
−
∫ t

0

1

n
λnk (Jn(s)) ds,

X̄n
2,k(t) =

∫ t

0

1

n
λnk (Jn(s)) ds−

∫ t

0

λk(Jn(s)) ds,

X̄n
3,k(t) =

∫ t

0

λk(Jn(s)) ds−
∫ t

0

λπk ds,

X̄n
4,kl(t) =

1

n
Skl

(
n

∫ t

0

µnkl(J
n(s))

1

n
Qnk (s) ds

)
−
∫ t

0

µnkl(J
n(s))

1

n
Qnk (s) ds,

X̄n
5,kl(t) =

∫ t

0

(µnkl(J
n(s))− µkl(Jn(s)))

1

n
Qnk (s) ds,

X̄n
6,kl(t) =

∫ t

0

(µkl(J
n(s))− µπkl)ρk(s) ds.

Now suppose that all six types of processes above converge to the zero process uoc
almost surely respectively in probability when 1

nQ
n(0) converges to ρ(0) almost

surely respectively in probability. Then, for fixed T ≥ 0, the random variables

Ȳ n1 (T ) =

L∑
k=1

(
sup
t∈[0,T ]

∣∣X̄n
1,k(t)

∣∣+ sup
t∈[0,T ]

∣∣X̄n
2,k(t)

∣∣+ sup
t∈[0,T ]

∣∣X̄n
3,k(t)

∣∣),
Ȳ n2 (T ) =

L∑
k=1

∑
l∈Ik

(
sup
t∈[0,T ]

∣∣X̄n
4,lk(t)

∣∣+ sup
t∈[0,T ]

∣∣X̄n
5,lk(t)

∣∣+ sup
t∈[0,T ]

∣∣X̄n
6,lk(t)

∣∣),
and

Ȳ n3 (T ) =

L∑
k=1

∑
l∈Ik

(
sup
t∈[0,T ]

∣∣X̄n
4,kl(t)

∣∣+ sup
t∈[0,T ]

∣∣X̄n
5,kl(t)

∣∣+ sup
t∈[0,T ]

∣∣X̄n
6,kl(t)

∣∣)
converge to 0 in the same way. Observe that

L∑
k=1

∣∣Q̄nk (t)
∣∣ ≤ L∑

k=1

∣∣Q̄nk (0)
∣∣+ Ȳ n1 (T ) + Ȳ n2 (T ) + Ȳ n3 (T )

+

L∑
k=1

∑
l∈Ik

∫ t

0

µ∗
∣∣Q̄nl (s)

∣∣ ds+

L∑
k=1

∑
l∈Ik

∫ t

0

µ∗
∣∣Q̄nk (s)

∣∣ ds
for all t ∈ [0, T ], where µ∗ =

∑L
k=1

∑
l∈Ik

∑d
i=1 µkl(i). It follows that

L∑
k=1

∣∣Q̄nk (t)
∣∣ ≤ L∑

k=1

∣∣Q̄nk (0)
∣∣+ Ȳ n1 (T ) + Ȳ n2 (T ) + Ȳ n3 (T )

+

∫ t

0

2(L− 1)µ∗
L∑
k=1

∣∣Q̄nk (s)
∣∣ ds
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for all t ∈ [0, T ]. An application of Gronwall’s Lemma (cf. [3, Th. A.5.1]) then
leads to

L∑
k=1

∣∣Q̄nk (t)
∣∣ ≤ ( L∑

k=1

∣∣Q̄nk (0)
∣∣+ Ȳ n1 (T ) + Ȳ n2 (T ) + Ȳ n3 (T )

)
e2(L−1)µ∗T

for all t ∈ [0, T ], so supt∈[0,T ]

∑L
k=1

∣∣Q̄nk (t)
∣∣ converges to 0 almost surely respec-

tively in probability under the current assumptions.
Consequently, it remains to show that Ȳ n1 (T ), Ȳ n2 (T ), and Ȳ n3 (T ) converge to

0 almost surely respectively in probability as soon as 1
nQ

n(0) converges to ρ(0)

almost surely respectively in probability. We will prove this only for convergence
in probability, because the almost sure convergence can be established in almost
the same way.

Define λ∗ =
∑L
k=1

∑d
i=1 λk(i). Then

∫ t
0

1
nλ

n
k (Jn(s)) ds ≤ 2λ∗t for all n

large enough. Moreover, 1
nAk(n2λ∗t) converges uoc to 2λ∗t almost surely by the

FLLN for Poisson processes (cf. [4, Th. 5.5.10]), implying that supt∈[0,T ]

∣∣∣X̄n
1,k(t)

∣∣∣
converges to 0 almost surely.

Next, observe that supt∈[0,T ]

∣∣∣X̄n
2,k(t)

∣∣∣ converges to 0 almost surely, due to

the convergence of 1
nλ

n
k to λk. Also observe that both supt∈[0,T ]

∣∣∣X̄n
3,k(t)

∣∣∣ and

supt∈[0,T ]

∣∣∣X̄n
6,kl(t)

∣∣∣ converge to 0 as a result of Theorem 6.2.5 and Lemma 6.6.1.

To analyze X̄n
4,kl(t) and X̄n

5,kl(t) we need to know more about the behavior of
Qnk (s). Clearly, the queueing dynamics are such that∣∣∣∣ 1nQnk (s)

∣∣∣∣ ≤∑
m∈I

(
1

n
Qnm(0) +

1

n
Am(nλ∗T )

)

for all s ∈ [0, T ]. The sum above converges to
∑
m∈I(ρm(0) + λ∗T ) in probabil-

ity, due to Slutsky’s Lemma (cf. [7, Lem. 2.8]). Another application of Slutsky’s
Lemma shows that

|µnkl(Jn(s))− µkl(Jn(s))|
L∑
l=1

(
1

n
Qnl (0) +

1

n
Al(nλ

∗T )

)

converges to 0 in probability. Then supt∈[0,T ]

∣∣∣X̄n
5,kl(t)

∣∣∣ must converge to 0 in

probability, too. Regarding X̄n
4,kl(t), we observe that, for fixed ε > 0, we have the

very crude inequality∫ t

0

µnkl(J
n(s))

1

n
Qnk (s) ds ≤ µ∗

∑
m∈I

(ρm(0) + λ∗T )T + ε
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on a set with probability at least 1 − ε for all n large enough. Combined with
the FLLN for the standard Poisson process Skl, this gives us the convergence of
supt∈[0,T ]

∣∣∣X̄n
4,kl(t)

∣∣∣ to 0 in probability.

Using Slutsky’s Lemma once again, we conclude that Ȳ n1 (T ), Ȳ n2 (T ), and
Ȳ n3 (T ) converge to 0 in probability. This completes the proof.

The fluid limit in Lemma 7.4.1 is exactly the fluid limit that we would obtain
from a nonmodulated network of infinite-server queues. (To see this, just replace
the modulated parameters of the queues by their time-averaged versions λπk and
µπkl.) However, modulation induces markedly different fluctuations around this
fluid limit. We will study this in the next section.

7.5 Convergence results: a diffusion limit

We concluded in the previous section that the fluid limit of a Markov-modulated
network of infinite-server queues coincides with the fluid limit of a nonmodulated
version of this network. But, as we have already seen in other chapters, the behav-
ior of the background process has a major influence on other scaling limits of an
infinite-server queue. In particular, this is exemplified by the form of the limiting
results in Theorem 2.3.6 and Example 3.3.6.

Our main goal in this section is to see how the background process influences
weak convergence of our modulated network of infinite-server queues. More pre-
cisely, we will prove a diffusion limit for the queue content process of the network
under an appropriate scaling. This diffusion limit will explicitly depend on scaling
properties of the background process, thus giving insight into how the background
process influences the behavior of the network on process level.

We will use several different tools to establish the diffusion limit. Often, the
main tools in deriving such limits are martingale methods and the Continuous
Mapping Theorem (CMT); see, for instance, [1], [8], and [9]. Unfortunately, the
classical continuous maps do not apply to our network, due to the presence of the
background process. We may get around this problem by constructing a more re-
fined continuous map, but we will choose another solution. We will opt for a direct
approach that shows the asymptotic equivalence of the scaled network queue con-
tent process and a closely related stochastic process, which turns out to have the
desired weak convergence properties. The direct approach combines queueing in-
tuition with well known continuous maps and convergence properties of stochastic
integrals to achieve these results.

The continuous map that we will use is (a multidimensional version of) the well
known integral map presented in [1, Th. 4.1]. It is intimately related to standard
infinite-server queues (cf. [1] and Lemma 7.4.1). For completeness, we present the
result here.
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Lemma 7.5.1. Let h : RL → RL be Lipschitz continuous, i.e.,

‖h(a1)− h(a2)‖ ≤ c‖a1 − a2‖

for all a1, a2 ∈ RL for some c > 0. Also assume that h(0) = 0. If b ∈ RL
and x ∈ D

(
[0,∞);RL

)
, then there exists a unique element y ∈ D

(
[0,∞);RL

)
satisfying the integral equation

y(t) = b+ x(t) +

∫ t

0

h(y(s)) ds. (7.6)

Thus, the integral equation (7.6) defines a function H : RL × D
(
[0,∞);RL

)
→

D
(
[0,∞);RL

)
. The function H is continuous whenever the space D

(
[0,∞);RL

)
is equipped (in both the domain and the range) either with the uniform topology
or with the weak J1 topology.

Proof. The proof is a straightforward generalization of the proof of [1, Th. 4.1].

The next corollary describes an example of a function H that is defined via the
procedure in Lemma 7.5.1. The function H defined in this corollary is, in fact, the
map that we will use to prove weak convergence of the network. Moreover, H is
intimately related to the fluid limit ρ (compare Eq. (7.5) and Eq. (7.7)).

Corollary 7.5.2. Define the L× L matrix M via

Mkl =

{
µπlk if k ∈ {1, . . . , L}, l ∈ Ik;

−
∑
l∈Ik µ

π
kl if k ∈ {1, . . . , L}, l = k.

Let h : RL → RL be given by h(a) = Ma. Then h is Lipschitz continuous and
Eq. (7.6) defines a function H : RL ×D

(
[0,∞);RL

)
→ D

(
[0,∞);RL

)
that has

the continuity properties described in Lemma 7.5.1. If y = H(b, x), then

yk(t) = bk + xk(t) +
∑
l∈Ik

∫ t

0

µπlkyl(s) ds−
∑
l∈Ik

∫ t

0

µπklyk(s) ds. (7.7)

Throughout this section, we assume that the conditions of the previous section
are in force. In addition, we define β = max{1/2, 1− α/2}, and we assume that

lim
n→∞

n1−β
(

1

n
λnk − λk

)
= λ̂k (7.8)

and

lim
n→∞

n1−β(µnkl − µkl) = µ̂kl (7.9)
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in Rd. We also assume that

n1−β
(

1

n
Qn(0)− ρ(0)

)
→ X(0) (7.10)

in distribution, where X(0) is some random variable. Note that this is compatible
with 1

nQ
n(0) converging in probability to ρ(0), due to Slutsky’s Lemma and β −

1 being strictly negative. In fact, for these reasons (7.10) implies that 1
nQ

n(0)

converges in probability to ρ(0).
The process of interest here is the stochastic process Q̂n, which is defined via

Q̂nk (t) = n1−β
(

1

n
Qnk (t)− ρk(t)

)
. (7.11)

In words, Q̂n is the scaled and centered RL-valued process describing how the
number of jobs in the network fluctuates around the fluid limit. As indicated be-
fore, we would like to show that Q̂n converges to a diffusion process. Anticipating
the application of continuous-mapping methods, we represent Q̂n as

Q̂nk (t) = Q̂nk (0) + X̂n
k (t) +

∑
l∈Ik

∫ t

0

µlk(Jn(s))Q̂nl (s) ds

−
∑
l∈Ik

∫ t

0

µkl(J
n(s))Q̂nk (s) ds,

(7.12)

where

X̂n
k (t) = n1−βX̄n

k (t)

and

X̄n
k (t) = X̄n

1,k(t) + X̄n
2,k(t) + X̄n

3,k(t)

+
∑
l∈Ik

(
X̄n

4,lk(t) + X̄n
5,lk(t) + X̄n

6,lk(t)
)

−
∑
l∈Ik

(
X̄n

4,kl(t) + X̄n
5,kl(t) + X̄n

6,kl(t)
)
.

(7.13)

Observe that the term µkl(J
n(s)) in the integral

∫ t
0
µlk(Jn(s))Q̂nl (s) ds above

makes a direct application of Lemma 7.5.1 impossible. We deal with this problem
by first showing that Q̂n is asymptotically equivalent to the stochastic process Q̃n,
which is defined via

Q̃nk (t) = Q̂nk (0) + X̂n
k (t) +

∑
l∈Ik

∫ t

0

µπlkQ̃
n
l (s) ds−

∑
l∈Ik

∫ t

0

µπklQ̃
n
k (s) ds

(7.14)
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or, equivalently,

Q̃n = H
(
Q̂n(0), X̂n

)
, (7.15)

with H denoting the continuous integral map from Example 7.5.2. This is moti-
vated by the following intuitive reasoning.

Our goal is to apply classic continuous-mapping arguments: we would like
to view Q̂n as a continuous integral map of some input processes. If the server
speeds were not modulated, it would be clear that the input is given by Q̂n(0)

and X̂n, and that Q̂n is a continuous integral map of these input processes. Then
everything would fall nicely within the scope of Lemma 7.5.1. Unfortunately, the
server speeds do depend on the background process, so this does not work.

However, the service requirements are not scaled, whereas the background
process is scaled. Intuitively, this means that a service requirement remains fixed
as n becomes large, while the background Markov chain is jumping faster and
faster and approaches its equilibrium distribution. Thus, as n becomes large, a
service requirement should experience the average or equilibrium server speed.

These arguments suggest that, for large n, we may replace the modulated
server speeds µkl(Jn(s)) by the average server speeds µπkl. More precisely, this
means that the processes Q̂n and Q̃n should be asymptotically equivalent.

There are two major flaws in the reasoning above. First, Q̂n is a scaled and
centered queueing process rather than an actual queueing process; it is unclear
what a ‘service requirement’ is in this context. Second, and more importantly, the
term µkl(J

n(s)) also appears in the input via the X̂n. So why not take the average
server speed there? The not so convincing answer is that in the input µkl(Jn(s))

does not act as a server speed but is more like a measure of how the parameters
deviate from their averaged counterparts.

Again, the intuitive reasoning above is not entirely convincing from a math-
ematical point of view, but at least it has given us a potentially useful idea. We
formalize that idea in the following lemma.

Lemma 7.5.3. The process Q̃n is stochastically equivalent to Q̂n, meaning that
Q̂n − Q̃n converges uoc in probability to the zero process as n→∞.

Proof. For completeness, we first prove that Q̃n is a well defined stochastic pro-
cess. We already know that Q̂n(0) and X̂n are well defined random elements.
As observed in Example 7.5.2, the integral map H that defines Q̃n satisfies the
conditions of Lemma 7.5.1, so Q̃n is a continuous function (in the Skorokhod J1

topology) of a stochastic process. Then Q̃n is a well defined stochastic process.



7-14 MARKOV-MODULATED NETWORKS

The difference between Q̂n and Q̃n satisfies

Q̂nk (t)− Q̃nk (t)

=
∑
l∈Ik

(∫ t

0

µlk(Jn(s))Q̂nl (s) ds−
∫ t

0

µπlkQ̃
n
l (s) ds

)

−
∑
l∈Ik

(∫ t

0

µkl(J
n(s))Q̂nk (s) ds−

∫ t

0

µπklQ̃
n
k (s) ds

)

=
∑
l∈Ik

(∫ t

0

(µlk(Jn(s))− µπlk)Q̂nl (s) ds−
∫ t

0

µπlk

[
Q̃nl (s)− Q̂nl (s)

]
ds

)

−
∑
l∈Ik

(∫ t

0

(µkl(J
n(s))− µπkl)Q̂nk (s) ds−

∫ t

0

µπkl

[
Q̃nk (s)− Q̂nk (s)

]
ds

)
,

so it is, in fact, given by the continuous integral map H of some input process.
Consequently, if this input process converges to the zero process uoc in probability,
then the difference between Q̂n and Q̃n must converge to the zero process uoc in
probability, too.

This input process is essentially a sum of other input processes of the form∫ t

0

(µkl(J
n(s))− µπkl)Q̂nk (s) ds. (7.16)

Thus, to prove the lemma, it suffices to establish the convergence of each of these
terms to the zero process uoc in probability. We will do this in the remainder of
this proof.

Recall that (cf. Chapter 6) the state indicator function of Jn is denoted by Kn

and the Dynkin martingale associated with Jn is denoted by Y n. Now rewrite the
integral in Eq. (7.16) as∫ t

0

n−α/2Q̂nk (s)µT
kln

α/2(Kn(s)− π) ds =

∫ t

0

Gnkl(s)n
α/2(Kn(s)− π) ds,

(7.17)

where

Gnkl(t) = n−α/2Q̂nk (t−)µT
kl.

Convergence of Gnkl to the zero process implies, under certain assumptions, con-
vergence of the integral (7.17) to the zero process; this is described Corollary 6.3.3.

To be able to apply Corollary 6.3.3, we have to check several properties. We
will break this up in four steps and then apply Corollary 6.3.3 in the fifth and final
step.

Step 1. We would like to verify (in this step and the next) that Gnkl is a pro-
cess in L2

loc(Y n). First of all, we should have a filtration with respect to which
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Gnkl is predictable and Y n is a martingale. For this filtration, say G, we can just
take the natural filtration of Jn and add to this the entire filtration of all Poisson
processes and Qn(0), which are independent of Jn. Then Y n is still a (locally
square-integrable) martingale with respect to this filtration, due to the indepen-
dence. Moreover, the left-continuous process Gnkl is adapted to G and thus pre-
dictable. This settles the filtration and measurability issues of Corollary 6.3.3.

Step 2. From the previous step, we know that Gnkl has the right measurability
properties. To verify that Gnkl is a process in L2

loc(Y n), we also have to check that
the process∫ t

0

Gnkl(s)
[
diag

(
QTK(s)

)
−QTdiag(K(s))− diag(K(s))Q

]
Gnkl(s)

T
ds

is locally integrable. This is rather obvious, as∣∣∣Q̂nk (t)
∣∣∣ ≤ n1−β 1

n
Qnk (t) + n1−βρk(t)

≤ n1−βρk(t) +

L∑
l=1

Al

(∫ t

0

λnl (Jn(s)) ds

)

≤ n1−βρk(t) +

L∑
l=1

Al(λ
∗t),

where λ∗ =
∑L
k=1

∑d
i=1 λk(i). From this, we conclude that Gnkl is a process in

L2
loc(Y n).

Step 3. Perhaps the most important step is to check that Gnkl converges to the
zero process uoc in probability. From the definition of Q̂nk in Eq. (7.12), it follows
that

Gnkl(t) = n1−β−α/2
(

1

n
Qnk (t−)− ρk(t−)

)
µT
kl. (7.18)

By the fluid limit in Lemma 7.4.1, 1
nQ

n
k − ρk converges to the zero process uoc in

probability. But 1− β − α/2 = min{0, (1− α)/2}, so Gnkl converges to the zero
process in the same way.

Step 4. Now we only have to verify that n−α/2Gnkl is a finite variation process
whose total variation process converges to the zero process uoc in probability.
From Eq. (7.18), we get

n−α/2Gnkl(t) = n−α/2n1−β−α/2
(

1

n
Qnk (t−)− ρk(t−)

)
µT
kl

= n1−β−α
(

1

n
Qnk (t−)− ρk(t−)

)
µT
kl. (7.19)
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Clearly, it suffices to show that n1−β−α( 1
nQ

n
k (t−)− ρk(t−)

)
is a finite variation

process whose total variation process converges to the zero process uoc in proba-
bility.

To this end, observe that ρk is continuously differentiable, so it is of bounded
variation. Moreover, ρk does not depend on n and we have

1− β − α = min{−α/2, (1− 2α)/2} < 0,

so the total variation process of n1−β−αρk converges to the zero process uoc. Con-
sequently, it suffices to show that n1−β−α 1

nQ
n
k (t−) is a finite variation process

whose total variation process converges to the zero process uoc in probability.
Now note that 1

nQ
n
k (t−) can be written as the difference of nondecreasing

processes (cf. Eq. (7.4)). This means that n1−β−α 1
nQ

n
k (t−) is a finite varia-

tion process. It also follows from Eq. (7.4) that the total variation process of
n1−β−α 1

nQ
n
k (t−) is given by

n1−β−α 1

n
Qnk (0) + n1−β−α 1

n
Ak

(
n

∫ t

0

1

n
λnk (Jn(s)) ds

)
+ n1−β−α

∑
l∈Ik

1

n
Slk

(
n

∫ t

0

µnlk(Jn(s))
1

n
Qnl (s) ds

)

+ n1−β−α
∑
l∈Ik

1

n
Skl

(
n

∫ t

0

µnkl(J
n(s))

1

n
Qnk (s) ds

)
.

As a result of Lemma 7.4.1 and the fact that 1−β−α = min{−α/2, (1− 2α)/2},
we obtain the convergence of this expression to the zero process uoc in probability.

As argued before, this implies that n−α/2Gnkl is a finite variation process whose
total variation process converges to the zero process uoc in probability.

Step 5. Recall that we aim to show convergence of the integral in Eq. (7.17) to
the zero process via an application of Corollary 6.3.3. In the previous four steps,
we have verified the assumptions of Corollary 6.3.3. Moreover, we have shown
thatGnkl converges to the zero process uoc in probability, so Corollary 6.3.3 implies
that the integral in Eq. (7.17) converges to the zero process uoc in probability, as
required.

Lemma 7.5.3 is useful because it has the following important corollary. Actu-
ally, the next result is the very reason for introducing Q̃n: it asserts that proving
weak convergence of Q̂n is equivalent to proving weak convergence of the simpler
process Q̃n, and that both processes must have the same limit.

Corollary 7.5.4. The process Q̂n converges weakly to X if and only if Q̃n con-
verges weakly to X .
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Proof. According to Lemma 7.5.3, the difference Q̂n − Q̃n converges uoc in
probability to the zero process. Since the uniform metric is stronger than any J1

metric, it follows that Q̂n − Q̃n also converges in probability to the zero process
in the J1 metric. Then [9, Th. 11.4.3] and [9, Th. 11.4.7] imply that Q̂n and Q̃n

both converge weakly to X if one of these processes converges weakly to X .

Thus, to prove weak convergence of Q̂n we only need to prove weak conver-
gence of Q̃n. But the process Q̃n was defined as a continuous function of some
input process, so actually we only need to prove weak convergence of this input
process. These observations are the basis of the proof of the following theorem,
which is the main result of this section.

The statement of the theorem contains two equivalent systems of stochastic
integral equations. In the first system, each term corresponds to the term in Eq.
(7.13) from which is is derived. In the second system, we have reordered the terms
for easier interpretation and to show how the form of the integral mapH reappears
in different parts of the limit.

Theorem 7.5.5. The processes Q̃n and Q̂n both converge weakly to the unique
solution X of the system of stochastic integral equations

Xk(t) = Xk(0) + 1{α≥1}
√
λπkB1,k(t) + λ̂πk t+ 1{α≤1}λ

T
kBb(t)

+
∑
l∈Ik

(
1{α≥1}

∫ t

0

√
µπlkρl(s) dBlk(s)

+

∫ t

0

µ̂πlkρl(s) ds+ 1{α≤1}µ
T
lk

∫ t

0

ρl(s) dBb(s)

)

−
∑
l∈Ik

(
1{α≥1}

∫ t

0

√
µπklρk(s) dBkl(s)

+

∫ t

0

µ̂πklρk(s) ds+ 1{α≤1}µ
T
kl

∫ t

0

ρk(s) dBb(s)

)

+
∑
l∈Ik

∫ t

0

µπlkXl(s)ds−
∑
l∈Ik

∫ t

0

µπklXk(s)ds

(7.20)
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or, equivalently,

Xk(t) = Xk(0) +

∫ t

0

(
λ̂πk +

∑
l∈Ik

µ̂πlkρl(s)−
∑
l∈Ik

µ̂πklρk(s)

)
ds

+ 1{α≤1}

∫ t

0

(
λTk +

∑
l∈Ik

µT
lkρl(s)−

∑
l∈Ik

µT
klρk(s)

)
dBb(s)

+ 1{α≥1}

∫ t

0

(√
λπk dB1,k(s) +

∑
l∈Ik

√
µπlkρl(s) dBlk(s)

−
∑
l∈Ik

√
µπklρk(s) dBkl(s)

)

+
∑
l∈Ik

∫ t

0

µπlkXl(s)ds−
∑
l∈Ik

∫ t

0

µπklXk(s)ds.

(7.21)

Here, the processes B1,k and Bkl are independent standard Brownian motions.
The processBb is an independent d-dimensional Brownian motion with 〈Bb〉(t) =(
diag(π)D +DTdiag(π)

)
t, where D denotes the deviation matrix corresponding

to the generator matrix Q.

Proof. Let us first comment on notation. We will be mainly concerned with joint
weak convergence of certain stochastic processes. Because this involves many
different processes, we will not explicitly order them in a vector, so as to avoid a
notational mess. As an example, we will just say that Yk and Ykl converge jointly,
where it is tacitly understood that k ∈ {1, . . . , L} and l ∈ Ik (the ranges of the
indices should be clear from the context), and that all these processes are ordered
in some vector.

In this proof, we denote byKn the state indicator function corresponding to the
background process Jn. Recall that Kn is a {0, 1}d-valued process that is given
by Kn(i; t) = 1{Jn(s)=i} for i ∈ {1, . . . , d}. We denote the Dynkin martingale
associated with Jn by Y n. From Eq. (6.2) we know that Y n is given by

Y n(t) = Kn(t)−Kn(0)−
∫ t

0

nαQTKn(s) ds.

In addition, we define the continuous semimartingale Gn via

Gn(t) =

∫ t

0

(Kn(s)− π) ds.
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The process Gn and Y n are connected via the equalities

nα/2Gn(t) = nα/2
∫ t

0

(Kn(s)− π) ds

= −
∫ t

0

FTnα/2QTKn(s) ds

= n−α/2FTYn(t)− n−α/2FTKn(t) + n−α/2FTKn(0). (7.22)

For a justification of these equalities, see the proof of Corollary 6.3.3.

As argued before, we only have to prove weak convergence of the input pro-
cesses of Q̃n, i.e., we have to prove joint weak convergence of Q̂n(0) and X̂n.
We will show that weak convergence of X̂n follows (after an application of the
CMT) from the joint weak convergence of other, more basic processes. Joint con-
vergence of Q̂n(0) and these basic processes will be straightforward (as they are
independent of Q̂n(0) or converge to a deterministic limit), so we will focus on
the convergence of X̂n.

Recall that X̂n is built up from six different types of one dimensional pro-
cesses, namely n1−βX̄n

1,k, n1−βX̄n
2,k, n1−βX̄n

3,k, n1−βX̄n
4,kl, n

1−βX̄n
5,kl, and

n1−βX̄n
6,kl. Clearly, joint weak convergence of all these processes implies weak

convergence of X̂n, as a result of the CMT.

To establish joint weak convergence of these processes, we will exploit the
fact that some of them are independent or converge to deterministic functions. For
those processes that are independent or converge to a deterministic function, joint
convergence follows automatically (cf. [9, Th. 11.4.4] and [9, Th. 11.4.5]).

We will prove joint weak convergence of n1−βX̄n
1,k, n1−βX̄n

2,k, n1−βX̄n
3,k,

n1−βX̄n
4,kl, n

1−βX̄n
5,kl, and n1−βX̄n

6,kl in four steps. We will summarize these
steps in a fifth and final step.

Step 1. Some of the six types of processes (namely the the processes n1−βX̄n
2,k

and n1−βX̄n
5,kl) converge in probability to deterministic functions. Indeed,

n1−βX̄n
2,k(t) = n1−β

(
1

n
λnk − λk

)T ∫ t

0

Kn(s) ds,

which converges uoc in probability to the deterministic process

λ̂Tk

∫ t

0

π ds =

∫ t

0

λ̂πk ds
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by Eq. (7.8) and Theorem 6.2.5. The process n1−βX̄n
5,kl satisfies

n1−βX̄n
5,kl(t) = n1−β

(
1

n
µnkl − µkl

)T ∫ t

0

1

n
Qnk (s)Kn(s) ds

= n1−β
(

1

n
µnkl − µkl

)T ∫ t

0

(
1

n
Qnk (s)− ρk(s)

)
Kn(s) ds

+ n1−β
(

1

n
µnkl − µkl

)T ∫ t

0

ρk(s)Kn(s) ds.

Consider the last two terms above. The first of these converges uoc in probability
to the zero process. This follows immediately from the fluid limit in Lemma 7.4.1
and the fact that Kn is bounded by 1. The convergence of the second term, on the
other hand, follows from the similar arguments as the convergence of n1−βX̄n

2,k by
combining Eq. (7.9), Theorem 6.2.5, and Lemma 6.6.1. In this case, the limiting
process is given by ∫ t

0

µπklρk(s) ds.

Consequently, n1−βX̄n
5,kl converges uoc in probability to this process, too.

Step 2. We have reduced our task to proving joint convergence of n1−βX̄n
1,k,

n1−βX̄n
3,k, n1−βX̄n

4,kl, and n1−βX̄n
6,kl. A closer inspection of these processes re-

veals that each of them comes in one of two varieties. On the one hand, n1−βX̄n
3,k

and n1−βX̄n
6,kl can be written as a stochastic integral with respect to the semi-

martingale Gn. On the other hand, n1−βX̄n
1,k and n1−βX̄n

4,kl can be viewed as a
random time change of the Poisson martingales

n1−βĀnk (t) = n1−β
(

1

n
Ak(nt)− t

)
and

n1−βS̄nkl(t) = n1−β
(

1

n
Skl(nt)− t

)
,

respectively. Indeed, defining the random times

τn1,k(t) =

∫ t

0

1

n
λnk (Jn(s)) ds

and

τn4,kl(t) =

∫ t

0

µnkl(J
n(s))

1

n
Qnk (s) ds,

we see that n1−βX̄n
1,k = n1−βĀnk ◦ τn1,k and n1−βX̄n

4,kl = n1−βS̄nkl ◦ τn4,kl.
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The idea is to prove joint weak convergence of n1−βX̄n
3,k and n1−βX̄n

6,kl,
together with n1−βĀnk , n1−βS̄nkl, and the random times τn1,k and τn4,kl. Say that
they have respective limits X3,k, X6,kl, Bk, Bkl, τ1,k, and τ4,kl. Then, under mild
conditions, [9, Th. 13.2.2] guarantees the joint weak convergence of n1−βX̄n

3,k,
n1−βX̄n

6,kl, n
1−βĀnk ◦ τn1,k, and n1−βS̄nkl ◦ τn4,kl. Additionally, [9, Th. 13.2.2]

identifies the corresponding limits as X3,k, X6,kl, Bk ◦ τ1,k, and Bkl ◦ τ4,kl.

Step 3. To prove this joint convergence, observe that the processes n1−βX̄n
3,k

and n1−βX̄n
6,kl are independent from the Poisson martingales, because the back-

ground process is independent from these martingales by assumption. Conse-
quently, n1−βX̄n

3,k, n1−βX̄n
6,kl, and the Poisson martingales converge jointly as

soon as n1−βX̄n
3,k and n1−βX̄n

6,kl converge jointly and the Poisson martingales
converge jointly.

However, in general n1−βX̄n
3,k, n1−βX̄n

6,kl, and the Poisson martingales are
not independent from τn1,k and τn4,kl. Nevertheless, dealing with the random time
changes is relatively straightforward: they converge uoc in probability to determin-
istic functions, which is a sufficient condition for joint weak convergence. Note
that, similar to n1−βX̄n

2,k and n1−βX̄n
5,kl, the process τn1,k converges to the contin-

uous function τ1,k(t) =
∫ t

0
λπk ds and the process τn4,kl converges to the continuous

function τ4,kl(t) =
∫ t

0
µπklρk(s) ds.

Now consider the Poisson martingales and recall that they are all independent.
For ease of exposition, take n1−βĀnk = n1/2−β√nĀnk . We know from the MCLT
that
√
nĀnk converges weakly to a standard Brownian motion Bk (cf. [1, Th. 4.2]).

Since 1/2 − β = min{0, (α− 1)/2}, it follows that n1−βĀnk converges weakly
to 1{α≥1}Bk. Similarly, n1−βS̄nkl converges weakly to 1{α≥1}Bkl, where Bkl is
a standard Brownian motion. Because of the Poisson martingales being indepen-
dent, joint convergence holds as well and the Brownian motion Bk and Bkl are
independent.

Step 4. It remains to show joint weak convergence of the processes n1−βX̄n
3,k

and n1−βX̄n
6,kl. We observed earlier that these processes are stochastic integrals

with respect to the continuous semimartingale Gn. More concretely, we have

n1−βX̄n
3,k(t) =

∫ t

0

n1−β−α/2λTk dnα/2Gn(s)

and

n1−βX̄n
6,kl(t) =

∫ t

0

n1−β−α/2ρk(s−)µT
kl dn

α/2Gn(s).



7-22 MARKOV-MODULATED NETWORKS

From the expression in Eq. (7.22), we get that

n1−βX̄n
3,k(t) =

∫ t

0

n1−β−α/2λTk dn−α/2FTY n(s)

−
∫ t

0

n1−β−α/2λTk dn−α/2FTKn(s)

and

n1−βX̄n
6,kl(t) =

∫ t

0

n1−β−α/2ρk(s−)µT
kl dn

−α/2FTY n(s)

−
∫ t

0

n1−β−α/2ρk(s−)µT
kl dn

−α/2FTKn(s).

The form of these integrals suggests that we may apply [11, Th. VI.6.22] together
with Lemma 6.6.5 to show joint weak convergence of n1−βX̄n

3,k and n1−βX̄n
6,kl.

First, note that Lemma 6.6.5 implies that
∫ t

0
n1−β−α/2λTk dn−α/2FTKn(s)

and
∫ t

0
n1−β−α/2ρk(s−)µT

kl dn
−α/2FTKn(s) converge to the zero process uoc,

because 1 − β − α < 0 (cf. Eq. (7.20)) and ρk is of bounded variation. Conse-
quently, joint weak convergence of n1−βX̄n

3,k and n1−βX̄n
6,kl to a process follows

from joint weak convergence of∫ t

0

n1−β−α/2λTk dn−α/2FTY n(s) (7.23)

and ∫ t

0

n1−β−α/2ρk(s−)µT
kl dn

−α/2FTY n(s) (7.24)

to that same process.
We will invoke [11, Th. VI.6.22] to obtain joint weak convergence of the

stochastic integrals in Eq. (7.23) and Eq. (7.24). First, observe that n1−β−α/2λTk
converges to 1{α≤1}λ

T
k and that n1−β−α/2ρkµ

T
kl converges to 1{α≤1}ρkµ

T
kl uoc.

Second, note that n−α/2FTY n is a martingale whose jumps are bounded by n−α/2

and that n−α/2FTY n converges weakly to the Brownian motion Bb (cf. Theo-
rem 6.2.6). Then [11, Cor. VI.6.29] states that n−α/2FTY n has the P-UT prop-
erty. Combining all these observations, we see that the assumptions of [11, Th.
VI.6.22] are satisfied. Then [11, Th. VI.6.22] implies the joint weak conver-
gence of the integrals in Eq. (7.23) and Eq. (7.24) to

∫ t
0
1{α≤1}λ

T
k dBb(s) and∫ t

0
1{α≤1}ρkµ

T
kl dBb(s), respectively. As we mentioned before, this implies the

joint weak convergence of n1−βX̄n
3,k and n1−βX̄n

6,kl to
∫ t

0
1{α≤1}λ

T
k dBb(s) and∫ t

0
1{α≤1}ρkµ

T
kl dBb(s), respectively.
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Step 5. Summarizing, we have shown joint weak convergence of the processes

n1−βX̄n
2,k, n

1−βX̄n
5,kl, n

1−βĀnk , n
1−βS̄nkl, τ

n
1,k, τ

n
4,kl, n

1−βX̄n
3,k, and n1−βX̄n

6,kl

to ∫ t

0

λ̂πk ds,

∫ t

0

µπklρk(s) ds,1{α≥1}Bk,1{α≥1}Bkl, τ1,k, τ4,kl,∫ t

0

1{α≤1}λ
T
k dBb(s), and

∫ t

0

1{α≤1}ρkµ
T
kl dBb(s).

This implies joint weak convergence of

n1−βX̄n
2,k, n

1−βX̄n
5,kl, n

1−βX̄n
1,k, n

1−βX̄n
4,kl, n

1−βX̄n
3,k, and n1−βX̄n

6,kl

to ∫ t

0

λ̂πk ds,

∫ t

0

µπklρk(s) ds,1{α≥1}Bk ◦ τ1,k,1{α≥1}Bkl ◦ τ4,kl,∫ t

0

1{α≤1}λ
T
k dBb(s), and

∫ t

0

1{α≤1}ρkµ
T
kl dBb(s).

Now applying the CMT and using that 1{α≥1}Bk◦τ1,k and 1{α≥1}Bkl◦τ4,kl have
the same distributional properties as the integrals 1{α≥1}

∫ t
0

√
λπk dB1,k(s) and

1{α≥1}
∫ t

0

√
µπklρk(s) dBkl(s), the statement of the theorem follows immediately.

7.6 Discussion and conclusion
We introduced a Markov-modulated network of Model III infinite-server queues.
First, we demonstrated that such networks are equivalent to Markov-modulated
networks of Model I queues and gave explicit examples of this. We derived a
fluid limit for the network and used it in the proof of weak convergence for the
Markov-modulated network. Interestingly, the parameters of the limits resemble
infinite-server queues, similar to the random parameter that we encountered in
earlier chapters.
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8
Weak convergence of

Markov-modulated Erlang models

8.1 Introduction

In this chapter, we study the Erlang A, B, and C models when their parameters de-
pend on a continuous-time Markov chain. More precisely, the setup of our model
is as follows.

We consider a queueing system with n servers and a waiting room for m ∈
{0}∪N∪{∞} jobs. This means that there are at most n jobs in service and at most
m jobs waiting in the queue. We allow for the possibility that jobs that are waiting
to get service may abandon the system. The Erlang A model corresponds to the
case m =∞ with possible abandonments, the Erlang B model corresponds to the
case m = 0 and thus without abandonments, and the Erlang C model corresponds
to the case m =∞ without abandonments. Because our results will hold for each
of the three models, we will speak about the Markov-modulated Erlang model.

The behavior of this queueing system with n servers and a waiting room of
size m is influenced by a background process J , which is an independent, càdlàg
Markov chain with finite state space {1, . . . , d} and generator matrixQ. While the
background process is in state i, jobs arrive according to a Poisson process with
rate λ(i). Each job brings an independent service requirement that has a standard
exponential distribution. If there are less than n jobs in the system, an arriving job
will go into service immediately. Each server has speed µ(i) while the background
process is in state i.
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If all servers are busy but the queue is not full yet (so there are at least n but
less than m + n jobs in the system), an arriving job will wait in the queue. Jobs
in the queue will be served in the order in which they arrived, but that is not really
important here. While a job is waiting in the queue and the background process is
in state i, it is subject to an abandonment rate θ(i). If the queue is full when a job
arrives, it will be lost.

Note that, even though service requirements are independent, the times that
different jobs spend in the system may be correlated. Similar to the case of a mod-
ulated infinite-server queue, this is a direct consequence of the fact that all system
parameters depend on the same background process J and that, in particular, the
arrival rate and the server speed are related via the background process. Contrary
to the case of a modulated infinite-server queue, there is another obvious source
of correlation. If one job spends a lot of time in service, this may influence the
amount of time that other jobs spend in the system, because there are only finitely
many servers.

We will study the Markov-modulated Erlang model when n (the number of
servers) grows large, while at the same time the arrival rate and the background
process are scaled. This means that we will consider a sequence of modulated Er-
lang models indexed by n ∈ N, where the nth model has n servers, a waiting room
for mn jobs, arrival rate function λn, and background process Jn with generator
nαQ for some fixed α > 0. Given this α, we define β = max{1/2, 1− α/2}.

For the nth model, we denote the number of jobs in the system by Qn(t). We
would like to derive a Functional Central Limit Theorem (FCLT) for the process
n−β(Qn(t)− n) using the Martingale Central Limit Theorem (MCLT) and the
Continuous Mapping Theorem (CMT).

Note that we use the scaling factor n−β in our FCLT result and that 1 − β =

min{1/2, α/2} ≤ 1/2. This implies that the fluctuations of 1
nQn(t) around its

fluid limit may be larger than the usual fluctuations of order 1/
√
n that one en-

counters in FCLT results. This is a direct consequence of the modulation: the
number of jobs in the system is affected by both the fluctuations resulting from the
queueing dynamics (which are of order 1/

√
n) and the fluctuations of the param-

eters (which are of order n−α/2).
Apart from its influence on the scaling factor n−β , the background process also

influences the limiting behavior of n−β(Qn(t)− n). Indeed, the limit process in
our FCLT will contain terms that are directly related to the background process.

Throughout this chapter, we will frequently use the following notation and
conventions. We let c denote a nonnegative, finite constant that may change from
line to line. For a, b ∈ R, the maximum of a and b is denoted by a∨b; the minimum
of a and b by a ∧ b. We define a+ = a ∨ 0. If B is a set, then its corresponding
indicator function is 1B . We assume that vectors are column vectors. The space
of Rn-valued right-continuous functions on [0,∞) that admit finite left limits is
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denoted byD([0,∞);Rn). By convention, f(0−) = f(0) for f ∈ D([0,∞);Rn).
Unless stated otherwise, we always assume that D([0,∞);Rn) is equipped with
the Skorokhod J1 topology (cf. [1, Ch. 3]). For fixed a ∈ R, the function ηa ∈
D([0,∞);R) is defined by ηa(t) = at.

8.2 Model description and preliminaries

Here, we will make the informal description of the Markov-modulated Erlang
model mathematically precise. Given d ∈ N, let Q be a d × d generator ma-
trix, i.e., Qij ≥ 0 for i 6= j and Qii = −

∑
j 6=iQij ≤ 0. We assume that Q is

irreducible. Then there exists a unique invariant distribution π, i.e., there exists a
unique d×1 probability vector π satisfying πTQ = 0, π(i) > 0, and

∑
i π(i) = 1.

Given this generator matrix Q, there exists a càdlàg, continuous-time Markov
chain J with finite state space {1, . . . , d} and generator Q (cf. [2, Th. 2.5]). We
define the state indicator functions K(i; s) = 1{J(s)=i} for i ∈ {1, . . . , d} and
s ∈ [0,∞). We will exploit the irreducibility ofQ to obtain desirable convergence
properties of these state indicator functions.

To characterize weak convergence of the state indicator functions, an impor-
tant role is played by the deviation matrix D corresponding to J . Recall that the
deviation matrix is defined as

D =

∫ ∞
0

(exp(Qs)− π) ds (8.1)

or, perhaps more intuitively,

Dij =

∫ ∞
0

(P(J(s) = j | J(0) = i)− π(j)) ds. (8.2)

For a more detailed overview of deviation matrices (including an argument proving
their existence), see [3].

To construct the queueing process, let n ∈ N be the number of servers and let
m ∈ {0}∪N∪{∞} be the size of the waiting room. Let A, S, and R be indepen-
dent standard Poisson processes, and let Q(0) be an independent random variable
taking values in {0, 1, . . . , n+m}. Let the d-dimensional column vectors λ, µ,
and θ denote the arrival rates, server speeds, and abandonment rates, respectively.
As usual, we will sometimes consider these vectors as functions taking {1, . . . , d}
into [0,∞) in the obvious way. For the Markov-modulated Erlang model with n
servers and a waiting room of size m, we define the number of jobs in the system
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at time t ∈ [0,∞) as

Q(t) = Q(0) +A

(
d∑
i=1

λ(i)

∫ t

0

K(i; s) ds

)

− S

(
d∑
i=1

µ(i)

∫ t

0

K(i; s)(Q(s) ∧ n) ds

)

−R

(
d∑
i=1

θ(i)

∫ t

0

K(i; s)(Q(s)− n)
+

ds

)
− U(t),

(8.3)

where U is the unique process satisfying

U(t) =

∫ t

0

1{Q(s)=n+m} dA∗(s) (8.4)

with A∗(t) = A
(∑d

i=1 λ(i)
∫ t

0
K(i; s) ds

)
. The process U is also called the

(downward) reflecting barrier for Q at n+m.
It is easy to see that the process Q has the queueing dynamics described in

the previous section: the process A governs the arrivals, S governs the service
completions, and R governs the abandonments, where the background process J
influences the corresponding rates via the state indicator function K. The process
A∗ just describes the total number of jobs arriving to the queue; the reflecting
barrier U is a counting process which is constructed such that it jumps at time t if
and only ifA∗ jumps at time t and there is no waiting room left (soQ(s) = n+m).
In other words, U registers the customers which arrive when there is no waiting
room left and is used to remove those customers from the system immediately.
Therefore, U is sometimes called the cumulative loss process.

8.3 Scaling the Markov-modulated Erlang model

We would like to derive a fluid limit and an FCLT for the number of jobs in the
system under a specific scaling. In the classical Erlang A, B, and C models, the
scaling which is imposed most often is the Quality-and-Efficiency-Driven (QED)
scaling (see [4], [5], and [6] for instance). The classical QED scaling implicitly
assumes that the fluctuations around the fluid limit are of order 1/

√
n. Based

on our experience with Markov-modulated infinite-server queues, this will most
likely not be the case for the Markov-modulated Erlang model. Thus, we will
have to extend the QED scaling to accommodate the fluctuations induced by the
background process.

We will scale the Markov-modulated Erlang model by increasing both the ar-
rival rate and the number of servers, while simultaneously scaling the background
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process. This is done in the following way. Let α > 0 be fixed. For the system
with n ∈ N servers, there is a waiting room of size mn ∈ {0} ∪ N ∪ {∞}. We
denote the arrival rate by λn and the background process by Jn, where Jn is a
càdlàg Markov chain generated by nαQ. The state indicator function correspond-
ing to Jn is denoted by Kn. The initial number of jobs in the system will be an
independent, nonnegative random variable Qn(0). The number of jobs in system
n at time t ≥ 0 is now given by

Qn(t) = Qn(0) +A

(
d∑
i=1

λn(i)

∫ t

0

Kn(i; s) ds

)

− S

(
d∑
i=1

µ(i)

∫ t

0

Kn(i; s)(Qn(s) ∧ n) ds

)

−R

(
d∑
i=1

θ(i)

∫ t

0

Kn(i; s)(Qn(s)− n)
+

ds

)
− Un(t),

(8.5)

where

Un(t) =

∫ t

0

1{Qn(s)=n+mn} dA∗n(s) (8.6)

with A∗n(t) = A
(∑d

i=1 λn(i)
∫ t

0
Kn(i; s) ds

)
.

Scaling the background process via Q 7→ nαQ is equivalent to replacing J(t)

by J(nαt). This means that the background process will jump faster and faster as
n becomes large. When λn is of the form nλ (which is typically the case), we may
interpret the scaling of our model as a linear speed-up of the arrivals together with
a sublinear (α ∈ (0, 1)), linear (α = 1), or a superlinear (α ∈ (1,∞)) speed-up
of the background process. The interplay between the time scale of the arrivals
and the time scale of the background process will play a crucial role in the weak
convergence of Qn (cf. Theorem 8.5.1).

Inspired by both the QED scaling and the time-scaling results for Markov-
modulated infinite-server queues in Chapter 7, we will impose the following as-
sumption. We denote ξ∞ = ξTπ for a d× 1 vector ξ.

Assumption 8.3.1. It holds that

λn(i)

n
→ λ̄(i) (8.7)

as n→∞ for every i ∈ {1, . . . , d}, and also that

n1−β
d∑
i=1

(
µ(i)− λn(i)

n

)
π(i)→ γµ∞ (8.8)

as n→∞, where γ ∈ R is fixed.
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We will refer to the scaling provided in Assumption 8.3.1 as the QED scaling,
since it generalizes the standard QED scaling. Indeed, if the system is not modu-
lated (so we may take d = 1, α = 1, and β = 1/2), then the scaling in Eq. (8.8)
coincides with the standard QED scaling and it implies that Eq. (8.7) holds with
λ̄ = µ.

The requirement in Eq. (8.8) has a natural interpretation. Basically, it says
that it is sufficient for the system to operate in the QED regime given any state
of the background process (cf. Example 8.3.2). However, if the system does not
operate in the QED regime for a certain state of the background process, then the
behavior in that state should be compensated by the behavior in other states (cf.
Example 8.3.3). Of course, the second scenario should lead to the most interesting
limiting behavior, because then the queue may switch between ‘QED-behavior’
and ‘non-QED-behavior’.

Example 8.3.2. Suppose that λn(i) = nµ(i) − nβγµ(i). Then λn(i)/n → µ(i)

and

n1−β
d∑
i=1

(
µ(i)− λn(i)

n

)
π(i) = γ

d∑
i=1

µ(i)π(i) = γµ∞,

so λn satisfies Eq. (8.7) and Eq. (8.8) in this case.

Example 8.3.3. Suppose that d = 2 and a > 0. Take

λn(1) = n[µ(1) + a/π(1)]− nβγµ(1)

and

λn(2) = n[µ(2)− a/π(2)]− nβγµ(2).

Then λn(1)/n→ µ(1) + a/π(1) and λn(2)/n→ µ(2)− a/π(2). Moreover,

n1−β
2∑
i=1

(
µ(i)− λn(i)

n

)
π(i)

= n1−β[nβ−1γµ(1)− a/π(1)
]
π(1) + n1−β[nβ−1γµ(2) + a/π(2)

]
π(2)

= γ

2∑
i=1

µ(i)π(i)

= γµ∞,

so λn satisfies Eq. (8.7) and Eq. (8.8) in this case, too. This provides an example
where the behavior in one state is compensated by the behavior in another.

In addition to the QED scaling, we will impose the following assumption. Intu-
itively, it describes how we should scale the waiting room as the number of servers
and the arrival intensity grow large.
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Assumption 8.3.4. It holds that

n−βmn → κ (8.9)

as n→∞ for some κ ∈ [0,∞].

8.4 Convergence results: a fluid limit

Under the assumptions stated in the previous section, we may derive a fluid limit
for the Markov-modulated Erlang model. We describe the limit in the next lemma.
Observe that this result is similar to the fluid limit that is (implicitly) used in [5,
Th. 2]. However, the fluctuations of our model around this fluid limit will differ
significantly from the fluctuations of the model studied in [5]. We will study these
fluctuations in the next section.

Lemma 8.4.1. Assume that 1
nQn(0) → 1 for n → ∞ almost surely respectively

in probability. Then it holds for every T ∈ [0,∞) that

lim sup
n→∞

sup
0≤t≤T

∣∣∣∣ 1nQn(t)− 1

∣∣∣∣ = 0

almost surely respectively in probability.

Proof. Recall the definition of Qn in Eq. (8.5). To simplify notation, we first
define the constants

λ∗n =

d∑
i=1

λn(i)

n
and λ̄∗ =

d∑
i=1

λ̄(i),

together with µ∗ =
∑d
i=1 µ(i), θ∗ =

∑d
i=1 θ(i), and the random time changes

τAn (t) =

d∑
i=1

λn(i)

n

∫ t

0

Kn(i; s) ds,

τSn (t) =

d∑
i=1

µ(i)

∫ t

0

Kn(i; s)
1

n
(Qn(s) ∧ n) ds,

τRn (t) =

d∑
i=1

θ(i)

∫ t

0

Kn(i; s)
1

n
(Qn(s)− n)

+
ds

for t ≥ 0. Of course, τAn is related to the Poisson process A, τSn to S, and τRn to
R. Observe that we can use these random time changes to rewrite Eq. (8.5). For
the moment, fix T ∈ [0,∞) and t ∈ [0, T ]. Then, from Eq. (8.5) together with the
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random time changes, we get the equality

(
1

n
Qn(t)− 1

)
=

(
1

n
Qn(0)− 1

)
+

(
1

n
A
(
nτAn (t)

)
− τAn (t)

)
−
(

1

n
S
(
nτSn (t)

)
− τSn (t)

)
−
(

1

n
R
(
nτRn (t)

)
− τRn (t)

)
+
(
τAn (t)− τSn (t)− τRn (t)

)
− Un(t).

(8.10)

Consider the term
(
τAn (t)− τSn (t)− τRn (t)

)
. From the definition of τAn , τSn , and

τRn , it is easy to see that

τAn (t)− τSn (t)− τRn (t) =
d∑
i=1

(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds

−
d∑
i=1

µ(i)

∫ t

0

Kn(i; s)

(
1

n
(Qn(s) ∧ n)− 1

)
ds

−
d∑
i=1

θ(i)

∫ t

0

Kn(i; s)
1

n
(Qn(s)− n)

+
ds

=

d∑
i=1

(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds

−
d∑
i=1

µ(i)

∫ t

0

Kn(i; s)

((
1

n
Qn(s)− 1

)
∧ 0

)
ds

−
d∑
i=1

θ(i)

∫ t

0

Kn(i; s)

(
1

n
Qn(s)− 1

)+

ds.

We can rewrite this as

τAn (t)− τSn (t)− τRn (t) =

d∑
i=1

(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds

−
∫ t

0

d∑
i=1

Kn(i; s)h

(
i;

1

n
Qn(s)− 1

)
ds,

where the Lipschitz continuous function h : R→ Rd is given by

h(i;x) = µ(i)(x ∧ 0) + θ(i)x+



CHAPTER 8 8-9

for {1, . . . , d} and x ∈ R. Consequently, we have(
1

n
Qn(t)− 1

)
=

(
1

n
Qn(0)− 1

)
+

(
1

n
A
(
nτAn (t)

)
− τAn (t)

)
−
(

1

n
S
(
nτSn (t)

)
− τSn (t)

)
−
(

1

n
R
(
nτRn (t)

)
− τRn (t)

)
+

d∑
i=1

(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds

−
∫ t

0

d∑
i=1

Kn(i; s)h

(
i;

1

n
Qn(s)− 1

)
ds− Un(t).

Define Xn(t) = 1
nQn(t)− 1. Now observe that (Xn, Un) may be written as

(Xn, Un) = H

(
1

n
mn, Xn(0),Mn, Yn

)
,

where H is the continuous function defined in Theorem 8.6.1 using the Lipschitz
continuous function h defined above, Yn(t) =

∫ t
0
Kn(s) ds, and

Mn(t) =

(
1

n
A
(
nτAn (t)

)
− τAn (t)

)
−
(

1

n
S
(
nτSn (t)

)
− τSn (t)

)
−
(

1

n
R
(
nτRn (t)

)
− τRn (t)

)
+

d∑
i=1

(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds.

Recall that we would like to show that Xn converges uoc almost surely re-
spectively in probability to the zero process η0 as soon as 1

nQn(0) converges to 1

almost surely respectively in probability. Because H is continuous (cf. Theorem
8.6.3 and Theorem 8.6.4), 1

nmn converges to 0 as as a result of Assumption 8.3.4,
and Yn(t) converges to the deterministic function

∫ t
0
π ds by Theorem 6.2.5, it suf-

fices to show that Mn converges uoc almost surely respectively in probability to
the zero process η0 as soon as 1

nQn(0) converges to 1 almost surely respectively
in probability.

To prove convergence of Mn, first observe that

d∑
i=1

(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds (8.11)

converges almost surely to the zero process η0, as an immediate result of Assump-
tion 8.3.1 and Theorem 6.2.5. Consequently, it suffices to show that each of the
processes 1

nA
(
nτAn (t)

)
− τAn (t), 1

nS
(
nτSn (t)

)
− τSn (t), and 1

nR
(
nτRn (t)

)
− τRn (t)

converges uoc almost surely respectively in probability to the zero process η0 as
soon as 1

nQn(0) converges to 1 almost surely respectively in probability.
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From here on, we will use the following strategy to establish this convergence.
We know that the Poisson martingales 1

nA(nt)−t, 1
nS(nt)−t, and 1

nR(nt)−t all
converge to η0 uoc almost surely. Then, if we know that the random time changes
take values in a compact interval almost surely respectively in probability when
n → ∞, we know that the time changed Poisson martingales converge to η0 uoc
almost surely respectively in probability.

Observe that τAn (t) ≤ λ∗nt and that λ∗n ≤ 2λ̄∗ for all n large enough, due to
Assumption 8.3.1. Then

sup
0≤t≤T

∣∣∣∣ 1nA(nτAn (t)
)
− τAn (t)

∣∣∣∣ ≤ sup
0≤t≤2λ̄∗T

∣∣∣∣ 1nA(nt)− t
∣∣∣∣

for all n large enough, so
∣∣ 1
nA
(
nτAn (t)

)
− τAn (t)

∣∣ converges to η0 uoc almost
surely. Similarly, τSn (t) ≤ µ∗t and

∣∣ 1
nS
(
nτSn (t)

)
− τSn (t)

∣∣ converges to η0 uoc
almost surely.

Finding a bound on τRn (t) is slightly more complicated. This has two reasons.
The first is that τRn (t) is not necessarily bounded, unlike τAn (t) and τSn (t). The
second is that the initial condition plays a role in finding an upper bound for τRn (t).

First consider the easy case in which the scaled waiting room 1
nmn is uni-

formly bounded in n by a finite constant κ∗, say. (This holds, for instance, if
n−βmn converges to some finite κ.) In this case 1

n (Qn(t)− n)
+ is bounded by κ∗

(recall that in the nth model there are n servers and there is a waiting room of size
mn). Now it is easy to see from its definition that τRn (t) is upper bounded by θ∗κ∗t.
Then it follows in the same way as in the previous step

∣∣ 1
nR
(
nτRn (t)

)
− τRn (t)

∣∣
converges to η0 uoc almost surely.

We have to be more careful in the case that 1
nmn is not uniformly bounded in

n. Clearly, it holds that

1

n
(Qn(t)− n)

+ ≤ 1

n
Qn(t) ≤ 1

n
Qn(0) +

1

n
A
(
n2λ̄∗T

)
for all 0 ≤ t ≤ T and all n large enough.

The sum above converges almost surely respectively in probability to 1+2λ̄∗T

if 1
nQn(0) converges to 1 almost surely respectively in probability. If this con-

vergence holds almost surely, then
∣∣ 1
nR
(
nτRn (t)

)
− τRn (t)

∣∣ converges to η0 uoc
almost surely. This can be demonstrated in the same way as the results in the first
step. If the sum above converges in probability, we know that P

(
τRn (T ) > T ∗

)
converges to 0, where

T ∗ = 2θ∗T
(
1 + 2λ̄∗T

)
.
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Then, with δ > 0 fixed, we may use the elementary estimate

P
(

sup
0≤t≤T

∣∣∣∣ 1nR(nτRn (t)
)
− τRn (t)

∣∣∣∣ ≥ δ)
= P

(
sup

0≤t≤T

∣∣∣∣ 1nR(nτRn (t)
)
− τRn (t)

∣∣∣∣ ≥ δ ; τRn (T ) ≤ T ∗
)

+ P
(

sup
0≤t≤T

∣∣∣∣ 1nR(nτRn (t)
)
− τRn (t)

∣∣∣∣ ≥ δ ; τRn (T ) > T ∗
)

≤ P
(

sup
0≤t≤T∗

∣∣∣∣ 1nR(nt)− t
∣∣∣∣ ≥ δ)+ P

(
τRn (T ) > T ∗

)
to conclude that

∣∣ 1
nR
(
nτRn (t)

)
− τRn (t)

∣∣ converges to η0 uoc in probability.
Summarizing, we have found that 1

nA
(
nτAn (t)

)
−τAn (t), 1

nS
(
nτSn (t)

)
−τSn (t),

and 1
nR
(
nτRn (t)

)
−τRn (t) converge uoc almost surely respectively in probability to

the zero process η0 as soon as 1
nQn(0) converges to 1 almost surely respectively in

probability. Combined with the results obtained earlier, this implies the statement
of the lemma.

Note that we have used only a part of Assumption 8.3.1 to establish the fluid
limit. Indeed, we used the relation in Eq. (8.7), but we did not use the rela-
tion in Eq. (8.8) in its full generality: we only used that it implies that the sum∑d
i=1(λn(i)/n− µ(i))π(i) converges to 0. In particular, we applied this to show

that the process in Eq. (8.11) converges to the zero process. Once we turn to
establishing a diffusion limit, however, we do need to use Eq. (8.8) (and thus As-
sumption 8.3.1) in its full generality.

8.5 Convergence results: a diffusion limit
In the previous section, we have established a fluid limit for the Markov-modulated
Erlang model in Lemma 8.4.1 and observed that this limit is similar to the fluid
limit in [5, Th. 2]. However, the fluctuations of our model around the fluid limit
will differ markedly from the fluctuations of the model studied in [5]. It turns out
that, compared with its non-modulated counterpart in [5], the Markov-modulated
Erlang model has fluctuations of order nβ−1 (where β−1 = max{−1/2,−α/2})
instead of order 1/

√
n and it has a weak limit with an additional Gaussian term

due to the modulation. This follows from the next theorem, which describes weak
convergence of the Markov-modulated Erlang model.

Theorem 8.5.1. Define the scaled and centered queue length process

Xn(t) = n1−β
(

1

n
Qn(t)− 1

)
.
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and the corresponding scaled downward reflecting barrier process

Vn(t) = n−βUn(t).

Assume that Xn(0) = n1−β( 1
nQn(0)− 1

)
converges in distribution to X(0).

Then (Xn, Vn) converges weakly to (X,V ), which is the solution of the stochastic
integral equation

X(t) = X(0)− γµ∞t+B(t)−
∫ t

0

µ∞(X(s) ∧ 0) ds

−
∫ t

0

θ∞(X(s) ∨ 0) ds− V (t),

(8.12)

where V is the downward reflecting barrier at κ forX andB is a Brownian motion
whose predictable quadratic variation process is given by

〈B〉(t) = 1{α≤1}1
Tdiag

(
λ̄− µ

)(
diag(π)D +DTdiag(π)

)
diag

(
λ̄− µ

)
1t

+ 1{α≥1}
(
λ̄∞ + µ∞

)
t.

(8.13)

Proof. The proof of this result will have the following ingredients. A major role
will be played by the functionH , which will be formally defined in Theorem 8.6.1.
This function will turn out to be continuous. We will exploit this continuity here
by rewritingXn and showing that it is given as the functionH of other, more basic
input processes. Then the CMT implies that weak convergence ofXn follows from
joint weak convergence of the basic input processes and we may apply the CMT
to identify the limiting process X . Consequently, a big part of this proof will be
devoted to proving joint weak convergence of these input processes.

More concretely, we will break down this proof into the following steps. In
Step 1, we will rewriteXn in a form that is well suited for the continuous-mapping
approach. In Step 2, we will show that Xn is indeed given as the function H of
other input processes. In Step 3, we will prove joint weak convergence of these
input process in five steps. In Step 4, we will apply these convergence results and
the CMT to prove weak convergence of (Xn, Vn) to (X,V ).

Step 1. Using the representation of Qn(t) in Eq. (8.5), we can write Xn(t) as

Xn(t) = n1−β
(

1

n
Qn(0)− 1

)
+ n1−βĀn(t)− n1−βS̄n(t)− n1−βR̄n(t)

+ n1−βτAn (t)− n1−βτSn (t)− n1−βτRn (t)− Vn(t).

(8.14)



CHAPTER 8 8-13

Here, the processes Ān, S̄n, and R̄n are defined via

Ān(t) =
1

n
A
(
nτAn (t)

)
− τAn (t),

S̄n(t) =
1

n
S
(
nτSn (t)

)
− τSn (t),

R̄n(t) =
1

n
R
(
nτRn (t)

)
− τRn (t),

with the random time changes τAn , τSn , and τRn given by

τAn (t) =

d∑
i=1

λn(i)

n

∫ t

0

Kn(i; s) ds,

τSn (t) =

d∑
i=1

µ(i)

∫ t

0

Kn(i; s)
1

n
(Qn(s) ∧ n) ds,

τRn (t) =

d∑
i=1

θ(i)

∫ t

0

Kn(i; s)
1

n
(Qn(s)− n)

+
ds

for t ≥ 0. We may rewrite some of the terms in Eq. (8.14) in a more convenient
form. First, with the scaling in Eq. (8.8) in mind, we write

τAn (t) =

d∑
i=1

(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds+

d∑
i=1

µ(i)

∫ t

0

Kn(i; s) ds

and

τSn (t) =

d∑
i=1

µ(i)

∫ t

0

Kn(i; s)

(
1

n
(Qn(s) ∧ n)− 1

)
ds

+

d∑
i=1

µ(i)

∫ t

0

Kn(i; s) ds

=

d∑
i=1

µ(i)

∫ t

0

Kn(i; s)

(
1

n
((Qn(s) ∧ n)− n)

)
ds

+

d∑
i=1

µ(i)

∫ t

0

Kn(i; s) ds.
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Plugging these two equalities and the definition of τRn into Eq. (8.14), we get

Xn(t) = n1−β
(

1

n
Qn(0)− 1

)
+ n1−βĀn(t)− n1−βS̄n(t)− n1−βR̄n(t)

+

d∑
i=1

n1−β
(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds

−
d∑
i=1

n1−βµ(i)

∫ t

0

Kn(i; s)

(
1

n
((Qn(s) ∧ n)− n)

)
ds

−
d∑
i=1

n1−βθ(i)

∫ t

0

Kn(i; s)
1

n
(Qn(s)− n)

+
ds− Vn(t).

(8.15)

Using that

d∑
i=1

n1−β
(
λn(i)

n
− µ(i)

)∫ t

0

Kn(i; s) ds

=

d∑
i=1

∫ t

0

n1−β
(
λn(i)

n
− µ(i)

)
(Kn(i; s)− π(i)) ds

+

∫ t

0

n1−β
d∑
i=1

(
λn(i)

n
− µ(i)

)
π(i) ds

=

∫ t

0

n1−β−α/21Tdiag

(
λn
n
− µ

)
nα/2(Kn(s)− π) ds

+ n1−β
d∑
i=1

(
λn(i)

n
− µ(i)

)
π(i)t,

we can rewrite the expression in Eq. (8.15) as

Xn(t) = Xn(0) + n1−βĀn(t)− n1−βS̄n(t)− n1−βR̄n(t)

+

∫ t

0

n1−β−α/21Tdiag

(
λn
n
− µ

)
nα/2(Kn(s)− π) ds

+ n1−β
d∑
i=1

(
λn(i)

n
− µ(i)

)
π(i)t

−
∫ t

0

d∑
i=1

Kn(i; s)[µ(i)(Xn(s) ∧ 0) + θ(i)(Xn(s) ∨ 0)] ds− Vn(t).

(8.16)

Step 2. Now the crucial insight is that the two-dimensional stochastic process
(Xn, Vn) can be written as a function H of more basic elements, where H is
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the continuous function defined in Theorem 8.6.1 and the Lipschitz continuous
function h : R→ Rd used in the definition of H in Theorem 8.6.1 is given by

h(i;x) = µ(i)(x ∧ 0) + θ(i)(x ∨ 0)

for i ∈ {1, . . . , d} and x ∈ R. Indeed, we can write

(Xn, Vn) = H
(
n−βmn, Xn(0),Mn, Yn

)
,

where Yn is d-dimensional stochastic process satisfying

Yn(i; t) =

∫ t

0

Kn(i; s) ds.

and Mn is the stochastic process given by

Mn(t) = n1−βĀn(t)− n1−βS̄n(t)− n1−βR̄n(t) + Ḡn(t) + L̄n(t)

with

Ḡn(t) =

∫ t

0

n1−β−α/21Tdiag

(
λn
n
− µ

)
nα/2(Kn(s)− π) ds

and

L̄n(t) = n1−β
d∑
i=1

(
λn(i)

n
− µ(i)

)
π(i)t.

As mentioned before, the CMT states that weak convergence of (Xn, Vn) follows
from H being continuous and from joint weak convergence of n−βmn, Xn(0),
Mn, and Yn.

Step 3. To prove joint weak convergence of n−βmn, Xn(0), Mn, and Yn, we
only need to prove weak convergence of Mn. Indeed, n−βmn is deterministic and
converges to κ. Additionally, Yn converges to the deterministic function Ȳ uoc in
probability by Theorem 6.2.5, where Ȳ (t) =

∫ t
0
π ds. Then [7, Th. 11.4.5] guar-

antees joint weak convergence of these elements together with Xn(0) and Mn, as
soon as joint weak convergence of Xn(0) and Mn holds. Using the independence
of Xn(0), this joint weak convergence is easy to establish once we have proven
the weak convergence of Mn. Therefore, we focus on weak convergence of Mn.

To prove weak convergence of Mn, we first observe that

Mn(t) = n1−βǍn
(
τAn (t)

)
− n1−βŠn

(
τSn (t)

)
− n1−βŘn

(
τRn (t)

)
+ Ḡn(t) + L̄n(t),

where Ǎn is given by Ǎn(t) = 1
nA(nt)− t, Šn by Šn(t) = 1

nS(nt)− t, and Řn
by Řn(t) = 1

nR(nt) − t. The idea is to establish joint weak convergence of Ǎn,
Šn, Řn, τAn , τSn , τRn , Ḡn, and L̄n.
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At a high level, we will adopt the following strategy. The process Mn is es-
sentially a sum of three time-changed martingales and the processes Ḡn and L̄n.
Since L̄n is deterministic and converging, we do not really have to worry about that
function. The process Ḡn is independent from the martingales n1−βǍn, n1−βŠn,
and n1−βŘn, but not from their random time changes τAn , τSn , and τRn . However,
we will show that these time changes have deterministic limits, so joint conver-
gence of these time changes with another stochastic process is automatic. More-
over, joint convergence of the random time changes with the martingales n1−βǍn,
n1−βŠn, and n1−βŘn, and the process Ḡn implies joint weak convergence of
the time-changed martingales and Ḡn by the time-change theorem [7, Th. 13.2.2].
Consequently, the crucial step to establish weak convergence of Mn is to establish
joint weak convergence of n1−βǍn, n1−βŠn, n1−βŘn, and Ḡn and identify the
corresponding limit. Once we have done that, we only need to apply the right limit
theorems in the right order.

We will break down this strategy into several steps. In Step 3.1, we will prove
joint weak convergence of the martingales n1−βǍn, n1−βŠn, and n1−βŘn to three
independent Brownian motions. In Step 3.2, we will prove weak convergence of
Ḡn to a Brownian motion that is independent from the three Brownian motions
obtained in the first step. In Step 3.3, we will prove that the random time changes
τAn , τSn , and τRn converges to deterministic limits. Combined with the first three
steps, this gives us joint weak convergence of n1−βǍn, n1−βŠn, n1−βŘn, Ḡn,
τAn , τSn , and τRn . In Step 3.4, we will exploit this joint weak convergence and the
time-change theorem [7, Th. 13.2.2] to obtain joint weak convergence of the time-
changed martingales n1−βǍn ◦ τAn , n1−βŠn ◦ τSn , and n1−βŘn ◦ τRn together
with Ḡn. In Step 3.5, we will use this and the convergence of L̄n to derive weak
convergence of Mn.

We now give the details of these steps.
Step 3.1. Since A, S, and R are independent standard Poisson processes, we

know from the MCLT that
(√
nǍn,

√
nŠn,

√
nŘn

)
converges weakly to the pro-

ces
(
B̌1, B̌2, B̌3

)
, where B̌1, B̌2, and B̌3 are three independent standard Brown-

ian motions. Because n1−β = n1/2−β√n and 1/2− β = min{0, (α− 1)/2}, the
process

(
n1−βǍn, n

1−βŠn, n
1−βŘn

)
converges weakly to

(
B̂1, B̂2, B̂3

)
, where

B̂1, B̂2, and B̂3 are three independent Brownian motions with predictable quadratic
covariation processes〈

B̂1
〉

(t) =
〈
B̂2
〉

(t) =
〈
B̂3
〉

(t) = 1{α≥1}t.

Step 3.2. It follows from Theorem 6.2.6 that Ḡn converges weakly to a Brow-
nian motion Bb with predictable quadratic covariation process〈
Bb
〉
(t) = 1{α≤1}1

Tdiag
(
λ̄− µ

)(
diag(π)D +DTdiag(π)

)
diag

(
λ̄− µ

)
1t,
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where we use that 1 − β − α/2 = min{0, (1− α)/2} and that λnn converges to
λ̄. Because Ḡn is a function of the background process Jn only and we assumed
that Jn is independent of the Poisson processes A, S, and R, we obtain that Bb

is independent of
(
B̂1, B̂2, B̂3

)
and that

(
n1−βǍn, n

1−βŠn, n
1−βŘn, Ḡn

)
con-

verges weakly to
(
B̂1, B̂2, B̂3, Bb

)
.

Step 3.3. Now consider the random time changes τAn , τSn , and τRn , and recall
that we are working under the conditions of Assumption 8.3.1. Then Theorem
6.2.5 implies that the process τAn converges to the deterministic function

∫ t
0
λ̄∞ ds

uoc in probability. In other words, τAn converges to ηλ̄∞ uoc in probability. From
Theorem 6.2.5, the fluid limit for 1

nQn in Lemma 8.4.1, and Lemma 6.6.1, we
know that the process τSn converges to the deterministic function ηµ∞ uoc in prob-
ability. For the same reasons, the process τRn converges to the zero process η0 uoc
in probability.

Because τAn , τSn , and τRn converge in probability to deterministic limits, [7, Th.
11.4.5] guarantees the joint weak convergence of(

n1−βǍn, n
1−βŠn, n

1−βŘn, τ
A
n , τ

S
n , τ

R
n , Ḡn

)
to (

B̂1, B̂2, B̂3, ηλ̄∞ , ηµ∞ , η0, B
b
)
.

Step 3.4. Given the joint weak convergence result in the previous step, [7, Th.
13.2.2] asserts weak convergence of(

n1−βǍn ◦ τAn , n1−βŠn ◦ τSn , n1−βŘn ◦ τRn , Ḡn
)

to (
B̂1 ◦ ηλ̄∞ , B̂

2 ◦ ηµ∞ , B̂3 ◦ η0, B
b
)

=
(
B̄1, B̄2, B̄3, Bb

)
.

Note that B̄1, B̄2, B̄3, and Bb are independent Brownian motions with〈
B̄1
〉
(t) = 1{α≥1}ηλ̄∞(t) = 1{α≥1}λ̄∞t,

〈
B̄2
〉
(t) = 1{α≥1}ηµ∞(t) = 1{α≥1}µ∞t,

and 〈
B̄3
〉
(t) = 1{α≥1}η0(t) = 0.

This implies in particular that B̄3 is equal to the zero process.
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Step 3.5. It follows from Assumption 8.3.1 that the deterministic function L̄n
converges uoc to the deterministic function L = η−γµ∞ (so L(t) = −γµ∞t).
Then (

n1−βǍn ◦ τAn , n1−βŠn ◦ τSn , n1−βŘn ◦ τRn , Ḡn, L̄n
)

converges weakly to (
B̄1, B̄2, B̄3, Bb, L

)
and the CMT implies that the process Mn converges weakly to

B̄1 − B̄2 − B̄3 +Bb + L = B̄1 − B̄2 +Bb + L = B + L,

where

B = B̄1 − B̄2 +Bb.

Because B̄1, B̄2, and Bb are independent Brownian motions, it follows that B is
a Brownian motion with its predictable quadratic variation process 〈B〉 as given in
Eq. (8.13).

Step 4. Now we know how all the basic processes converge and we can ap-
ply the CMT. Indeed, we have proven that n−βmn, Xn(0), Mn, and Yn con-
verge jointly to κ, X(0), B + L, and Ȳ , respectively. It follows that (Xn, Vn) =

H
(
n−βmn, Xn(0),Mn, Yn

)
converges weakly to

(X,V ) = H
(
κ,X(0), B + L, Ȳ

)
,

which is the solution of the stochastic integral equation given in Eq. (8.12)

8.6 Technical details

We have proven an FCLT for the modulated Erlang model via the CMT. In this
section, we will define the function H that was used in the application of the
CMT. To derive its continuity in the right topologies, we will extensively use some
convenient convergence properties of state indicator functions that we have proven
in Section 6.6. We will also exploit the continuity of several basic functions that are
used to define H . So, after defining H , we will first prove convergence properties
of these functions. Relying on these results, we will establish the continuity of H
both in the uniform topology and in the Skorokhod J1 topology.
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8.6.1 Reflection mappings and the Skorokhod problem

We first concentrate on reflection mappings, which are very important in the defi-
nition of H . They connect to Erlang models in the following way.

Some of the Erlang models only have a finite waiting room, so that there can
be at most a certain number of jobs in the system. To construct such models, the
downward reflection map is used. Basically, this map removes jobs that arrive to
the system when there is no waiting room left. More generally, this map ‘removes’
the part of an input process that would make the output process exceed a certain
barrier.

From a more mathematical point of view, constructing models with a finite
waiting room is closely related to what is called the generalized drift Skorokhod
problem. To gain some intuition, we will have a closer look at this problem first.

The generalized drift Skorokhod problem may be described as follows (cf. [8,
Def. 1.2]). Let x ∈ D([0,∞);R), a Lipschitz continuous function g : R → R,
and some κ > 0 be given. We say that a pair (y, u) ∈ D([0,∞);R)

2 satisfies the
Skorokhod problem for x with state-dependent drift function g if

1. y(t) = x(t)−
∫ t

0
g(y(s)) ds− u(t) for all t ≥ 0;

2. y(t) ≤ κ for all t ≥ 0;

3. u is nondecreasing with u(0) = (x(0)− κ) ∨ 0;

4.
∫∞

0
1{y(s)<κ} du(s) = 0.

To show existence and uniqueness of such a pair (y, u) given x, g, and κ, a standard
trick (cf. [8, p. 17] and [9, Th. 7.3]) is to introduce the maps

Ψ(z;κ)(t) = sup
0≤s≤t

[(z(s)− κ) ∨ 0] (8.17)

and

Φ(z;κ)(t) = z(t)−Ψ(z;κ)(t), (8.18)

where z ∈ D([0,∞);R). Roughly speaking, the function Ψ registers how much
z stays above the barrier κ. The function Φ then substracts Ψ from z, so that
the resulting function does not cross the barrier. Note that both Φ and Ψ take
D([0,∞);R) into D([0,∞);R).

Combining these two functions, we obtain the map (Φ(·;κ),Ψ(·;κ)). This is
the well known Skorokhod downward reflection map at κ. As our interpretation
of Φ and Ψ already suggested, the pair (Φ(z;κ),Ψ(z;κ)) satisfies the reflection
conditions 2, 3, and 4 above.
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We know that Φ and Ψ are Lipschitz continuous in z under the supremum norm
(cf. [7, Th. 13.5.1]). As the function g is also Lipschitz continuous, a Picard iter-
ation (cf. [10, p. 287]) shows the existence of a unique element z in D([0,∞);R)

that obeys the integral equation

z(t) = x(t)−
∫ t

0

g(Φ(z;κ)(s)) ds. (8.19)

Then the pair (Φ(z;κ),Ψ(z;κ)) satisfies

Φ(z;κ)(t) = z(t)−Ψ(z;κ)(t) = x(t)−
∫ t

0

g(Φ(z;κ)(s)) ds−Ψ(z;κ)(t),

so it satisfies the Skorokhod problem for x with state-dependent drift function g.

8.6.2 Definition of H

In addition to reflection mappings, state frequency functions play an important
role in the definition of H . Recall from Section 6.6 that W ⊂ C

(
[0,∞);Rd

)
⊂

D
(
[0,∞);Rd

)
denotes the set of all functions f that may be represented as

f(t) =

∫ t

0

ḟ(s) ds

for all t ≥ 0, where ḟ ∈ V . Here, V is the collection of all functions ḟ ∈
D
(
[0,∞);Rd

)
with 0 ≤ ḟ(i; s) ≤ 1 and

∑d
i=1 ḟ(i; s) = 1. A function ḟ ∈ V

may be interpreted as a state frequency function, whereas the function f may be
viewed as an occupation measure.

In the next theorem, we define the function H on D([0,∞);R) by solving a
problem that is closely related to the generalized drift Skorokhod problem. The
difference with the latter problem is that the drift function here is not only state
dependent but also time dependent (via the term ḟ(i; s)). This poses only a minor
complication and we can more or less follow the standard approach outlined above.

Theorem 8.6.1. Let κ ∈ [0,∞], b ∈ R, x ∈ D([0,∞);R), and f ∈ W . For a
given Lipschitz continuous h : R→ Rd, consider the integral equation

y(t) = b+ x(t)−
∫ t

0

d∑
i=1

ḟ(i; s)h(i; y(s)) ds− u(t) (8.20)

under the conditions

1. y(t) ≤ κ for all t ≥ 0;

2. u is nondecreasing with u(0) = (b+ x(0)− κ) ∨ 0;
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3.
∫∞

0
1{y(s)<κ} du(s) = 0.

(We will say that a pair (y, u) ∈ D([0,∞);R)
2 satisfies the reflection conditions

if y and u satisfy the three conditions above.) Then Eq. (8.20) admits a unique so-
lution (y, u) ∈ D([0,∞);R)

2 satisfying the reflection conditions and thus defines
a function H : [0,∞]× R×D([0,∞);R)×W → D([0,∞);R)

2.

Proof. As mentioned before, we can more or less follow a standard approach to
prove this result. For completeness, we detail the arguments here.

For the moment, fix some x ∈ D([0,∞);R), a Lipschitz continuous function
g : R→ R, a function Υ: D([0,∞);R)→ D([0,∞);R) that is Lipschitz contin-
uous in the supremum norm, and a bounded function ȧ ∈ D([0,∞);R). Then a
Picard iteration shows the existence of a solution z ∈ D([0,∞);R) to the integral
equation

z(t) = x(t)−
∫ t

0

ȧ(s)g(Υ(z)(s)) ds. (8.21)

Indeed, taking z0 = x and defining

zn(t) = x(t)−
∫ t

0

ȧ(s)g(Υ(zn−1)(s)) ds

for n ∈ N, it follows that

|zn+1(t)− zn(t)| ≤
∣∣∣∣∫ t

0

ȧ(s)(g(Υ(zn)(s))− g(Υ(zn−1)(s))) ds

∣∣∣∣
≤
∫ t

0

|ȧ(s)||g(Υ(zn)(s))− g(Υ(zn−1)(s))|ds

≤ c
∫ t

0

|Υ(zn)(s)−Υ(zn−1)(s)|ds

for all t ≥ 0 and n ∈ N, where we use that ȧ is bounded and that g is Lipschitz
continuous. Then, in particular, we have

sup
0≤s≤t

|zn+1(s)− zn(s)| ≤ c
∫ t

0

|Υ(zn)(s)−Υ(zn−1)(s)|ds

≤ ct sup
0≤s≤t

|Υ(zn)(s)−Υ(zn−1)(s)|

≤ ct sup
0≤s≤t

|zn(s)− zn−1(s)|

for all 0 ≤ t ≤ T , T > 0, and n ∈ N. The last inequality follows from the Lip-
schitz continuity of Υ in the supremum norm. Now a simple induction argument
implies that

sup
0≤s≤t

|zn+1(s)− zn(s)| ≤ (ct)
n

n!
sup

0≤s≤t
|z1(s)− z0(s)|,
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so

sup
0≤s≤t

|zn+m(s)− zn(s)| ≤
m∑
k=1

sup
0≤s≤t

|zn+k(s)− zn+k−1(s)|

≤ sup
0≤s≤t

|z1(s)− z0(s)|
m∑
k=1

(ct)
n+k−1

(n+ k − 1)!

≤ (ct)
n

n!
sup

0≤s≤t
|z1(s)− z0(s)|

m∑
k=1

(ct)
k−1

(k − 1)!

≤ (ct)
n

n!
ect sup

0≤s≤t
|z1(s)− z0(s)|

for all m ∈ N and n ∈ N. Hence, zn forms a Cauchy sequence in D([0,∞);R)

under the supremum norm. As D([0,∞);R) is complete under the supremum
norm, it follows that zn converges to some z ∈ D([0,∞);R) in this norm.

An application of the Dominated Convergence Theorem shows that z must
satisfy Eq. (8.21). Now recall that ȧ is bounded and that both g and Υ are Lipschitz
continuous. Using these assumptions, we can apply Gronwall’s Lemma to verify
that z is, in fact, the unique element in D([0,∞);R) that satisfies Eq. (8.21).

Now let κ, b, x, f , and h be as stated in the theorem. The previous arguments
prove that there exists a unique solution z ∈ D([0,∞);R) to the integral equation

z(t) = b+ x(t)−
∫ t

0

d∑
i=1

ḟ(i; s)h(i; Φ(z;κ)(s)) ds. (8.22)

Then the pair (y, u) = (Φ(z;κ),Ψ(z;κ)) is the unique solution to Eq. (8.20) sat-
isfying the reflection conditions. The uniqueness follows from the uniqueness of
the solution to the one-dimensional Skorokhod problem (cf. [8, p. 16]). Conse-
quently, Eq. (8.20) with the reflection conditions defines a map H , as claimed in
the theorem.

8.6.3 Continuity properties of reflection mappings

The map H that we just defined enjoys several continuity properties. Before we
state and prove them, however, we need to know more about the continuity prop-
erties of reflection mappings. We will repeatedly invoke the following elementary
result when proving continuity of H .

Lemma 8.6.2. Let κn → κ in [0,∞] and let xn and yn be elements of the space
D([0,∞);R) such that xn − yn → η0 in D([0,∞);R) under the supremum met-
ric. Additionally, assume that the sequence xn is bounded on compact intervals
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uniformly in n. Then

sup
0≤t≤T

|Ψ(xn;κ)(t)−Ψ(yn;κn)(t)|

and

sup
0≤t≤T

|Φ(xn;κ)(t)− Φ(yn;κn)(t)|

both converge to 0 for every T > 0.

Proof. Since Φ(z;κ)(t) = z(t)−Ψ(z;κ)(t) by definition, it suffices to prove the
statement about Ψ.

Also observe that the sequence yn must be bounded on compact intervals uni-
formly in n, because xn is bounded on compact intervals uniformly in n and
xn − yn converges in the supremum metric to the zero process.

The case κ = ∞ is easy: because both xn and yn are bounded on compact
intervals uniformly in n, it holds that Ψ(xn;κ) and Ψ(yn;κn) are identically equal
to 0 on [0, T ] for all n large enough. This observation implies that the statement of
the lemma holds for κ =∞.

In the case κ <∞ we have

sup
0≤t≤T

|Ψ(xn;κ)(t)−Ψ(yn;κn)(t)|

= sup
0≤t≤T

∣∣∣∣ sup
0≤s≤t

[(xn(s)− κ) ∨ 0]− sup
0≤s≤t

[(yn(s)− κn) ∨ 0]

∣∣∣∣
≤ sup

0≤t≤T

∣∣∣∣ sup
0≤s≤t

(xn(s)− κ)− sup
0≤s≤t

(yn(s)− κn)

∣∣∣∣
≤ sup

0≤t≤T
|(xn(s)− κ)− (yn(s)− κn)|,

with the last inequality being an application of [7, Lem. 13.4.1]. The last term
clearly converges to 0, as a direct consequence of the assumptions. This settles the
case κ <∞.

The previous lemma does not hold when we drop the assumption that the se-
quence xn is bounded on compact intervals uniformly in n. Indeed, take κ = ∞,
xn(t) = n, yn = xn, and κn = n − 1. Then κn → κ and xn − yn = η0, but
Ψ(xn;κ)(t) = 0 and Ψ(yn;κn)(t) = 1 for all t ≥ 0.

8.6.4 Continuity properties of H

Having defined H and having established continuity properties of several basic
functions, we are now in a position to prove continuity of H .
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Theorem 8.6.3. LetH be the function defined in Theorem 8.6.1. ThenH is contin-
uous ifD([0,∞);R) andD([0,∞);R)

2 are equipped with the topology of uniform
convergence on compact intervals.

Proof. Let κn → κ in [0,∞], bn → b in R, xn → x in D([0,∞);R) under the
supremum metric, and fn → f inW . Let zn and z be defined via Eq. (8.22) in the
obvious way.

To prove continuity of H , we will exploit the fact that it was defined via Eq.
(8.22) and the Skorokhod downward reflection map. First, we will show that zn →
z. The arguments will rely on Lipschitz continuity and Lemma 6.6.1 in order
to make an application of Gronwall’s Lemma possible. Then, using continuity
properties of the reflection map, the continuity of H follows immediately.

Fix T > 0. A straightforward computation gives

|z(t)− zn(t)|
≤ |b− bn|+ sup

0≤s≤T
|x(s)− xn(s)|

+

d∑
i=1

∣∣∣∣∫ t

0

ḟn(i; s)h(i; Φ(zn;κn)(s)) ds−
∫ t

0

ḟ(i; s)h(i; Φ(z;κ)(s)) ds

∣∣∣∣
for all 0 ≤ t ≤ T . Observe that∣∣∣∣∫ t

0

ḟn(i; s)h(i; Φ(zn;κn)(s)) ds−
∫ t

0

ḟ(i; s)h(i; Φ(z;κ)(s)) ds

∣∣∣∣
≤
∣∣∣∣∫ t

0

ḟn(i; s)[h(i; Φ(zn;κn)(s))− h(i; Φ(z;κ)(s))] ds

∣∣∣∣
+

∣∣∣∣∫ t

0

ḟn(i; s)h(i; Φ(z;κ)(s)) ds−
∫ t

0

ḟ(i; s)h(i; Φ(z;κ)(s)) ds

∣∣∣∣
≤ sup

0≤s≤T

∣∣∣∣∫ s

0

ḟn(i; r)h(i; Φ(z;κ)(r)) dr −
∫ s

0

ḟ(i; r)h(i; Φ(z;κ)(r)) dr

∣∣∣∣
+ c

∫ t

0

|Φ(zn;κn)(s)− Φ(z;κ)(s)|ds.

In the second inequality, we use that h is Lipschitz continuous and that ḟ is
bounded by 1. Applying the triangle inequality and [7, Lem. 13.5.1], we see that
the last integral above is bounded by∫ t

0

|Φ(z;κn)(s)− Φ(z;κ)(s)|ds+

∫ t

0

|Φ(zn;κn)(s)− Φ(z;κn)(s)|ds

≤
∫ t

0

|Φ(z;κn)(s)− Φ(z;κ)(s)|ds+

∫ t

0

2 sup
0≤r≤s

|z(r)− zn(r)|ds.



CHAPTER 8 8-25

It follows immediately from Lemma 8.6.2 that the penultimate integral converges
to 0 for every t ∈ [0, T ].

Combining the above results, we obtain that

|z(t)− zn(t)| ≤ Cn + c

∫ t

0

sup
0≤r≤s

|z(r)− zn(r)|ds (8.23)

for all t ∈ [0, T ], where

Cn = |b− bn|+ sup
0≤t≤T

|x(t)− xn(t)|

+

d∑
i=1

sup
0≤t≤T

∣∣∣∣∫ t

0

(
ḟn(i; s)− ḟ(i; s)

)
h(i; Φ(z;κ)(s)) ds

∣∣∣∣
+ c

∫ T

0

|Φ(z;κn)(s)− Φ(z;κ)(s)|ds.

Recall that we aim to show that zn converges to z in the supremum norm and
observe that Eq. (8.23) strongly hints at an application of Gronwall’s Lemma to
achieve this. So, the first thing we would like to know is whether Cn converges to
0. This is indeed the case. The sum above converges to 0 by Lemma 6.6.1, since
Φ(z;κ) is càdlàg and h is continuous. Finally, the last term above also converges
to 0, as we showed earlier.

Consider again Eq. (8.23). Because the integral in this equation is a nonde-
creasing function of t, the stronger inequality

sup
0≤s≤t

|z(s)− zn(s)| ≤ Cn + c

∫ t

0

sup
0≤r≤s

|z(r)− zn(r)|ds (8.24)

holds for all t ∈ [0, T ]. Now applying Gronwall’s Lemma to Eq. (8.24) and using
that Cn converges to 0, it follows that sup0≤t≤T |z(t)− zn(t)| converges to 0.

Knowing that zn converges to z in the supremum metric and that κn converges
to κ, we may apply Lemma 8.6.2 to show that (Φ(zn;κn),Ψ(zn;κn)) converges to
(Φ(z;κ),Ψ(z;κ)). This proves that H is continuous under the supremum metric.

Theorem 8.6.4. Let H be the function defined in Theorem 8.6.1. The function H
is also continuous when D([0,∞);R) and D([0,∞);R)

2 are equipped with the
Skorokhod J1 topology.

Proof. The continuity result in Theorem 8.6.3 followed from showing that the
function defined by Eq. (8.22) is continuous in the topology of uniform conver-
gence and using convergence properties of the maps Φ and Ψ. In this proof, we
will follow the same approach, but with the topology of uniform convergence re-
placed by the Skorokhod J1 topology.
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Suppose that zn converges to z in D([0,∞);R) under the J1 topology. This
means there exist strictly increasing functions λn mapping [0,∞) onto itself such
that [1, Eq. (3.5.6)] holds,

sup
0≤t≤T

|λn(t)− t| → 0

for all T > 0, and

sup
0≤t≤T

|z(λn(t))− zn(t)| → 0

for all T > 0. If in addition κn → κ, then both

sup
0≤t≤T

|Φ(z;κ)(λn(t))− Φ(zn;κn)(t)|

and

sup
0≤t≤T

|Ψ(z;κ)(λn(t))−Ψ(zn;κn)(t)|

converge to 0 for all T > 0, due to the continuity properties of Φ and Ψ. Con-
sequently, to show J1 continuity of the map H , it suffices to show that Eq. (8.20)
defines a function that is continuous in the J1 topology.

Suppose that κn → κ in [0,∞], bn → b in R, xn → x in D([0,∞);R)

under the J1 topology, and fn → f in Wd. Since xn to x in the J1 topol-
ogy, there exist functions λn having the properties detailed above and satisfying
sup0≤t≤T |x(λn(t))− xn(t)| → 0 for all T > 0.

Let zn and z be defined via Eq. (8.22) in the obvious way and fix T > 0. Then

|z(λn(t))− zn(t)| ≤ |b− bn|+ sup
0≤s≤T

|x(λn(s))− xn(s)|

+

∣∣∣∣∣
∫ λn(t)

0

d∑
i=1

ḟ(i; s)h(i; Φ(z;κ)(s)) ds

−
∫ t

0

d∑
i=1

ḟn(i; s)h(i; Φ(zn;κn)(s)) ds

∣∣∣∣∣
(8.25)

for all 0 ≤ t ≤ T . From this inequality we would like to derive that

|z(λn(t))− zn(t)| ≤ Cn + c

∫ t

0

sup
0≤r≤s

|z(λn(r))− zn(r)|ds (8.26)

for a certain term Cn that converges to 0. Then an application of Gronwall’s
Lemma immediately gives the desired result.
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To this end, we first note that the last term in Eq. (8.25) is upper bounded by

d∑
i=1

∣∣∣∣∣
∫ λn(t)

0

ḟ(i; s)h(i; Φ(z;κ)(s)) ds−
∫ t

0

ḟ(i; s)h(i; Φ(z;κ)(s)) ds

∣∣∣∣∣
+

d∑
i=1

∣∣∣∣∫ t

0

ḟn(i; s)h(i; Φ(zn;κn)(s)) ds−
∫ t

0

ḟ(i; s)h(i; Φ(z;κ)(s)) ds

∣∣∣∣.
(8.27)

Hereafter, we will analyze these two sums in two different steps. Then, in a third
step, we will combine the results from the first two steps and show that Eq. (8.26)
holds.

Step 1. Consider the first sum in Eq. (8.27). This sum converges to 0 uniformly
on [0, T ], because each term of this sum may be bounded by

sup
0≤s≤2T

∣∣∣ḟ(i; s)h(i; Φ(z;κ)(s))
∣∣∣ sup

0≤s≤T
|λn(s)− s|

for all 0 ≤ t ≤ T and large enough n (so that λn(T ) ≤ 2T ). As this upper bound
is independent of t and converges to 0, we know that the first sum in Eq. (8.27)
converges to 0 uniformly on [0, T ].

Step 2. Consider the second sum in Eq. (8.27). Each term of this sum may be
bounded by∣∣∣∣∫ t

0

ḟn(i; s)h(i; Φ(zn;κn)(s)) ds−
∫ t

0

ḟn(i; s)h(i; Φ(z;κ)(s)) ds

∣∣∣∣
+

∣∣∣∣∫ t

0

ḟn(i; s)h(i; Φ(z;κ)(s)) ds−
∫ t

0

ḟ(i; s)h(i; Φ(z;κ)(s)) ds

∣∣∣∣. (8.28)

The last term in Eq. (8.28) converges to 0 uniformly on [0, T ], due to Lemma 6.6.1.
The first term in Eq. (8.28) is bounded by

∫ t

0

∣∣∣ḟn(i; s)
∣∣∣|h(i; Φ(zn;κn)(s))− h(i; Φ(z;κ)(s))|ds

≤
∫ t

0

|h(i; Φ(zn;κn)(s))− h(i; Φ(z;κ)(s))|ds

≤ c
∫ t

0

|Φ(zn;κn)(s)− Φ(z;κ)(s)|ds,

where the first inequality is due to ḟn being bounded by 1 and the second inequality
is due to h being Lipschitz continuous.
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Recalling the definition of Φ, we see that the last integral above is bounded by∫ t

0

|Φ(zn;κn)(s)− Φ(z ◦ λn;κn)(s)|ds

+

∫ t

0

|Φ(z ◦ λn;κn)(s)− Φ(z;κ)(s)|ds

≤
∫ t

0

|zn(s)− z(λn(s))|ds+

∫ T

0

|Ψ(zn;κn)(s)−Ψ(z ◦ λn;κn)(s)|ds

+

∫ T

0

|z(λn(s))− z(s)|ds+

∫ T

0

|Ψ(z ◦ λn;κn)(s)−Ψ(z;κ)(s)|ds.

Consider the last four integrals. The first of these almost has the right form for an
application of Gronwall’s Lemma (see also Eq. (8.26)); in view of this, we bound
the first integral by ∫ t

0

sup
0≤r≤s

|zn(r)− z(λn(r))|ds. (8.29)

Now, with an application of Gronwall’s Lemma in mind, we would like to show
that the second, the third, and the fourth integral converge to 0. This can be done
by straightforward arguments. The convergence of the second integral follows
from Lemma 8.6.2 (apply it to zn − κn and z ◦ λn − κn). The convergence
of the third integral follows from the Dominated Convergence Theorem, because
z ◦ λn converges pointwise to z at each continuity point of z. The convergence
of the fourth integral follows from the Dominated Convergence Theorem as well,
because

Ψ(z ◦ λn;κn)(s) = sup
0≤r≤s

[(z(λn(r))− κn) ∨ 0]

= sup
0≤r≤λn(s)

[(z(r)− κn) ∨ 0]

converges pointwise to

Ψ(z;κ)(s) = sup
0≤r≤s

[(z(r)− κ) ∨ 0]

at each continuity point of z.
Summing up, we have found an upper bound for the second sum in Eq. (8.27).

The upper bound consists of a sum that converges to 0 uniformly on [0, T ] plus the
Gronwall term in Eq. (8.29).

Step 3. Combining the inequality in Eq. (8.25) with the results from the previ-
ous two steps, it follows that

|z(λn(t))− zn(t)| ≤ Cn + c

∫ t

0

sup
0≤r≤s

|z(λn(r))− zn(r)|ds
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for all t ∈ [0, T ], where

Cn = |b− bn|+ sup
0≤s≤T

|x(λn(s))− xn(s)|

+ other terms computed above.

Then we also have

sup
0≤s≤t

|z(λn(s))− zn(s)| ≤ Cn + c

∫ t

0

sup
0≤r≤s

|z(λn(r))− zn(r)|ds

for all t ∈ [0, T ]. We have shown in the previous steps that Cn converges to 0,
so Gronwall’s Lemma implies that sup0≤s≤T |z(λn(s))− zn(s)| converges to 0.
By [1, Pr. 3.5.3], this means that zn converges to z in the Skorokhod J1 topology,
as required.

8.7 Discussion and conclusion
We introduced the Markov-modulated Erlang model. To prove convergence re-
sults for this model, we defined a function that is continuous both in the supre-
mum topology and in the Skorokhod topology. Using this function and the CMT,
we derived a fluid limit and a diffusion limit for the Markov-modulated Erlang
model. The diffusion limit may have a reflecting barrier, due to the waiting room
being potentially finite. A close inspection of the function that we used for the
Markov-modulated Erlang model shows that a similar approach should be possi-
ble for Markov-modulated infinite-server queues.
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9
On the upper bound in Varadhan’s

Lemma

9.1 Introduction

Exponential integrals often play an important role in the proofs of large deviations
principles (LDPs). Varadhan’s Lemma is a powerful generalization of Laplace’s
method to find bounds for the logarithmic asymptotics of exponential integrals.
Especially the upper bound provided in this lemma turns out to be a very useful
tool for proving large deviations upper bounds. However, the result is stated under
somewhat restrictive conditions, which rule out many interesting cases.

The standard formulation of Varadhan’s Lemma contains two important ele-
ments, namely an upper semicontinuous integrand and a rate function with com-
pact sublevel sets. Certain rate functions arising in the study of modulated infinite-
server queues do not satisfy the conditions of Varadhan’s Lemma, since they do
not have compact sublevel sets. Motivated by this observation, we will loosen the
conditions under which the upper bound is known to hold.

In this chapter, we do not assume that rate functions have compact sublevel
sets. Moreover, we drop the assumption that the integrand is upper semicontinuous
and replace it by a weaker condition. We prove that the upper bound in Varadhan’s
Lemma still holds under these weaker conditions. Additionally, we show that only
measurability of the integrand is required when the rate function is continuous.



9-2 VARADHAN’S LEMMA

9.2 Main result
Let X be a topological space and let B be a σ-algebra on X . Equip [−∞,∞]

with the standard Borel σ-algebra. For ε > 0, let µε be a probability measure
defined on B and let φ : X → [−∞,∞] be a measurable function. Additionally,
let φ(ε) : X → [−∞,∞] be a measurable function for each ε > 0. We will say that
the family of probability measures {µε | ε > 0} satisfies a large deviations upper
bound (LDUB) with rate function J if

lim sup
ε→0

ε logµε(F ) ≤ − inf
x∈clF

J(x) (9.1)

for any F ∈ B, where J : X → [0,∞] is a function and clF denotes the closure of
a set F .

Varadhan’s Lemma provides sufficient conditions such that the inequality

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
µε(dx) ≤ sup

x∈X
[φ(x)− J(x)] (9.2)

holds. The original conditions for the upper bound in Varadhan’s Lemma are given
in the following lemma (cf. [1, Th. 3.1] and [2, Th. 2.3]).

Lemma 9.2.1. Suppose that µε satisfies (9.1) for some function J : X → [0,∞]

and assume that the following conditions hold.

a. The space X is a regular topological space and B contains its Borel σ-
algebra.

b. The function J is lower semicontinuous.

c. The function J has compact sublevel sets.

d. For each δ > 0 and x ∈ {J <∞} there exist an open neighborhood O of
x and some ε∗ > 0 such that φ(ε)(y) ≤ φ(x) + δ for all y ∈ O and all
ε ∈ (0, ε∗).

e. The functions φ(ε) satisfy

lim
M→∞

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
1{φ(ε)(x)>M} µε(dx) = −∞.

f. The function φ takes values in [−∞,∞).

Then (9.2) holds.

Condition d essentially requires that φ is upper semicontinuous. Indeed, this
is often assumed in advance (cf. [2], [3], and [4]). However, in queueing theory
one encounters functions φ that are not upper semicontinuous (cf. Example 9.3.3).
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Moreover, one also encounters rate functions J that do not have compact sublevel
sets (cf. [5, Ex. 4.8]). Therefore, we would like to weaken the assumptions and
generalize the upper bound in Varadhan’s Lemma.

Our strategy is as follows. In the proof of Lemma 9.2.2, we will provide some
elementary conditions under which Varadhan’s upper bound holds. Then we will
show that the set of conditions in the original statement imply the elementary con-
ditions. Next, we will show that some other novel sets of conditions also imply the
elementary conditions. In particular, these novel sets of conditions do not require
compact sublevel sets of J nor upper semicontinuity of φ. Importantly, this will
shed some light on the role of the original assumptions in Varadhan’s Lemma. The
proof of Lemma 9.2.2 is inspired by the proof of Varadhan’s Lemma in [4].

As is customary, we define 0 · ∞ = 0, exp(−∞) = 0, log(0) = −∞, and
exp(∞) = log(∞) = ∞. For b ∈ [−∞,∞], we define fb = f ∧ b = min{f, b}
for a function f : X → [−∞,∞].

Lemma 9.2.2. Suppose that µε satisfies (9.1) for some function J : X → [0,∞]

and define B = limM→∞ supx∈X [φM (x)− J(x)].
Consider the following sets of conditions. We will refer to condition y of C.x

by C.x.y. Conditions C.2.b and C.3.b are identical.

C.1 The conditions a, b, c, and d of Lemma 9.2.1 hold.

C.2 a. The superlevel set φ−1([w,∞]) is closed for every w ∈ R satisfying
the inequality w ≥ B.

b. For each δ > 0 there exists ε∗ > 0 such that φ(ε) ≤ φ + δ on the set
{φ > B} and φ(ε) ≤ B + δ on {φ ≤ B} for all ε ∈ (0, ε∗).

C.3 a. The function J is continuous.

b. For each δ > 0 there exists ε∗ > 0 such that φ(ε) ≤ φ + δ on the set
{φ > B} and φ(ε) ≤ B + δ on {φ ≤ B} for all ε ∈ (0, ε∗).

Suppose that the conditions of at least one of the sets C.1, C.2, and C.3 are satis-
fied. Then it holds that

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
µε(dx) ≤ lim

M→∞
sup
x∈X

[φM (x)− J(x)] (9.3)

if and only if

lim
M→∞

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
1{φ(ε)(x)>M}µε(dx)

≤ lim
M→∞

sup
x∈X

[φM (x)− J(x)].
(9.4)
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Proof. The statement of the lemma is trivial if B = ∞, so in the remainder of
this proof we assume that B <∞.

First, observe the following. If the functions φ and φ(ε) satisfy one of the sets
of assumptions, then the functions φb and φ(ε)

b satisfy the same set of assumptions
for each b ∈ [−∞,∞]. Moreover, for each b > 0 it holds that

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
µε(dx)

= lim sup
ε→0

ε log

(∫
X

exp
[

1
εφ

(ε)
b (x)

]
1{φ(ε)(x)≤b} µε(dx)

+

∫
X

exp
[

1
εφ

(ε)(x)
]
1{φ(ε)(x)>b}µε(dx)

)

= max

{
lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)
b (x)

]
1{φ(ε)(x)≤b} µε(dx),

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
1{φ(ε)(x)>b}µε(dx)

}
.

Suppose that for each fixed b > 0 Eq. (9.2) holds with φ(ε) and φ replaced by φ(ε)
b

and φb, respectively. Then the first term in the maximum above is bounded above
by supx∈X [φb(x)− J(x)] and thus by supx∈X [φ(x)− J(x)] for each b > 0.

Hence, to prove the lemma, it suffices to show that if the functions φ and φ(ε)

satisfy the conditions of C.1, C.2, or C.3, then for each b > 0 Eq. (9.2) holds with
φ(ε) and φ replaced by φ(ε)

b and φb, respectively.
Suppose that for each fixed b > 0 the following holds. For each δ > 0 and

w ∈ (−∞, b] such that w ≥ supx∈X [φb(x)− J(x)], there exist some nδ ∈ N and
measurable sets Hδ,0, Hδ,1, . . . ,Hδ,nδ such that X = ∪nδk=0Hδ,k and

lim sup
ε→0

sup
x∈Hδ,k

φ
(ε)
b (x)− inf

x∈clHδ,k
J(x) ≤ w + δ. (9.5)

Then it follows that

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)
b (x)

]
µε(dx)

≤ max
k=0,...,nδ

lim sup
ε→0

ε log

∫
Hδ,k

exp
[

1
εφ

(ε)
b (x)

]
µε(dx)

≤ max
k=0,...,nδ

{
lim sup
ε→0

sup
x∈Hδ,k

φ
(ε)
b (x)− inf

x∈clHδ,k
J(x)

}
≤ w + δ,
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where the first inequality is an immediate application of [3, Lem. 1.2.15] and the
second inequality follows from an easy estimate of the integral combined with the
LDUB (9.1).

Hence, to prove the lemma, it suffices to construct for each b > 0 and each
δ > 0 a finite number of measurable sets Hδ,0, Hδ,1, . . . ,Hδ,nδ such that (9.5)
holds, given that the functions φ and φ(ε) satisfy one of the sets of assumptions.

From now on, we fix b > 0 and δ > 0. The proof is trivial if {φb > B} is
empty or supx∈X [φb(x)− J(x)] = b, so we assume that this is not the case. Fix
any w ∈ (−∞, b) such that w > supx∈X [φb(x)− J(x)].

• Proof for C.1. Suppose that the functions φ and φ(ε) satisfy the conditions
of C.1, i.e., the conditions of [1, Th. 3.1]. We will show that the proof
of [1, Th. 3.1] fits into the framework described above.

By assumptions C.1.b and C.1.d, for each x ∈ {J <∞} there exist an open
neighborhood Ox of x and some ε∗x > 0 such that φ(ε)(y) ≤ φ(x) + δ/2

and J(y) ≥ J(x) − δ/2 for all y ∈ Ox and all ε ∈ (0, ε∗x). In addition, for
each x ∈ {J <∞} there exists an open neighborhood O∗x of x such that
clO∗x ⊂ Ox, due to X being regular (C.1.a).

Pick any Z ∈ R such that Z ≥ b − w. Clearly, {J ≤ Z} ⊂ ∪x∈{J≤Z}O∗x.
Since {J ≤ Z} is compact by assumption C.1.c, there exists a finite sub-
cover. Then there exist nδ ∈ N and x1, . . . , xnδ ∈ {J ≤ Z} such that
{J ≤ Z} ⊂ ∪nδk=1O∗xk .

Take Hδ,0 = X \ ∪nδk=1O∗xk and Hδ,k = O∗xk for k = 1, . . . , nδ . These sets
are measurable due to C.1.a. Moreover,

lim sup
ε→0

sup
x∈Hδ,k

φ
(ε)
b (x)− inf

x∈clHδ,k
J(x)

≤ lim sup
ε→0

sup
x∈Oxk

φ
(ε)
b (x)− inf

x∈Oxk
J(x)

≤ φb(xk) + δ/2− J(xk) + δ/2

≤ w + δ

for k = 1, . . . , nδ . Since Hδ,0 is closed and Hδ,0 ⊂ {J > Z}, we also get

lim sup
ε→0

sup
x∈Hδ,0

φ
(ε)
b (x)− inf

x∈clHδ,0
J(x) ≤ b− inf

x∈Hδ,0
J(x)

≤ b− (b− w)

= w.

Hence, X = ∪nδk=0Hδ,k and (9.5) is satisfied.

• Proof for C.2 and C.3. Suppose that the functions φ and φ(ε) satisfy the
conditions of C.2 or C.3. Conditions C.2.b and C.3.b are the same and imply
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that φ(ε) ≤ B + δ < w + δ on the set {φ ≤ B} and φ(ε) ≤ φ+ δ < w + δ

on the set {B < φ < w} for all ε ∈ (0, ε∗), for some ε∗ > 0. Hence, we
may take Hδ,0 = {φ < w}, which is clearly measurable.

For k ∈ N, define the measurable sets

Lki = φ−1
b

([
cki−1, c

k
i

])
for i = 1, . . . , k, where

cki = w +
i

k
(b− w)

for i = 0, . . . , k. Observe that cki − cki−1 = b−w
k and that {φ ≥ w} =

{φb ≥ w} = ∪ki=1L
k
i for every k ∈ N.

C.2. Suppose that second set of assumptions holds. Then we have clLki ⊂
clφ−1

b

([
cki−1, b

])
and φ−1

b

([
cki−1, b

])
= φ−1

([
cki−1,∞

])
is closed by

assumption (C.3.a), so clLki ⊂ φ
−1
b

([
cki−1, b

])
. But cki−1 = cki − b−w

k ,
so cki ≤ φb(x) + b−w

k for all x ∈ clLki . Hence, we get

sup
x∈clLki

[
cki − J(x)

]
≤ sup
x∈clLki

[
φb(x) +

b− w
k
− J(x)

]
≤ sup
x∈X

[φb(x)− J(x)] +
b− w
k

.

C.3. Suppose that the third set of assumptions holds. Then

sup
x∈clLki

[
cki − J(x)

]
= sup
x∈Lki

[
cki − J(x)

]
,

by continuity of J (C.2.a). We get cki ≤ φb(x) + b−w
k for all x ∈ Lki

and

sup
x∈Lki

[
cki − J(x)

]
≤ sup
x∈Lki

[
φb(x) +

b− w
k
− J(x)

]
≤ sup
x∈X

[φb(x)− J(x)] +
b− w
k

.

It does not matter which of the two sets of conditions holds: we get the same
inequality in both cases. Now take nδ ∈ N such that b−wnδ ≤ δ and define
Hδ,i = Lnδi for i = 1, . . . , nδ . Then

lim sup
ε→0

sup
x∈Hδ,i

φ
(ε)
b (x)− inf

x∈clHδ,i
J(x) ≤ sup

x∈Hδ,i
φb(x)− inf

x∈clHδ,i
J(x)

≤ cnδi − inf
x∈clHδ,i

J(x)

≤ sup
x∈X

[φb(x)− J(x)] + δ

≤ w + δ
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for each i = 1, . . . , nδ . Hence, X = ∪nδi=0Hδ,i and (9.5) is satisfied.

Assuming that φ is real-valued and taking φ(ε) = φ in the previous lemma (so
that the conditions C.2.b and C.3.b are void), we obtain the following corollary.
Note that only measurability of φ is required when J is continuous.

Corollary 9.2.3. Suppose that φ takes values in R and that µε satisfies (9.1) for
some function J : X → [0,∞]. Define B = supx∈X [φ(x)− J(x)] and assume
that at least one of the following sets of conditions holds.

1. The conditions a, b, c, and d of Lemma 9.2.1 hold.

2. The superlevel set φ−1([w,∞]) is closed for every w ∈ R satisfying the
inequality w ≥ B.

3. The function J is continuous.

Then (9.2) holds if and only if

lim
M→∞

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ(x)

]
1{φ(x)>M}µε(dx) ≤ sup

x∈X
[φ(x)− J(x)].

(9.6)

Note that (9.6) automatically holds if φ is bounded above. Indeed, if φ is
bounded above by some C ∈ R, then the integral on the left-hand side of (9.6)
equals 0 for all M ≥ C.

As remarked before, condition d of Lemma 9.2.1 essentially requires that φ
is upper semicontinuous. The corollary shows that this is sufficient to obtain the
upper bound if φ(ε) = φ, so that conditions a, b, c, e, and f of Lemma 9.2.1 are not
needed in this case.

In particular, compactness of the sublevel sets of J is not required to obtain
the upper bound if φ(ε) = φ. A better look at the proof of Lemma 9.2.2 shows
that compactness of the sublevel sets of J is used to control the convergence of
the functions φ(ε), which is not necessary if φ(ε) = φ. Hence, the compactness re-
quirement in [3, Lem. 4.3.6] may be dropped. This observation is useful in queue-
ing theory, because one often encounters rate functions that do not have compact
sublevel sets (cf. [5, Ex. 4.8]).

9.3 Examples
In the upcoming examples we show why our generalization of Varadhan’s Lemma
is useful. The first example describes a family of functions that does not satisfy
the original assumptions of Varadhan’s Lemma (cf. Lemma 9.2.1). Indeed, the
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functions increase to infinity at some point, so that condition f is not satisfied and
condition e of Lemma 9.2.1 does not necessarily hold. However, the family does
satisfy conditions C.1, C.2, and C.3, so Lemma 9.2.2 is applicable. The example
also shows that the tail condition in (9.4) is nontrivial, in the sense that the left-
hand side of (9.4) may take any value in [−∞,∞].

Example 9.3.1. Let X = {0, 1, 2} and let its topology be given by its power set.
For ε ∈ (0, 1], define the probability measure µε via µε({2}) = 1

2 exp
(
1− ε−2

)
,

µε({1}) = 1
2 exp(−z/ε) for some z > 0, and µε({0}) = 1− µε({1})− µε({2}).

Then µε satisfies an LDP with rate function J given by J(0) = 0, J(1) = z, and
J(2) =∞.

For ε ∈ (0, 1], define the function φ(ε) via φ(ε)(0) = −∞, φ(ε)(1) = f(ε), and
φ(ε)(2) = g(ε), where f(ε) ↑ y for some y ∈ R and g(ε) ↑ ∞ as ε→ 0.

The only reasonable choice for the function φ is taking φ(0) = −∞, φ(1) = y,
and φ(2) = ∞. Observe that all three sets of conditions in Lemma 9.2.2 are
satisfied and that

lim
M→∞

sup
x∈X

[φM (x)− J(x)] = y − z ∈ R.

But it holds that

lim
M→∞

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
1{φ(ε)(x)>M}µε(dx)

= lim sup
ε→0

ε log
(

1
2 exp

[
1
ε g(ε)

]
exp
[
1− ε−2

])
= lim sup

ε→0

[
g(ε)− 1

ε

]
,

so

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ

(ε)(x)
]
µε(dx) ≤ lim

M→∞
sup
x∈X

[φM (x)− J(x)]

if and only if

lim sup
ε→0

[
g(ε)− 1

ε

]
≤ y − z.

Note that lim supε→0

[
g(ε)− 1

ε

]
may take any value in [−∞,∞], depending on

how fast g(ε) increases to∞ as ε→ 0.

As illustrated in the previous example, the conditions e and f in Lemma 9.2.1
are not necessary to obtain an upper bound. Moreover, if J is continuous and the
measures µε are absolutely continuous, then we may obtain an even tighter upper
bound than in the standard formulation of Varadhan’s Lemma. This is shown in
the next example.



CHAPTER 9 9-9

Example 9.3.2. Let X = R and let φ : X → [−∞,∞] be a bounded Lebesgue
measurable function. Let N ⊂ X be any measurable null set and define the
Lebesgue measurable function φ∗ : X → [−∞,∞] via φ∗ = φ on X \ N and
φ∗ = −∞ on N . Let {µε} be a family of probability measures on X that are
absolutely continuous with respect to Lebesgue measure. Suppose that this fam-
ily satisfies an LDUB with continuous rate function J . Since N is a null set, we
obtain ∫

X
exp
[

1
εφ(x)

]
µε(dx) =

∫
X

exp
[

1
εφ
∗(x)

]
µε(dx)

for every ε > 0. Since J is continuous and φ∗ is bounded above, Corollary 9.2.3
implies that

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ
∗(x)

]
µε(dx) ≤ sup

x∈X
[φ∗(x)− J(x)]

= sup
x∈X\N

[φ(x)− J(x)].

Since N was an arbitrary null set, it follows that

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ(x)

]
µε(dx) ≤ ess sup(φ− J),

where the essential supremum is taken with respect to Lebesgue measure.
To see that this is indeed a sharper upper bound, consider the following simple

example. Let X = [0, 1], φ(x) = 1{x=1/2}, and µε = µ, where µ is the uniform
distribution on [0, 1]. Then J ≡ 0 on X and

lim sup
ε→0

ε log

∫
X

exp
[

1
εφ(x)

]
µε(dx) = ess sup(φ− J) = 0,

whereas

sup
x∈X

[φ(x)− J(x)] = 1.

The last example provides an LDUB for observations of a modulated Poisson
process. These processes are important in queueing theory to model arrival pro-
cesses whose parameters depend on a random environment (see for instance [6]
and [7]). The example shows that in this context we may obtain functions that
are not upper semicontinuous, so that the original version of Varadhan’s Lemma
does not apply to this case. However, under the assumption that the rate function
is continuous we may invoke Corollary 9.2.3 to prove an LDUB in this case.

Example 9.3.3. Let M be a Poisson process with arrival intensity λ > 0 that is
modulated by a stochastic ON/OFF switch, i.e., M is modulated by a stochastic
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process Z with state space {0, 1}. This means that M has arrival intensity zλ
while Z is in state z ∈ {0, 1}. For simplicity, assume that Z has càdlàg paths.

Fix some time t > 0. We would like to count the number of jobs in the system
at time t (i.e., the number of jobs that have arrived in the time interval [0, t]), but
we only count them if the switch has been ON for at least t1 time units but less
than t2 time units, where 0 < t1 < t2 < t. Hence, the number of jobs that we
count at time t is given by L(t) = 1{t1≤∫ t0 Z(s)ds<t2}M(t).

We scale the arrival intensity via λ 7→ nλ and the background process via Z 7→
Zn in such a way that the probability measure µn induced by

∫ t
0
Zn(s)ds satisfies

an LDUB with continuous rate function J . We denote the resulting modulated
Poisson process by Mn.

We would like to prove an LDUB for Ln(t) = 1{t1≤∫ t0 Zn(s)ds<t2}Mn(t)

using a Chernoff bound under this scaling. It is well known that Mn(t) has a
Poisson distribution with random parameter nλ

∫ t
0
Zn(s)ds (cf. [5, Lem. A.1]).

For γ ≥ 0, we let P0(γ), P1(γ), . . . denote a sequence of independent random
variables with a Poisson distribution with parameter γ. Fix a closed set F ⊂ R
and write

lim sup
n→∞

1

n
logP

(
1

n
Ln(t) ∈ F

)
= lim sup

n→∞

1

n
log

∫
[0,t]

P
(
1{t1≤x<t2}

1

n
P0(nλx) ∈ F

)
µn(dx)

= lim sup
n→∞

1

n
log

∫
[0,t]

P

(
1{t1≤x<t2}

1

n

n∑
k=1

Pk(λx) ∈ F

)
µn(dx)

≤ lim sup
n→∞

1

n
log

∫
[0,t]

exp

(
n

(
− inf
a∈F

I(x; a)

))
µn(dx),

where I(x; ·) = `
(
1{t1≤x<t2}λx; ·

)
and `(y; ·) is the rate function corresponding

to a Poisson distribution with parameter y ≥ 0. More specifically, the function `
is given by `(y; a) = ∞ for a < 0, `(y; 0) = y, `(0; a) = ∞ for a > 0, and
`(y; a) = a log(a/y)− a+ y for y > 0 and a > 0.

The map x 7→ − infa∈F I(x; a) fails to be upper semicontinuous for certain
closed sets F . Indeed, taking F = {0} and using that `(y; 0) = y, we get

− inf
a∈F

I(x; a) =


0 0 ≤ x < t1;

−λx t1 ≤ x < t2;

0 t2 ≤ x ≤ t.

Since this map is not upper semicontinuous, the standard version of Varadhan’s
Lemma does not apply to this case. However, it is easy to see that the map x 7→
− infa∈F I(x; a) is measurable for each closed set F . Because the sequence of
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measures µn satisfies an LDUB with continuous rate function J and the map x 7→
− infa∈F I(x; a) is bounded above by 0, we may invoke Corollary 9.2.3 to obtain

lim sup
n→∞

1

n
log

∫
[0,t]

exp

(
n

(
− inf
a∈F

I(x; a)

))
µn(dx)

≤ sup
x∈[0,t]

[
− inf
a∈F

I(x; a)− J(x)

]
,

so that

lim sup
n→∞

1

n
logP

(
1

n
Ln(t) ∈ F

)
≤ − inf

a∈F
inf

x∈[0,t]
[I(x; a) + J(x)]

for every closed set F .

9.4 Discussion and conclusion
We provided new sets of conditions under which the upper bound in Varadhan’s
Lemma holds. We showed in particular that the assumption about compact sub-
level sets is redundant when the exponential function is not scaled. This turned out
to be very useful in the context of modulated infinite-server queues. It would be
interesting to see whether there are other sets of conditions under which the upper
bound in Varadhan’s Lemma holds.
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10
Concluding remarks

The main question motivating the research in this dissertation was how modulation
influences the scaling limits of an infinite-server queue and related stochastic pro-
cesses. We developed several techniques to investigate this and to establish limit
theorems. The results can be roughly divided into two parts: those concerning the
behavior of a process at a fixed point in time and those concerning the behavior of
a process during a time interval.

At a high level, modulation influences the scaling limits of an infinite-server in
the following way. For the behavior of the process at a fixed point in time, it seems
that the behavior of the random parameter is the crucial factor determining the
scaling limits. Roughly speaking, a limit result for the random parameter in a cer-
tain regime implies a limit result for the infinite-server queue in the same regime.
However, we saw that this breaks down when considering moderate deviations for
a general background process. Especially in LDP examples, we saw that the pres-
ence of a background process has a major influence on the limiting behavior of the
queue. More specifically, the corresponding rate functions are typically below the
rate function of a nonmodulated queue, indicating that large deviations are much
more likely in the presence of a random environment. We obtained similar results
for the modulated OU process.

For the behavior of Markov-modulated processes during a time interval, the
pattern is slightly less pronounced. Nevertheless, there are some recurring features.
Diffusion limits contain a term describing how the background process switches
between different states and thus how the parameters of the queue change. This
term strongly depends on the deviation matrix of the background process and on
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the rate at which the background process is scaled. Roughly speaking, we could
say that Markov modulation introduces in the limit extra Brownian terms capturing
the variability that is induced by the queue switching between parameters.

On a more detailed level, we arrived at these insights in the following way.
We first gave a construction of the modulated infinite-server queue, assuming

that an independent background process modulated the Poisson arrival process, the
server speed, and the service requirement distribution. Under these assumptions,
we derived that the number of jobs in the system at a fixed time had a Poisson
distribution with a random parameter. This random parameter was, essentially, a
function of the background process, with the specific form of the function being
determined by the service requirement distributions. The crucial assumptions un-
derlying the mixed Poisson property were that the arrival process was a modulated
Poisson process and that the background process was independent.

The characterization of the distribution of the number of jobs as a mixed Pois-
son distribution turned out to be very useful. In Chapter 2, we exploited the mixed
Poisson property to derive a condition under which the number of jobs in the sys-
tem satisfied a CLT. This condition required that a centered and scaled version of
the random parameter converges in distribution. We applied this to the Markov-
modulated M/M/∞ queue and derived a CLT. This extended known results about
the Markov-modulated M/M/∞ queue to its Model III variant. Moreover, we gave
a new proof. This new proof used our results on mixed Poisson distribution, weak
convergence of state occupation measures of Markov chains, and Itô’s Lemma. In
an aside, we observed that, rather remarkably, the random parameter itself could
be viewed as some kind of infinite-server queue.

The CLT for Markov-modulated M/M/∞ queues gave an explicit description
of the limiting normal distribution and we noticed that the deviation matrix of the
background Markov chain plays a prominent role in this description. Although
the method of proof was very well suited for this particular case, it remains to be
seen how we may adapt this method to derive an explicit result when the service
requirements are not exponential. This could be an interesting topic for future
research.

In Chapter 3, we investigated the large-deviations behavior of the number of
jobs in a modulated infinite-server queue. Under a linear scaling of the arrival
rate and a general scaling of the background process, we showed that the number
of jobs in the system satisfies an LDP as soon as the random parameter satisfies
an LDP. The proof of this result used the concept of attainable parameters, which
turned out to be just right for establishing an LDP. The corresponding rate function
could be expressed in terms of the attainable parameters. We gave explicit exam-
ples showing how this can be used to compute rate functions. In other examples,
we showed that the rate function is given as the solution of a variational problem.
It could be interesting to develop numerical methods to solve these problems.
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In Chapter 4, we focused on the moderate-deviations behavior of the number of
jobs in a modulated infinite-server queue. First, we showed that the number of jobs
in the system satisfies a moderate-deviations lower bound if the random parameter
satisfies a moderate-deviations lower bound. The proof of this lower bound had a
similar structure as the proof of the large-deviations lower bound in Chapter 3. The
reason for this was that these lower bounds are local bounds in some sense. We
also showed that the number of jobs in the system satisfies a moderate-deviations
upper bound if the random parameter satisfies a moderate-deviations upper bound
and some additional technical conditions are met. The additional conditions were
needed because the upper bound is a global bound in some sense. An example
illustrated this.

In Chapter 5, we applied insights from Chapters 2, 3, and 4 to obtain scaling
limits for the modulated OU process. After a careful construction of this process,
we provided a CLT, an MDP, and an LDP under a specific scaling. Compared with
the modulated infinite-server queue, the proofs simplified considerably in this case.
In particular, we could obtain an MDP and an LDP in one proof. We argued that
these easier proofs were the result of the prelimit functions having the same form
as the limit functions.

The proofs of the large-deviations results and the moderate-deviations results
required a generalization of Varadhan’s Lemma. In Chapter 9, we provided this
generalization. In particular, we showed that several common assumptions that are
used in the formulation of Varadhan’s Lemma are redundant.

In the second part of this dissertation, we looked at weak convergence of sev-
eral Markov-modulated stochastic processes at the sample path level. First, we
provided in Chapter 6 some auxiliary technical results concerning the convergence
properties of Markov chains. More specifically, we proved limit theorems for the
state occupation measure of a Markov chain using the MCLT. Additionally, we
gave conditions under which certain stochastic integrals with respect to the state
occupation measure of a Markov chain converge weakly. Interestingly, we ob-
served that a standard approach for this type of problem did not apply to our case,
because the P-UT condition was not satisfied. We developed a new approach which
could deal with our case and which seems to be just right for analyzing modulated
infinite-server queues and related processes.

In Chapter 6, we also looked at the Markov-modulated OU process. We demon-
strated that this process is stochastically equivalent to simpler Markov-modulated
OU processes. To demonstrate this stochastic equivalence, we heavily relied on the
auxiliary technical results obtained earlier. Then we showed weak convergence
of the simpler processes, leading to weak convergence of the general Markov-
modulated OU process.

In Chapter 7, we considered Markov-modulated networks of Model III infinite-
server queues. To prove weak convergence of this network, we used two crucial
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ideas. The first was that a Markov-modulated network of Model III queues is
equivalent to a Markov-modulated network of Model I queues. The second was
that this network is stochastically equivalent to less complicated stochastic pro-
cesses, to which we could apply the CMT. Exploiting these ideas, we derived a
fluid limit and a diffusion limit for Markov-modulated networks of infinite-server
queues.

In Chapter 8, we introduced a rather different model, namely the Markov-
modulated Erlang model. To analyze it, we opted for a continuous-mapping ap-
proach. We defined a function capturing the behavior of this model and showed
that it is continuous in the right topologies. Using this function combined with
the CMT, we proved a fluid limit and a diffusion limit for the Markov-modulated
Erlang model. We observed that it should be possible to generalize this approach
to Markov-modulated infinite-server queues. However, we showed in Chapter 6
and Chapter 7 that other techniques make a more direct approach possible in those
cases.

As for future research, there are two topics that stand out. The first topic
concerns the (sample path) weak convergence of modulated infinite-server queues
with background processes other than a Markov chain. On the one hand, this might
be harder than weak convergence of the Markov-modulated case, because Markov
chains have very convenient convergence properties. On the other hand, we had to
use weak convergence of the state occupation measure of the background Markov
chain rather than convergence of the Markov chain itself. This might not be the
case for other background processes, which may in fact simplify a weak conver-
gence analysis. The second topic concerns the sample path large deviations of the
Markov-modulated infinite-server queue. We have not touched upon this subject,
but given the results in this dissertation, it seems entirely reasonable to expect that
we can derive a sample path LDP for Markov-modulated infinite-server queues.
In particular, extending the continuous map given in Chapter 8 to infinite-server
queues might be very helpful here.
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